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(57) ABSTRACT 

Methods of generating recommendations may include 
obtaining Social network data from one or more network 
resources. Word relationships may be created between 
selected words in the social network data to produce relation 
ship data. Advertisement or other asset recommendations 
may be generated for a target userby analyzing browse infor 
mation of the target user to identify one or more words. Other 
words in the relationship data may be identified that are 
related to the words in the target user's browse information. 
One or more advertisements may be identified having at least 
one keyword that corresponds to the other words. At least a 
portion of these advertisements may be selected from a data 
repository to provide to the target user. 
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SYSTEMIS AND METHODS FORTARGETED 
ADVERTISING 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application claims priority from the following 
applications: U.S. Provisional Application No. 60/910,581 
filed Apr. 6, 2007, entitled “Systems and Methods for Tar 
geted Advertising the disclosure of which is hereby incor 
porated by reference in its entirety; U.S. Provisional Appli 
cation No. 60/910,606 filed Apr. 6, 2007, entitled “Computer 
Systems and Methods for Processing Online Data for Tar 
geted Advertising the disclosure of which is hereby incor 
porated by reference in its entirety; and U.S. Provisional 
Application No. 60/910,583 filed Apr. 6, 2007, entitled 
“Computer Systems and Methods for Processing Social Net 
work Data and Content Tags, the disclosure of which is 
hereby incorporated by reference in its entirety. 

BACKGROUND 

0002 Advertisements are increasingly being used by web 
site operators as significant sources of revenue. Advertise 
ments are often provided in the form of banners, textual 
advertisements, pop-ups, or the like. When a user clicks on an 
advertisement, the user may be taken to a web site or other 
network resource that features a product or service high 
lighted in the advertisement. 
0003 Web site owners often contract with advertising 
partners to display advertisements on the web site owners 
web pages. A web page on a web site might, for instance, 
include advertisements provided by an advertising partner's 
servers. The advertisements selected by the advertising part 
ner may be randomly selected. Alternatively, the advertise 
ments may be more targeted toward users. For example, 
advertisements may be selected that closely match one or 
more keywords listed on the web page the user is viewing or 
on a web page the user has viewed. Oftentimes, however, the 
subject matter of these advertisements does not align with the 
current preferences or interests of the viewer. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0004 FIG. 1 illustrates a block diagram of an embodiment 
of an asset recommendation system; 
0005 FIG. 2 illustrates a block diagram of an embodiment 
of a recommendation engine of the asset recommendation 
system of FIG. 1; 
0006 FIG. 3A illustrates example word relationships cre 
ated by an embodiment of the recommendation engine of 
FIG. 2: 
0007 FIG. 3B illustrates example category relationships 
created by an embodiment of the recommendation engine of 
FIG. 2: 
0008 FIGS. 4A and 4B illustrate example asset, word, and 
category relationships created by an embodiment of the rec 
ommendation engine of FIG. 2; 
0009 FIGS. 5A and 5B illustrate embodiments of pro 
cesses for creating relationship data using certain embodi 
ments of the recommendation engine of FIG. 2; 
0010 FIG. 6 illustrates a flowchart of an embodiment of a 
process for obtaining relevant word data using an embodi 
ment of the recommendation engine of FIG. 2; 
0011 FIGS. 7A and 7B illustrate example graphs gener 
ated using an embodiment of the process of FIG. 6; 

Oct. 9, 2008 

0012 FIG. 8 illustrates a block diagram of an embodiment 
of a recommendation service of the asset recommendation 
system of FIG. 1; and 
0013 FIGS.9 and 10 illustrate flowcharts of embodiments 
of processes for generating recommendations using certain 
embodiments of the recommendation service of FIG. 8. 

SUMMARY OF CERTAIN EMBODIMENTS 

0014. In certain embodiments, a system for generating 
targeted advertisement recommendations includes a data 
aggregation module that can obtain word data from Social 
network data of one or more network resources. The word 
data can include a plurality of words in the Social-network 
data. The system can further include a relationship mining 
module in communication with the data aggregation module. 
The recommender module can create word relationships 
between selected ones of the plurality of words in the word 
data to produce relationship data, where each of the word 
relationships can reflect a degree of association between two 
or more of the selected words. This degree of association may 
be based at least in part on one or more of a frequency of the 
selected words in the Social network data, a recency of a 
subset of the social-network data that includes the two or 
more selected words, and an authority factor of the subset of 
the Social-network data. Moreover, the system may include a 
recommender module in communication with the relation 
ship module, which may access browse information of a 
target user to identify one or more first words in the target 
user's browse information, identify the one or more first 
words in the relationship data, identify one or more second 
words in the relationship data that have one or more of said 
word relationships with the one or more first words, and 
identify one or more advertisements having at least one key 
word that corresponds to the one or more second words. 
00.15 Various embodiments of a computer-implemented 
method of generating targeted advertisement recommenda 
tions include obtaining word data from one or more network 
resources, where the word data includes words in content of 
the one or more network resources. The method may further 
include creating word relationships between selected words 
in the word data to produce relationship data, each word 
relationship indicating a degree of association between two or 
more of the selected words. In addition, in certain embodi 
ments the method includes analyzing browse information of a 
target user to identify one or more first words in the target 
user's browse information, identifying, based on the word 
relationships, second words in the relationship data that are 
related to the first words in the target user's browse informa 
tion, identifying one or more advertisements having at least 
one keyword that corresponds to the second words, and 
selecting at least a portion of the one or more advertisements 
from a data repository to provide to the target user. 
0016. Additionally, in certain embodiments, a computer 
implemented method of determining meanings of ambiguous 
words includes obtaining word data from one or more net 
work resources, where the word data includes words in con 
tent of the one or more network resources. For a subset of the 
word data, the method further includes determining parts of 
speech of selected words in the subset of the word data. In 
addition, the method may include determining definitions of 
the selected words to determine forms of the selected words 
and determining one or more categories or related words for 
each of the word forms. For two selected word forms, the 
method may also include connecting the two selected word 
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forms in one or more graphs in response to determining that 
categories or related words of the two selected word forms 
overlap, where connecting the two selected word forms in the 
one or more graphs may include creating weighted word 
relationships between the two selected word forms. More 
over, the method may include determining that a selected 
graph having a highest total weight of word relationships 
compared to one or more other graphs indicates definitions of 
one or more of the selected words in the subset of the word 
data. 
0017 Neither this summary nor the following detailed 
description purports to define the inventions disclosed herein. 
Certain inventions disclosed herein are defined by the claims. 

DETAILED DESCRIPTION OF EXEMPLARY 
EMBODIMENTS 

0018 Many drawbacks exist with advertising systems that 
provide advertisements that closely match keywords on a web 
page. One drawback is that the advertisements provided may 
merely duplicate content found on the web page. Such adver 
tisements may not be interesting to a user. For example, an 
advertisement for a Ford(R) truck displayed on a web page 
featuring a story about trucks may not enticea user to view the 
advertisement because the user is already viewing content 
about trucks. 
0019. Another problem with keyword-based methods 
occurs when advertising partners have Small sets of adver 
tisements. In Such instances, the keywords on a given web 
page might correspond poorly to the advertisements in the set 
because the set is too small to have an advertisement for every 
possible keyword. The advertisement provided to the user 
may therefore be so disconnected from the keywords on a 
web page that the user may have no interest in the advertise 
ment. Yet another problem stems from using relatively small 
sets of keywords from web pages recently viewed by the user. 
Because the keywords may be selected from a small portion 
of the user's browse information, using these keywords may 
produce advertisements that do not accurately reflect the 
user's interests. 
0020 Certain embodiments herein describe systems and 
methods for providing targeted advertisements. In certain 
embodiments, word data and behavioral data of a plurality of 
users may be mined from network resources such as web 
sites. This data may be analyzed to detect relationships 
between words, categories of words, advertisements and 
other assets, combinations of the same, and the like. Using 
these relationships, in certain embodiments more targeted 
advertisements may be provided to a user. 
0021. As used herein, the term “asset' is used interchange 
ably to refer to an asset itself (for example, an advertisement, 
product, content, persona or profile, and the like) and to its 
description or representation in a data repository. As will be 
apparent from the context in which it is used, the term is also 
sometimes used herein to refer only to the asset itself or only 
to its representation in the data repository. 
0022. The features of these systems and methods will now 
be described with reference to the drawings summarized 
above. Throughout the drawings, reference numbers may be 
re-used to indicate correspondence between referenced ele 
ments. The drawings, associated descriptions, and specific 
implementation are provided to illustrate embodiments of the 
inventions described herein and not to limit the scope thereof. 
0023. In addition, methods and processes described herein 
are not limited to any particular sequence, and the blocks or 
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states relating thereto can be performed in other sequences 
that are appropriate. For example, described blocks or states 
may be performed in an order other than that specifically 
disclosed, or multiple blocks or states may be combined in a 
single block or state. Moreover, the various modules of the 
systems described herein can be implemented as Software 
applications, hardware and/or software modules, or compo 
nents on one or more computers, such as servers. While the 
various modules are illustrated separately, they may share 
Some or all of the same underlying logic or code. 
0024 FIG. 1 illustrates an embodiment of an asset recom 
mendation system 100 for recommending assets such as 
advertisements to users. The asset recommendation system 
100 can be owned or operated by an advertisement provider or 
the like. In certain embodiments, the asset recommendation 
system 100 provides targeted advertisements to one or more 
third party servers 104 over a communications medium 106 
such as the Internet or other network. In turn, the third party 
server or servers 104 can provide the advertisements or other 
assets to one or more user systems 102. In certain embodi 
ments, the advertisements may be advantageously targeted to 
users of the user systems 102, as will be described below. 
0025. The third party server 104 may be operated by a host 
of a network resource such as a web site or the like. The third 
party server 104 may, for example, serve content on one or 
more web pages or other network resources to the user sys 
tems 102. In addition to providing content to the user systems 
102, the third party server 104 can retrieve or otherwise 
receive assets from the asset recommendation system 100. 
These assets may include, for example, one or more adver 
tisements. Other examples of assets are described below. 
0026. The asset recommendation system 100 includes one 
or more servers 110 for communicating with third party serv 
ers 104 over the communications medium 106. The servers 
110 may be web servers in certain implementations. In 
response to receiving requests for assets Such as advertise 
ments from the third party server 104, in one embodiment the 
servers 110 request advertisements or other assets from a 
recommendation service 120. 

0027. The recommendation service 120 may be a web 
service or the like that recommends advertisements or other 
assets that are targeted to a particular user or group of users. 
The recommendation service 120 includes one or more rec 
ommendation engines 130 for generating these recommen 
dations. In certain embodiments, each recommendation 
engine 130 provides recommendations in different ways, 
Such as by analyzing the context of a target user's browse 
information or history, by analyzing the behavior of a target 
user, by targeting a target user demographically or geographi 
cally, by analyzing Social and/or user momentum, combina 
tions of the same, and the like. A selector module 124 can 
determine which of the recommendations generated by the 
recommendation engines 130 to provide to the third party 
server 104 for display to a user via a user system 102. 
0028. One or more of the recommendation engines 130 
may include components (see, for example, FIG. 2) for min 
ing data from remote network resources Such as web sites. 
These components may mine data by crawling or otherwise 
retrieving the data in certain embodiments. In certain embodi 
ments, the data mined by the recommendation engines 130 
may include word data, user behavioral data, user tracking 
data, combinations of the same, and the like. Word data can 
include, for example, words and phrases found in the content 
of network resources such as web pages. 
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0029. In certain embodiments, the word data is advanta 
geously mined from Social-network data. In addition to hav 
ing its broad ordinary meaning, “social-network data” may 
include data generated on Social sites such as Social network 
ing sites, blogs, declared interest sites (for example, digg. 
com), news and other current event sites. In addition, Social 
network data may include web conversations, user profiles, 
online blogs, commentary, and the like. Word data may also 
be mined from reference data such as may be obtained from 
dictionary and encyclopedia sites, directories, search 
engines, combinations of the same, and the like. Because a 
large variety of words can be mined from such diverse net 
work resources in certain embodiments, relationships can be 
detected between the word data that facilitate providing more 
accurately targeted asset recommendations, as will be 
described below. 

0030 User behavioral data may include data on browse 
behavior, asset selection behavior, and/or purchase behavior 
of one or more of users. Browse behavior data can include 
data on network resources accessed by users. Asset selection 
behavior data may include data regarding advertisements and 
other assets selected (for example, clicked) by users. Pur 
chase behavior data may include data regarding online pur 
chases of products and/or services by users. User tracking 
data may include data relating to a target user, who may be a 
user of a user system 102 for whom recommended advertise 
ments will be generated. The user tracking data for a particu 
lar user may include data regarding a recent browse or pur 
chase history of the user, demographic data on the user, 
geographic data related to the user (for example, a locale in 
which the user lives), combinations of the same, and the like. 
0031. In certain embodiments, one or more of the recom 
mendation engines 130 store the mined data as raw data in a 
data repository 140, which may be a storage device, database, 
or the like. The raw data may be mined by the recommenda 
tion engines 130 in an off-line process or in a process that may 
operate in parallel or substantially in parallel with processes 
for providing recommendations to users. The recommenda 
tion engines 130 may mine the raw data, for example, on a 
periodic basis (for example, daily), or the recommendation 
engines 130 may mine the raw data continuously or Substan 
tially continuously. 
0032. Certain components of one or more recommenda 
tion engines 130 (see, for example, FIG. 2) may analyze the 
raw data to detect or create relationships among the raw data. 
The recommendation engines 130 may analyze the raw data 
stored in the data repository 140. Alternatively, the recom 
mendation engines 130 may analyze raw data directly as it is 
being mined. The relationships created by the recommenda 
tion engine 130 may be stored as relationship data 150. Many 
types of relationships may be created by the recommendation 
engines 130. Word relationships may be created, for instance, 
between words in the word data. Other types of relationships 
may also be created, as is described below with respect to 
FIG 2. 

0033. Because the word data may be mined from social 
sites, reference sites, and the like, the word relationships may 
reflect associations made on Social sites, reference sites, and 
the like. For instance, an analysis of the word data may detect 
that the word “Ford R” is related to the word “barbeque” 
because these words are used in similar contexts by bloggers. 
Thus, a word relationship may be created between “Ford R' 
and “barbeque.” 
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0034. The recommendation engines 130 may use the rela 
tionship data 150 to generate targeted recommendations. In 
certain embodiments, one or more recommendation engines 
130 retrieve user tracking data for a target user from the data 
repository 140. The recommendation engines 130 may ana 
lyze the user tracking data to find words in the tracking data. 
For example, one recommendation engine 130 may search for 
target words on a network resource that the user has recently 
accessed. The likely contextual meanings of the target words 
may be determined, for example, by the process of FIG. 6 
described below. Using the target words, the recommendation 
engines 130 can find related words in the relationship data 
150. 

0035. In turn, using the related words, the recommenda 
tion engines 130 can find related assets in the relationship data 
150. The recommendation engines 130 can find related assets 
in the relationship data 150 by comparing the related words 
with keywords associated with one or more assets in the asset 
data 160. These keywords may be associated with the assets 
in a separate or off-line process, which may be performed, for 
example, by the recommendation service 120. In alternative 
embodiments, the keywords can be manually associated with 
at least some of the assets. An administrator of the asset 
recommendation system 100, for instance, may analyze the 
assets and assign keywords by hand. Categories may also be 
assigned to the assets manually or automatically by inferring 
the categories from the assigned keywords (see, e.g., FIG. 2). 
0036. The recommendation service 120 may perform the 
keyword-asset associations by analyzing descriptive text of 
the assets to extract keywords. For instance, the recommen 
dation service 120 might extract keywords such as “truck” 
and "Ford R” from an advertisement asset that describes 
Ford(R) trucks. More details on this extraction process are 
described below with respect to FIG. 6. The keywords can 
also be weighted, for example, based on a part of speech of a 
word (for example, nouns may be weighted higher than 
verbs), based on a frequency of the word's use in the asset 
description, based on a relative position of the word in the 
descriptive text (for example, words higher in the descriptive 
text may be weighted more), combinations of the same, and 
the like. 

0037. By determining which words are related to the 
words found in the user's data, the recommendation engine 
130 may therefore determine which assets may be candidate 
recommendations for the target user. The recommendation 
engines 130 can score or otherwise rank the asset recommen 
dations based at least in part on the strength of word, asset, or 
other relationships in the relationship data 150. 
0038. The recommendation engines 130 may recommend 
one or more assets stored in a data repository 160, which may 
include a database of assets. The data repository 160 can 
include, for example, content related to advertisements, con 
tent describing products, content related to other users. Such 
as user profiles, combinations of the same, and the like. Thus, 
while the remainder of this specification generally refers to 
recommending advertisements, other assets may also be rec 
ommended to users. 

0039. In certain embodiments, one or more of the recom 
mendation engines 130 provides their candidate recommen 
dations to the selector 124. The selector 124 can select a 
subset of assets to provide to the third party server 104, by, for 
example, selecting a most highly ranked or scored Subset of 
the assets. The selector 124 can provide the subset of assets to 
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the third party server 104. The third party server 104 may 
output an asset for display for one or more of the user systems 
102. 
0040 Although the third party server 104 is provided in 
the depicted embodiment, the third party server 104 may be 
removed in other embodiments. As such, the user systems 102 
may directly access the asset recommendation system 100 in 
certain embodiments. 
0041 Although the assets described herein are primarily 
referred to as including advertisements, assets may also 
include products (or services), content, personas, and the like. 
Product assets may include descriptions of products, which 
may be recommended, for example, to a user of a product 
network resource or web site that sells the given product. 
Content assets can include news stories, blogs, or the like, 
which may be recommended to users. Persona assets can 
include profiles of people that may be recommended, for 
example, on Social networking sites, dating services, and the 
like. The remainder of this specification will refer primarily to 
advertisement assets; however, Some or all of the systems, 
modules, and processes described herein may be used to 
provide product, content, persona, and other types of asset 
recommendations. 

0.042 FIG. 2 illustrates a more detailed embodiment of a 
recommendation engine 230. The recommendation engine 
230 includes a data aggregation module 232, a relationship 
mining module 234, and a recommender 236. The recom 
mendation engine 230 may use these components to mine 
data, analyze the data to detect relationships among the data, 
and generate asset recommendations based on the detected 
relationships. 
0043. In certain embodiments, the data aggregation mod 
ule 232 is configured to mine raw word and/or user data 
obtained from social and/or reference network resources. For 
example, in certain embodiments, the data aggregation mod 
ule 232 crawls a network such as the Internet to obtain this 
data. Alternatively, the data aggregation module 232 can 
receive this data from external Sources. The data aggregation 
module 232 can store the raw data in a data repository 240, 
which may be a database or the like. 
0044 As described above with respect to FIG. 1, an asset 
recommendation system may include multiple recommenda 
tion engines. These recommendation engines 230 may have 
the same general structure as the recommendation engine 230 
in certain embodiments, but the components of the recom 
mendation engines 230 may have different functions. For 
example, the data aggregation module 232 of one implemen 
tation of a recommendation engine 230 may gather word data 
but not user data, whereas a data aggregation module 232 of 
another recommendation engine 230 might gather user data 
but not word data. Still other data aggregation modules 232 
gather both word data and user data. More specific examples 
of recommendation engines 230 are described below with 
respect to FIG.8. 
0045. A relationship mining module 234 may access the 
word and/or user data stored in the data repository 240 and 
detect or create relationships among the data. Many types of 
relationships may be created, including word, category, asset, 
and behavioral or user-based relationships. 
0046. In certain embodiments, the relationship mining 
module 234 detects word relationships by analyzing the prox 
imity of certain words to other words on a given network 
resource Such as a web site. For example, if a blogger includes 
the words “backgammon and “bird watching in the same 
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sentence or within the same passage of text, the relationship 
mining module 234 may create a word relationship between 
these words. The relationship mining module 234 may also 
create word relationships based on interactions between users 
with respect to one or more network resources. For example, 
if a social site has a user “Bob” and Bob likes video games, 
and if Bob has a friend Joe who likes skydiving, then the 
relationship mining module 234 may create a word relation 
ship between “video games' and “skydiving. 
0047. The relationship mining module 234 may store the 
relationships in a network or graph data structure. In certain 
embodiments, a separate graph data structure may be created 
for each type of relationship. The graph data structure may be 
implemented in numerous ways, including but not limited to, 
arrays, adjacency lists, adjacency matrices, symbolic graphs, 
database, combinations of the same, and the like. The graph 
data structures may include weighted Bayesian networks, 
Markov networks, or the like. The graph data structures may 
have nodes representing words, categories, assets, or user 
data. A relationship between two items of data may be indi 
cated by an edge connecting two nodes. 
0048 Referring to the “backgammon example above and 
with reference to FIG. 3A, the relationship mining module 
234 may construct an example graph300a having a backgam 
mon node 310a and a bird watching node 310b. An edge 320a 
connects the nodes 310a and 310b, indicating a relationship 
between backgammon and bird watching. As shown, the rela 
tionship mining module 234 in the depicted example has also 
determined that the words “coin collecting are related to 
both backgammon and bird watching. Thus, a node 310c for 
coin collecting is added to the graph 310a, with edges 320b 
and 320c connecting the nodes 310a and 310c and the nodes 
310b and 310c, respectively. While the graph 300a illustrates 
a simple example of relationship data, much more complex 
graph structures can be constructed having millions or more 
nodes 310 and edges 320. 
0049. The relationship mining module 234 in certain 
embodiments can weight or rank the relationships between 
words. In embodiments where the relationship data 250 
includes graph structures or the like, these weightings can be 
represented as weightings of the edges 320 connecting the 
nodes 310. In certain embodiments, the weightings may be 
based on criteria Such as frequency or popularity of certain 
relationships, recency of relationships, and/or authority of 
relationships. Frequency of relationships can refer to a num 
ber of times and/or a number of distinct sites or passages in 
which a relationship is detected between particular words. If 
many users of network resources such as Social sites are 
describing backgammon in conjunction with bird watching, 
for instance, the word relationship between backgammon and 
bird watching may receive a higher weighting. 
0050 Recency of relationships can refer to how recently 
the words were published or otherwise provided on network 
resources. More recent relationships may be given greater 
weight than older relationships. If users were discussing coin 
collecting and backgammon within the past few weeks, for 
example, the weight of this relationship might be higher than 
if users were discussing the same words several months or 
years ago. Authority of relationships can refer to the authority 
of users or network resources from which the relationships 
are derived. Higher authority can result in a higher weighting. 
To illustrate, relationships derived from words on an anony 
mous comment on a blog entry might be considered to have 
little authority, whereas relationships derived from words in a 
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reference work Such as a dictionary might have greater 
authority and hence more weight. 
0051. Some or all of the frequency, recency, and authority 
criteria may be used to weight the relationships. In certain 
embodiments, the weightings of relationships dynamically 
change over time based on changing frequency, recency, and/ 
or authority criteria. Thus, final recommendations generated 
based on the same relationships might be different at different 
points in time. In an embodiment, using some or all of these 
changing criteria may effectively weight relationships 
according to social trends or Social momentum. Relationships 
that are more frequent (for example, popular), recent, and/or 
which have more authority might reflect a degree of Social 
momentum that the relationship has. In certain embodiments, 
recommendations can be generated based on relationships 
having greater Social momentum than other relationships, 
resulting in timely, targeted recommendations. 
0052. As one example of weighting word relationships, 
authority of social sites may be first determined manually by 
an administrator. The administrator might determine, for 
instance, that blogging sites are generally more credible or 
have more authority than other social sites Such as MyS 
pace(R, Facebook(R), or the like. A sample set of social-net 
work data may be taken based on the activity of users of those 
sites. The sample set of social-network data might include, for 
example, data created by between 10,000 and 50,000 users. 
These users may be selected based at least in part on the level 
ofactivity on their respective social sites. This levelofactivity 
corresponds to the recency factor in certain embodiments. 
With the sample set of social-network data obtained, word 
data can be extracted from the social-network data and word 
relationships may be created as described above. The fre 
quency of the occurrence of words within the Social-network 
data may be used to further weight the word relationships. 
0053 As social momentum can change over time, rela 
tionships may be strong at one point in time and then become 
weak, or vice versa. For example, if many users of social sites, 
news sites, or the like are talking about backgammon and bird 
watching, social momentum might be high. Years, months, or 
even days later, users may lose interest in these topics and the 
Social momentum might decrease significantly. Recommen 
dations can be automatically adjusted accordingly in certain 
instances to provide fewer recommendations related to rela 
tionships with decreased social momentum. For example, the 
weightings of the relationships may be aged or decreased, so 
that more recent relationships may have higher weightings, 
which may result in more recent relationships being used to 
generate recommendations. 
0054. In addition to detecting word relationships, in cer 
tain embodiments, the relationship mining module 234 of 
FIG. 2 can also detect and create category relationships. In 
certain embodiments, the relationship mining module 234 
infers category relationships from word relationships. To do 
this, the relationship mining module 234 may access category 
data from the data repository 240. This category data may be 
obtained by the data aggregation module 232 by, for example, 
using linguistic categorizations, which may be obtained from 
online dictionaries, such as wordnet.princeton.edu, or other 
like online reference resources. The data aggregation module 
232 may also obtain the category data from Societal catego 
rizations, which may be obtained from directory sites that 
arrange topics in hierarchical category form, such as dimoZ. 
org. Creating relationships between categories can allow gen 
eralized concepts to be related. When generating recommen 
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dations, the recommendation engine 230 can use the category 
relationships to find related assets if no assets exist that are 
related to a word relationship. 
0055 Referring to FIG. 3B, categories for the words in 
FIG. 3A are shown with inferred category relationships. 
Thus, a “board game' node 330a, a possible category for 
backgammon, is shown related to a “naturalist node 330b, a 
possible category for bird watching. Likewise, a “collecting 
node 330c, a possible category for “coin collecting, is shown 
related to the nodes 330b, 330c. Edges 340a,340b, and 340c 
connect the nodes 330a, 330b, and 330c. 
0056 Referring again to FIG. 2, the relationship mining 
module 234 may also infer asset relationships from category 
relationships. To do this, the relationship mining module 234 
may access asset data from a data repository 260. This asset 
data may include keywords for each asset, as described above 
with respect to FIG.1. In addition, the asset data can include 
one or more categories for each keyword, which may be 
obtained, for example, by analyzing reference data in a simi 
lar manner to the category inferences described above. To 
infer asset relationships from category relationships, the rela 
tionship mining module 234 may determine which categories 
in the category relationships overlap with categories of assets 
in the asset data. 

0057 For example, with reference to FIG. 4A, an infer 
ence from a word relationship 410 to a category relationship 
420 is illustrated by arrow 402a. In addition, the inference of 
an asset relationship 430 from the category relationship 420 is 
illustrated by arrow 402b. In the depicted example, the assets 
include an advertisement for a “chess game' at node 440a, 
which can be inferred as being related to the category “board 
game.” The assets further include an advertisement for a 
“hiking book” at node 440b, which can be inferred from the 
category “naturalist.” An edge 450 connects the nodes 440a, 
440b, reflecting the inferred relationship between the chess 
game advertisement and the hiking book advertisement. 
0.058 Turning again to FIG. 2, the relationship mining 
module 234 may also generate asset relationships directly. 
Asset relationships may be created by analyzing user browse 
data and/or reference data. As an example of analyzing user 
browse data, the relationship mining module 234 may relate 
two product assets because a user viewed one product and 
then soon after viewed the second product. As an example of 
analyzing reference data, the relationship mining module 234 
may relate an advertisement asset to a content asset because 
both the advertisement and the content contain the same or 
similar dictionary words. 
0059 From these directly created asset relationships, the 
relationship mining module 234 may also infer word relation 
ships from the assets and in turn infer category relationships 
from the word relationships. The relationship mining module 
234 may infer word relationships by retrieving words in the 
related assets. Once the word relationships are created, the 
relationship mining module 234 may create the category rela 
tionships. For example, FIG. 4B illustrates that an asset rela 
tionship 430 may be created between an advertisement for a 
backgammon game at node 470a and a bird watching book at 
470b. Arrow 402c indicates that an inference may be made 
that the word “backgammon at node 310a is related to the 
words “bird watching” at node 310b. Arrow 402d further 
indicates that an inference may be made that the category 
“board game' at node 310a may be related to the category of 
“bird watching at node 310b. 
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0060 Turning again to FIG. 2, a recommender 236 of the 
recommendation engine 230 may use the relationship data 
250 to generate targeted recommendations. In certain 
embodiments, the recommender 236 can retrieve user track 
ing data for a target user from the data repository 240. The 
recommender 236 may analyze the user tracking data to find 
words in the tracking data and find related words in the 
relationship data 250. The recommender 236 may then use 
the related words to find related assets in the relationship data 
250. The recommender 236 can recommend one or more of 
these assets for a target user. The recommender 236 may also 
use other recommendation generation techniques, some 
examples of which are described below with respect to FIG. 
8. 
0061 FIG. 5A illustrates an embodiment of a relationship 
creation process 500 for creating word relationships based on 
word data obtained from various network resources. The pro 
cess 500a may be implemented by the asset recommendation 
system 100 or by the recommendation engine 230 in certain 
embodiments. The process 500a facilitates detecting relation 
ships between words that can be used to generate recommen 
dations for users. 
0062. At block 502, relevant word data is obtained from 
online sources. Block 502 may be implemented, for example, 
by the data aggregation module 232. The word data can be 
obtained from social texts, reference texts, and the like. Rel 
evant words can be extracted from the online sources. These 
relevant words may include nouns and verbs in certain 
embodiments. A process for detecting relevant words from 
possibly less relevant words is described below with respect 
to FIGS. 6 and 7. 
0063. At block 504, relationships between the words in the 
word data can be detected or created. This block 504 may be 
implemented, for example, by the relationship mining mod 
ule 234. The relationships may be created in the form of a 
graph or other network data structure. The relationships may 
be created by analyzing the proximity of the words in the 
word data, by analyzing user online browse and purchase 
behavior, and the like. These relationships are weighted at 
block 506 based on one or more of frequency, recency, and/or 
authority. 
0064 Continuing at block 508, category relationships are 
inferred from the word relationships, using for example, the 
relationship mining module 234. In turn, asset relationships 
are inferred from the category relationships at block 510. The 
connections between word relationships and asset relation 
ships may be used to generate recommendations, as described 
above. 

0065. In various alternative embodiments, certain of the 
blocks are not included in the process 500a. For example, any 
of blocks 506-510 might not be included in some implemen 
tations of the process 500a. 
0066 FIG. 5B illustrates another embodiment of a rela 
tionship creation process 500b. The process 500b creates 
word relationships based on user behavioral data obtained 
from various network resources. The process 500b may be 
implemented by the asset recommendation system 100 or by 
the recommendation engine 230 in certain embodiments. The 
process 500b facilitates detecting behavioral relationships 
and in turn detecting word and other relationships, which may 
be used to generate recommendations for users. 
0067. At block 522, user behavioral data is obtained. User 
behavioral data may include user browse behavior, purchase 
behavior, and the like. Browse behavior can include a record 
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or history of network resources viewed or accessed by users. 
Purchase behavior can include a record or history of products 
purchased by users. 
0068. At block524, behavioral relationships between con 
tent and/or product descriptions are detected or created based 
on the user behavioral data. A behavioral relationship 
between two pieces of content (e.g., the content of a network 
resource) might be detected if a user views or accesses one 
piece of content and then Subsequently views or accesses 
another. The proximity in time between accesses of the dif 
ferent pieces of content or products might be used to weight 
the behavioral relationship created. For example, if a user 
accesses a web page describing sports cars and then accesses 
a web page describing Stocks, a behavioral relationship might 
be created between the content of these web pages. 
0069. Similarly, a purchase-based behavioral relationship 
may be created if a user purchases a product from a network 
resource and Subsequently purchases another product from a 
network resource. Or a purchase-based behavioral relation 
ship may be created if a user simultaneously purchases two or 
more products from a network resource. 
0070. At block 526, text associated with content and prod 
uct descriptions is parsed or otherwise analyzed. For a given 
behavioral relationship created at block 524, the associated 
content or product descriptions can be parsed to obtain word 
data from the content or product descriptions. At block 528, 
relationships between words in the content or product 
descriptions are inferred based on the detected behavioral 
relationships. Using the example of the content-based behav 
ioral relationship of a sports carpage and a stocks page, words 
from each page might be related to each other. For instance, 
the words “sports car might be related to the word “stocks.” 
0071. At block 530, category and/or asset relationships are 
inferred based on the word relationships. These category and 
asset relationships may be inferred as described above. How 
ever, in certain alternative embodiments, the block 530 might 
be omitted from the process 500b. 
0072 FIG. 6 illustrates an embodiment of a (name'?) pro 
cess 600 for extracting relevant words from word data, such as 
social-network data. The process 600 in certain embodiments 
facilitates finding relevant words, determining their mean 
ings, and categorizing the words. The process 600 may be 
used, for example, to determine relevant words from Social 
network or reference data to facilitate the creation of correct 
word relationships. In addition, the process 600 may be used 
to extract and determine correct meanings for keywords in 
asset descriptions. Moreover, the process 600 may be used to 
extract relevant keywords from a target user's browse infor 
mation so that contextual recommendations may be gener 
ated for the correct contexts or meanings of the keywords. 
The process 600 may be implemented by the relationship 
mining module 234 or, more generally, by the recommenda 
tion service 120 or 820 (see FIG. 8). 
0073. One problem in building an effective set of relation 
ship data is parsing the source text (for example, from Social 
and reference sites) and extracting the relevant words. Creat 
ing relationships between all the words in a body of text may 
be of little use, as many words are very commonly used (such 
as the articles “a,” “an and “the'). The process 600 in certain 
embodiments extracts relevant “signal words, which may 
include nouns and verbs, and ignores less relevant “noise' 
words, which may include words other than nouns and verbs. 
In certain embodiments, signal words may also include adjec 
tives, adverbs, and other parts of speech. 
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0.074 At block 602a subset of the word data is selected. As 
described above, the word data may be obtained by the data 
aggregation module 232. In an embodiment, a relatively 
small subset of this word data is selected. This small subset 
may be a sentence or the like. In alternative embodiments, 
larger chunks of word data, Such as paragraphs, may be 
selected. The process 600 may repeat in certain embodiments 
to analyze additional subsets of word data. The detection of 
sentences may be performed by natural language processing 
techniques, such as maximum entropy processing techniques, 
and/or by detecting particular characters such as periods, 
quotation marks, paragraph breaks, line breaks, and the like. 
0075. At block 604, parts of speech of the words in the 
word data are determined. In an embodiment, these parts of 
speech may include adjectives, verbs, nouns, articles, and the 
like. The determination of which parts of speech are used in a 
given subset of word data may also be performed by natural 
language processing techniques, such as maximum entropy 
processing techniques. 
0076 Once the parts of speech are identified, nouns and 
verbs may be extracted at block 606. Nouns and verbs may be 
extracted in certain embodiments because these words may 
be more relevant than adjectives, articles, and the like. How 
ever, in alternative embodiments, certain adjectives, adverbs, 
or other parts of speech may also be extracted and used to 
generate word relationships. 
0.077 Certain nouns and verbs can have several different 
meanings or word forms depending on their context. For 
example, the sentences “The crickets are chirping” and “Let’s 
play cricket both use the noun "cricket,” but one sentence 
refers to an insect and the other to a sport. In order to create 
proper relationships between the words in each sentence, it 
can be desirable to obtain the proper meaning of the words. 
While maximum entropy techniques may be used for this 
task, Such techniques may require large amounts of training 
data to properly learn the definitions of words. In certain 
embodiments, the proper contextual meanings of the 
extracted words may be determined more efficiently using the 
remainder of the process 600. 
0078. At block 607, the definitions of the nouns and verbs 
may be obtained, for example, from online reference sites. 
The definitions may also be obtained from off-line reference 
works, such as a dictionary or encyclopedia application. 
These definitions may be retrieved from a data repository, 
such as the repository 140 or 240. By collecting definitions of 
the nouns and verbs, word forms for the nouns and verbs may 
be determined. Each word form can correspond to a definition 
of a word. 

0079 At block 608, categories and related words of each 
of the word forms are collected. The related words can be 
synonyms, sister terms, or the like. For an example sentence 
“let’s get the bat and the ball and play cricket,” categories for 
the nouns and verbs may be obtained as follows: 
0080 Bat/mammal/vertebratefanimal 
0081 Bat/sports equipment/equipment 
0082 Cricket/insect/invertebratefanimal 
0083 Cricket/outdoor game/sport/activity 
0084 Ball/sport equipment/equipment 
0085 Ball/dance/social event 
Thus, for example, one word form for the noun “bat’ is in the 
category “mammal,” which is a Subcategory of the category 
“vertebrate, which is a subcategory of the category “animal.” 
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Another word form for the noun “bat’ is in the category of 
'sports equipment, which is a Subcategory of the category 
“equipment'. 
I0086 Although not shown in the example above, related 
words may also be obtained. One example of a related word to 
the category of “sports equipment' is the word “sport.” The 
categories of these related words may further be obtained. 
The word “sport may be in the category of “sports.” for 
instance. 

0087. At decision block 610, for two selected word forms, 
it may be determined whether categories of those word forms 
overlap or if any related words overlap. For example, the 
category “animal' is found in both the word form bat/mam 
mal/vertebratefanimal and in the word form cricket/insect/ 
invertebrate/animal. If categories between two word forms 
overlap, the process 600 proceeds to block 612; otherwise, the 
process proceeds to block 618. 
I0088 At decision block 612, it may further be determined 
whether there is a conflict in an existing graph, as will be 
explained below. If not, a new graph may be created at block 
614. The new graph can have the selected word forms and 
their categories and/or related words. FIG. 7A illustrates an 
example graph 700a generated between the word forms bat (a 
mammal) and cricket (an insect). A node 710a for bat/mam 
mal and a node 710c for cricket/insect are joined by edge 
nodes 720a, 720b with an animal node 710b. 
I0089. The relationships between nodes 720a, 720b, 720c 
can be weighted in certain embodiments based on the strength 
of the words in the originating text (for example, web page or 
other network resource). This strength can be gauged by 
several factors, including the frequency of words in the origi 
nal text, the precision of the words, the proximity of the 
words, and/or the overlap of related words in the definitions of 
the words. The precision of words factor can refer to the 
number of categories a word is found in. For example, the 
categorization of the word “baseball may be “outdoor sport/ 
sport/activity.” As this word has three levels of categorization, 
it may be considered relatively precise. In contrast, the word 
“sport may have a categorization of “activity.” With one level 
of categorization, this word may be considered less precise. 
0090 Returning to FIG. 6, if there is no conflict in an 
existing graph, the selected word forms are connected into an 
existing graph at block 616. A conflict might exist, for 
example, if the word “bat' already existed in a graph under a 
different (non-overlapping) category. This block 616 can fur 
ther include weighting the new connections in the existing 
graph. At decision block 618, it may be further determined 
whether to evaluate additional word forms. If word forms are 
remaining to be analyzed, the process 600 may loop back to 
decision block 610. Otherwise the process 600 may proceed 
to block 618. Blocks 610 through 618 may be iterated until all 
or substantially all words in the subset of words are analyzed 
and assigned into graphs. FIG. 7B illustrates a second 
example graph 700b having the remaining word forms 
described above, having nodes 730 and edges 740. 
(0091. At decision block 620 of FIG. 6, it may be further 
determined whether multiple graphs were generated by the 
previous blocks. If not, at block 622 it is determined that the 
single generated graph likely includes the correct contextual 
definitions of the words in the selected subset of word data. 
Otherwise, at block 620, it is determined that the graph with 
the highest total weight of its nodes likely indicates the proper 
contextual definitions of the words in the selected subset of 
word data. 
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0092 FIG. 8 illustrates an embodiment of a recommenda 
tion service 820. The recommendation service 820 illustrates 
a more detailed embodiment of the recommendation service 
120 described above with respect to FIG. 1. As such, the 
recommendation service 820 includes multiple recommen 
dation engines 830 and a recommendation selector 824. The 
recommendation engines 830 may have some or all of the 
functionality of the recommendation engine 230 and may 
have additional features. Additional recommendation 
engines not shown herein may be included in the recommen 
dation service 820 in various embodiments. 

0093. The illustrated recommendation service 820 com 
prises a learning recommendation engine 830a. In certain 
embodiments, the learning recommendation engine 830a 
retrieves a first user's browse information or history data from 
a data repository or the like. The browse information data may 
include asset selection data and data on network resources 
viewed or browsed by the user, by a group of users, and/or on 
a particular computer, purchases made by the user, and the 
like. The asset selection data may include data on the first 
user's selections of advertisements or the like. 
0094. If the first user has asset selection data, the learning 
recommendation engine 830a may create a relationship 
between the user's asset selections and one or more network 
resources in the first user's browse information. For example, 
the learning recommendation engine 830a can create a rela 
tionship between an advertisement the user selected and web 
pages viewed by the first user in a browse session. In an 
embodiment, the learning recommendation engine 830a per 
forms this analysis and creation of relationships in an off-line 
process or separate process from a recommendations genera 
tion process. 
0095. The learning recommendation engine 830a may 
then access user tracking data of a second user currently 
accessing network resources. This user tracking data may 
include browse information data for the second user. In order 
to provide recommendations for the second user, the learning 
recommendation engine 830a in certain embodiments deter 
mines whether the second user's browse information is simi 
lar to the first user's browse information. For example, the 
learning recommendation engine 830a may determine if the 
two browse histories include overlapping network resources 
or web pages visited by both users. If the learning recommen 
dation engine 830a determines that there is significant 
enough overlap, the learning recommendation engine 830a 
can recommend one or more of the first user's asset selections 
to the second user. Thus, in certain embodiments the learning 
recommendation engine 830a can provide recommendations 
based on feedback from other users, thereby intelligently 
learning from user asset selections. 
0096. A contextual recommendation engine 830b is also 
shown in the depicted embodiment. The contextual recom 
mendation engine 830b may generate recommendations 
based on contextual targeting. Contextual targeting may 
include targeting based on the text (or context) of a network 
resource (for example, email or a web page) a user is currently 
accessing or recently accessed. 
0097 Certain currently-available contextual-based target 
ing systems rely on exact keyword matching of words in the 
text with keywords defined for an advertisement. For 
example, certain currently-available contextual targeting sys 
tems processing a body of text may pick up the word “bike.’ 
The system will then look up advertisements for the keyword 
“bike.” The system will then provide the advertisement to the 
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user. The typical result is that if a user is reading an article 
about bikes, the user will see advertisements for bikes. 
0098. In contrast, the contextual recommendation engine 
830b can use word, category, and/or asset relationships to 
generate contextual recommendations. Using the above 
example, the contextual recommendation engine 830b can 
find other words, concepts, categories, or the like that people 
who are interested in “bikes' may also be interested in. The 
contextual recommendation engine 830b may find these 
words, concepts, categories, or the like in previously gener 
ated relationship data (which may be generated by the con 
textual recommendation engine 830b in a separate process). 
The resulting words, concepts, and categories can be used by 
the contextual recommendation engine 830b to find adver 
tisements. For example, these advertisements may be for 
running, skiing, road safety, helmets, bike components, or 
any of a variety of interests stored in the relationship data. 
0099. A behavioral recommendation engine 830c is also 
shown in the depicted embodiment. The behavioral recom 
mendation engine 830c may generate recommendations 
based on a user's browse information or other user behavior. 
0100 Certain currently available behavioral targeting sys 
tems can be based on simple categorizations of a publisher's 
web site. For example, a web page on a publisher's site may be 
categorized as “auto’ or “finance.” When a user browses to 
one of these pages, that user may be tagged as being interested 
in “auto’ or “finance.” The user can be subsequently shown 
advertisements for cars or stocks, for example. 
01.01 One drawback of these currently-available systems 

is that they may only work for web sites or web pages that can 
be easily categorized. Many other web sites or web pages, 
however, cannot be easily categorized. To get around this 
problem, certain currently-available behavioraltargeting sys 
tems extend the window for which they track behavior. To 
illustrate, instead of looking at the user's current browse 
session, which may contain relatively few web pages visited 
by the user, currently-available systems may look at several 
weeks or months of user browse information in order to catch 
the user visiting a page which can be categorized. One prob 
lem with extending the browse information window is that the 
user can be in a completely different mindset than they were 
when they visited the categorizable network resource. In 
addition, if the user visited a small number of categorizable 
pages, the currently-available behavioral targeting system 
may continually show the same advertisements to the user. 
Moreover, if multiple users use a single computer, behavioral 
tracking from this computer may lead to erroneous inferences 
being drawn from the users behavioral data. 
0102 For example, in a currently-available system, if a 
user visits a web page categorized as “auto, then that user 
may be tagged as being interested in “auto for potentially 
several months. Even if the user accidentally visited the auto 
page or was interested in autos but now has purchased a car 
and is no longer interested, or was just doing research for 
someone else, the currently-available system may still con 
tinually present auto advertisements to that user. 
(0103. In contrast, in certain embodiments the behavioral 
recommendation engine 830c may access word, category, 
and other relationship data to generate targeted recommen 
dations. Using these relationships can enable targeted recom 
mendations to be generated using a smaller window of user 
browse information. In fact, in certain embodiments, a single 
network resource may be analyzed to retrieve words from the 
network resource. Because the words may have relationships 



US 2008/02SO450 A1 

with other words, categories, and assets in the relationship 
data, targeted advertisements can be generated. 
0104 Referring to FIG. 9, an example behavioral recom 
mendation process 900 is shown for generating behavioral 
recommendations using, for example, the behavioral recom 
mendation engine 830c of FIG. 8. At block 902, user data is 
obtained from a target user's online browse information or 
history. Words are then collected from this data at block 904. 
The words may be, for example, found in one or more web 
pages or web sites visited by the user. 
0105. At block 906, words in relationship data that are 
related to the collected words are identified. The relationship 
data may be generated in a separate or off-line process as 
described above. At block 908, targeted assets are identified 
that correspond to or are otherwise related with the identified 
words in the relationship data. Identified words (and inferred 
categories) that are common across several network resources 
the target user has accessed can have greater weight than less 
frequently-used words. Thus, recommendations based on 
more frequently-used words may be given greater weight. A 
Subset of the targeted assets may be provided as recommen 
dations to the target user at block 910. 
0106. In some embodiments, word and/or other relation 
ships may be used to identify relevant advertisements (or 
other assets) for a given web page or other network resource 
accessed by a user. Those advertisements may be tagged or 
otherwise identified as being related to that given web page. 
For example, an asset-URL (Uniform Resource Locator) 
relationship may be created between the advertisement and 
the web pagers URL. When other users browse the same 
URL, the URL can be used to lookup the asset-URL relation 
ship, and the related advertisement can be presented to the 
user without performing the text processing blocks 904-908. 
0107 Referring again to FIG. 8, another recommendation 
engine that may be used in the recommendation service 820 is 
a demographic recommendation engine 830d. The demo 
graphic recommendation engine 830d may use data obtained 
from Social sites or the like to generate relationships between 
demographic data and user interests. For example, a social 
site may have a 37 year old male who is interested in stock 
investments. In this example, the demographic recommenda 
tion engine 830d can create a relationship between “stock 
investing and “37 years old and another relationship 
between “stock investing and “males.” 
0108. The demographic recommendation engine 830d 
may use this relationship data in several ways. For instance, if 
a third party is operating a stock investing web page, the 
demographic recommendation engine 830d may display 
advertisements or other assets identified as suitable for 37 
year old males. As another example, if a user's browse infor 
mation includes an access to a web page that fits a 37 year old 
male demographic profile, the demographic recommendation 
engine 830d may display an advertisement related to invest 
1ng. 
0109 Another recommendation engine 830 that may be 
included in the recommendation service 820 is a geographic 
recommendation engine 830e. The geographic recommenda 
tion engine 830e may obtain data from social sites or the like 
and generate word and/or category relationships associating 
geographic data with user interests. For example, a social site 
may have a "California resident' who is interested in “surf 
ing.” In this example, the geographic recommendation engine 
830e may generate a relationship between “California' and 
“surfing.” 
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0110. In certain embodiments, the geographic recommen 
dation engine 830e uses relationship data as follows. The 
geographic recommendation engine 830e accesses an IP (in 
ternet protocol) address of a target user's browse information 
to determine the target user's geographic location. Using this 
geographic information, the geographic recommendation 
engine 830e targets an individual who is physically in Cali 
fornia with advertisement recommendations for local Cali 
fornian businesses and also with advertisements for products 
related to “surfing' which are been identified by the geo 
graphic recommendation engine 830e as things of interest to 
Californians. 
0111. In addition to the recommendation engines 830 
described above, a social momentum recommendation 
engine 830f is provided in the depicted embodiment. The 
Social momentum recommendation engine 830fcan recom 
mend advertisements based on the amount of social momen 
tum for a word, category, or asset related to the recommended 
advertisements. These recommendations in certain embodi 
ments are not based on a target user's browse information. 
Rather, this engine 830f can provide recommendations 
related to generally popular words, categories, or ideas that 
have Social momentum. 
0112. As one illustrative example, bloggers may be blog 
ging a great deal about a particular news item. Because this 
news item is receiving significant attention, the news item 
might be considered to have significant Social momentum. 
The Social momentum recommendation engine 830f can 
extract words related to the news item from social-network 
data (and/or reference data) and find related words, catego 
ries, and/or assets. From these words, categories, and/or 
assets, the Social momentum recommendation engine 830f 
can retrieve asset recommendations for users. 
0113. A user momentum recommendation engine 830g is 
also shown in the depicted embodiment. The user momentum 
recommendation engine 830g may generate recommenda 
tions based on user interest in items within a client's web site 
or other network resource. For example, a new user of a 
particular web site might be unaware of a product that is 
popular with users of that web site. The user momentum 
recommendation engine 830g may therefore recommend the 
product or related assets to the new user. 
0114 Recommendations based on user momentum can be 
determined by sampling user momentum over a period or 
window of time. This window of time may vary for different 
network resources. Example windows include a 15 minute 
window, an hour window, a day window, a week window, a 
month window, and the like. For network resources that 
update frequently, such as news sites, the user momentum 
recommendation engine 830g may use a smaller window to 
sample user momentum. For instance, a news story that was 
popular an hour ago may not be popular an hour later, hence, 
recommendations generated based on that news story may be 
relevant for a short period of time. The user momentum rec 
ommendation engine 830g may use longer windows for other 
network resources, such as product web sites, as product 
related recommendations for these sites may be more relevant 
for a longer window of time. 
0115 The recommendation selector 824 may receive rec 
ommendations from each recommendation engine 830 and 
select from those recommendations a Subset of recommen 
dations 874 to provide to a target user. The recommendation 
selector 824 may use several factors to determine which rec 
ommendations to select. For example, the recommendation 
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selector 824 may give greater weight to recommendations 
that are recommended by multiple recommendation engines 
830. 
0116. In addition, the recommendation selector 824 may 
normalize the weighted recommendations provided by each 
recommendation engine 830 so as to better compare the rec 
ommendations from multiple engines 830. This normaliza 
tion process may include assigning higher weights to certain 
recommendation engines 830. These weights can indicate a 
preference for one recommendation engine's 830 output over 
anothers. The weights can be predetermined manually and 
may be adjusted over time or for different target users. 
0117 To illustrate, each recommendation engine 830 may 
output recommendations that are weighted, ranked, or other 
wise scored. The recommendation selector 824 may further 
impose an additional weighting on the recommendation 
engines 830 by multiplying, dividing, adding, Subtracting, or 
otherwise manipulating the scores from certain recommen 
dation engines 830. As a result, the output from each engine 
830 can be compared. The recommendation selector 824 may 
then select a most highly-ranked Subset of the recommenda 
tions to provide as asset recommendations 874. 
0118 While several example recommendation engines 
830 have been described, other embodiments of a recommen 
dation service need not have all the engines shown. Addi 
tional recommendation engines may also be provided in cer 
tain embodiments. 
0119 FIG. 10 illustrates an example asset recommenda 
tion process 1000 for recommending assets to a target user 
according to certain embodiments of the invention. In certain 
embodiments, the process 1000 is implemented, at least in 
part, by a recommendation engine, Such as certain of the 
recommendation engines described above. 
0120. At block 1020 of the process 1000, relevant word 
data is obtained from Social networking websites, reference 
websites, and/or other sources. This word data may be 
obtained, for example, by the data aggregation module 232 
described above. At block 1022, relationship data is created 
identifying relationships between words, categories, and/or 
assets based on the relevant word data. The relationship data 
may be created, for example, by the relationship mining mod 
ule 234 described above. 
0121. At decision block 1024, it is determined whether 
recommendations are to be generated. Recommendations 
may be generated, for instance, upon request by a third party 
server or a user system. This determination may be made by 
the recommender 236 described above, for example, in 
response to receiving a request from the third party server 104 
for recommendations. If so, the process 1000 proceeds to 
block 1028. Otherwise, the process 1000 proceeds to block 
1026. 

0122. At block 1026, it is determined whether to update 
the relationship data. If so, the process 1000 loops back to 
block 1020. The data aggregation module 232, for instance, 
may make this determination. Relationship data may be cre 
ated and/or modified continuously, periodically, or from time 
to time. In addition, the relationship data may be updated 
while recommendations are provided to a third party server or 
user, for example, in blocks 1028 through 1034. 
0123. At block 1028, word data is obtained from a target 
user's online browse information. The word data may be 
obtained by the data aggregation module 232. The browse 
information can include one or more web pages or other 
network resources accessed by the target user. In an embodi 
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ment, the word data is obtained from a most current network 
resource accessed by the target user. The word data may also 
be obtained from the target user's current browsing session. In 
addition, the word data may be obtained from a selected 
period of time of the target user's browse information, such as 
the previous hour, current day, previous few days, previous 
week, previous month, or the like. 
0.124 Words may be collected from this data at block 
1029, for example, by data aggregation module 232. The 
words may be, for example, found in one or more web pages 
or other network resources accessed by the user. At block 
1030, words in relationship data that are related to the col 
lected words may be identified, for example, by the relation 
ship mining module 234. At block 1032, targeted assets may 
be identified that correspond to or are otherwise related with 
the identified words in the relationship data. A subset of the 
targeted assets may be provided as recommendations to the 
target user at block 1034. Blocks 1032 and 1034 may be 
implemented by the recommender 236. 
0.125 Conditional language used herein, Such as, among 
others, “can.” “could,” “might,” “may,” and the like, unless 
specifically stated otherwise, or otherwise understood within 
the context as used, is generally intended to convey that 
certain embodiments may include, while other embodiments 
may not include, certain features, elements and/or steps. 
Thus, such conditional language is not generally intended to 
imply that features, elements and/or steps are in any way 
required for one or more embodiments or that one or more 
embodiments necessarily include logic for deciding, with or 
without user input or prompting, whether these features, ele 
ments and/or steps are included or are to be performed in any 
particular embodiment. 
0.126 Each of the processes, components, and algorithms 
described above may be embodied in, and fully automated by, 
code modules executed by one or more computers or com 
puter processors. The code modules may be stored on any 
type of computer-readable medium or computer storage 
device. The processes and algorithms may also be imple 
mented partially or wholly in application-specific circuitry. 
The results of the disclosed processes and process steps may 
be stored, persistently or otherwise, in any type of computer 
storage. In one embodiment, the code modules may advanta 
geously be configured to execute on one or more processors, 
including Sub-processors. In addition, the code modules may 
comprise, but are not limited to, any of the following: soft 
ware or hardware components such as Software object-ori 
ented Software components, class components and task com 
ponents, processes methods, functions, attributes, 
procedures, Subroutines, segments of program code, drivers, 
firmware, microcode, circuitry, data, databases, data struc 
tures, tables, arrays, variables, combinations of the same, and 
the like. In certain embodiments, certain processes or mod 
ules described herein may be distributed over multiple pro 
cessors or computers, such as servers. 
I0127. The various features and processes described above 
may be used independently of one another, or may be com 
bined in various ways. All possible combinations and Sub 
combinations are intended to fall within the scope of this 
disclosure. In addition, certain method or process steps may 
be omitted in Some implementations. 
0128. While certain embodiments of the inventions dis 
closed herein have been described, these embodiments have 
been presented by way of example only, and are not intended 
to limit the scope of the inventions disclosed herein. Indeed, 
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the novel methods and systems described herein may be 
embodied in a variety of other forms; furthermore, various 
omissions, Substitutions and changes in the form of the meth 
ods and systems described herein may be made without 
departing from the spirit of the inventions disclosed herein. 
The accompanying claims and their equivalents are intended 
to cover such forms or modifications as would fall within the 
Scope and spirit of certain of the inventions disclosed herein. 
What is claimed is: 
1. A system for generating targeted advertisement recom 

mendations, the system comprising: 
a data aggregation module configured to obtain word data 

from Social-network data of one or more network 
resources, the word data comprising a plurality of words 
in the Social-network data; 

a relationship mining module in communication with the 
data aggregation module, the relationship mining mod 
ule configured to create word relationships between 
selected ones of the plurality of words in the word data to 
produce relationship data, each of the word relationships 
reflecting a degree of association between two or more 
of the selected words, wherein the degree of association 
is based at least in part on at least one of 
a frequency of the selected words in the social network 

data, 
a recency of a Subset of the Social-network data that 

comprises the two or more selected words, and 
an authority factor of the subset of the social-network 

data; and 
a recommender module in communication with the rela 

tionship module, the recommender module configured 
tO: 

access browse information of a target user to identify 
one or more first words in the target user's browse 
information, 

identify the one or more first words in the relationship 
data, 

identify one or more second words in the relationship 
data that have one or more of said word relationships 
with the one or more first words, and 

identify one or more advertisements having at least one 
keyword that corresponds to the one or more second 
words. 

2. The system of claim 1, wherein the relationship mining 
module is further configured to reassess the degree of asso 
ciation of the word relationships over time. 

3. The system of claim 1, wherein the browse information 
of the target user comprises a network resource currently 
accessed by the target user. 

4. The system of claim 1, wherein the browse information 
of the target user comprises a plurality of network resources 
accessed by the target user. 

5. The system of claim 1, wherein the recommender mod 
ule is further configured to weight the one or more first words 
based at least in part on a frequency of which the one or more 
first words occur in the browse information of the target user. 

6. The system of claim 1, wherein a relationship mining 
module is further configured to create word relationships by 
creating one or more graphs of word relationships. 

7. The system of claim 1, further comprising a data reposi 
tory for storing the word data. 

8. The system of claim 1, wherein the data aggregation 
module is further configured to obtain the word data from 
reference data of one or more network resources. 
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9. The system of claim 1, wherein the data aggregation 
module is configured to obtain word data by using one or 
more natural language processing techniques to extract signal 
words from the social-network data. 

10. A computer-implemented method of generating tar 
geted advertisement recommendations, the method compris 
1ng: 

obtaining word data from one or more network resources, 
the word data comprising words in content of the one or 
more network resources; 

creating word relationships between selected words in the 
word data to produce relationship data, each word rela 
tionship indicating a degree of association between two 
or more of the selected words; 

analyzing browse information of a target user to identify 
one or more first words in the target user's browse infor 
mation; 

identifying, based on the word relationships, second words 
in the relationship data that are related to the first words 
in the target user's browse information; 

identifying one or more advertisements having at least one 
keyword that corresponds to the second words; and 

selecting at least a portion of the one or more advertise 
ments from a data repository to provide to the target user. 

11. The method of claim 10, further comprising inferring 
category relationships from the word relationships and infer 
ring asset relationships from the category relationships. 

12. The method of claim 11, further comprising creating 
additional asset relationships by relating assets based at least 
in part on browse behavior relationships of a plurality of 
USCS. 

13. The method of claim 12, further comprising inferring 
additional word relationships from the additional asset rela 
tionships. 

14. The method of claim 10, wherein creating word rela 
tionships between two or more of selected words further 
comprises detecting the proximity of the selected words in a 
network resource. 

15. The method of claim 10, wherein creating word rela 
tionships between two or more of selected words further 
comprises analyzing behavioral relationships between differ 
ent users of one or more network resources. 

16. The method of claim 10, wherein obtaining word data 
further comprises detecting signal words using one or more 
natural language processing techniques. 

17. The method of claim 16, wherein detecting signal 
words comprises generating graphs of words in the word data, 
the graphs comprising overlapping categories or related 
words of the words in the word data. 

18. A computer-implemented method of determining 
meanings of ambiguous words, the method comprising: 

obtaining word data from one or more network resources, 
the word data comprising words in content of the one or 
more network resources; 

fora Subset of the word data, determining parts of speech of 
selected words in the subset of the word data; 

determining definitions of the selected words to determine 
forms of the selected words: 

determining one or more categories or related words for 
each of the word forms; 

for two selected word forms, connecting the two selected 
word forms in one or more graphs in response to deter 
mining that categories or related words of the two 
Selected word forms overlap, wherein connecting the 
two selected word forms in the one or more graphs 
comprises creating weighted word relationships 
between the two selected word forms; and 
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determining that a selected graph having a highest total 
weight of word relationships compared to one or more 
other graphs indicates definitions of one or more of the 
selected words in the subset of the word data. 

19. The method of claim 18, further comprising: 
creating word relationships between selected words in the 
word data to produce relationship data, the relationships 
indicating a degree of association between the selected 
words; and 

recommending one or more assets to a target user based at 
least in part on the relationship data. 

20. A system for dynamically generating targeted asset 
recommendations, the system comprising: 

means for obtaining word data from one or more network 
resources, the word data comprising words in content of 
the one or more network resources; 
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means for creating word relationships between selected 
words in the word data to produce relationship data, each 
word relationship indicating a degree of association 
between two or more of the selected words; 

means for analyzing browse information of a target user to 
identify one or more first words in the target user's 
browse information; 

means for identifying second words in the relationship data 
that are related to the first words in the target user's 
browse information; 

means for identifying one or more assets that are related to 
the second words; and 

means for selecting at least a portion of the one or more 
advertisements from a data repository to provide at least 
one recommendation for the target user. 
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