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VERTICALLY INTEGRATED STORAGE 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application claims the benefit of U.S. Provi 
sional Patent Application Ser. No. 61/799,023, filed Mar. 15, 
2013 and entitled “VERTICALLY INTEGRATED STOR 
AGE, U.S. Provisional Patent Application Ser. No. 61/798, 
754, filed Mar. 15, 2013 and entitled “HIGH DENSITY 
SERVER STORAGE UNIT,” U.S. Provisional Patent Appli 
cation Ser. No. 61/794,647, filed Mar. 15, 2013 and entitled 
APPARATUS AND METHOD FOR TRANSLATION 
FROM MULTI-DIMENSIONAL TO LINEAR ADDRESS 
SPACE INSTORAGE” U.S. Provisional Patent Application 
Ser. No. 61/788,613, filed Mar. 15, 2013 and entitled “COM 
PRESSOR RESOURCES FOR HIGH DENSITY STOR 
AGE UNITS. U.S. Provisional Patent Application Ser. No. 
61/793,141, filed Mar. 15, 2013 and entitled “MASS STOR 
AGE DEVICE AND METHOD OF OPERATING THE 
SAME TO BACK UP DATA STORED IN VOLATILE 
MEMORY,” and U.S. Provisional Patent Application Ser. No. 
61/793,591, filed Mar. 15, 2013 and entitled “MASS STOR 
AGE DEVICE AND METHOD OF OPERATING THE 
SAME TO STORE PARITY DATA.” which are incorporated 
by reference herein in their entirety for all purposes. 

BACKGROUND 

0002 Aspects of the disclosure relate to computing and 
communication technologies. In particular, aspects of the 
disclosure relate to systems, methods, apparatuses, and com 
puter-readable media for improving performance of storage 
devices. 
0003 Storage devices for enterprise systems require mas 
sive storage capacity. Additionally, storage Solutions for 
enterprise systems require Sophisticated storage systems for 
reliability, robustness, fault tolerance, maximizing storage 
capacity, minimizing power consumption, and reducing 
latency. Various storage industry players have specialized in 
specific aspects of these storage systems in a segmented man 
ner providing piecemeal Solutions. Combining these various 
segmented solutions results into a clunky Storage solution that 
is less than the sum of its parts and significantly underper 
forms across the board. 
0004. The segmentation and underperformance of the 
available solutions today results in a significant deterrent in 
adaptation of newer storage technologies, such as Solid-state 
devices (SSD). Traditionally, enterprise systems have been 
implemented using media such as hard disk drives (HDD) 
that retain data while the power is turned off. Hard disk drives 
are data storage devices, used for storing and retrieving digital 
information, that use rapidly rotating disks. An HDD consists 
of one or more rigid (“hard') rapidly rotating disks (platters) 
with magnetic heads arranged on a moving actuator arm to 
read and write data to the disk Surfaces. Due to moving parts, 
HDDs are inherently slow in terms of servicing I/O opera 
tions compared to the number of storage access requests the 
processor running the Software stack can service during the 
same time. In the past, since the HDDs were significantly 
slower than the processors, the inefficiencies in the software 
stack running on the processor were both hidden and non 
consequential to the speed of the entire system. However, 
with newer technologies, such as SSDs, that can Support 
higher throughput for I/O operations, the inefficiencies in the 
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Software architecture is becoming a limiting factor in the 
adaptation of Such newer technologies. 
0005 Embodiments of the invention solve this and other 
problems. 

BRIEF SUMMARY 

0006 Various systems, methods, apparatuses, and com 
puter-readable media for accessing a storage medium are 
described. Techniques are described for vertically integrating 
the various functions for optimally accessing storage hard 
Wa. 

0007 According to some embodiments of the invention, 
an example storage device may include a storage medium 
comprising non-volatile memory, one or more processing 
entities configured to execute a deduplication module to 
detect duplicity of data, and execute a Redundant Array of 
Independent Disks (RAID) module to provide fault tolerance 
by spreading data and parity information across the non 
volatile memory. The example storage device may be further 
configured to perform a journaling function using a journal 
ing module only once for the deduplication module and the 
RAID module for an access request to the storage medium on 
the storage device, and perform a mapping function using a 
mapping module only once for the deduplication module and 
the RAID module for the access request to the storage 
medium on the storage device. In one embodiment, a flash 
translation layer (FTL) module may include the journaling 
module and the mapping module. In certain embodiments, 
the storage device may be configured to execute a single 
instance of the FTL module for the storage device. 
0008. In certain embodiments, the one or more processing 
units of the storage device may be further configured to 
execute a compression module for compressing data before 
storing the data on the storage medium and decompressing 
the data after retrieving the data from the storage medium, 
wherein the compression module does not have a separate 
journaling functionality or separate mapping functionality. In 
Some embodiments, the one or more processing units of the 
storage device may be further configured to execute a Snap 
shot and thin provisioning module, wherein the Snapshot and 
thin provisioning module does not have a separate journaling 
functionality or separate mapping functionality. 
0009. In other embodiments, the one or more processing 
units of the storage device may be further configured to 
execute a File System (FS) module for providing abstraction 
to an application for storing, retrieving and updating files 
comprising data on the storage medium, wherein the FS mod 
ule does not have a separate journaling functionality or sepa 
rate mapping functionality. In yet other embodiments, the one 
or more processing units are further configured to execute an 
Operating System (OS) module configured to execute on one 
or more processors, wherein OS module does not have a 
separate journaling functionality or separate mapping func 
tionality. 
0010. In some embodiments, the one or more processing 
units of the storage device may be further configured to per 
form a caching function using a caching module only once for 
the deduplication module and the RAID module for the 
access request to the storage medium on the storage device. In 
other embodiments, the one or more processing units are 
further configured to perform a garbage collection function 
using a garbage collection module only once for the dedupli 
cation module and the RAID module for the access request to 
the storage medium on the storage device. 
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0011. In some embodiments, the mapping function by the 
mapping module may perform a translation from a linear 
address to a physical address for the access request to the 
storage device using a multidimensional mapping, wherein a 
first dimension of the multidimensional mapping is a file 
identifier and the second dimension of the multidimensional 
mapping is a Snapshot version. 
0012. An example non-transitory computer readable stor 
age medium may include instructions executable by a proces 
Sor to manage access to the non-volatile memory for the 
storage medium using a Flash Translation Layer (FTL) mod 
ule, detect duplicity of data using a deduplication module, 
provide fault tolerance by spreading data and parity informa 
tion across the non-volatile memory using a Redundant Array 
of Independent Disks (RAID) module, perform a journaling 
function using a journaling module only once for the FTL 
module, the deduplication module and the RAID module for 
an access request to the storage medium on the storage device, 
and perform a mapping function using a mapping module 
only once for the FTL module, the deduplication module and 
the RAID module for the access request to the storage 
medium on the storage device. In some embodiments, the 
instructions are part of a single executable binary. 
0013. In certain embodiments, the non-transitory com 
puter readable storage medium further includes instructions 
to compress data only once for a store access request and 
decompress data only once for a read access request. In other 
embodiments, the non-transitory computer readable storage 
medium further includes instructions to perform caching 
function only once for the access request to the storage 
medium on the storage device. In yet other embodiments, the 
non-transitory computer readable storage medium further 
includes instructions to perform garbage collection function 
ality only once for the access request to the storage medium 
on the storage device. 
0014. An example method for accessing a storage medium 
on a storage device may include managing access to the 
non-volatile memory for the storage medium using a Flash 
Translation Layer (FTL) module, detecting duplicity of data 
using a deduplication module, providing fault tolerance by 
spreading data and parity information across the non-volatile 
memory using a Redundant Array of Independent Disks 
(RAID) module, performing a journaling function only once 
using a journaling module for an access request to the storage 
medium on the storage device, and performing a mapping 
function only once using a mapping module only once for the 
access request to the storage medium on the storage device. 
0015. In certain example embodiments, the method fur 
ther comprises compressing data only once if the access 
request is a store access request and decompressing data only 
if the access request is a read access request. In some embodi 
ments, the method further includes performing caching only 
once for the access request to the storage medium on the 
storage device. In other embodiments, the method further 
includes performing garbage collection functionality only 
once for the access request to the storage medium on the 
storage device. In yet other embodiments, the method further 
includes performing garbage write combining only once for 
the access request to the storage medium on the storage 
device. 

0016. The foregoing has outlined rather broadly features 
and technical advantages of examples in order that the 
detailed description that follows can be better understood. 
Additional features and advantages will be described herein 
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after. The conception and specific examples disclosed can be 
readily utilized as a basis for modifying or designing other 
structures for carrying out the same purposes of the present 
disclosure. Such equivalent constructions do not depart from 
the spirit and scope of the appended claims. Features which 
are believed to be feature of the concepts disclosed herein, 
both as to their organization and method of operation, 
together with associated advantages, will be better under 
stood from the following description when considered in 
connection with the accompanying figures. Each of the fig 
ures is provided for the purpose of illustration and description 
only and not as a definition of the limits of the claims. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0017 Aspects of the disclosure are illustrated by way of 
example. In the accompanying figures, like reference num 
bers indicate similar elements, and: 
0018 FIG. 1 illustrates a simplified diagram of a prior art 
segmented approach for accessing Storage hardware. 
0019 FIG. 2 illustrates a simplified diagram of a vertically 
integrated approach for accessing storage hardware. 
0020 FIG. 3 illustrates the deduplication module that 
leverages the common functionality provided by the inte 
grated system. 
0021 FIG. 4 illustrates an example flow diagram for per 
forming embodiments of the invention. 
0022 FIG. 5 illustrates an example of a computing system 
in which one or more embodiments may be implemented. 

DETAILED DESCRIPTION 

0023 Several illustrative embodiments will now be 
described with respect to the accompanying drawings, which 
form a part hereof. While particular embodiments, in which 
one or more aspects of the disclosure may be implemented, 
are described below, other embodiments may be used and 
various modifications may be made without departing from 
the scope of the disclosure or the spirit of the appended 
claims. 
0024 FIG. 1 illustrates a simplified diagram of a seg 
mented approach for accessing storage hardware. The seg 
mented approach for storage devices uses a number of 
stacked Software/firmware layers for accessing the storage 
hardware from the application layer 116. As shown in FIG. 1, 
in one implementation, the segmented approach includes the 
firmware 118 associated with the storage device, Redundant 
Array of Independent Disks (RAID) layer 104, compression 
layer 106, deduplication layer 108, snapshots/clones/thin 
provisioning layer 110, file system layer 112, OS interface 
layer 114, and application layer 116. The firmware interacting 
with the hardware may also act as another layer 102 imple 
menting its own management 120, caching 122, journaling 
124, mapping 126, and write?garbage collection 128. In some 
embodiments, the firmware 118 may be referred to as the 
Flash Translation Layer (FTL). The various layers in the stack 
may be developed by various storage device industry ven 
dors. 
0025. In some traditional implementations, the storage 
hardware for the storage device may be implemented using 
several HDDs or SSDs such as 102 and 132, from FIG.1. It 
should be noted that each of these HDDs or SSDs in prior art 
Systems duplicate the management, caching, journaling, 
mapping, write/garbage and garbage collection, therefore 
running several instances of the same functionality. Further 
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more, the management, caching, journaling, mapping, Write/ 
garbage and garbage collection is internal to the HDDs or 
SSDs and the storage medium is accessible only through a 
standardized interface (e.g., SATA, or USB). Therefore, the 
upper software layers of the software implementing RAID, 
deduplication, compression, etc. do not have access to Such 
functionality from the HDD or SSD and must duplicate such 
housekeeping functionality in the upper layers. 
0026. The RAID software/firmware layer 104 provides 
fault tolerance by spreading the data and parity information 
across multiple disks or planes. The compression/decompres 
sion layer 106 compresses data allowing for efficient and 
faster access of storage medium. The deduplication layer 108 
generally generates signatures using hash functions for each 
command that a host issues to the storage device. The dedu 
plication layer 108 detects duplication by comparing the cur 
rent generated signature with the maintained ones. In one 
implementation, the deduplication layer 108 maps the dupli 
cate blocks from the various linear addresses to the same 
physical address, reducing the number of writes to storage 
and using the storage space more efficiently. The file system 
layer 112 provides abstraction for storing, retrieving and 
updating files on the storage device. Additionally, the file 
system manages access to data and metadata of the files and 
available space on the device. The OS interface layer 114 
provides the application layer 116 a standardized interface for 
interacting with the storage device by calling function calls 
enabled by the OS interface layer 114. 
0027. In addition to their primary roles discussed above, 
all of the layers of the storage stack also perform additional 
house-keeping routines, such as maintaining memory, man 
agement functions, caching, linear to physical address map 
ping, garbage collection and journaling of states for protec 
tion against catastrophic events. Many of these functions are 
also performed in the HDD/SDD (102 and 132). Garbage 
collection may refer to the releasing of memory/storage 
resources no longer needed by the layer. Journaling may refer 
to logging state before committing the State in state machine. 
In the event of a catastrophic event. Such as a system crash or 
a power failure, journaling may enable the system to recover 
faster and avoid corruption of system state. 
0028 Many of these house-keeping routines are dupli 
cated in each layer of the storage stack, since these house 
keeping routines performed by each layer are dedicated to 
that specific layer and isolated from the other layers because 
of the segmented architecture causing significant memory, 
processing and performance overhead. 
0029. Furthermore, for an application from the application 
layer 116 to communicate with the storage device 102, the 
message (containing data) must pass through seven seg 
mented layers, as shown in FIG. 1, causing duplicated jour 
naling, mapping, compression, caching and garbage collec 
tion functions. The passing of the data message through 
multiple layers also requires a number of encapsulation and 
de-encapsulation steps that also generates significant over 
head. 

0030 The interface between each layer also creates bottle 
necks. Moreover, the interface abstracts away details and 
allows for only limited visibility to the next layer below and 
beyond, requiring duplication of functions in the Software 
stack, Such as compression and journaling of State. For 
example, the file system layer 112, the Snapshots/clones thin 
provisioning layer 110 and the deduplication layer may all 
implement compression algorithms. However, once data is 
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compressed there is very little benefit in repeatedly compress 
ing data, resulting in wasted resources, interms of latency and 
performance. Therefore, duplication of functions results in 
processing and memory overhead considerably dragging 
down the performance of the system. 
0031 Each layer also manages its own mapping structures 
and algorithms to translate the message from one layer to 
another. Mapping operations are expensive operations, 
increasing latency of data operations and degrading the per 
formance of the system even further. 
0032 Moreover, the storage stack layers are developed by 
different vendors and adhere to various standard bodies. 
Every layer is developed in isolation from the other layers in 
the storage stack Software vastly repeating the same function 
ality in different manifestations significantly increasing the 
probability of bugs in the system. Additionally, the storage 
stack layered approach hampers innovation in the product 
line, since any innovation that disturbs the interfaces between 
the different layers goes through a complex negotiation pro 
cess with the various stakeholders, such as the vendors for the 
different layers in the software stack. Furthermore, the per 
formance degradation has a multiplicative in the layered 
architecture further exasperating performance issues. 
0033 FIG. 2 illustrates a simplified diagram of a vertically 
integrated approach for accessing storage hardware, accord 
ing to embodiments of the invention. 
0034 Vertically integrating the various functionalities of 
the multiple layers by implementing the functionalities into a 
single or fewer layers significantly increases the ability of the 
system to provide reliability, robustness and fault tolerance 
functions, while improving storage capacity, power con 
Sumption, and latency of the overall system. 
0035. According to certain embodiments of the invention, 
the storage device may be implemented using non-volatile 
memory. Example implementations of non-volatile memory 
based devices may include, but are not limited to, using NOR, 
NAND, MRAM (Magnetoresistive RAM), FRAM (Ferro 
electric RAM, RRAM (Resistive RAM)), phase change 
memory or any other suitable technology. NOR flash may 
provide high-speed random access and reading and writing 
data in specific memory locations such as up to a single byte. 
NAND flash may read randomly but typically is written 
sequentially at high speed, handling data in Small blocks 
called pages. NAND flash may read faster than it writes, 
quickly transferring whole pages of data. NOR flash may 
behave in the same way except that reads may be faster than 
NAND flash and writes may be slower. Generally, less expen 
sive than NOR flash at high densities, NAND technology may 
offer higher capacity for the same-size silicon. 
0036. In some implementations, embodiments of the 
invention may utilize a single-level cell (SLC) NAND flash 
technology. In other implementations, embodiments of the 
invention may utilize a Multi-Level Cell (MLC) NAND flash 
storage medium. MLC NAND is a flash memory technology 
using multiple levels per cell to allow more bits to be stored 
using the same number of transistors. In SLC NAND flash 
technology, each cell can exist in one of two states, storing 
one bit of information per cell. Most MLC NAND flash 
memory technologies have four possible states per cell, so it 
can store two bits of information per cell. Using MLC NAND 
may be advantageous for reducing the cost of per unit of 
storage due to the higher data density. 
0037. In certain embodiments of the invention, the system 
hardware, Such as the non-volatile memory is integrated with 
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the vertically integrated system, therefore integrating the 
hardware and Software solutions. In contrast to prior art sys 
tems, in certain embodiments of the invention, the non-vola 
tile memory is not implemented as part of several discrete 
black-box devices purchased off the shelf or from original 
equipment manufacturers (OEMs). Instead, certain embodi 
ments of the invention describe developing a storage system 
from ground up where the storage hardware 202 is imple 
mented as a single integrated system comprising non-volatile 
memory that is managed by a single Software stack, compris 
ing all the house-keeping functionality. In such a system only 
one instance of the housekeeping functions, such as manage 
ment, journaling, garbage collection, mapping, and System 
write combining/caching may be needed for managing all of 
the non-volatile memory in the storage device. 
0038. The user interface at the application 222 is signifi 
cantly simplified and integrated, providing the user with an 
integrated view of the system hardware and software and 
knobs/hooks for globally managing all functions. 
0039 For compression 220, the integrated approach 
allows for a single compression operation for each transac 
tion, improving performance and effectiveness of the system, 
while storing data. This is in contrast to FIG. 1, where the 
compression algorithm is run in up to five or more different 
layers (file system layer 112, Snapshot layer 110 and dedu 
plication layer 108 and the compression layer 108) repeatedly 
with little to no additional benefit, since compressed data 
cannot be compressed much further. Block 220 may also 
perform decompression of data, when data is accessed from 
the storage medium. 
0040 Deduplication 218 functionality may use a dedup 

table, mapping table, garbage collection, and journaling for 
performing deduplication. In one implementation, the inte 
grated approach discussed in this disclosure allows the dedu 
plication functionality to reuse the shared garbage collection 
208, mapping tables 204, journaling 210 and garbage collec 
tion 208. In some instances, the garbage collection 208, map 
ping tables 204, journaling 210 and garbage collection 208 
functionality is implemented in storage firmware (or FTL). 
Furthermore, in one implementation, the signature genera 
tion for deduplication may be, fully or partially, performed at 
the same time data is compressed by the compression module 
220. 

0041) A vertically integrated implementation of the dedu 
plication 218 functionality, as an example, demonstrates the 
value of an integrated approach. Generally, deduplication 108 
functions by generating signatures using efficient hashing 
techniques for groups of data. The signatures are usually 
stored in a dedup table and/or mapping structure maintained 
by the deduplication unit 108. In one implementation, for 
access requests for storing data, the storage device may use 
the same efficient hashing technique on the data to be stored 
and generate a signature. The signature for the data associated 
with the store request may be matched against the signatures 
of groups of data already residing on the storage device using 
the dedup or/and mapping table. Matching of the signatures 
may indicate that the storage device already has a copy of the 
data matching the data to be stored on the storage device, 
therefore detecting the potential duplication of data. The stor 
age device may instead of storing the duplicate data, may 
update the dedup table or/and the mapping structure to point 
to the duplicate data, therefore avoiding expensive write 
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cycles. On read access request, the mapping structure may 
appropriately route the access request for reading the data to 
the appropriately stored data. 
0042 Traditionally to perform this function, data must be 
processed, on a byte or very Small granularity, to generate the 
signature for deduplication. FIG. 3 shows how the dedupli 
cation module 218 opportunistically shares the common and 
optimized functionality provided by the integrated system. In 
a vertically integrated system, embodiments of the invention 
may advantageously generate the signatures (as shown by 
block 224) in the compression 220 module, at the same time 
data is being compressed. This is advantageous over the prior 
art techniques, since compression already processes the data 
once on a very small granularity to compress the data. Instead 
of reprocessing the data again for deduplication for generat 
ing signatures again, the signatures can be generated at the 
same time as compressing the data. In the prior art, Such 
integration of steps is not possible since compression and 
depulication are performed using different segmented layers 
provided by different vendors and data is processed at least 
twice or many times, separately for the compression and 
deduplication functionality. Embodiments of the invention, 
by reducing the required processing, speed up the access 
request and also save power in the process. 
0043. Furthermore, maintaining of the dedup tables and/or 
mapping tables for deduplicating data may be performed by 
the mapping module 206. In some embodiments, this may 
further save space and reduce the number of accesses to the 
underlying non-volatile medium by consolidating all the 
accesses using a single mapping structure. Non-volatile 
memory is generally Susceptible to rapid wear as compared to 
the traditional hard drives and reducing the number of 
accesses for non-volatile memory is important, since it 
reduces wear of the storage medium and increases the life of 
the storage device. Moreover, for power failure, the dedupli 
cation module can use the journaling 210 functionality pro 
vided for the integrated system. Similarly, for garbage col 
lection and system write combining/caching, in FIG. 3, the 
deduplication may use the mapping 206 and system write 
combining/caching 204 functionality. 
0044 Similarly, a single management functionality 212 
may manage the various functionalities throughout the verti 
cally integrated Stack for storage. In one implementation, the 
management functionality provides the interface for manag 
ing the various functionalities (204-220) throughout the ver 
tically integrated Stack for storage. Such as providing the user 
with controllability of the features, collection of diagnosis 
data and providing interface for performing remedial and 
maintenance tasks. 
0045 Mapping 206 functionality provides the logical 
address to the physical address translations. In one implemen 
tation of the integrated approach, components of the device 
400 enable collapsing of the mapping for the different func 
tionality using a single multidimensional mapping structure. 
For example, individually, the file system uses a 2-dimen 
sional mapping and the Snapshot functionality uses a 2-di 
mensional mapping. These two mapping structures may be 
collapsed into a single 3-dimensional mapping structure. For 
example, one dimension of the multidimensional mapping 
structure may be represented by the File System ID and a 
second dimension may be represented by a Snapshot version. 
Furthermore, as discussed with respect to deduplication 218, 
other system functionalities may also consolidate their map 
ping needs within the same mapping 206 functionality. This 
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may be advantageous since the mapping tables are large and 
multiple reads to the mapping tables results in multiple data 
accesses to the storage medium increasing the wear of the 
storage disk and adversely impacting the latency of the read. 
For instance, in contrast to FIG. 2, in FIG.1 a transaction from 
the application layer may invoke a separate mapping structure 
from almost every layer it traverses down the stack creating 
multiple accesses to the underlying hardware. In one imple 
mentation of the embodiments, the mapping is provided in the 
firmware layer. 
0046. The integrated approach also allows for a novel 
implementation of RAID 214 with equivalent/similar robust 
ness and availability characteristics to RAID 6. Traditionally, 
RAID-5 requires two writes for each write and RAID-6 
requires three writes for each write, each operating using the 
logical addresses for the access requests. The multiple writes 
wears down the storage medium, especially non-volatile 
memory based storage devices and also decreases perfor 
mance of the system. In contrast, the integrated approach 
enables the novel RAID implementation 214 to operate using 
physical addresses instead of logical address allowing full 
stride writes sequentially without Read Modified Write 
operations, resulting in a performance boost while also reduc 
ing wear on the flash products. In certain implementation, the 
integrated approach enables RAID 214 to operate using 
physical addresses after the mapping 206 is performed, since 
the mapping no longer is segmented and hidden in a blackbox 
implementation of an HDD or SDD, allowing for such 
enhancements to the RAID 214 implementation. 
0047. In some implementation, house-keeping functions, 
Such as garbage collection 208, journaling 210 and mapping 
206 may be performed only once for the various different 
functionalities, shown in FIG. 2, therefore significantly 
reducing the overhead. For instance, in contrast to FIG. 2, in 
FIG. 1, journaling is performed at multiple levels of the stack 
since each level is architected independently and cannot rely 
on the journaling capabilities of another layer. As described 
with respect to FIG. 2, in an integrated approach, journaling is 
performed only once at a higher level to protect the state of the 
device against catastrophic events. 
0048. In some implementations, the functionality pro 
vided by the different blocks (204-220) shown in FIG. 2 are 
provided by a single integrated module 224. It should be 
noted that the sequence of the functions and/or modules 
shown in FIG. 2 is non-limiting and the functions and/or 
modules may be implemented in any sequence, without 
departing from Scope of the invention. 
0049. In some implementation, some of the functions are 
stored as executable code/binary as firmware executable code 
in the storage hardware 202, and are executed using one or 
more Application Specific Integrated Circuits (ASIC), Field 
Programmable Gate Array (FPGA), or processing units. For 
instance, in one implementation, the garbage collection and 
mapping may be performed by firmware. In one implemen 
tation, the various functionalities described in FIG. 2 are 
integrated into a single executable binary or executable code, 
stored on a storage medium and executed after loading into 
memory. In another implementation, the various functional 
ities from FIG. 2, although integrated may be loaded as mod 
ules of an executable codebase. Such as a kernel. Some mod 
ules may be loaded on a per-need basis, whereas other 
modules may stay persistent in memory. In yet another imple 
mentation, the Vertically integrated modules may be stored in 
separate locations in the device and may be run separately, but 
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may execute in an integrated manner. For example, the com 
pression functionality, deduplication functionality and the 
file system functionality may be implemented in software 
stored on the storage medium and run on a processor, whereas 
the mapping functionality may be stored on the firmware flash 
and executed on a FPGA. 

0050. In one implementation, the system of FIG.2 may be 
implemented in an enterprise environment for providing 
access to large amounts of storage. In one implementation, 
the storage hardware 202 may comprise non-volatile 
memory. In one implementation, an array of non-volatile 
memory is used in implementing the storage hardware 202. In 
another implementation, a large number of multi-level-cell 
flash chips, single level cell flash chips or any other suitable 
storage medium may be used in implementing the storage 
hardware 202 of FIG. 2. 

0051 Vertically integrating the functionality, as described 
in FIG. 2, has several advantages. Vertically integrating the 
various functionalities of the multiple layers into a single 
layer significantly increases the ability of the system to pro 
vide reliability, robustness and fault tolerance functions while 
improving storage capacity, power consumption, and latency 
of the overall system. As described, embodiments of the 
invention, reduce/remove the interface bottlenecks between 
the various layers, reduce duplication of functionality in dif 
ferent layers that provide little or no added benefit, and reduce 
the footprint of the executable code. Many of these advan 
tages result in more efficient use of processing power and 
electrical power, and also result in much lower access laten 
cies for the storage device. 
0.052 Furthermore, by reducing duplication of function 
ality and also tightly integrating the functionality of several 
modules, the number of accesses to the non-volatile memory 
may be significantly reduced. The importance of reducing 
accesses to the memory is further pronounced for non-vola 
tile memory storage systems, since non-volatile memory is 
generally more susceptible to wear due to repetitive access as 
compared to the traditional hard drives. 
0053 As described, modules described in FIG. 2 cannot 
be replaced with modules described in FIG. 1, since the 
modules in FIG. 1 require various house-keeping functional 
ity Such as journaling, caching, Write combining, mapping, 
and garbage collection implemented within each segmented 
layer and do not allow inter module access to such resources. 
In addition, in prior art systems, not only can they not share 
resources such as journaling, caching, write combining, map 
ping, and garbage collection across layers, most higher layers 
of the storage device do not even have visibility to such 
features implemented inside the SSDs. The vice-versa is also 
true, wherein a module or layer from a prior art system of FIG. 
1 cannot replace a module from embodiments of the inven 
tion, as described in FIG. 2. 
0054) Other advantages may include rapid development 
time, increased ability to integrate innovation and reduced 
number of bugs in the system. 
0055 FIG. 4 is a flow diagram, illustrating a method for 
accessing and storing data. The signaling in method 400 is 
performed by processing logic that comprises hardware (cir 
cuitry, dedicated logic, etc.), software (such as is run on a 
general purpose computing system or a dedicated machine), 
firmware (embedded software), or any combination thereof. 
In one embodiment, the method 400 is performed by one or 
more computer systems 500 as described in FIG. 5. 
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0056. At block 402, components of the device500, receive 
data for storing on the storage medium. At block 404, com 
ponents of the device 400, perform data compression on the 
received data. In one implementation, the compression algo 
rithm may be performed only once between receiving data 
and storing the data on the storage medium. At block 306, the 
data is deduplicated, as discussed in FIG. 2. Deduplication of 
data may use unified procedures for garbage collection and 
mapping provided by the firmware. At block 308, compo 
nents of the device 500, may perform snapshots/cloning and/ 
or thin provisioning of the data. At block 410, components of 
the device 500 may perform file system management tasks. At 
block 412, components of the device 500, may perform jour 
naling of the system state for performing the store operation. 
Journaling functions may be provided only once in the Soft 
ware layers. At block 414, components of the device 500 may 
perform linear to physical translations for storing the data on 
the storage medium. At block 416, components of the device 
500 may perform system write combining and/or data coa 
lescing. At block 418, components of the device 500 may 
store the processed data on the storage medium. Although, 
not shown, in certain embodiments, the data may be spread 
across the storage medium using RAID techniques before 
storing the data. Embodiments of the invention allow for 
RAID operations using the physical address of the access 
request rather than the logical addresses, resulting in reduced 
number of writes. 

0057. It should be appreciated that the steps described 
above are for storing data on the storage medium. However, 
accessing data from the storage medium also may traverse 
through the same or similar steps in reverse order and perform 
reverse functionality in some instances. For example, the 
mapping functionality 414 for the access request maps a 
linear to physical, however, the compression block 402, per 
forms decompression of data instead of compression for 
accessing data instead of storing data. 
0058. It should be appreciated that the specific steps illus 
trated in FIG. 4 provide a particular method of switching 
between modes of operation, according to an embodiment of 
the present invention. Other sequences of steps may also be 
performed accordingly in alternative embodiments. For 
example, alternative embodiments of the present invention 
may perform the steps outlined above in a different order. To 
illustrate, a user may choose to change from the third mode of 
operation to the first mode of operation, the fourth mode to the 
second mode, or any combination there between. Moreover, 
the individual steps illustrated in FIG.4 may include multiple 
Sub-steps that may be performed in various sequences as 
appropriate to the individual step. Furthermore, additional 
steps may be added or removed depending on the particular 
applications. One of ordinary skill in the art would recognize 
and appreciate many variations, modifications, and alterna 
tives of the method 400. 

0059 Having described multiple aspects of the vertically 
integrated architecture, an example of a computing system in 
which various aspects of the disclosure may be implemented 
may now be described with respect to FIG. 5. According to 
one or more aspects, a computer system as illustrated in FIG. 
5 may be incorporated as part of a computing device, which 
may implement, perform, and/or execute any and/or all of the 
features, methods, and/or method steps described herein. For 
example, computer system 500 may represent some of the 
components of a device and/or access point apparatus. A 
device may be any computing device with a wireless unit, 
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such as an RF receiver. In one embodiment, the system 500 is 
configured to implement any of the methods described herein. 
FIG. 5 provides a schematic illustration of one embodiment 
of a computer system 500 that can perform the methods 
provided by various other embodiments. FIG. 5 is meant only 
to provide a generalized illustration of various components, 
any and/or all of which may be utilized as appropriate. FIG. 5, 
therefore, broadly illustrates how individual system elements 
may be implemented in a relatively separated or relatively 
more integrated manner. 
0060. The computer system 500 is shown comprising 
hardware elements that can be electrically coupled via a bus 
505 (or may otherwise be in communication, as appropriate). 
The hardware elements may include one or more processors 
510, including without limitation one or more general-pur 
pose processors and/or one or more special-purpose proces 
sors (such as digital signal processing chips, graphics accel 
eration processors, and/or the like); one or more input devices 
515, which can include without limitation a camera, amouse, 
a keyboard and/or the like; and one or more output devices 
520, which can include without limitation a display unit, a 
printer and/or the like. The computing device 500 may also 
include a sensor(s). Such as temperature sensors, power sen 
sors, etc. for monitoring health of the system. 
0061 The computer system 500 may further include (and/ 
or be in communication with) one or more non-transitory 
storage devices 525, which can comprise, without limitation, 
local and/or network accessible storage, and/or can include, 
without limitation, a disk drive, a drive array, an optical stor 
age device, a solid-state storage device Such as a random 
access memory (“RAM) and/or a read-only memory 
(“ROM), which can be programmable, flash-updateable 
and/or the like. In some embodiments, the storage may be 
implemented using non-volatile memory. Such storage 
devices may be configured to implement any appropriate data 
storage, including without limitation, various file systems, 
database structures, and/or the like. 
0062. The computer system 500 might also include a com 
munications subsystem 530, which can include without limi 
tation a modem, a network card (wireless or wired), an infra 
red communication device, a wireless communication device 
and/or chipset (such as a Bluetooth R) device, an 802.11 
device, a WiFi device, a WiMax device, cellular communica 
tion facilities, etc.), and/or the like. The communications 
subsystem 530 may permit data to be exchanged with a net 
work (such as the network described below, to name one 
example), other computer systems, and/or any other devices 
described herein. In many embodiments, the computer sys 
tem 500 may further comprise a non-transitory working 
memory 535, which can include a RAM or ROM device, as 
described above. The computer system 500 might also 
include a transceiver 1050 for facilitating communication by 
the communications subsystem 530 with the external entities. 
0063. The computer system 500 also can comprise soft 
ware elements, shown as being currently located within the 
working memory 535, including an operating system 540, 
device drivers, executable libraries, and/or other code, such as 
one or more application programs 545, which may comprise 
computer programs provided by various embodiments, and/ 
or may be designed to implement methods, and/or configure 
systems, provided by other embodiments, as described 
herein. Merely by way of example, one or more procedures 
described with respect to the method(s) discussed above, 
might be implemented as code and/or instructions executable 
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by a computer (and/or a processor within a computer); in an 
aspect, then, Such code and/or instructions can be used to 
configure and/or adapt a general purpose computer (or other 
device) to perform one or more operations in accordance with 
the described methods. 

0064. A set of these instructions and/or code might be 
stored on a computer-readable storage medium, Such as the 
storage device(s) 525 described above. In some cases, the 
storage medium might be incorporated within a computer 
system, such as computer system 500. In other embodiments, 
the storage medium might be separate from a computer sys 
tem (e.g., a removable medium, Such as a compact disc), 
and/or provided in an installation package. Such that the Stor 
age medium can be used to program, configure and/or adapt a 
general purpose computer with the instructions/code stored 
thereon. These instructions might take the form of executable 
code, which is executable by the computer system 500 and/or 
might take the form of source and/or installable code, which, 
upon compilation and/or installation on the computer system 
500 (e.g., using any of a variety of generally available com 
pilers, installation programs, compression/decompression 
utilities, etc.) then takes the form of executable code. 
0065. Substantial variations may be made in accordance 
with specific requirements. For example, customized hard 
ware might also be used, and/or particular elements might be 
implemented in hardware, Software (including portable soft 
ware, Such as applets, etc.), or both. Further, connection to 
other computing devices Such as network input/output 
devices may be employed. 
0066. Some embodiments may employ a computer system 
(such as the computer system 500) to perform methods in 
accordance with the disclosure. For example, some or all of 
the procedures of the described methods may be performed 
by the computer system 500 in response to processor 510 
executing one or more sequences of one or more instructions 
(which might be incorporated into the operating system 540 
and/or other code, such as an application program 545) con 
tained in the working memory 535. Such instructions may be 
read into the working memory 535 from another computer 
readable medium, Such as one or more of the storage device(s) 
525. Merely by way of example, execution of the sequences 
of instructions contained in the working memory 535 might 
cause the processor(s) 510 to perform one or more procedures 
of the methods described herein. 

0067. The terms “machine-readable medium' and “com 
puter-readable medium, as used herein, refer to any medium 
that participates in providing data that causes a machine to 
operate in a specific fashion. In an embodiment implemented 
using the computer system 500, various computer-readable 
media might be involved in providing instructions/code to 
processor(s) 510 for execution and/or might be used to store 
and/or carry Such instructions/code (e.g., as signals). In many 
implementations, a computer-readable medium is a physical 
and/or tangible storage medium. Such a medium may take 
many forms, including but not limited to, non-volatile media, 
Volatile media, and transmission media. Non-volatile media 
include, for example, optical and/or magnetic disks, such as 
the storage device(s) 525. Volatile media include, without 
limitation, dynamic memory, such as the working memory 
535. Transmission media include, without limitation, coaxial 
cables, copper wire and fiber optics, including the wires that 
comprise the bus 505, as well as the various components of 
the communications subsystem 530 (and/or the media by 
which the communications subsystem 530 provides commu 
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nication with other devices). Hence, transmission media can 
also take the form of waves (including without limitation 
radio, acoustic and/or light waves. Such as those generated 
during radio-wave and infrared data communications). 
0068. Some embodiments may employ a computer system 
(such as the processor 510) to perform methods in accordance 
with the disclosure. For example, some or all of the proce 
dures of the described methods may be performed by the 
viewing apparatus in response to the processor executing one 
or more sequences of one or more instructions (which might 
be incorporated into an operating system and/or other code, 
Such as an application program) contained in working 
memory. Such instructions may be read into the working 
memory from another computer-readable medium, Such as 
one or more of the storage device(s). Merely by way of 
example, execution of the sequences of instructions con 
tained in the working memory might cause the processor(s) to 
perform one or more procedures of the methods described 
herein. 
0069. Again, embodiments employing computer systems 
described herein are not limited to being physically con 
nected to the viewing apparatus. Processing may occur in 
another apparatus, connected via wire or wirelessly to the 
viewing apparatus. For example, a processor in a phone or 
instructions for executing commands by a phone or tablet 
may be included in these descriptions. Similarly, a network in 
a remote location may house a processor and send data to the 
viewing apparatus. 
0070 The terms “machine-readable medium' and “com 
puter-readable medium, as used herein, refer to any medium 
that participates in providing data that causes a machine to 
operate in a specific fashion. In an embodiment implemented 
using the processor 510, various computer-readable media 
might be involved in providing instructions/code to processor 
(s) 510 for execution and/or might be used to store and/or 
carry Such instructions/code (e.g., as signals). In many imple 
mentations, a computer-readable medium is a physical and/or 
tangible storage medium. Such a medium may take many 
forms, including but not limited to, non-volatile media, Vola 
tile media, and transmission media. Non-volatile media 
include, for example, optical and/or magnetic disks. Volatile 
media include, without limitation, dynamic memory, such as 
flash memory or DDR3 RAM. Transmission media include, 
without limitation, coaxial cables, copper wire and fiber 
optics, as well as the various components of a communica 
tions Subsystem (and/or the media by which the communica 
tions Subsystem provides communication with other 
devices). Hence, transmission media can also take the form of 
waves (including without limitation radio, acoustic and/or 
light waves, such as those generated during radio-wave and 
infrared data communications). 
0071. In one or more examples, the functions described 
may be implemented in hardware, Software, firmware, or any 
combination thereof. If implemented in software, the func 
tions may be stored on or transmitted over as one or more 
instructions or code on a computer-readable medium. Com 
puter-readable media may include computer data storage 
media. Data storage media may be any available media that 
can be accessed by one or more computers or one or more 
processors to retrieve instructions, code and/or data structures 
for implementation of the techniques described in this disclo 
Sure. "Data storage media' as used herein refers to manufac 
tures and does not refer to transitory propagating signals. By 
way of example, and not limitation, Such computer-readable 
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media can comprise RAM, ROM, EEPROM, CD-ROM or 
other optical disk storage, magnetic disk storage, or other 
magnetic storage devices, flash memory, or any other medium 
that can be used to store desired program code in the form of 
instructions or data structures and that can be accessed by a 
computer. Disk and disc, as used herein, includes compact 
disc (CD), laser disc, optical disc, digital versatile disc 
(DVD), floppy disk and blu-ray disc where disks usually 
reproduce data magnetically, while discs reproduce data opti 
cally with lasers. Combinations of the above should also be 
included within the scope of computer-readable media. 
0072 The code may be executed by one or more proces 
sors, such as one or more digital signal processors (DSPs), 
general purpose microprocessors, application specific inte 
grated circuits (ASICs), field programmable logic arrays (FP 
GAS), or other equivalent integrated or discrete logic cir 
cuitry. Accordingly, the term “processor, as used herein may 
refer to any of the foregoing structure or any other structure 
suitable for implementation of the techniques described 
herein. In addition, in some aspects, the functionality 
described herein may be provided within dedicated hardware 
and/or software modules configured for encoding and decod 
ing, or incorporated in a combined codec. Also, the tech 
niques could be fully implemented in one or more circuits or 
logic elements. 
0073. The techniques of this disclosure may be imple 
mented in a wide variety of devices or apparatuses, including 
a wireless handset, an integrated circuit (IC) or a set of ICs 
(e.g., a chip set). Various components, modules, or units are 
described in this disclosure to emphasize functional aspects 
of devices configured to perform the disclosed techniques, 
but do not necessarily require realization by different hard 
ware units. Rather, as described above, various units may be 
combined in a codec hardware unit or provided by a collec 
tion of interoperative hardware units, including one or more 
processors as described above, in conjunction with Suitable 
software and/or firmware stored on computer-readable 
media. 

0074 Various examples have been described. These and 
other examples are within the scope of the following claims. 
What is claimed is: 
1. A storage device comprising: 
a storage medium comprising non-volatile memory; 
one or more processing entities configured to: 

execute a deduplication module to detect duplicity of 
data; and 

execute a Redundant Array of Independent Disks 
(RAID) module to provide fault tolerance by spread 
ing data and parity information across the non-vola 
tile memory; and 

the storage device is further configured to 
perform a journaling function using a journaling module 

only once for the deduplication module and the RAID 
module for an access request to the storage medium 
on the storage device; and 

perform a mapping function using a mapping module 
only once for the deduplication module and the RAID 
module for the access request to the storage medium 
on the storage device. 

2. The storage device of claim 1, wherein a flash translation 
layer (FTL) module comprises the journaling module and the 
mapping module. 
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3. The storage device of claim 2, wherein storage device is 
configured to execute a single instance of the FTL module for 
the storage device. 

4. The storage device of claim 1, wherein the one or more 
processing units are further configured to execute a compres 
sion module for compressing data before storing the data on 
the storage medium and decompressing the data after retriev 
ing the data from the storage medium, wherein the compres 
sion module does not have a separate journaling functionality 
or separate mapping functionality. 

5. The storage device of claim 1, wherein the one or more 
processing units are further configured to execute a Snapshot 
and thin provisioning module, wherein the Snapshot and thin 
provisioning module does not have a separate journaling 
functionality or separate mapping functionality. 

6. The storage device of claim 1, wherein the one or more 
processing units are further configured to execute a File Sys 
tem (FS) module for providing abstraction to an application 
for storing, retrieving and updating files comprising data on 
the storage medium, wherein the FS module does not have a 
separate journaling functionality or separate mapping func 
tionality. 

7. The storage device of claim 1, wherein the one or more 
processing units are further configured to execute an Operat 
ing System (OS) module configured to execute on one or 
more processors, wherein OS module does not have a sepa 
rate journaling functionality or separate mapping functional 
ity. 

8. The storage device of claim 1, wherein the one or more 
processing units are further configured to perform a caching 
function using a caching module only once for the dedupli 
cation module and the RAID module for the access request to 
the storage medium on the storage device. 

9. The storage device of claim 1, wherein the one or more 
processing units are further configured to perform a garbage 
collection function using a garbage collection module only 
once for the deduplication module and the RAID module for 
the access request to the storage medium on the storage 
device. 

10. The storage device of claim 1, wherein the mapping 
function by the mapping module performs a translation from 
a linear address to a physical address for the access request to 
the storage device using a multidimensional mapping, 
wherein a first dimension of the multidimensional mapping is 
a file identifier and the second dimension of the multidimen 
sional mapping is a Snapshot version. 

11. A non-transitory computer readable storage medium, 
wherein the non-transitory computer readable storage 
medium comprises instructions executable by a processor, the 
instructions comprising instructions to: 
manage access to the non-volatile memory for the storage 
medium using a Flash Translation Layer (FTL) module: 

detect duplicity of data using a deduplication module; 
provide fault tolerance by spreading data and parity infor 

mation across the non-volatile memory using a Redun 
dant Array of Independent Disks (RAID) module: 

perform a journaling function using a journaling module 
only once for the FTL module, the deduplication module 
and the RAID module for an access request to the stor 
age medium on the storage device; and 

perform a mapping function using a mapping module only 
once for the FTL module, the deduplication module and 
the RAID module for the access request to the storage 
medium on the storage device. 
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12. The non-transitory computer readable storage medium 
of claim 1, wherein the instructions are part of a single execut 
able binary. 

13. The non-transitory computer readable storage medium 
of claim 1, further comprising instructions to compress data 
only once for a store access request and decompress data only 
once for a read access request. 

14. The non-transitory computer readable storage medium 
of claim 1, further comprising instructions to perform caching 
function only once for the access request to the storage 
medium on the storage device. 

15. The non-transitory computer readable storage medium 
of claim 1, further comprising instructions to perform gar 
bage collection functionality only once for the access request 
to the storage medium on the storage device. 

16. A method for accessing a storage medium on a storage 
device, the method comprising: 

managing access to the non-volatile memory for the stor 
age medium using a Flash Translation Layer (FTL) 
module; 

detecting duplicity of data using a deduplication module; 
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providing fault tolerance by spreading data and parity 
information across the non-volatile memory using a 
Redundant Array of Independent Disks (RAID) module: 

performing a journaling function only once using a jour 
naling module for an access request to the storage 
medium on the storage device; and 

performing a mapping function only once using a mapping 
module only once for the access request to the storage 
medium on the storage device. 

17. The method of claim 16, further comprising compress 
ing data only once for a store access request and decompress 
ing data only for a read access request. 

18. The method of claim 16, further comprising perform 
ing caching only once for the access request to the storage 
medium on the storage device. 

19. The method of claim 16, further comprising perform 
ing garbage collection functionality only once for the access 
request to the storage medium on the storage device. 

20. The method of claim 16, further comprising perform 
ing garbage write combining only once for the access request 
to the storage medium on the storage device. 
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