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TRANSFORMING AUDIO CONTENT INTO IMAGES

BACKGROUND

[0001] Present-day technology permits users to create and store a large number of audio

items, such as audio messages, songs, interviews, audio books, etc. However, current

technology does not provide equally effective tools for managing and accessing the audio

items once they are created. For instance, a user may have difficulty finding an audio file

that contains a desired audio segment within a large collection of audio files. This may

force the user to perform the painstaking and time-intensive task of listening to multiple

audio files to determine if they contain the desired audio segment. A user may give the

audio file a descriptive name, but this strategy typically provides only limited assistance to

the user in later finding desired audio content.

[0002] In other situations, a user may have difficulty in interpreting audio content being

played back or being captured in real time. The user’s difficulty may stem from some

disability that affects the user (such as a hearing-related impairment), the listener’s

confusion, and/or distractions posed by the listening environment.

SUMMARY

[0003] A technique is described herein for transforming audio content into images. The

technique may include: receiving the audio content from a source; converting the audio

content into a temporal stream of audio features; and converting the stream of audio features

into one or more images using one or more machine-trained models. The technique

generates the image(s) based on recognition of: semantic information that conveys one or

more semantic topics associated with the audio content; and sentiment information that

conveys one or more sentiments (e.g., emotions, opinions, etc.) associated with the audio

content. The technique then generates a graphical output presentation that includes the

image(s), which it provides to one or more display devices for display thereat. The output

presentation serves as a summary of salient semantic and sentiment-related characteristics

of the audio content.

[0004] According to one illustrative aspect, the technique employs an ATI engine which

includes: a speech recognizer engine for converting the stream of audio features into text

information; a sentiment classification engine for identifying sentiment information

associated with the audio content; and an image creation engine for generating the image(s)

based on the text information and the sentiment information.

[0005] According to another illustrative aspect, the ATI engine can further include a



style transfer engine for modifying the image(s) into style-enhanced image(s) that reflect

the sentiment information.

[0006] According to another illustrative aspect, various applications can make use of

the ATI engine. One application uses the ATI engine to summarize a received message

which contains audio content. Another application uses the ATI engine to create visually-

descriptive file icons for audio files. Another application uses the ATI engine to visually

enhance real-time or recorded speech for the benefit of an impaired listener, and so on.

[0007] The above-summarized technique can be manifested in various types of systems,

devices, components, methods, computer-readable storage media, data structures, graphical

user interface presentations, articles of manufacture, and so on.

[0008] This Summary is provided to introduce a selection of concepts in a simplified

form; these concepts are further described below in the Detailed Description. This Summary

is not intended to identify key features or essential features of the claimed subject matter,

nor is it intended to be used to limit the scope of the claimed subject matter.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009] Fig. 1 shows an illustrative computing environment for converting audio content

into one or more images.

[0010] Fig. 2 shows one implementation of an audio-to-image (ATI) engine for use in

the computing environment of Fig. 1 .

[0011] Fig. 3 shows an overview of one manner of operation of the computing

environment of Fig. 1 .

[0012] Fig. 4 shows a notification component, corresponding to one application that

makes use of the ATI engine of Fig. 2 .

[0013] Fig. 5 shows a file annotation component, corresponding to another application

that makes use of the ATI engine of Fig. 2 .

[0014] Fig. 6 shows an assistive technology component, corresponding to another

application that makes use of the ATI engine of Fig. 2 .

[0015] Fig. 7 shows a movie-maker component, corresponding to another application

that makes use of the ATI engine of Fig. 2 .

[0016] Fig. 8 shows one implementation of a speech recognizer engine, corresponding

to one component of the ATI engine of Fig. 2 .

[0017] Fig. 9 shows one implementation of a sentiment classification component,

corresponding to another component of the ATI engine of Fig. 2 .

[0018] Fig. 10 shows one implementation of an image creation engine, corresponding



to another component of the ATI engine of Fig. 2 . Fig. 10 also shows an overview of a

training system that is used to train the image creation engine.

[0019] Fig. 11 show one implementation of the training system of Fig. 10.

[0020] Fig. 12 shows one implementation of a generator component, which is a

component of the training system of Fig. 11 .

[0021] Fig. 13 shows another implementation of the image creation engine used in the

ATI engine of Fig. 2 .

[0022] Fig. 14 shows a first implementation of a style transfer engine, which is another

component of the ATI engine of Fig. 2 .

[0023] Fig. 15 shows a second implementation of the style transfer engine.

[0024] Fig. 16 shows another implementation of the ATI engine. This implementation

uses an end-to-end machine-trained model.

[0025] Fig. 17 shows an overview of the operation of the computing environment of

Fig. 1 .

[0026] Fig. 18 shows a more specific overview of the operation of the computing

environment of Fig. 1 .

[0027] Fig. 19 shows an illustrative type of computing device that can be used to

implement any aspect of the features shown in the foregoing drawings.

[0028] The same numbers are used throughout the disclosure and figures to reference

like components and features. Series 100 numbers refer to features originally found in Fig.

1, series 200 numbers refer to features originally found in Fig. 2, series 300 numbers refer

to features originally found in Fig. 3, and so on.

DETAILED DESCRIPTION

[0029] This disclosure is organized as follows. Section A describes a computing

environment for converting audio content into one or more images. Section B sets forth

illustrative methods which explain the operation of the computing environment of Section

A . And Section C describes illustrative computing functionality that can be used to

implement any aspect of the features described in Sections A and B .

[0030] As a preliminary matter, the term “hardware logic circuitry” corresponds to one

or more hardware processors (e.g., CPUs, GPUs, etc.) that execute machine-readable

instructions stored in a memory, and/or one or more other hardware logic components (e.g.,

FPGAs) that perform operations using a task-specific collection of fixed and/or

programmable logic gates. Section C provides additional information regarding one

implementation of the hardware logic circuitry. The term “component” or “engine” refers



to a part of the hardware logic circuitry that performs a particular function.

[0031] In one case, the illustrated separation of various parts in the figures into distinct

units may reflect the use of corresponding distinct physical and tangible parts in an actual

implementation. Alternatively, or in addition, any single part illustrated in the figures may

be implemented by plural actual physical parts. Alternatively, or in addition, the depiction

of any two or more separate parts in the figures may reflect different functions performed

by a single actual physical part.

[0032] Other figures describe the concepts in flowchart form. In this form, certain

operations are described as constituting distinct blocks performed in a certain order. Such

implementations are illustrative and non-limiting. Certain blocks described herein can be

grouped together and performed in a single operation, certain blocks can be broken apart

into plural component blocks, and certain blocks can be performed in an order that differs

from that which is illustrated herein (including a parallel manner of performing the blocks).

In one implementation, the blocks shown in the flowcharts that pertain to processing-related

functions can be implemented by the hardware logic circuitry described in Section C, which,

in turn, can be implemented by one or more hardware processors and/or other logic

components that include a task-specific collection of logic gates.

[0033] As to terminology, the phrase “configured to” encompasses various physical and

tangible mechanisms for performing an identified operation. The mechanisms can be

configured to perform an operation using the hardware logic circuity of Section C . The term

“logic” likewise encompasses various physical and tangible mechanisms for performing a

task. For instance, each processing-related operation illustrated in the flowcharts

corresponds to a logic component for performing that operation. A logic component can

perform its operation using the hardware logic circuitry of Section C . When implemented

by computing equipment, a logic component represents an electrical component that is a

physical part of the computing system, in whatever manner implemented.

[0034] Any of the storage resources described herein, or any combination of the storage

resources, may be regarded as a computer-readable medium. In many cases, a computer-

readable medium represents some form of physical and tangible entity. The term computer-

readable medium also encompasses propagated signals, e.g., transmitted or received via a

physical conduit and/or air or other wireless medium, etc. However, the specific term

“computer-readable storage medium” expressly excludes propagated signals per se, while

including all other forms of computer-readable media.

[0035] The following explanation may identify one or more features as “optional.” This



type of statement is not to be interpreted as an exhaustive indication of features that may be

considered optional; that is, other features can be considered as optional, although not

explicitly identified in the text. Further, any description of a single entity is not intended to

preclude the use of plural such entities; similarly, a description of plural entities is not

intended to preclude the use of a single entity. Further, while the description may explain

certain features as alternative ways of carrying out identified functions or implementing

identified mechanisms, the features can also be combined together in any combination.

Finally, the terms “exemplary” or “illustrative” refer to one implementation among

potentially many implementations.

A . Illustrative Computing Environment

A .1. Overview

[0036] Fig. 1 shows an illustrative computing environment 102 for converting audio

content into one or more images. The image(s) convey both the semantic and sentiment-

related characteristics of the audio content. That is, the image(s) visually depict one or more

topics and one or more sentiments associated with the audio content. As the term is used

herein, “sentiment” broadly encompasses the type(s) of emotion exhibited by a user (joy,

excitement, anger, worry, etc.), the polarity of those emotions (e.g., negative, positive,

neural), the content of opinions expressed by the user, the polarity of those opinions, etc.

[0037] Generally, a user can quickly gain an understanding of the salient features of

audio content by viewing the image(s) associated therewith. In some user scenarios, this

allows the user to take action on the audio content without necessarily listening to it. In

other user scenarios, the images assist the user in interpreting the audio content as it is being

played back in synchronization with the presentation of the images. Subsection A.2

provides further details regarding four illustrative applications of the computing

environment 102 described herein.

[0038] An audio-to-image (ATI) engine 104 performs the above-summarized

conversion of audio content to image information. One or more computing devices 106

implement the ATI engine 104. For instance, the ATI engine 104 may correspond to an

application program or operating system (OS) program provided by the computing device(s)

106. One or more other program components 108 (e.g., app A, app B, app C, etc.) utilize

the ATI engine 104 to perform different context-specific functions, examples of which are

described in Subsection A.2 (below). In one implementation, any program component can

interact with the ATI engine 104 through an application programming interface (API) or

some other interface protocol. In another implementation, a program component may



incorporate the logic associated with the ATI engine 104 within its code.

[0039] The computing device(s) 106 may correspond to one or more devices of any

kind(s) that perform computing functions. For instance, the computing device(s) 106 can

include a workstation-type personal computing device, a laptop computing device, a

handheld computing device of any type (such as a smartphone), a game console, a mixed-

reality device of any type, a wearable computing device, a smart appliance, a vehicle-borne

computing device, and so on. In some implementations, the computing device(s) 106

implements all aspects of the ATI engine 104 using device hardware that is local with

respect to a location of a user who interacts with the computing device(s) 106. In other

implementations, the computing device(s) 106 distributes at least some aspects of the ATI

engine 104 to processing resources that are remote with respect to the location of the user.

In that case, the computing device(s) 106 includes at least one local computing device which

interacts with one or more remote computing devices (e.g., one or more servers) via a

computer network.

[0040] A receiving component 110 receives the audio content from various sources 112.

The receiving component 110 can include an input interface mechanism governed by any

protocol(s), such as a network interface controller, a microphone driver, etc. In one case,

the receiving component 110 receives an audio file 114 from a local or remote data store

116. The audio file 114 can represent the audio content in any format, including formats

without compression (as the WAV files), formats with lossless compression (such as an

MPEG format), and formats with lossy compression (such as the MP3) format. As to

meaning, the audio content can correspond to recorded speech, songs, natural sounds in the

environment, etc. In other cases, a file can include multiple types of media content,

including audio. For instance, a file can provide a movie having both visual content and

audio content.

[0041] In another user scenario, the receiving component 110 receives a stream of audio

content from one or more microphones 118. The microphone(s) 118, for instance, can

capture the real-time speech of a user, or the real-time performance of a song, etc.

[0042] In another user scenario, the receiving component 110 can receive a message

120 from a sender via a computer network 122. The message 120 includes audio content,

e.g., as an attached or embedded audio file. For instance, the message 120 can include a

voice message created by the sender for consumption by a designated recipient, to whom

the message 120 is sent.

[0043] The above-described user scenarios are set forth in the spirit of illustration, not



limitation. Other implementations can convert audio content into image content in any other

contexts.

[0044] Fig. 1 shows that an app B receives audio content which contains the sentence,

“All of a sudden, Tom stood up and excitedly pointed to the horizon!” For instance, this

statement may correspond to a sentence in an audio book received by the receiving

component 110 from the data store 116. The app B uses the ATI engine 104 to convert this

audio content into at least one image 124. The image 124 depicts a man standing up and

pointing, thereby expressing at least the semantic import of the audio content. As explained

below, the image 124 may also have content that expresses the emotion of excitement

conveyed by the audio content.

[0045] The computing device(s) 106 displays an output presentation which includes the

image 124 as part thereof. The display device(s) 126 may be integrated with the computing

device(s) 106, or may correspond to one or more devices apart from the computing device(s)

106. Each application governs the appearance and interactive features of the output

presentation which includes the image 124.

[0046] Fig. 2 shows one implementation of the audio-to-image (ATI) engine 104. Fig.

2 is explained in the context of the processing of the above-noted spoken sentence, “All of

a sudden, Tom stood up and excitedly pointed to the horizon!”

[0047] An audio-preprocessing engine (“preprocessing engine”) 202 generates a stream

of features that describe the audio content. In one implementation, the preprocessing engine

202 organizes the features into frames corresponding to an environment-specific span of

time, such as 50 ms, 100 ms, 200 ms, etc. The features describe the audio waveform

associated with each frame. The preprocessing engine 202 can generate any type(s) of

features, including “raw” features which describe, at each sampling time, the amplitude of

the audio signal, the frequency of the audio waveform, etc. In addition, or alternatively, the

preprocessing engine 202 can generate higher-level features, including any of: Mel-

Frequency Cepstral Coefficients (MFCCs) features, signal energy-related features (e.g.,

spectral entropy, spectral spread, etc.), signal zero-crossing rate features, etc. The

preprocessing engine 202 can also capture prosodic information associated with the speech,

such as its rhythms, pauses, loudness, etc.

[0048] In some implementation, the preprocessing engine 202 can optionally

discriminate between those features that primarily describe speech and those features which

primary describe non-speech, such as background noise. The preprocessing engine 202 can

perform this task in various ways, such as by using a noise separation filter, a machine-



trained neural network, etc.

[0049] A speech recognizer engine 204 converts the stream of audio features received

from the preprocessing engine 202 to text information. The speech recognizer engine 204

can perform this task using any machine-trained model. Subsection A.3 (below) describes

one non-limiting implementation of the speech recognizer engine 204 that uses a Recurrent

Neural Network (RNN). Other implementations can use other conversion techniques to

convert audio content to text information, such as a Hidden Markov Model (HMM)

technique. Assume that the speech recognizer correctly converts the audio stream into the

text sentence, “All of a sudden, Tom stood up and excitedly pointed to the horizon!”

[0050] A sentiment classification engine 206 generates sentiment information

associated with the audio content based on the original audio features provided by the

preprocessing engine 202 and text information output by the speech recognizer engine 204.

Sentiment information broadly refers to the psychological states or judgments reflected in

the audio content, if any. For instance, the sentiment information can describe one or more

emotions expressed by the audio content. In addition, or alternatively, the sentiment

information can describe one or more opinions expressed by the audio content. In addition,

or alternatively, the sentiment information can characterize the polarity of any psychological

state expressed in the audio content, such as by indicating whether an emotion or opinion is

positive, negative, or neutral, etc., or by ranking the intensity of a psychological state on a

specified scale.

[0051] In one implementation, the sentiment classification engine 206 can use a single

machine-trained classifier to perform all of its sentiment-based analysis on the audio

content. In other implementations, the sentiment classification engine 206 can use different

classifiers to extract different kinds of sentiment information from the audio content. More

generally, the sentiment classification engine 206 can use any machine-trained classifier(s)

to perform these tasks. Subsection A.4 describes an implementation of the sentiment

classification engine 206 that uses a Convolutional Neural Network (CNN) model, but other

implementations can use a Support Vector Machine (SVC) model, a decision tree model, a

linear classifier model, a Bayesian classifier model, and so on. In the representative example

of Fig. 2, assume that the sentiment classification engine 206 indicates that one emotion

associated with the audio content is “excitement,” and the polarity of this emotion is

“positive.” As explained below, further note that the sentiment(s) associated with even a

single sentence can change over the course of a user’s spoken delivery of that sentence; the

ATI engine 104 can take these variations into account in generating its images, as explained



in greater detail in Subsection A.6.

[0052] An image creation engine 208 generates at least one image based on text

information output by the speech recognizer engine 204 and sentiment information output

by the sentiment classification engine 206. Subsection A.5 describes two ways that the

image creation engine 208 can perform this task. In a first approach, the image creation

engine 208 uses a machine-trained generative model to generate the image(s), e.g., trained

using a generative adversarial network (GAN). In this case, the image creation engine 208

synthesizes the image(s) based on the model that has been learned. The image(s) are created

from “scratch,” meaning that they will generally have no preexisting “real” image

counterparts. In a second approach, the image creation engine 208 can use an image search

component to find the real preexisting image(s) that most closely match the input text

information and sentiment information. In the example of Fig. 2, assume that the image

creation engine 208 synthesizes a single image 210 that shows a man standing and pointing.

In other cases, the image creation engine 208 can generate two or more images that describe

the input audio content, such as a first image that shows a man standing, and a second image

that shows a man pointing.

[0053] An optional style transfer engine 212 can transform the original image(s)

provided by the image creation engine 208 into style-modified image(s) based on the

sentiment information (here, “excitement”) generated by the sentiment classification engine

206. In one implementation, the style transfer engine 212 performs this task by identifying

a style image 214 that has been previously associated with the sentiment of “excitement.”

Here, the style image 214 includes a highly kinetic scene including exploding fireworks

against a night sky. Generally, the style images can correspond to previous photographs,

previous computer-generated images, reproductions of artwork (such as a painting by

Rembrandt, or Van Gogh, Picasso, etc.), and so on. In one approach, the style transfer

engine 212 modifies original image 210 such that it incorporates the low-level texture

information conveyed by the style image 214, while preserving the high-level semantic

content associated with the original image 210. This yields the modified image 216 that

appears to adopt the texture of the style image 214, while still depicting a man standing and

pointing. Subsection A.6 describes two implementations of the style transfer engine 212;

the first uses a machine-trained neural network to merge the original image 210 with the

style image 214, while the second retrieves style-related image content from a data store

and overlays it on the original image 210.

[0054] In summary, note that the ATI engine 104 extracts both semantic and sentiment



information from the audio content. The ATI engine 104 primarily relies on the speech

recognizer engine 204 and image creation engine 208 to extract semantic information, e.g.,

as implicitly expressed in the hidden information produced by its models. The ATI engine

104 primarily relies on the sentiment classification engine 206 to generate the sentiment

information, although the sentiment classification engine 206 also extracts semantic

information insofar as the task of interpreting the emotions and opinions expressed in audio

content contributes to the meaningfulness of the image(s) that are eventually produced.

[0055] One or more training systems 218 produce the various machine-trained models

used by the ATI engine 104. In another case, the training system(s) 218 produces a single

machine trained model that integrates the functions associated with the above-described

separate processing engines. In other words, in this case, the training system(s) 218 provides

a machine-trained model that provides an end-to-end solution, e.g., by converting input

audio content into one or more output images. Generally, the training system(s) 218 rely

on one or more sets of training examples provided in one or more stores 220. The training

system 218 and the nature of the training data will be described in greater detail below in

the context of explanation of the various sub-engines used by the ATI engine 104.

[0056] Fig. 3 shows another example of the operation the ATI engine 104. In this case,

the ATI component 104 receives at least four sentences spoken in order. The ATI engine

converts each spoken sentence into at least one image. An application can present the output

images (302, 304, 306, 308) in sequence to create a slideshow or movie. The application

can present the output images (302, 304, 306, 308) in synchronization with the playout of

the audio content, or as a replacement to the audio content. Fig. 3 also shows the semantic

and sentiment-related topics identified by the ATI engine 104 in the course of processing it.

[0057] Further note that, in the examples presented herein, the input audio content

contains human speech expressed in some natural language. In addition, or alternatively,

the input audio content can include sounds other than human speech, such as sounds made

by animals, musical instruments, natural objects, etc. For example, the ATI engine 104

produce one or more images that show an angry dog when the audio clip contains sounds of

a barking dog. In another case, the ATI engine 104 can produce one or more images that

show a peaceful bucolic setting for certain natural sounds, or for relaxing music. In another

case, the ATI engine 104 can display a turbulent sea for more rousing music.

[0058] In one implementation, the speech recognizer engine 204 can output null-value

information when it encounters audio content that has no meaningful human speech. In this

implementation, the ATI engine 104 will rely on the sentiment classifier to associate the



audio content with one or more emotions, one or more moods, etc. In another case, the

speech recognizer engine 104 can expands its function by “translating” nonlinguistic sounds

to concepts, which reflects the manner in which humans typically interpret these sounds.

That is, dogs, for instance, do not speak, but the speech recognizer engine 204 can interpret

various sounds that they make as akin to speech, such as by translating a whimper to the

emotion of sadness. More generally, the training system(s) 218 processes training examples

that reflect the ways in which humans associate different nonlinguistic sounds into concepts

and sentiments; insofar as there are patterns in the way humans interpret these sounds, the

ATI engine 104 will capture these patterns in its various machine-learned models.

A.2. Illustrative Applications

[0059] This subsection provides examples of illustrative application components that

can make use of the ATI engine 104 of Fig. 2 . Beginning with Fig. 4, this figure shows a

scenario in which a sender records a spoken voice message, “Sitting on beach watching a

boat sail by. Wish you were here sweetheart.” For example, the sender can record that

message with her smartphone while sitting on a beach. Then assume that the sender

transmits a message 120 containing the above-identified audio content to a recipient via a

computer network 122. A notification component 402 installed on the recipient’s

computing device receives the message 120 and extracts its audio content. The notification

component 402 then uses the ATI enginel 04 to convert the audio content into an image 404.

Assume that the image 404 shows a woman sitting on a beach watching a boat sail by. Here,

the ATI engine 104 also adds a bubbling heart graphical overlay to match the affectionate

content and vocal coloring of the audio content. In another case, the sender’s computing

device can include an application and associated ATI engine which converts the audio

content into an image prior to sending it to the recipient.

[0060] In one merely illustrative case, assume that the notification component 402

displays an output presentation 406 which serves as a notification, alerting the recipient to

the receipt of the message 120 from the sender. The output presentation 406 includes the

image 404. More specifically, in this merely illustrative case, the output presentation 406

corresponds to a popup panel that appears above an icon 408 associated with the sender of

the message. The icon 408, in turn, occurs within a people bar 410, which appears within a

task bar of a desktop presentation 412.

[0061] By presenting the image 404 to the user in the above-described manner, the

notification component 402 efficiently informs the recipient of the meaning and emotional

content of the sender’s voice message. Given this visual summary, the recipient need not



perform the time-intensive task of listening to what may be a lengthy voice message from

the sender. But the output presentation 406 also presents a link 414 or other graphical

control which invites the recipient to listen to the actual audio content, if he or she chooses.

Beyond the functional utility of these notifications, a recipient may be entertained by the

way that the ATI engine 104 translates audio content into image content, even when the ATI

engine 104 does not produce semantically perfect results.

[0062] Fig. 5 shows a file annotation component 502 that produces images to describe

the audio content of files in a data store 116. The file annotation component 502 can then

optionally associate the images with the files, such as by creating icons (or any other kind

of visual identifiers) associated with the files that convey the images. For example, Fig. 5

shows a folder of icons 504 that the file annotation component 502 creates for four

respective audio files.

[0063] In operation, the file annotation component 502 accesses an audio file, generates

at least one image associated with the audio associated therewith, and creates an icon that

incorporates the generated image(s). For instance, the file annotation component 502

produces a representative icon 506 that incorporates an image 508 of the Roman Colosseum

because the associated audio file includes a spoken narrative regarding the Coliseum.

[0064] More specifically, in one manner of operation, the file annotation component

502 can replace a set of original file icons with new visually-descriptive file icons. The file

annotation component 502 can then store the new visually-descriptive file icons in a data

store. Thereafter, a user who wishes to view a file icon for a file will see the new visually-

descriptive icon. The file annotation component 502 can perform this icon-replacement

operation automatically or in response to an instruction from a user. In another manner of

operation, the file annotation component 502 can, upon instruction from the user, generate

and display the visually-descriptive file icons, but not persist the visually-descriptive file

icons. Hence, the computing device(s) 106 will display the original icons to a user upon the

user’s subsequent request to view the icons (unless the user again makes the special request

to view the visually-descriptive counterparts of these icons).

[0065] Fig. 6 shows an assistive technology (AT) component 602 that runs on a

computing device 604. One or more microphones provided by the computing device 604

capture the real-time speech of a first person 606. In response, the AT component 602

generates a stream of images that describe the speech. The AT component 602 displays the

sequence of images on a display device 608 of the computing device 604 (or on any other

display device) as the first person 606 speaks. A second person 610 observes the images.



[0066] In one user scenario, the second person 610 may have an impairment which

prevents him from hearing and/or understanding the speech of the first person 606. For

example, the second person 610 may have a hearing-related, cognitive-related, and/or

language-related impairment which prevents him from consuming the speech of the first

person 606 in the same manner as a non-impaired listener. The AT component 602 helps

this impaired second person 610 interpret the first person’s speech. For example, the first

person 606 is currently explaining to the second person 610 that he is late because he had to

change a flat tire on his car. Simultaneously therewith, the AT component 602 shows an

image 612 of a car with its front tire being replaced.

[0067] Even a non-impaired listener may benefit from the operation of the AT

component 602, as it helps the listener to attend to a conversation in a distracting

environment. In addition, or alternatively, a non-impaired listener may find the service

provided by the AT component 602 entertaining.

[0068] Fig. 7 shows a movie-maker component 702 that produces a sequence of images

to annotate a stream of audio content, e.g., to produce the kind of sequence of images (302,

304, 306, 308) shown in Fig. 3 . The audio content can originate from an audio file, the real

time speech of one or more people, and so on. More specifically, the movie-maker

component 702 includes a frame-creator component 704 which produces a set of images

associated with the audio content by interacting with the ATI engine 104. In addition, the

movie-maker component 702 includes a frame-fuser component 706 which assembles the

frames together to produce an aesthetically pleasing and informative output presentation.

For example, when advancing from a first image to a second image in a sequence, the frame-

fuser component 706 can produce a transition effect which operates to fade out a first image

and fade in the second image.

[0069] In another case, the movie-maker component 702 can analyze the audio track of

a movie, or any other media item that already includes image content. The movie-maker

component 702 can present its synthesized images at the same time as the preexisting visual

content of the movie, e.g., using a split-screen output presentation or a picture-in-picture

presentation. A user may glean additional insight from the synthesized images. For

example, assume that a movie provides a dramatic reenactment of a gladiator battle in the

Coliseum. The ATI engine 104 can overlay synthesized images based on the audio content

of the movie, which can reveal supplemental information about gladiators, the Coliseum,

etc., to the possible end effect of pointing out historical errors in the preexisting visual

content. In addition, the user may find the supplemental images entertaining.



[0070] Further note that the frame-creator component 704 need not create each frame

of a sequence in isolation from other parts of an audio stream and the images associated

therewith. For instance, note, with reference to Fig. 3, that the ATI engine 104 learns by

processing a first spoken sentence that the speaker is on a beach wearing a hat at sunset.

That information leads the ATI engine 104 to produce a first image 302 that represents these

three semantic topics. The second spoken sentence does not include any reference to the

beach, hats, or sunsets. But the ATI engine 104 can carry forward insight it learned in the

first spoken sentence when producing the second image 304, e.g., by showing a person with

a sunhat at sunset. To implement this behavior, the ATI engine 104 relies on a machine-

trained model that takes into consideration the local and global features of a narrative. The

global features capture insight that may have been gleaned from an earlier juncture in a

narrative.

[0071] Alternatively, or in addition, when processing a current sentence in a narrative,

the ATI engine 104 can treat its previously-generated images as input information for use

in generating a current image. The ATI engine 104 will then attempt to achieve the dual

objective of producing an image which matches both the current sentence and the previous

image(s), to the extent that the previous image(s) are deemed pertinent to the current

sentence. This behavior will ensure that the ATI engine 104 will depict a character in a

narrative in a consistent fashion over the course of the narrative. That is, if the narrative is

about a woman, the ATI engine 104 will visually depict the woman the same way in all

images of a sequence.

[0072] The remaining subsections describe the individual engines that make up the ATI

engine 104. Note that some subsections include equations that may use a symbol that

appeared in one or more equations in previous subsections, but in different contexts. This

is true, for instance, in equations that use the symbol h t , which refers to hidden state

information. As a general rule, the equations of each subsection are to be interpreted without

reference to the equations set forth in any previous subsection.

A .3 . Speech Recognizer Engine

[0073] Fig. 8 shows one implementation of the speech recognizer engine 204. The

speech recognizer engine 204 converts a stream of audio features of any type(s) into text

information, corresponding to a stream of text tokens (e.g., words). In the implementation

described in this section, the speech recognizer engine 204 uses a Recurrent Neural Network

(RNN) to achieve this task. But, as noted, the speech recognizer engine 204 can use other

approaches to achieve the same result, such as another type of neural network, a Hidden



Markov Model (HMM), etc.

[0074] The RNN can include one or more RNN layers, including RNN layers 802, . . .,

804. The representative RNN layer 802 includes at least one chain 806 of RNN units that

feeds hidden state information in a first (forward) direction. Optionally, for a bidirectional

RNN, the representative RNN layer 802 will include another chain 808 of RNN units that

feed hidden state information in a second (backward) direction. Although not shown, the

speech recognizer engine 204 can also include other kinds of layers (e.g., besides RNN

layers). For instance, the speech recognizer engine 204 can include another type of neural

network (such as a feed-forward neural network) which processes the output result of a

topmost RNN layer. In any event, a topmost layer of the speech recognizer engine 204

produces the final output, e.g., corresponding to a series of text tokens.

[0075] The representative forward chain 806 of RNN units includes RNN unit 0, RNN

unit 1, RNN unit 2, etc. More specifically, the RNN can dynamically expand and contract

its number of RNN units in each layer to accommodate the number of events in a sequence

it seeks to analyze. Each RNN unit receives an input vector x that describes an event, such

as a feature vector that describes the audio features associated with a frame of the audio

content. It uses its internal neural network logic to map the input vector x to an RNN output

vector y t . Each RNN unit also receives an input hidden state vector ht - from a preceding

RNN unit (if any), and provides an output hidden state vector h t to a next RNN unit (if any)

in the sequence of RNN units. Each RNN unit can also supply its RNN output vector y t to

a corresponding next-tier RNN unit (if any) in the next RNN layer, where it serves as an

input vector to that next-tier RNN unit.

[0076] In one implementation, each RNN unit generates it hidden state vector h t and its

output vector y t according to the following equations:

y t = Why ht + by (2).

[0077] In these equation, t refers to a current instance, and x refers to an input vector

that represents a token of the input sequence. refers to a hidden layer function, such as a

hyperbolic tangent function, sigmoid, etc. Wx , Whh , and W y refer to machine-learned

weighting matrices, and bh and by refer to machine-learned bias vectors.

[0078] In the illustrative example of Fig. 8, each RNN unit corresponds to a Long Short-

Term Memory (LSTM) unit. Fig. 8 shows also shows the architecture of one of the LSTM

units, labeled as LSTM unit 810 in Fig. 8 . The LSTM unit 810 includes an input gate 812,



an output gate 814, a forget gate 816, and a cell 818. The LSTM unit 810 processes signals

in a manner specified by the following equations:

i t = o Wx ix t + W i h t + Wc i c - + hi) (3)

o t = WX0 x t + Wf oh^- t + WC0 ct + b0) (6)

h t = o tanh(c t ) (7).

[0079] In these equations, symbols i , , / , and c represent vectors associated with the

input gate 812, the output gate 814, the forget gate 816, and the cell 818, respectively h

again represents a hidden state vector associated with the hidden state σ represents a

logistic sigmoid function. The various weighting terms (W) and bias terms (b ) again

represent machine-learned parameter values, with subscripts associated with the above-

defined symbols. Other implementations can use any other kind of RNN units besides

LSTM units, such as Gated Recurrent Units (GRUs).

[0080] A training system 820 produces a model that governs the operation of the above-

described RNN. The model consists of a collection of parameter values. The training

system 820 operates on a set of training examples provided in a data store 822. In one

implementation, each training example can include a pairing between a segment of audio

content (and its associated audio features) and an accepted interpretation of the audio

segment, expressed as a sequence of text tokens. The training system 820 can generate the

model using any machine-learning technique, such as the gradient descent technique, etc.

In this process, the training system 820 iteratively: (a) predicts output text using a model in

its current state of development, for a given audio segment; (b) compares the predicted text

with the given correct text associated with the audio segment, to generate an error measure;

and (c) adjusts the parameter values of the model based on the error measure.

A.4. Sentiment Classification Engine

[0081] Fig. 9 shows one implementation of the sentiment classification engine 206.

Here, the sentiment classification engine 206 corresponds to a Convolutional Neural

Network (CNN) that maps input information describing the audio features and the text

information into a classification result. The classification result can identify the emotion(s)

expressed in a segment of audio content, and/or the opinion expressed by the content, and/or

the polarity of an emotion or opinion expressed, etc. As noted above, other implementations

of the sentiment classification engine 206 can use other machine-trained models to perform



the same task, such as a decision tree model, an SVM model, etc.

[0082] The sentiment classification engine 206 performs analysis in a pipeline of stages.

More specifically, in one case, the sentiment classification engine 206 uses a first pipeline

to process the text information, and a second pipeline to process the audio features. A final-

stage machine-trained classifier (not shown) can then map the conclusions of the first and

second pipelines into a final output classification. In another implementation, the sentiment

classification engine 206 performs a preliminary operation of mapping the text information

and audio features into a same input space, e.g., using a neural network, etc. The sentiment

classification engine 206 then processes the text information and the audio features in a

single CNN pipeline.

[0083] To facilitate explanation, the CNN shown in Fig. 9 will be explained in the

context of processing text information. Analogous operations apply to the processing of a

stream of audio features. In the context of text information, an input encoder component

902 transforms each input text token into an appropriate form for further processing by the

sentiment classification engine 206 (if not already given in that form by the speech

recognizer engine 204). For example, in one merely illustrative case, the input encoder

component 902 can transform each word into a vector which describes the trigrams that are

present in the word. A trigram, in turn, includes each three-character sequence in the word.

For example, the input encoder component 902 can map the word “sunset” to a vector

having a 1 entry for each of the trigrams “sun,” “uns,” “nse,” and “set,” and a 0 entry for

other trigram dimensions.

[0084] The sentiment classification engine 206 can process the input vectors provided

by the input encoder component 902 in successive layers associated with one or more

convolution components 904, one or more pooling components 906, one or more feed-

forward components 908, a softmax component 910, and so on. That is, an environment-

specific implementation of the sentiment classification engine 206 can include any number

of these different layers, and can interleave these layers in any manner.

[0085] In the context of text-based processing, a convolution component can move an

n-word window across the sequence of input word vectors. In doing so, it forms a series of

vectors, each of which combines together the words encompassed by the window at a

given position. For example, if the input text reads, “All of a sudden, Tom stood up. . . ,”

then the convolution component can form three-word vectors associated with “<s> All of,”

“All of a,” “of a sudden,” and so on (where the token “<s>” denotes the start of the sentence).

More specifically, the convolution component can form the three-word vectors by



concatenating the three trigram word vectors encompassed by the window. The convolution

component can then transform the resultant three-word vector (g ) in any manner, e.g., by

producing a hidden state vector h t = tanh( Wcg , where Wc is a machine-learned

weighting matrix.

[0086] In the context of text-based processing, a pooling component can reduce the

dimensionality of a previous layer using any type of down-sampling strategy. For example,

a max-pooling component can select a maximum value across each dimension of the hidden

state vectors fed to it by a preceding convolution component, to form a global feature vector

v . For instance, to provide a value at index i of the global feature vector v , the pooling

component can select the maximum value across the input hidden state vectors at the same

index . In other words,

[0087] Here, i refers to a particular element of the global feature vector v , and,

correspondingly, in each of the input hidden state vectors, h . T is the total number of

elements in the global feature vector.

[0088] A feed-forward component processes an input vector using a feed-forward

neural network. In a single-layer case, an illustrative feed-forward component projects the

global feature vector v into a continuous-valued concept vector y using a machine-learned

semantic projection matrix Ws . That is, y = an (Ws v . (More generally, the values in any

layer y of a feed-forward network may be given by the formula, Zj = f(W jZj - + bj ) , for

y = 2, ... N . The symbol Wj denotes a y-th machine-learned weight matrix, and the symbol

bj refers to an optional y-th machine-learned bias vector. The activation function /(x) can

be formulated in different ways, such as the tanh function.) An optional softmax

component 910 operates on the output of the preceding layers using a normalized

exponential function, to generate final output information.

[0089] Here, the concept vector y specifies a sentiment associated with the input text,

such as joy, fear, anger, worry, etc. As explained above, the sentiment classification engine

206 can use another CNN to map the audio features into another concept vector that

identifies the sentiment. The sentiment classification engine 206 can then generate a final

classification by forming a weighted sum of the two concept vectors, or by using another

machine-trained model to process the two concept vectors, etc. Or a single CNN can process

the text information and audio features at the same time.

[0090] A training system 912 iteratively produces values that govern the operation of at



least the convolution component(s) 904 and the feed-forward component(s) 908, and

optionally the pooling component(s) 906. These values collectively constitute a machine-

trained model. The training system 912 can perform its learning by iteratively operating on

a set of training examples in a data store 914. For instance, each training example may

include an audio segment together with a label which identifies the sentiment(s) associated

with the segment. In one implementation, the training system 912 can enlist human

evaluators to listen to the audio segments and supply the labels, e.g., through any type of

crowdsourcing strategy.

A .5 . Image Creation Engine

[0091] Fig. 9 shows one implementation of a training system 1002 that produces a

trained generator component 1004. In real-time use, the image creation engine 208 uses the

trained generator component 1004 to convert text information and sentiment information

into one or more images. The speech recognizer engine 204 supplies the text information,

while the sentiment classification engine 206 provides the sentiment information. The

trained generator component 1004 can optionally take into consideration other factors, such

as the image content associated with previous images that it has generated for the same input

audio content, e.g., reflecting an earlier juncture of a spoken narrative.

[0092] Here, the training system 1002 includes a generative adversarial network (GAN)

system 1006. The GAN system 1006, in turn, includes the abovementioned generator

component l004-t (wherein the trailing “t” indicates that this component is in a training-

phase state), together with a discriminator component 1008. The generator component

l004-t is defined by a set of parameter values ( ( )), while the discriminator component

1008 is defined by another set of parameter values ( ( )). A training component 1010

successively updates the two sets of parameter values to achieve a training objective,

described below.

[0093] In operation, the generator component l004-t receives generator input

information that describes the audio content (e.g., text information and sentiment

information, etc.), together with an instance of random information. The generator

component l004-t maps these two inputs into at least one synthetic image. The synthetic

image can be referred to as a simulated, false, or “fake” image because it may have no

preexisting counterpart in a data store of real images which are provided through some other

process(es). The discriminator component 1008 receives the generator input information

and a synthetic image created by the generator component l004-t. It then determines

whether the synthetic image is a good match for the generator input information. In other



words, the discriminator component 1008 may be viewed as deciding whether the synthetic

image is real (reflecting a real visual depiction of audio content) or fake (reflecting a

computer-generated attempt to depict the audio content).

[0094] The training component 1010 can train the generator component l004-t and the

discriminator component 1008 in two respective phases. To train the generator component

l004-t, the training component 1010 repeats the following operations: (1) the generator

component l004-t generates a synthetic image; (2) the discriminator component 1008

determines whether the synthetic image is genuine or fake; and (3) the training component

1010 adjusts the parameter values G ) of the generator component 1004 based on the

classification result of the discriminator component 1008.

[0095] The training component 1010 can train the discriminator component 1008 based

on a plurality of training examples in a data store 1012. Each training example bearing a

“true” label contains a pairing of audio content and image content that is considered

matching, e.g., because the image content correctly describes the audio content. The

training system 1002 can cull these trues examples from various sources, such as movie

items produced by a video camera. Each movie item couples instances of audio content and

image content in a way that is considered correct or truthful by definition, on a frame-by-

frame basis. Each training example bearing a “false” label contains a pair of audio content

and image content that is considered incorrect, e.g., because the image content does not

accurately describe the audio content. The training system 1002 can randomly pair image

content with audio content to produce these false examples, based on the presumption that

the random pairing will almost always be incorrect. The training component 1002 uses the

thus-compiled training set to produce the parameter values D(0) of the discriminator

component 1008 via any machine-learning technique, such as gradient descent. In doing

so, the training system 1002 attempts to reduce the discriminator component’s rate of error

in discriminating between true and false images.

[0096] More generally, the training component 1010 iteratively improves the ability of

the generator component l004-t to produce synthetic images that resemble “real” or truthful

visual depictions of audio content. The training component 1010 also iteratively improves

the ability the discriminator component 1008 to distinguish between real and fake images.

As an end result, the generator component 1004 will eventually produce synthetic images

that are virtually indistinguishable from the real images. Once this objective is achieved,

the training component 1010 will install the trained generator component 1004 (as defined

by the trained set of parameter values ( )) in the image creation engine 208.



[0097] The GAN system 1006 is said to be “adversarial” because the generator

component l004-t attempts to “fool” the discriminator component 1008, while the

discriminator component 1008 attempts to thwart that deception by improving its ability to

discriminate between true and fake images. In one implementation, the training component

1010 performs its training in an offline training process on a periodic basis. In another

implementation, the training component 1010 continuously updates the generator

component 1004 as a background process.

[0098] Fig. 11 show one implementation of the GAN system 1006 of Fig. 10. The GAN

system 1006 includes an input encoder component 1102 for mapping generator input

information (corresponding to text information and sentiment information) into an input

feature vector 1104, e.g., using a neural network of any type, such as an RNN, etc. An input

conditioning component 1106 produces a generator input vector 1108 by concatenating the

input feature vector 1104 with a noise vector. The generator component l004-t maps the

generator input vector 1108 into a synthesized image 1110 using one or more neural network

components 1112, or, more generally, any machine-trained generative model.

[0099] The discriminator component 1008 may include two mapping components

( 1114, 1116) that map the input feature vector 1104 and the synthesized image 1110,

respectively, into a same semantic space. A comparison component 1118 determines a

distance between the input feature vector 1104 and the synthesized image 1110 in the

semantic space. For example, the two mapping components ( 1114, 1116) can produce two

concept vectors in the semantic space. The comparison component 1118 can use a cosine

similarity metric or any other distance measure to determine the distance between the two

vectors in the semantic space. The distance reflects the similarity between the input feature

vector 1104 and the synthesized image 1110, which, in turn, indicates the extent to which

the synthesized image 1110 is considered an accurate visual depiction of the input feature

vector 1104.

[00100] Each mapping component can use any logic to transform its input into a concept

vector, such as a Convolutional Neural Network (CNN). For instance, the first mapping

component 1114 can use the CNN architecture described in Fig. 9 to map the input feature

vector 1104 into a concept vector. (Note that the discriminator component 1008 can omit

the first mapping component if the input encoder component 1102 has already transformed

the text information and sentiment information into a concept vector in the semantic space.)

[00101] The second mapping component 1116 can also use the same CNN architecture.

In the context of image processing, a convolution component moves an X kernel across



an input image (where “input image” in this general context refers to whatever image is fed

to the convolution component). At each position of the kernel, the convolution component

generates the dot product of the kernel values with the underlying pixel values of the image.

The convolution component stores that dot product as an output value in an output image at

a position corresponding to the current location of the kernel. More specifically, the

convolution component can perform the above-described operation for a set of different

kernels having different machine-learned kernel values. Each kernel corresponds to a

different pattern. In early stages of processing, a convolutional component may apply

kernels that serve to identify relatively primitive patterns (such as edges, comers, etc.) in

the image. In later stages, a convolutional component may apply kernels that find more

complex shapes (such as shapes that resemble human noses, eyes, trees, etc.).

[00102] In the context of image processing, a pooling component moves a window of

predetermined size across an input image (where, again, the input image corresponds to

whatever image is fed to the pooling component). The pooling component then performs

some aggregating/summarizing operation with respect to the values of the input image

enclosed by the window, such as by identifying and storing the maximum value in the

window, generating and storing the average of the values in the window, etc.

[00103] A feed-forward component in the second mapping component 1116 can begin

its operation by forming a linear input vector. It can perform this task by concatenating the

rows or columns of the input image (or images) that are fed to it, to form a single input

vector. It then transforms the input vector using one or more feed-forward layers in the

manner described above.

[00104] Fig. 12 shows one implementation of a generator component l202-t which can

be used in the GAN system 1006 of Fig. 11 . Again, the trailing “t” indicates that the

generator component 1202 plays a role in a training phase, and is the counterpart of a trained

generator component that is produced at the outcome of the training phase. The fully-trained

generator component has all of the components illustrated in Fig. 12, except the components

with dashed-line borders (as described below).

[00105] The generator component l202-t processes generator input information that is

separated into global-level features and local features. The global level features may be

represented by the above-described generator input vector 1108. The local-level features

may correspond to a matrix of word vectors that describe the individual words and

sentiments identified by the speech recognizer engine 204 and the sentiment classification

engine 206, respectively. By giving attention to the local features associated with audio



content, the generator component l202-t, once properly trained, can better ensure that it

generates a synthesized image 1110 that adequately represents its individual concepts. For

example, the audio at time t in the example of Fig. 3 includes the sentence, “I sat on the

beach at sunset enjoying the peaceful sea in my new sunhat.” Once properly trained, the

generator component l202-t can generate a synthesized image 302 that represents the main

components of this utterance, including the beach, the ocean, a boat, a hat, etc.

[00106] To achieve the above effect, the generator component l202-t includes a plurality

of processing stages (1204, 1206, . . ., 1208) devoted to generating image content that

emphasizes different aspects of the eventually-generated synthesized image 1110. The last

processing stage 1208 produces the final synthesized image 1110. Each processing stage

includes a set of processing components that transform input information into output

information. In one implementation, at least some of these processing components can be

implemented as separate machine-trained neural networks of any type(s).

[00107] Referring first to a preliminary stage 1204, a preliminary-stage mapping

component ( Map) 1210 transforms the global-level features into preliminary-stage

hidden state information h Q. A preliminary-stage generator component (G0 ) 1212 maps the

preliminary-stage hidden state information h Q into a preliminary-stage synthesized image

(not shown). A preliminary-stage discriminator component ( D0 ) 1214 compares the

preliminary-stage synthesized image with the global-level features to determine a degree to

which the preliminary-stage synthesized image is a good match for the global-level features.

Note that the preliminary-stage generator component 1212 and the preliminary-stage

discriminator component 1214 serve a role in the context of training the generator

component l202-t, but do not play a function in the generator component l202-t once it is

fully trained and deployed in the image creation engine 208.

[00108] The first processing stage 1206 includes a first-stage attention component (F

Attn) 1216 which generates attention information. The attention information corresponds

to a word-context vector for each sub-region of the synthesized image under development.

For example, the first column the preliminary-stage hidden state information h 0 reflects

feature values associated with a first sub-region of the synthesized image. Using machine-

trained weights, the first-stage attention component 1216 generates a word-context vector

for this first sub-region that reflects the relevance of individual words and sentiments to this

first sub-region.

[00109] A first-stage mapping component (F Map) 1218 maps the preliminary-stage



hidden state vector h and the output of the first-stage attention component 1216 into first-

stage hidden state information h . A first-stage generator component ( 1220 produces a

first-stage synthesized image (not shown), and a first-stage discriminator component {D )

1222 compares the first-stage synthesized image with the global-level features.

[00110] Assume that the generator component l202-t only includes three processing

stages. In that case, a second-stage attention component ( 2 ) 1224 performs the same

function as the second-stage attention component 1224, but with respect to the hidden state

information h produced by the first processing stage 1206. A final-stage mapping

component (Fn Map) 1226 maps the first-stage hidden state information h and the output

of the final-stage attention component 1224 into a final-stage hidden state information hn .

A final-stage generator component (Gn ) 1228 produces the final synthesized image 1110,

and a final-stage discriminator component (Dn ) 1230 compares the final-stage synthesized

image with the global-level features. Note that the discriminator components 1232 shown

in Fig. 12 play a role in training the generator component l202-t , but not in the real-time

use of the trained generator component l202-t in the image creation engine 208. Similarly,

the earlier-stage generator components (1212, 1220, . . .) do not serve a purpose in the real-

time use of the trained generator component l202-t.

[00111] The discriminator component 1008 shown in Fig. 10 can likewise be configured

to compare the generator input information and the synthesized image 1110 on a region-

specific and word-specific basis. For example, using machine-trained weights, the

discriminator component 1008 can generate a region-context vector for each word and each

sentiment of the generator input information, which reflects the relevance of synthesized

image’s sub-regions to this word. The discriminator component can then determine the

cosine similarity between each region-context vector and its associated word vector. The

discriminator component 1008 can produce a final score for the entire synthesized image

based on a weighted sum of the word-specific cosine similarity measures. The discriminator

component 1008 does not duplicate the function of the per-stage discriminator components

1232 because the per-stage discriminator components 1232 are used for training on a per-

stage granularity, and with respect to the global-level features (not the individual words).

[00112] Fig. 13 shows another implementation of the image creation engine 1202 used

in the ATI engine 104 of Fig. 2 . In this implementation, an image search component 1302

retrieves one or more images that match the generator input information, rather than

synthesizing the image(s) from scratch, as in the above-described implementations. One or



more data stores 1304 can store the candidate images. In one case, the images in the data

store(s) 1304 represent locally-stored image resources. Alternatively, or in addition, the

candidate images may represent a distributed collection of image resources, e.g., provided

by various Internet-accessible sites.

[00113] In one implementation, the image search component 1302 can perform its search

and retrieval function by generating a first concept vector that describes the generator input

information. It can then generate a second concept vector that describes each candidate

image (if that concept vector has not already been generated and stored). For instance, a

CNN architecture of the type described above can be used to perform these tasks. The image

search component 1302 then compares the first vector with each second vector for each

candidate image (e.g., using a cosine similarity comparison), to find the candidate image

that is most similar to the concepts and sentiments expressed by the generator input

information. In the merely illustrative example shown in Fig. 13, the image search

component 1302 receives the text information that reads, in part, “I visited the Coliseum at

sunrise,” and sentiment information that expresses “surprise.” The image search component

1302 maps this input information into a concept vector, and uses that concept vector to find

a preexisting image 1306 that depicts the Roman Coliseum at sunrise. In other

implementations, the image search component 1302 can retrieve a video item instead of, or

in addition to, a static image item.

[00114] As a final clarification that applies to any implementation of the image creation

engine 208, note that a spoken sentence may form a part of a larger spoken narrative. In

generating an image for any individual sentence (or part thereof), the image creation engine

208 can take its larger context into account in different ways. First note that the speech

recognizer engine 204 and the sentiment classification engine 206 can consider the

contextual aspects of the overall narrative when interpreting an individual sentence. For

instance, the speech recognizer engine 204 can perform this task by virtue of the capacity

of its RNN units to preserve aspects of previously encountered audio content. Hence, the

input information that is fed to image creation engine 208 can implicitly take into account

aspects of the overall narrative, as observed at a current point in time.

[00115] In addition, the image creation engine 208 can perform processing which takes

into account previous images that it has already generated. For instance, at any given time

in a narrative, the generator input information fed to the image creation engine 208 can

include image content associated with previous images that it has created in the scope of the

narrative. As described above, this will help ensure that people and objects look the same



in the images produced by the image creation engine 208 over the course of the narrative.

In another implementation, the image creation engine 208 generates a set of images for an

entire narrative at the same time, e.g., by delaying the generation of the images until the

narrative has completed. This will allow the image creation engine 208 to extract insight

from all junctures of the narrative when generating an image for any given juncture of the

narrative. For example, in the context of Fig. 3, the end of the narrative may clarify the

visual characteristics of the particular beach that the user is sitting on, e.g., whether it has

white sand or gray pebbly sand, etc. The image creation engine 208 can incorporate that

knowledge in its generation of the first image 302 in the narrative.

A.6. Style Transfer Engine

[00116] Fig. 14 shows a first implementation of the style transfer engine 212. The style

transfer engine 212 receives one or more original images from the image creation engine

208 and transforms them in such a manner that they reflect one or more style images. The

style transfer engine 212 selects the style image(s), in turn, based on the sentiment

information output by the sentiment classification engine 206. The style transfer engine 212

is an optional component. If omitted, the image(s) provided by the image creation engine

208 represents the final output of the ATI engine 104.

[00117] By way of overview, in one non-limiting implementation, a training system 1402

extracts the low-level texture-related features associated with a style image 1404. The

training system 1402 similarly extracts high-level features associated with an original image

1406. The training system 1402 then attempts to train a style transfer engine 2l2-t such that

it can produce a modified image 1408 that duplicates both the low-level aspects of the style

image 1404 and the high-level aspects of the original image 1406. The style transfer engine

2l2-t refers to a version of a style transfer engine 212 under training. In one implementation,

the style transfer engine 2l2-t can correspond to a Convolutional Neural Network (CNN)

of any type.

[00118] More specifically, in one implementation, the training system 1402 uses another

CNN 1410 that has already been trained, which serves as a loss-analysis network, to produce

different sets of classifier activation values. That is, the CNN 1410 can include, for example,

the type of image-processing layers 1412 described above (e.g., one or more convolution

components, one or more pooling layers, one or more feed-forward neural network layers,

etc.). The training system 1402 extracts the activation values produced by the different

layers, corresponding to the output values of these layers, to collectively produce a first set



of activation values (Sorig ) . The training system 1402 can perform the same operation with

respect to the style image 1404 to produce a second set of activation values (Sstyie ) . Finally,

the training system can use the style transfer engine 2l2-t, in its current state of

development, to map the original image 1406 into the modified image 1408. The training

system 1402 then uses the CNN 1410 to produce a third set of activation values (Smod )

based on the modified image 1408.

[00119] A weight-updating component 1414 then determines the extent to which the

modified image 1408 preserves the low-level features of the style image 1404 and the high-

level features of the original image 1406. To compute the modified image’s loss t with

respect to the low-level content of the style image 1404, the weight-updating component

1414 can compute:

[00120] In this equation, is the subset of activation values from S o .

associated with layer m , and ηm s ty le is the subset of activation values from Sstyle

associated with layer m . G(rjm (mod ) ) and G( m s ty le)) are the Gram matrix

transformations of nm (mod ) and ηm s ty le , respectively, for layer m . A Gram matrix is

produced by multiplying a matrix of values, for a given layer, with its own transpose. /?

is a modifying constant for level m .

[00121] Similarly, to compute the modified image’s loss Lorig with respect to the high-

level content of the original image 1406, the weight-updating component 1414 computes:

[00122] In this equation, gm is the subset of activation values associated with Sorig for

layer m, and m is a modifying constant for layer m .

[00123] The weight-updating component 1414 then adjusts the weights of the style

transfer engine 2l2-t with the object of reducing a total loss, defined as the weighted sum

of gtyie
a d Lorig . Overall, the training system 1402 repeats the entire process one or more

times, and with respect to a large number of different original images in a training set. That

process includes, for each original image: (1) generating a new modified image 1408 with

the current model weights of the style transfer engine 2l2-t; (2) generating an updated set

of activation values Smod for the new modified image 1408 using the CNN 1410; (3) re

computing Lstyie and Lorig that take account of the new activation values Smod and (4)



updating the model weights of the style transfer engine 2l2-t being trained based on the new

style a d 0rig Eventually, the training system 1402 will produce a model that enables

the style transfer engine 2l2-t to generate a modified image 1408 which preserves both the

low-level content of the style image 1404 and the high-level content of the original image

1406, to a desired degree of precision. The ATI engine 104 may thereafter apply the trained

style transfer engine 212 to any input original image.

[00124] Note that the explanation above has been framed in the context of a single style

image 1404. In one implementation, the training system 1402 can repeat the same training

operation for different respective style images associated with different sentiments, to

produce a set of sentiment-specific transformation models. In the runtime phase of

operation, the style transfer engine 212 will invoke the model that is appropriate for the

input sentiment information, e.g., by invoking a first model if the sentiment information

indicates joy, and a second model if the sentiment information indicates anger, etc.

[00125] In another implementation, the training system 1402 can expand the single-style

model described above such that it is capable of generating modified images for a set of

different sentiments and associated style images. To achieve this effect, given an already-

trained model for the style image 1404, the training system 1402 further trains the instance

normalization layer(s) 1416 of the style transfer engine 2l2-t for a set of new style images

associated with different sentiments. That is, adequate output results are achieved without

retraining every layer of the style transfer engine 2l2-t for different styles; the parameter

values associated with those other layers may remain unchanged, and therefore may be

shared across different sentiments.

[00126] Fig. 15 shows a second implementation of a style transfer engine 212. Here, the

style transfer engine 212 receives the sentiment information as an input value. Here, the

sentiment information indicates that the audio content expresses affection. A style search

component 1502 then retrieves, accesses, or otherwise identifies appropriate style

information in a data store 1504 that includes a set of available instances of style

information. For example, for the sentiment of affection, the style search component 1502

can retrieve or otherwise identify an animated overlay that produces bubbling hearts. Such

an overlay can correspond to an animated Graphics Interchange Format (GIF) content item,

an Animated Portable Network Graphics (APNG) content item, a looping video snippet, etc.

Or the style search component 1502 can retrieve or otherwise identify a static heart image.

An image modification component 1506 then applies the identified style information to the



original image, e.g., by overlaying a bubbling heart overlay onto an original image 1508 to

produce a modified image 1510. Any overlay can have a transparency level that renders it

semi-transparent, allowing a user to see the original image content beneath it.

[00127] Regardless of whether the style transfer engine 212 of Fig. 14 or 15 is used, it

can be configured to operate at different rates. In one manner of operation, the style transfer

engine 212 modifies every original image produced by the image creation engine 208. That

is, the style transfer engine 212 and the image creation engine 208 work in lockstep at the

same rate. In another implementation, the image creation engine 208 can generate new

images at a rate of r , while the style transfer engine 212 can modify the style of the output

image content at a rate r2 , where r2 > r . For example, the image creation engine 208 can

produce a single image to represent an entire sentence (or any other unit of analysis) of a

narrative. The style transfer engine 212 can dynamically modify the appearance of this

single image based on one or more audio characteristics of the audio content over the course

of the sentence as it is read, such as the loudness of a speaker’s voice, the timber, etc. In

addition, or alternatively, the style transfer engine 212 can dynamically modify the single

image at the same time that emotionally-suggestive keywords (e.g., “dearest,” “sweetheart,”

“angry,” “surprised,” etc.) are spoken in a sentence. In the context of Fig. 15, the style

transfer engine 212 can dynamically vary the number of bubbling hearts depending on some

characteristic of the speaker’s voice which correlates with a degree of affection, such as

softness or seductiveness of voice. This manner of operation gives a viewer the impression

that the ATI engine 104 is dynamically responding to changes in the audio characteristics

of the audio content. But the style transfer engine 212 can achieve this effect without

performing the processor-intensive operation of generating new synthetic images during the

course of a sentence. In this manner of operation, the style transfer engine 212 receives

input information from the sentiment classification engine 206 over the course of the

sentence which reflects changes in sentiment. Although not shown in Fig. 2, the style

transfer engine 212 can also directly receive the text information provided by the speech

recognizer engine 204.

A.7. End-to-End Solution

[00128] Fig. 16 shows another implementation of the ATI engine 104. In this case, the

ATI engine 104 uses a single machine-trained model to perform all of the functions of the

above-described audio preprocessing engine 202, speech recognizer engine 204, sentiment

classification engine 206, image creation engine 208, and style transfer engine 212. This

model constitutes an end-to-end solution because it transforms audio content from an initial



state to a final stylized image 1602. In one implementation, the ATI engine 104 achieves

this result using an architecture that includes any number of machine-trained layers 1604.

The layers 1604 can incorporate processing elements associated with one or more different

types of models. For example, the ATI engine 104 can use one or more Recurrent Neural

Network (RNN) layers to translate input audio features into a hidden state representation of

the audio content’s meaning(s) and sentiment(s). Each RNN layer can include a chain of

LSTM units, as previous described, or some other type of RNN unit. The ATI engine 104

can then use a Convolutional Neural Network (CNN) to map the output of the RNN layers

into the final stylized image 1602.

[00129] Although not shown, a training system trains such an end-to-end model using a

data store of training examples. For example, each training example can associate audio

content with an image that is considered a truthful depiction of the audio content’s semantic

and sentiment-related import. For instance, the training examples can be culled from one

or more movie items. By consolidating all of the separate engines into a single model, the

training system can produce a model that is more compact than a multi-engine model, and

thus requires less space to store and less memory to run. Moreover, the training phase of

the multi-engine model can forego at least some of the manual parameter-tuning involved

in developing individual component engines.

B . Illustrative Processes

[00130] Figs. 17 and 18 show processes (1702, 1802) that explain the operation of the

computing environment 102 of Section A in flowchart form. Since the principles underlying

the operation of the computing environment 102 have already been described in Section A,

certain operations will be addressed in summary fashion in this section. As noted in the

prefatory part of the Detailed Description, each flowchart is expressed as a series of

operations performed in a particular order. But the order of these operations is merely

representative, and can be varied in any manner.

[00131] More specifically, Fig. 17 shows a process 1702, performed by one or more

computing devices 106, for processing digital audio content. In block 1704, the computing

device(s) 106 receives audio content from a source. In block 1706, the computing device(s)

106 forms a temporal stream of audio features, in a series of frames, that represents the audio

content. In block 1708, the computing device(s) 106 generates one or more images based

on the stream of audio features using one or more machine-trained models, the generating

operation being based on recognition of: semantic information that conveys one or more

semantic topics associated with the audio content; and sentiment information that conveys



one or more sentiments associated with the audio content. In block 1710, the computing

device(s) 106 produces a graphical output presentation that includes the image(s). In block

1712, the computing device(s) 106 provides the output presentation to one or more display

devices for display thereat, the output presentation serving as a summary of semantic and

sentiment-related characteristics of the audio content.

[00132] Fig. 18 shows another process 1802, performed by one or more computing

devices 106 for processing digital audio content. In block 1804, the computing device(s)

106 receives audio content from a source. In block 1806, the computing device(s) 106 forms

a temporal stream of audio features that represents the audio content. In block 1808, the

computing device(s) 106 converts the stream of audio features into text information, using

a first machine-trained model. In block 1810, the computing device(s) 106 identifies

sentiment information based on the text information and the stream of audio features, using

a second machine-trained model. In block 1812, the computing device(s) 106 generates one

or more images based on the text information and the sentiment information using a third

machine-trained model. In block 1814, the computing device(s) 106 optionally modifies

the image(s) produced in block 1812 into style-enhanced images based on the sentiment

information. In block 1816, the computing device(s) 106 produces an output presentation

that includes the final image(s). In block 1818, the computing device(s) 106 provides the

output presentation to one or more display devices for display thereat.

C . Representative Computing Functionality

[00133] Fig. 19 shows a computing device 1902 that can be used to implement any aspect

of the mechanisms set forth in the above-described figures. For instance, the type of

computing device 1902 shown in Fig. 19 can be used to implement any computing device(s)

106 shown in Fig. 1 . In all cases, the computing device 1902 represents a physical and

tangible processing mechanism.

[00134] The computing device 1902 can include one or more hardware processors 1904.

The hardware processor(s) can include, without limitation, one or more Central Processing

Units (CPUs), and/or one or more Graphics Processing Units (GPUs), and/or one or more

Application Specific Integrated Circuits (ASICs), etc. More generally, any hardware

processor can correspond to a general-purpose processing unit or an application-specific

processor unit.

[00135] The computing device 1902 can also include computer-readable storage media

1906, corresponding to one or more computer-readable media hardware units. The

computer-readable storage media 1906 retains any kind of information 1908, such as



machine-readable instructions, settings, data, etc. Without limitation, for instance, the

computer-readable storage media 1906 may include one or more solid-state devices, one or

more magnetic hard disks, one or more optical disks, magnetic tape, and so on. Any instance

of the computer-readable storage media 1906 can use any technology for storing and

retrieving information. Further, any instance of the computer-readable storage media 1906

may represent a fixed or removable component of the computing device 1902. Further, any

instance of the computer-readable storage media 1906 may provide volatile or non-volatile

retention of information.

[00136] The computing device 1902 can utilize any instance of the computer-readable

storage media 1906 in different ways. For example, any instance of the computer-readable

storage media 1906 may represent a hardware memory unit (such as Random Access

Memory (RAM)) for storing transient information during execution of a program by the

computing device 1902, and/or a hardware storage unit (such as a hard disk) for

retaining/archiving information on a more permanent basis. In the latter case, the computing

device 1902 also includes one or more drive mechanisms 1910 (such as a hard drive

mechanism) for storing and retrieving information from an instance of the computer-

readable storage media 1906.

[00137] The computing device 1902 may perform any of the functions described above

when the hardware processor(s) 1904 carry out computer-readable instructions stored in any

instance of the computer-readable storage media 1906. For instance, the computing device

1902 may carry out computer-readable instructions to perform each block of the processes

described in Section B .

[00138] Alternatively, or in addition, the computing device 1902 may rely on one or more

other hardware logic components 1912 to perform operations using a task-specific

collection of logic gates. For instance, the hardware logic component(s) 1912 may include

a fixed configuration of hardware logic gates, e.g., that are created and set at the time of

manufacture, and thereafter unalterable. Alternatively, or in addition, the other hardware

logic component(s) 1912 may include a collection of programmable hardware logic gates

that can be set to perform different application-specific tasks. The latter category of devices

includes, but is not limited to Programmable Array Logic Devices (PALs), Generic Array

Logic Devices (GALs), Complex Programmable Logic Devices (CPLDs), Field-

Programmable Gate Arrays (FPGAs), etc.

[00139] Fig. 19 generally indicates that hardware logic circuitry 1914 includes any

combination of the hardware processor(s) 1904, the computer-readable storage media 1906,



and/or the other hardware logic component(s) 1912. That is, the computing device 1902

can employ any combination of the hardware processor(s) 1904 that execute machine-

readable instructions provided in the computer-readable storage media 1906, and/or one or

more other hardware logic component(s) 1912 that perform operations using a fixed and/or

programmable collection of hardware logic gates. More generally stated, the hardware logic

circuitry 1914 corresponds to one or more hardware logic components of any type(s) that

perform operations based on logic stored in and/or otherwise embodied in the hardware

logic component(s).

[00140] In some cases (e.g., in the case in which the computing device 1902 represents a

user computing device), the computing device 1902 also includes an input/output interface

1916 for receiving various inputs (via input devices 1918), and for providing various outputs

(via output devices 1920). Illustrative input devices include a keyboard device, a mouse

input device, a touchscreen input device, a digitizing pad, one or more static image cameras,

one or more video cameras, one or more depth camera systems, one or more microphones,

a voice recognition mechanism, any movement detection mechanisms (e.g., accelerometers,

gyroscopes, etc.), and so on. One particular output mechanism may include a display device

1922 and an associated graphical user interface presentation (GUI) 1924. The display

device 1922 may correspond to a liquid crystal display device, a light-emitting diode display

(LED) device, a cathode ray tube device, a projection mechanism, etc. Other output devices

include a printer, one or more speakers, a haptic output mechanism, an archival mechanism

(for storing output information), and so on. The computing device 1902 can also include

one or more network interfaces 1926 for exchanging data with other devices via one or more

communication conduits 1928. One or more communication buses 1930 communicatively

couple the above-described components together.

[00141] The communication conduit(s) 1928 can be implemented in any manner, e.g., by

a local area computer network, a wide area computer network (e.g., the Internet), point-to-

point connections, etc., or any combination thereof. The communication conduit(s) 1928

can include any combination of hardwired links, wireless links, routers, gateway

functionality, name servers, etc., governed by any protocol or combination of protocols.

[00142] Fig. 19 shows the computing device 1902 as being composed of a discrete

collection of separate units. In some cases, the collection of units may correspond to discrete

hardware units provided in a computing device chassis having any form factor. Fig. 19

shows illustrative form factors in its bottom portion. In other cases, the computing device

1902 can include a hardware logic component that integrates the functions of two or more



of the units shown in Fig. 1 . For instance, the computing device 1902 can include a system

on a chip (SoC or SOC), corresponding to an integrated circuit that combines the functions

of two or more of the units shown in Fig. 19.

[00143] The following summary provides a non-exhaustive set of illustrative aspects of

the technology set forth herein.

[00144] According to a first aspect, one or more computing devices are described for

processing digital audio content. The computer device(s) includes hardware logic circuitry,

the hardware logic circuitry corresponding to: (a) one or more hardware processors that

perform operations by executing machine-readable instructions stored in a memory, and/or

(b) one or more other hardware logic components that perform operations using a task-

specific collection of logic gates. The operations include: receiving audio content from a

source; forming a temporal stream of audio features, in a series of frames, that represents

the audio content; and generating one or more images based on the stream of audio features

using one or more machine-trained models. The generating operation is based on

recognition of: semantic information that conveys one or more semantic topics associated

with the audio content; and sentiment information that conveys one or more sentiments

associated with the audio content. The operations further include: producing a graphical

output presentation that includes the image(s); and providing the output presentation to one

or more display devices for display thereat. The output presentation serves as a summary

of semantic and sentiment-related characteristics of the audio content.

[00145] According to a second aspect, the operations further include: converting the

stream of audio features into text information; and identifying the sentiment information

based on the text information and the stream of audio features. The generating operation

further includes generating the image(s) based on the text information and the sentiment

information.

[00146] According to a third aspect, dependent on the second aspect, the converting

operation uses a recurrent neural network (RNN).

[00147] According to a fourth aspect, dependent on the second aspect, the generating

operation uses a machine-trained generative model to synthesize the image(s).

[00148] According to a fifth aspect, dependent on the fourth aspect, the generative model

is produced using a training system that employs a generative adversarial network (GAN).

[00149] According to a sixth aspect, dependent on the second aspect, the generating

operation includes retrieving one or more preexisting images that match the text information

and the sentiment information.



[00150] According to a seventh aspect, dependent on the second aspect, the image(s)

correspond to one or more original images, and wherein the operations further include

modifying the original image(s) into one or more style-enhanced images based on the

sentiment information.

[00151] According to an eighth aspect, dependent on the seventh aspect, the modifying

operation uses a neural network that is trained to duplicate first-level content associated with

the original image(s), and second-level content associated with a style image. The first-

level content is higher than the second-level content, and the style image is associated with

the sentiment information.

[00152] According to a ninth aspect, dependent on the seventh aspect, the modifying

operation includes: identifying an instance of style information from a set of possible

instances of style information, based on the sentiment information; and applying the

instance of style information that is identified to the original image(s).

[00153] According to tenth aspect, dependent on the seventh aspect, the generating

operation is performed at a first rate, and the modifying operation is performed at a second

rate, the second rate being greater than the first rate.

[00154] According to an eleventh aspect, the operations are implemented by an end-to-

end machine-trained model that maps the stream of audio features into the image(s).

[00155] According to a twelfth aspect, the receiving operation includes receiving a

message from a sender, over a computer network, which contains the audio content. The

output presentation corresponds to a user notification that contains the image(s), the user

notification notifying a recipient of the message sent by the sender. The forming and

generating operations are performed by the recipient of the message or the sender of the

message.

[00156] According to a thirteenth aspect, the receiving operation includes dynamically

receiving the audio content in response to real-time speech of a first user captured by at least

one microphone. The providing operation includes providing the output presentation to a

second user to assist the second user in understanding the speech of the first user.

[00157] According to a fourteenth aspect, the audio content is associated with an audio

file stored in a data store. The receiving operation incudes accessing the audio file from the

data store. The operations further include generating a visual identifier based on the audio

content, and associating the visual identifier with the audio file. The output presentation

includes the visual identifier.

[00158] According to a fifteenth aspect, the image(s) correspond to plural images that



represent a temporal flow of the semantic information and sentiment information conveyed

by the audio content. The output presentation includes a dynamic presentation of the plural

images synchronized with a temporal presentation of the audio content.

[00159] According to a sixteenth aspect, a method is described, implemented by one or

more computing devices, for processing digital audio content. The method includes:

receiving audio content from a source; forming a temporal stream of audio features that

represents the audio content; converting the stream of audio features into text information

using a first machine-trained model; identifying sentiment information based on the text

information and the stream of audio features using a second machine-trained model;

generating one or more images based on the text information and the sentiment information

using a third machine-trained model; producing a graphical output presentation that includes

the image(s); and providing the output presentation to one or more display devices for

display thereat.

[00160] According to a seventeenth aspect, dependent on the sixteenth aspect, the

image(s) correspond to one or more original images. The method further includes

modifying the original image(s) into one or more style-enhanced images based on the

sentiment information.

[00161] According to an eighteenth aspect, dependent on the sixteenth aspect, the first,

second, and third machine-trained models are different respective machine-trained models.

[00162] According to a nineteenth aspect, dependent on the sixteenth aspect, the first,

second, and third machine-trained models correspond to parts of a single end-to-end

machine-trained model.

[00163] According to a twentieth aspect, a computer-readable storage medium for storing

computer-readable instructions is described. The computer-readable instructions, when

executed by one or more hardware processors, perform a method that includes: receiving

audio content from a source; forming a temporal stream of audio features that represents the

audio content; converting the stream of audio features into text information; identifying

sentiment information based on the text information and the stream of audio features;

generating one or more images based on the text information and the sentiment information

using a machine-trained generative model, wherein the generative model is produced using

a training system that employs a generative adversarial network (GAN) system; producing

a graphical output presentation that includes the image(s); and providing the output

presentation to one or more display devices for display thereat.

[00164] A twenty-first aspect corresponds to any combination (e.g., any logically



consistent permutation or subset) of the above-referenced first through twentieth aspects.

[00165] A twenty-second aspect corresponds to any method counterpart, device

counterpart, system counterpart, means-plus-function counterpart, computer-readable

storage medium counterpart, data structure counterpart, article of manufacture counterpart,

graphical user interface presentation counterpart, etc. associated with the first through

twenty-first aspects.

[00166] In closing, the functionality described herein can employ various mechanisms to

ensure that any user data is handled in a manner that conforms to applicable laws, social

norms, and the expectations and preferences of individual users. For example, the

functionality can allow a user to expressly opt in to (and then expressly opt out of) the

provisions of the functionality. The functionality can also provide suitable security

mechanisms to ensure the privacy of the user data (such as data-sanitizing mechanisms,

encryption mechanisms, password-protection mechanisms, etc.).

[00167] Further, the description may have set forth various concepts in the context of

illustrative challenges or problems. This manner of explanation is not intended to suggest

that others have appreciated and/or articulated the challenges or problems in the manner

specified herein. Further, this manner of explanation is not intended to suggest that the

subject matter recited in the claims is limited to solving the identified challenges or

problems; that is, the subject matter in the claims may be applied in the context of challenges

or problems other than those described herein.

[00168] Although the subject matter has been described in language specific to structural

features and/or methodological acts, it is to be understood that the subject matter defined in

the appended claims is not necessarily limited to the specific features or acts described

above. Rather, the specific features and acts described above are disclosed as example forms

of implementing the claims.



CLAIMS

1 . One or more computing devices for processing digital audio content, comprising:

hardware logic circuitry, the hardware logic circuitry corresponding to: (a) one or

more hardware processors that perform operations by executing machine-readable

instructions stored in a memory, and/or (b) one or more other hardware logic components

that perform operations using a task-specific collection of logic gates, the operations

including:

receiving audio content from a source;

forming a temporal stream of audio features, in a series of frames, that represents

the audio content;

generating one or more images based on the stream of audio features using one or

more machine-trained models,

said generating being based on recognition of:

semantic information that conveys one or more semantic topics

associated with the audio content; and

sentiment information that conveys one or more sentiments

associated with the audio content;

producing a graphical output presentation that includes said one or more images; and

providing the output presentation to one or more display devices for display thereat,

the output presentation serving as a summary of semantic and sentiment-related

characteristics of the audio content.

2 . The one or more computing devices of claim 1, wherein the operations further

include:

converting the stream of audio features into text information; and

identifying the sentiment information based on the text information and the stream

of audio features,

wherein said generating comprises generating said one or more images based on the

text information and the sentiment information.

3 . The one or more computing devices of claim 2,

wherein said one or more images correspond to one or more original images, and

wherein the operations further include modifying said one or more original images

into one or more style-enhanced images based on the sentiment information.

4 . The one or more computing devices of claim 3, wherein said generating is

performed at a first rate, and said modifying is performed at a second rate, the second rate



being greater than the first rate.

5 . The one or more computing devices of claim 1, wherein the operations are

implemented by an end-to-end machine-trained model that maps the stream of audio

features into said one or more images.

6 . The one or more computing devices of claim 1,

wherein said receiving includes receiving a message from a sender, over a computer

network, which contains the audio content,

wherein the output presentation corresponds to a user notification that contains said

one or more images, the user notification notifying a recipient of the message sent by the

sender, and

wherein said forming and generating are performed by the recipient of the message

or the sender of the message.

7 . The one or more computing devices of claim 1,

wherein said receiving comprises dynamically receiving the audio content in

response to real-time speech of a first user captured by at least one microphone, and

wherein said providing comprises providing the output presentation to a second user

to assist the second user in understanding the speech of the first user.

8 . The one or more computing devices of claim 1,

wherein the audio content is associated with an audio file stored in a data store,

wherein said receiving comprises accessing the audio file from the data store,

wherein the operations further include generating a visual identifier based on the

audio content, and associating the visual identifier with the audio file, and

wherein the output presentation includes the visual identifier.

9 . A method, implemented by one or more computing devices, for processing digital

audio content, comprising:

receiving audio content from a source;

forming a temporal stream of audio features that represents the audio content;

converting the stream of audio features into text information using a first machine-

trained model;

identifying sentiment information based on the text information and the stream of

audio features using a second machine-trained model;

generating one or more images based on the text information and the sentiment

information using a third machine-trained model;

producing a graphical output presentation that includes said one or more images; and



providing the output presentation to one or more display devices for display thereat.

10. A computer-readable storage medium for storing computer-readable

instructions, the computer-readable instructions, when executed by one or more hardware

processors, performing a method that comprises:

receiving audio content from a source;

forming a temporal stream of audio features that represents the audio content;

converting the stream of audio features into text information;

identifying sentiment information based on the text information and the stream of

audio features;

generating one or more images based on the text information and the sentiment

information using a machine-trained generative model, wherein the generative model is

produced using a training system that employs a generative adversarial network (GAN)

system;

producing a graphical output presentation that includes said one or more images; and

providing the output presentation to one or more display devices for display thereat.

11. The one or more computing devices of claim 2, wherein said generating uses a

machine-trained generative model to synthesize said one or more images.

12. The one or more computing devices of claim 11, wherein the generative model

is produced using a training system that employs a generative adversarial network (GAN).

13. The one or more computing devices of claim 2, wherein said generating

comprises retrieving one or more preexisting images that match the text information and the

sentiment information.

14. The one or more computing devices of claim 3, wherein said modifying

comprises:

identifying an instance of style information from a set of possible instances of style

information, based on the sentiment information; and

applying the instance of style information that is identified to said one or more

original images.

15. The one or more computing devices of claim 1,

wherein said one or more images correspond to plural images that represent a

temporal flow of the semantic information and sentiment information conveyed by the audio

content, and

wherein the output presentation includes a dynamic presentation of the plural images

synchronized with a temporal presentation of the audio content.
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