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(57) ABSTRACT 

A method, system, and program provide for efficient send 
Socket call handling by a transport layer. A transport layer of 
a network protocol stack receives a send socket call for data 
of a specified length from an application layer. Responsive 
to detecting that there is insufficient memory for a single 
memory allocation to a buffer in the transport layer for at 
least the specified length, the transport layer blocks the send 
Socket call. The transport layer only wakes the send Socket 
call upon detection of Sufficient memory for the single 
memory allocation within the buffer of the transport layer for 
at least the specified length, wherein waking the send Socket 
call triggers a kernel to perform the single memory alloca 
tion in the buffer and to write the data to the single memory 
allocation in a single pass. 
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EFFICIENT SEND SOCKET CALL HANDLING BY 
A TRANSPORT LAYER 

BACKGROUND OF THE INVENTION 

0001) 
0002 The present invention is directed to a method, 
system, and program for efficient send Socket call handling 
by a transport layer, wherein the send socket call is blocked 
until Sufficient memory is available for a single memory 
allocation within the socket buffer sufficient for an entire 
length of data in said send Socket call. 
0003 2. Description of Related Art 

1. Technical Field 

0004 The Internet has become a significant communica 
tion media in the modern world and is enabling the world to 
migrate to one global data communications system. In 
general, the Internet uses the Transmission Control Protocol/ 
Internet Protocol (TCP/IP) suit of protocols to provide a 
common communication mechanism for computers, and 
other data transmission devices, to communicate with one 
another. 

0005 Communication with applications running on a 
server is typically performed using ports and addresses 
assigned to the application and the server apparatus. A port 
may be a physical port or a logical port. A physical port is 
a pathway into and out of a computer or a network device 
Such as a Switch or router. For example, the serial and 
parallel ports on a personal computer are external Sockets for 
plugging in communication lines, modems, and printers. 
Every network adapter has a port (Ethernet, Token Ring, 
etc.) for connection to the local area network (LAN). Any 
device that transmits and receives data implies an available 
port to connect to each line. 
0006 A logical port is a number assigned to an applica 
tion running on the server by which the application can be 
identified. While a server may have a single physical port, 
the server may use multiple logical ports. The combination, 
of a logical port identifier and the address of the server 
apparatus, is referred to as a Socket. 
0007. The address of a server is a network address that 
identifies the server in the network and how to route data to 
a particular physical port of the server through the network. 
The address may take the form of a Uniform Resource 
Locator (URL), or in the case of the Internet, an Internet 
Protocol (IP) address such as 205. 15.01.01, or the like. The 
address is included in headers of data packets transmitted by 
a device. The data packets are routed through the network 
from device to device by reading the header of the data 
packet and determining how to route the data packet to its 
intended destination based on the address. 

0008. The TCP/IP protocol provides various socket func 
tions that may be used in the handing of data as the data is 
transported to and from the application through the Socket. 
One such function that is used by an application for a write 
request is the send Socket call. For example, an application 
invokes a send socket call and specifies the Socket, buffer 
within the Socket, length of the data to be sent, and set flags. 
The TCP layer of the TCP/IP protocol stack receives the 
send Socket call and triggers the kernel to allocate available 
memory to a send buffer within the socket for writing the 
send Socket call data. In particular, a pool of memory is 
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available for allocation to Sockets, where each allocation is 
termed an imbuf. In some cases, there is sufficient memory 
available to allocate a single mbufthat is large enough for 
the length of the send function data. However, If not all the 
data can be written to the first mbuf or if no memory is 
available for allocation of an imbuf when the send function 
is received, then the TCP blocks the send thread. 
0009. As the TCP layer receives acknowledgements 
(ACKs) that sent data packets are received by the receiver, 
the TCP layer calls the kernel to release the acknowledged 
data packets back into the pool of memory. In addition, for 
each ACK, the TCP wakes up the blocked send thread, 
which then triggers the kernel to attempt to allocate an imbuf 
from the recently released memory into the send buffer and 
to write the next portion of the data to the new mbuf. 
0010. In one example, a send socket call sets the length 
of the data to at 64 kilobytes. Each data packet sent by the 
TCP layer to the receiver is limited to a maximum segment 
size (MSS) of 1460 bytes and each ACK is 2 MSS, or 2920 
bytes (4 kilobytes). When the TCP layer receives the send 
Socket call, in the example, there is 4k of memory available 
for allocation to the send buffer for the socket. The kernel 
allocates a 4 kmbuf to the send buffer and writes 4 k of the 
64 k of data into the send buffer, leaving 60 k of data 
remaining to be written. The TCP layer then blocks the send 
thread until a next ACK is received. When the TCP layer 
receives the next ACK, the TCP layer triggers the kernel to 
release the mbufholding the data associated with the ACK. 
Next, the TCP layer wakes up the send thread which triggers 
the kernel to attempt to allocate a new mbuf from the 
released memory and write another 4 k into the new mbuf. 
Thus, for a 64k send socket call where the ACKs are slow 
to return, in the example, the TCP layer may block and wake 
up the send thread 16 or more times. 
0011. As indicated by the example, while the single send 
Socket call for a large data write is efficient for an application 
sending the data, the single send socket call is not handled 
efficiently within the TCP/IP protocol stack when the data 
length is larger than the memory available for allocation. In 
particular, for the TCP layer to handle the send thread by 
blocking when no additional memory is available for allo 
cation and then waking up the thread each time an ACK is 
received, significant CPU, bus and memory resources are 
inefficiently locked up and only a portion of the data is 
written for each wake up. 
0012 Further, as the TCP layer inefficiently triggers a 
separate mbuf allocation each time an ACK is received and 
memory is released, each mbuf is added to a chain. As the 
mbuf chain increases, locating an imbuf to release memory 
becomes more time consuming and thus inefficient. In 
addition, when the data for a single send Socket call is 
written to multiple chained mbufs, to push the data to the 
network, the TCP layer must pass multiple pointers to the 
chained mbufs to a network layer and link layer. For the link 
layer, which includes the adapter hardware for actually 
placing the data packet onto the network, a direct memory 
access (DMA) is made to the data from the pointers passed 
down by the TCP layer and the data queued at the adapter 
level; it is inefficient, however, to perform a direct memory 
access (DMA) of the pointed to chained mbufs because the 
adapter only queues contiguous data and thus additional 
memory management is required to copy the chained mbufs 
into contiguous data. 



US 2007/O 133582 A1 

0013 Therefore, in view of the foregoing, it would be 
beneficial to enable a transport layer to respond to a send 
Socket call Such that when the memory pool does not include 
sufficient memory available for allocation to an imbuf large 
enough for the send socket call length, the transport layer 
blocks the send thread until sufficient memory is available 
for allocation of a single mbuf for writing the data in one 
pass for the send socket call. 

SUMMARY OF THE INVENTION 

0014. Therefore, the present invention provides a 
method, system, and program for efficient handling of a send 
Socket call received at a transport layer of a network protocol 
stack. 

0015. In one embodiment, a transport layer receives a 
send Socket call for data of a specified length from an 
application layer. Responsive to detecting that there is 
insufficient memory for a single memory allocation to a 
buffer in the transport layer for at least the specified length, 
the transport layer blocks the send socket call. The transport 
layer only wakes the send socket call upon detection of 
Sufficient memory for the single memory allocation within 
the buffer of the transport layer for at least the specified 
length, wherein waking the send socket call triggers a kernel 
to perform the single memory allocation in the buffer and to 
write the data to the single memory allocation in a single 
pass. 

0016. The application layer may set a flag within the send 
Socket call requiring only the single memory allocation for 
the send socket call. The transport layer is enabled to detect 
the flag. 
0017 Responsive to blocking the send socket call, the 
transport layer may set a minimum memory allocation size 
to the specified length, wherein the transport layer automati 
cally only wakes the send socket call upon detection of 
Sufficient memory for the minimum memory allocation size. 
Alternatively, the transport layer may set a blocked thread 
size, independent of the minimum memory allocation size, 
to the specified length, wherein the transport layer automati 
cally only wakes the send socket call upon detection of 
sufficient memory for the blocked thread size. 
0018. The memory available for allocation to the buffer is 
held in a memory pool designated for allocation among 
multiple buffers at the transport level. A single memory 
allocation from the memory pool to a buffer is an imbuf. A 
transport level may detect a maximum segment size receiv 
able by a system receiving the data and set a maximum 
amount of memory allocable in total to the send Socket 
buffer to an amount larger than the maximum segment size. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0019. The novel features believed characteristic of the 
invention are set forth in the appended claims. The invention 
itself however, as well as a preferred mode of use, further 
objects and advantages thereof, will best be understood by 
reference to the following detailed description of an illus 
trative embodiment when read in conjunction with the 
accompanying drawings, wherein: 
0020 FIG. 1 is a pictorial representation depicting a 
network of computing systems in which the present inven 
tion may be implemented; 
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0021 FIG. 2 is a block diagram depicting one embodi 
ment of a computing system communicatively connected to 
a network in which the present invention may be imple 
mented; 
0022 FIG. 3 is a pictorial representation depicting a 
transport layer for efficient send socket call handling within 
a network protocol stack; and 
0023 FIG. 4 is a high level logic flowchart depicting a 
process and program for efficiently handling a send Socket 
call within a transport layer of a network protocol stack. 

DETAILED DESCRIPTION OF THE 
PREFERRED EMBODIMENT 

0024. With reference now to the figures, FIG. 1 depicts a 
pictorial representation of a network of computing systems 
in which the present invention may be implemented. Dis 
tributed network 100 is a network of computers in which the 
present invention may be implemented. Distributed network 
100 includes a network 102, which is the medium used to 
provide communication links between various devices and 
computers connected together within distributed network 
100. Network 102 may include a single or multiple types of 
connections including, but not limited to, permanent con 
nections such as wire or fiber optics cables, temporary 
connections made through telephone connections, and wire 
less transmission connections. 

0025. In the depicted example, server 104 is connected to 
network 102. In addition, clients 108, 110, and 112 are also 
connected to network 102. These clients 108, 110, and 112 
and server 104 may be any of multiple types of computing 
systems. In other embodiments, additional or alternate cli 
ents and servers may be connected to network 102. 
0026. In addition, in the depicted example, server 104 
provides data to clients 108, 110, and 112, where clients 108, 
110, and 112 are clients of server 104 within a client/server 
environment. The terms "client' and "server” are used to 
refer to a computing system's general role as the receiver of 
data (client) or provider of data (server). Additionally, each 
of server 104 and clients 108, 110, and 112 may function as 
both a “client' and a “server” and may be implemented 
using a computing system such as computing system 200 of 
FIG. 2. Further, server 104 and clients 108, 110, and 112 
may also engage in peer-to-peer network communications. 
0027. The client/server environment of distributed net 
work 100 may be implemented within many different net 
work architectures. In one example, distributed network 100 
is the Internet with network 102 representing a worldwide 
collection of networks and gateways that use a packet 
Switching based Suite of protocols to communicate with one 
another. One example of a packet-switching based Suite of 
protocols is the Transport Control Protocol/Internet Protocol 
(TCP/IP) suite of protocols. Distributed network 100 may 
also be implemented within additional or other types of 
network architectures Such as, for example, an intranet, a 
local area network (LAN), or a wide area network (WAN). 
In other embodiments, the network architecture and systems 
depicted in FIG. 1 may vary. Further, those of ordinary skill 
in the art will appreciate that the depicted example is not 
meant to imply architectural limitations with respect to the 
present invention. 
0028. In one example, server 104 may receive multiple 
communication requests to access the same application or 
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resource from each of client system 108, 110, and 112 at the 
same time. Server 104 may service these multiple requests 
simultaneously by initially invoking multiple threads which 
wait to accept communication requests. Server 104 opens a 
new socket to process each request. As will be further 
described, as an application at server 104 receives the 
request and responds with send socket calls to send data, a 
transport layer within the packet Switching protocol stack 
blocks each write thread and does not wake the write thread 
until a single buffer allocation is able to receive the entire 
data write within the socket buffer. By blocking a send 
thread until memory is available for a single buffer alloca 
tion large enough to receive the length of the send socket call 
in the socket buffer, server 104 responds more efficiently to 
send socket calls of a size that exceed the memory available 
for allocation within the socket buffer at the time of the 
request. 

0029 Referring now to FIG. 2, a block diagram depicts 
one embodiment of a computing system in which the present 
invention may be implemented. The present invention may 
be executed in a variety of systems, including a variety of 
computing systems communicatively connected to a packet 
switching network, such as network 102. 

0030 Computer system 200 includes a bus 222 or other 
communication device for communicating information 
within computer system 200, and at least one processing 
device such as processor 212, coupled to bus 222 for 
processing information. Bus 222 preferably includes low 
latency and higher latency paths that are connected by 
bridges and adapters and controlled within computer system 
200 by multiple bus controllers. When implemented as a 
server, computer system 200 may include multiple proces 
sors designed to improve network servicing power. Where 
multiple processors share bus 222, an additional controller 
(not depicted) for managing bus access and locks may be 
implemented. 

0.031) Processor 212 may be a general-purpose processor 
such as IBM's PowerPCTM processor that, during normal 
operation, processes data under the control of an operating 
system 260, application software 270, middleware (not 
depicted), and other code accessible from a dynamic storage 
device such as random access memory (RAM) 214, a static 
storage device such as Read Only Memory (ROM) 216, a 
data storage device. Such as mass storage device 218, or 
other data storage medium. Operating system 260 may be 
referred to as a kernel. Additionally, multiple operating 
systems may run within computer system 200. In one 
embodiment, operating system 260 and middleware may 
control write request operations in communications between 
computer system 200 and at least one other computer system 
via network 102 as depicted in the flowcharts of FIG. 4 and 
other operations described herein. Alternatively, the steps of 
the present invention might be performed by specific hard 
ware components that contain hardwired logic for perform 
ing the steps, or by any combination of programmed com 
puter components and custom hardware components. 

0032. The present invention may be provided as a com 
puter program product, included on a machine-readable 
medium having stored thereon the machine executable 
instructions used to program computer system 200 to per 
form a process according to the present invention. The term 
“machine-readable medium' as used herein includes any 
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medium that participates in providing instructions to pro 
cessor 212 or other components of computer system 200 for 
execution. Such a medium may take many forms including, 
but not limited to, non-volatile media, Volatile media, and 
transmission media. Common forms of non-volatile media 
include, for example, a floppy disk, a flexible disk, a hard 
disk, magnetic tape or any other magnetic medium, a 
compact disc ROM (CD-ROM) or any other optical 
medium, punch cards or any other physical medium with 
patterns of holes, a programmable ROM (PROM), an eras 
able PROM (EPROM), electrically EPROM (EEPROM), a 
flash memory, any other memory chip or cartridge, or any 
other medium from which computer system 400 can read 
and which is suitable for storing instructions. In the present 
embodiment, an example of a non-volatile medium is mass 
storage device 218 which as depicted is an internal compo 
nent of computer system 200, but will be understood to also 
be provided by an external device. Volatile media include 
dynamic memory such as RAM 214. Transmission media 
include coaxial cables, copper wire or fiber optics, including 
the wires that comprise bus 222. Transmission media can 
also take the form of acoustic or light waves, such as those 
generated during radio frequency or infrared data commu 
nications. 

0033 Moreover, the present invention may be down 
loaded as a computer program product, wherein the program 
instructions may be transferred from a remote computer 
such as a server 240 to requesting computer system 200 by 
way of data signals embodied in a carrier wave or other 
propagation medium via network 102 to a network link 234 
(e.g. a modem or network connection) to a communications 
interface 232 coupled to bus 222. Communications interface 
232 provides a two-way data communications coupling to 
network link 234 that may be connected, for example, to a 
local area network (LAN), wide area network (WAN), or 
directly to an Internet Service Provider (ISP). In particular, 
network link 234 may provide wired and/or wireless net 
work communications to one or more networks, such as 
network 102. Further, although not depicted, communica 
tion interface 232 may include software, such as device 
drivers, hardware. Such as adapters, and other controllers 
that enable communication. When implemented as a server, 
computer system 100 may include multiple communication 
interfaces accessible via multiple peripheral component 
interconnect (PCI) bus bridges connected to an input/output 
controller, for example. In this manner, computer system 
200 allows connections to multiple clients via multiple 
separate ports and each port may also Support multiple 
connections to multiple clients. 
0034) Network link 234 and network 102 both use elec 
trical, electromagnetic, or optical signals that carry digital 
data streams. The signals through the various networks and 
the signals on network link 234 and through communication 
interface 232, which carry the digital data to and from 
computer system 200, may be forms of carrier waves 
transporting the information. 
0035) In addition, computer system 200 may include 
multiple peripheral components that facilitate input and 
output. These peripheral components are connected to mul 
tiple controllers, adapters, and expansion slots, such as 
input/output (I/O) interface 226, coupled to one of the 
multiple levels of bus 222. For example, input device 224 
may include, for example, a microphone, a keyboard, a 
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mouse, or other input peripheral device, communicatively 
enabled on bus 222 via I/O interface 226 controlling inputs. 
In addition, for example, a display device 220 communica 
tively enabled on bus 222 via I/O interface 226 for control 
ling outputs may include, for example, one or more graphi 
cal display devices, but may also include other output 
interfaces, such as an audio output interface. In alternate 
embodiments of the present invention, additional or alter 
nate input and output peripheral components may be added. 
0.036 Those of ordinary skill in the art will appreciate 
that the hardware depicted in FIG.2 may vary. Furthermore, 
those of ordinary skill in the art will appreciate that the 
depicted example is not meant to imply architectural limi 
tations with respect to the present invention. 
0037. With reference now to FIG. 3, a pictorial diagram 
illustrates one embodiment of a transport layer for efficient 
send Socket call handling within a network protocol stack. In 
the example, the interaction of the elements of the TCP/IP 
protocol stack 300 is illustrated with reference to a send call. 
In the example, the layers of protocol stack 300 include an 
application layer 302, a socket layer 304, a TCP layer 306, 
a network layer 308, and a link layer 314. Socket layer 304 
and TCP layer 306 are depicted separately, but may be 
considered part of a transport layer. It will be understood that 
other protocols Stacks that enable packet Switching commu 
nications may implement the present invention and that 
additional or alternate layers may be implemented protocol 
Stack 300. 

0038. In the example, application layer 302 passes a send 
Socket call in the form of a send() command to a socket 
layer 304. In the example, as illustrated at reference numeral 
320, the send() command may include multiple parameters 
including, but not limited to, a socket identifier, a buffer 
identifier, a length of the data, and flags. In one implemen 
tation of the invention, the flags parameter may include a 
setting to write all the data for the send socket call at one 
time. For example, when a flag named MSG SNDALL is set 
in a send() command, the data for the send Socket call is 
only to be written into a send buffer 322 within socket layer 
304 for transport via network 102 to a receiver when 
sufficient space is available to write all of the data into send 
buffer 322 at one time. Application layer 302 may include 
multiple types of applications. Such as network applications, 
and application-layer protocols, such as the HTTP protocol, 
SMTP, FTP, and domain name system (DNS). 
0039. In addition, in the example, for the data in a send 
socket call to be written into send buffer 322 at one time, the 
kernel must allocate a single mbuf sufficient to hold the 
length of the data in the send socket call. In the embodiment, 
mbufs, such as mbufs 340, 342, and 344 are blocks of 
memory each separately allocated by the kernel from an 
mbufpool 324 to send buffer 322. In the example, the kernel 
adds each allocated mbuf to a chain of mbufs each pointed 
to by a separate pointer, such as chained mbufs 340, 342, and 
344. It will be understood that a kernel may implement other 
memory allocation management structures in addition to or 
as an alternative to chaining. In addition, it will be under 
stood that while the embodiment is described with respect to 
a kernel controlling the allocation of memory from mbuf 
pool 324 to send buffer 322, an allocation resource separate 
from the kernel may also control memory allocations. 
0040. In particular, mbuf pool 324 refers to the memory 
set aside for allocation to buffers within socket layer 304. In 
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addition to send buffer 322, socket layer 304 may include 
additional send buffers, receive buffers, and other types of 
buffers for holding data. Further, socket layer 304 may 
include multiple open sockets. It will be understood that 
multiple mbuf pools may be available, that an imbuf pool 
may be shared across multiple separate socket layers and 
that other memory allocation configurations may be imple 
mented. 

0041. A control block 326 may include settings for lim 
iting allocation of memory from mbuf pool 324 to buffers 
within socket layer 304. For example, a max sendbuffer 330 
indicates a maximum total amount of memory that the 
kernel can allocate from mbuf pool 324 to send buffer 322 
at one time. In another example, in some protocol stacks, 
such as Berkeley Software Distribution (BSD) or BSD 
derived protocol stacks, a low water mark 328 sets a 
minimum amount of memory for the kernel to allocate for 
each mbuf within send buffer 322. It will be understood that 
additional or alternate settings within control block 326 may 
limit and tune the allocation of memory from mbufpool 324. 
Further, while the embodiment is described with reference to 
control block 326 accessible to socket layer 304 and TCP 
layer 306, in other embodiments each layer may access a 
separate control block or only particular settings within 
control block 326. 

0042. Returning to the example, each send socket call 
received at socket layer 304 is passed to TCP layer 306. In 
general, TCP layer 306 transports messages from application 
layer 302 to a client system and transports messages 
received from a client system to application layer 302. In 
particular, TCP layer 306 transports data from send buffer 
322 to a client system. 
0043. In one embodiment, a counter remaining send 
buffer 332 indicates the current amount of memory released 
to mbuf pool 324 that can be allocated to send buffer 322. 
In other embodiments, other counters may indicate the 
memory available for allocation to an imbufor a call to the 
kernel may be required to access the amount of memory 
available for allocation to an imbuf. 

0044) Upon receipt of a send socket call at TCP layer 306 
with the MSG SNDALL flag set, in the example, TCP layer 
306 checks a counter remaining sendbuffer 332 to detect 
whether there is sufficient space available in mbufpool 324 
for allocation of an imbuflarge enough for the length of data 
in the send socket call. If sufficient space is available, then 
TCP layer 306 triggers the kernel to allocate an imbuf block 
for the send socket call within send buffer 322 and to write 
the data into the mbuf within send buffer 322. 

0045. For data written into an imbuf block of send buffer 
322, TCP layer 306 controls transport of the data to the 
network in packets, as illustrated at reference numeral 418. 
First, TCP layer 306 passes the data in packet sized segments 
to a network layer 308. A network layer 308 controls 
delivery of the packets along a network link through link 
layer 314, as illustrated at reference numeral 316, to a 
receiving system, such as one of clients 108, 110, or 112 
illustrated in FIG. 1. Although not depicted, network layer 
308 may run the IP protocol. A link layer 314 may include 
device drivers 310 that control adapters 312. Adapters 312 
may include, for example, network interface cards. 
0046) A receiving system, responsive to receiving pack 
ets from the sending system, returns acknowledgements 
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(ACKs), as illustrated at reference numeral 318. ACKs, such 
as ACK318, are pushed up to TCP layer 306. TCP layer 306 
receives each ACK and calls the kernel to release the 
associated mbuf from send buffer 322. As memory is 
released for each ACK, TCP layer 306 may adjust the count 
in remaining sendbuffer 332 to indicate the adjustment. 

0047 Alternatively, when TCP layer 306 receives a send 
socket call with a MSG SNDALL flag set and TCP layer 
306 determines that sufficient space is not available for 
allocation of a single mbuflarge enough for the send Socket 
call length, then TCP layer 306 blocks the send thread and 
sets a setting within blocked thread counts 334 not to wake 
up the send thread until sufficient space is available in mbuf 
pool 324 for allocation of a single mbuf for the send socket 
call length. For each ACK received, TCP layer 306 detects 
from remaining sendbuffer 332 whether sufficient space is 
available for allocating a single mbuffor the send socket call 
length. 

0.048. In one example, if the send socket call is a length 
of 64 kilobytes (k) and mbuf pool 324 only includes 4 k 
available for allocation to send buffer 322 as indicated in 
remaining sendbuffer 332, then TCP layer 306 blocks the 
send thread and sets a threshold in blocked thread counts 334 
of 64 k so that until sufficient ACKs are received that 
increase remaining sendbuffer 332 to the threshold in 
blocked thread counts 334, TCP layer 306 does not wake the 
blocked send thread. When the TCP layer 306 detects 
remaining sendbuffer 332 reach a count matching the 
threshold in blocked thread counts 324, then TCP layer 306 
wakes the send thread, which triggers the kernel to allocate 
an imbuf of at least 64k and write the 64k of data into the 
mbuf. 

0049. In one embodiment, as an alternative to setting 
blocked thread counts 334, socket layer 304 may set low 
water mark 330 to the send socket call length, where low 
water mark 330 specifies the minimum mbuf allocation size 
and TCP layer 306 is set not to wake the send thread until 
the minimum mbuf allocation size is available. Following 
the previous example, responsive to receiving the send 
socket call with a length of 64k, socket layer 304 would set 
low water mark 330 to 64 k. Thus, where a protocol stack 
already blocks the send thread based on low water mark 330, 
including a flag in the send Socket call and directing Socket 
layer 304 to update low water mark 330 to the send socket 
call length, enables the present invention without adding 
additional settings or counters to control block 326. In other 
embodiments, control block 326 may include additional or 
alternate settings and counters, application layer 302 may set 
alternate flags or send other commands, and socket layer 304 
or TCP layer 306 may access the additional settings and 
counters and respond to the alternate flags or commands to 
control writing a data message into a contiguous data space 
for transport within a packet-switching protocol stack. 

0050. According to one advantage, by controlling a send 
Socket call by only waking up a send thread when the kernel 
can allocate a single mbuf of at least the send Socket call 
length, TCP layer 306 no longer inefficiently wakes up the 
send thread each time an ACK is received. In particular, 
waking the send thread only one time for a large send Socket 
calls reduces the number of times that additional operations 
associated with waking a send socket call are performed. 
Although not depicted, TCP layer 306 wakes up a blocked 
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send socket call by calling the kernel to perform the wake 
up. Next, the kernel determines if the CPU is available. Once 
the CPU is available, the kernel places a lock on the CPU 
and waits for the socket to become available. In particular, 
incoming ACKS may have priority over writes to Socket 
layer 304, triggering Socket lock contentions between the 
different ACKS attempting to secure the socket lock and 
causing significant delay before the Socket is available for a 
send socket call. Once the socket becomes available, then 
the kernel acquires a socket lock for the send socket call. 
Next, the kernel determines what space is available for an 
mbuf allocation and controls an imbuf allocation from mbuf 
pool 224 to send buffer 322 with the space available. Finally, 
the kernel writes the data for the send thread into the 
allocated mbuf. Therefore, in view of the additional opera 
tions required to actually perform a send socket call opera 
tion only performing each of these operations once, rather 
than each time an ACK is received, allows more efficient use 
of kernel, bus, and CPU resources and reduces the socket 
lock contentions. 

0051. According to another advantage, by controlling a 
send Socket call by only waking up a send thread when the 
kernel can allocate a single mbuf of at least the send Socket 
call length and write the data in one pass, the kernel is no 
longer inefficiently triggered to allocate a separate mbuf 
each time TCP layer 306 receives an ACK. Only allocating 
a single mbuf for each send Socket call reduces operations 
required as TCP layer 306 pushes the data for the send 
socket call to the network and reduces operations required as 
TCP layer 306 receives ACKs for the data. 
0052. In the first example, allocating a single mbuffor 
each send Socket call reduces operations required as TCP 
layer 306 pushes the data to the network. Returning to the 
limitations of TCP performance when the MSG SNDALL 
flag is not set, the TCP layer 306 wakes the send thread at 
each ACK and as a result multiple mbufs are allocated and 
multiple data writes performed for a single send Socket call. 
The multiple mbufs are chained and each referenced by a 
pointer. When there are multiple pointers to multiple mbufs 
for a single send socket call, TCP layer 306 must pass all the 
pointers to network layer 308 and link layer 314, requiring 
additional resources. Further, for link layer 314 to queue the 
send socket call data from multiple mbufs, additional 
memory management operations must be performed with 
the DMA operations to transition the multiple mbufs into the 
contiguous data requirement of link layer 314. In contrast, 
when the MSG SNDALL flag is set, TCP layer 306 only 
wakes the send thread when sufficient space is available for 
allocation of a single mbuf of at least the send Socket call 
length and therefore there is only one pointer for the send 
socket call passed to network layer 308 and link layer 314. 
In addition link layer 314 can queue the single mbuf of 
contiguous data without performing additional memory 
management operations, allowing for more efficient DMA 
operations when queuing data for output through adapter 
312. 

0053. In addition, only allocating a single mbuf for each 
send socket call enables TCP layer 306 to more efficiently 
take advantage of services such as TCP segmentation off 
load. In one example, adapter 312 may provide a TCP 
segmentation offload option that allows TCP layer 306 to 
offload the segmentation of data to adapter 312. TCP layer 
306 normally performs segmentation of data into segments 
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that are limited by the MSS. In one example, the MSS is set 
by TCP layer 306 determining the length of the largest frame 
that both link layer 314 can send and that the receiver can 
receive, also called the maximum transmission unit (MTU), 
and then setting the MSS to ensure that the TCP segment and 
IP data added by network layer 308 will fit in the single 
frame. For TCP segmentation offload, TCP layer 306 pushes 
the data from a single mbuf block to adapter 312 to offload 
the segmenting process to adapter 312. An ACK typically 
acknowledges two (2) packets, or 2 MSS. Thus, when TCP 
layer 306 calls the kernel to free memory, the memory 
associated with the 2 MSS in the ACK is released. By setting 
the MSG SNDALL flag for send socket calls, for a write 
larger than 2 MSS, TCP layer 306 need only pass the pointer 
for one mbuf to link layer 314 in the TCP segmentation 
offload request. 
0054. In a second example, allocating a single mbuffor 
each send socket call reduces operations required as TCP 
layer 306 receives ACKs. If MSG SNDALL is not set then 
likely each mbuf would be set to the same size as the data 
associated with each ACK and multiple mbufs may be 
allocated for a single send socket call. As each ACK is 
received, TCP layer 306 would trigger a freeing of the 
associated data and mbuf. However, where multiple smaller 
mbufs are chained for a single send socket call, the kernel 
must first traverse the chain to locate the associated mbuf 
and then perform operations that consume CPU and socket 
resources to release each mbufback to mbuf pool 324. In 
contrast, where MSG SNDALL is set, then for send socket 
call lengths greater than the ACK size, the associated mbuf 
would be larger than the ACK size. As TCP layer 306 
receives an ACK for data associated with a send socket call 
with MSG SNDALL set, only one mbuf would be associ 
ated with the send socket call, removing the step of identi 
fying which mbuf for a send socket call is associated with 
the ACK. Further, as TCP layer 306 receives an ACK for 
data associated with a send socket call with MSG SNDALL 
set, a pointer within the mbuf is moved for each ACK, 
requiring minimal kernel resources, until the end of the mbuf 
is reached and a single mbufrelease operation is required for 
the send socket call. 

0055. In view of the described advantages, it is important 
to note that max sendbuffer 330 may be set to further 
increase efficiency where an application is enabled to set the 
MSG SNDALL flag. In particular, max sendbuffer 330 
may be set to an amount two or three times the receiver's 
window, which may be two or three times the MSS, so that 
TCP layer 306 is not starved of data to send while socket 
layer 304 waits for space to become available to copy the 
data. 

0056. Another function of TCP layer 306 is detecting 
when packets have been dropped and retransmitting the 
dropped packets. In one example, TCP layer 306 may 
implement a “fast retransmit function. Under the “fast 
retransmit' function, TCP layer 306 continues sending pack 
ets even after a dropped packet. In particular, TCP layer 306 
detects when the number of duplicate acknowledgements 
reaches a fast retransmit threshold. Such as three duplicate 
acknowledgements. When the threshold is reached then TCP 
layer 306 infers the packet indicated in the duplicate 
acknowledgements has been dropped and automatically 
retransmits the dropped packet. Setting max sendbuffer 330 
to a size two or three times the MSS is also important in view 
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of the “fast retransmit' function so that there is sufficient 
space to hold additional packets for TCP layer 306 to 
continue to send even after the dropped packet. 
0057 Referring now to FIG. 4, a high level logic flow 
chart illustrates a process and program for efficiently han 
dling a send socket call within a transport layer of a network 
protocol stack. As illustrated the process starts at block 400 
and thereafter proceeds to block 402. Block 402 depicts the 
transport layer detecting a send socket call with a MSG 
SNDALL flag set, and the process passes to block 404. 
0.058 Block 404 illustrates a determination whether the 
send socket call length is greater than the mbuf space 
available for allocation from the mbuf pool to the socket 
buffer. If there is sufficient space available, then the process 
passes to block 416. Block 416 depicts triggering the kernel 
to process the send function call which includes allocating 
an imbuf sufficient for the socket call length and writing the 
data into the mbuf, and the process ends. 
0059) Returning to block 404, if there is not sufficient 
space available, then the process passes to block 406. Block 
406 depicts blocking the send thread and setting the control 
block to wake the send thread only when sufficient space is 
available for a single mbuf allocation sufficient for the send 
socket call length. Next, block 408 depicts a determination 
whether an ACK is detected at the transport layer. When an 
ACK is detected, the process passes to block 410. Block 410 
illustrates triggering the kernel to release the mbuf for the 
data associated with the ACK, and the process passes to 
block 412. 

0060 Block 412 depicts a determination whether the 
transport layer now detects sufficient space available for the 
blocked send mbuf allocation. If sufficient space is still not 
available, then the process returns to block 408. If sufficient 
space is available, then the process passes to block 414. 
Block 414 illustrates waking up the send thread, and the 
process passes to block 416 and proceeds as previously 
described. 

0061 While the invention has been particularly shown 
and described with reference to a preferred embodiment, it 
will be understood by those skilled in the art that various 
changes in form and detail may be made therein without 
departing from the spirit and Scope of the invention. 

What is claimed is: 
1. A method for efficient handling of a send socket call 

received at a transport layer of a network protocol stack of 
a computer system, comprising: 

responsive to receiving said send Socket call for data of a 
specified length at said transport layer and detecting 
insufficient memory for a single memory allocation to 
a buffer in said transport layer for at least said specified 
length, blocking said send Socket call at said transport 
layer; and 

only waking said send socket call upon detection of 
Sufficient memory for said single memory allocation of 
at least said specified length within said buffer in said 
transport layer, wherein waking said send socket call 
triggers a kernel to perform said single memory allo 
cation of said at least said specified length in said buffer 
and to write said data to said single memory allocation 
in a single pass. 
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2. The method according to claim 1, further comprising: 
receiving said send Socket call at said transport layer with 

a flag set requiring only said single memory allocation 
in said buffer for said send socket call. 

3. The method according to claim 1, further comprising: 
responsive to blocking said send Socket call, setting a 
minimum memory allocation size to said specified 
length, wherein said transport layer automatically only 
wakes said send socket call upon detection of Sufficient 
memory for said minimum memory allocation size. 

4. The method according to claim 1, further comprising: 
responsive to blocking said send Socket call, setting a 

blocked thread size to said specified length, wherein 
said transport layer automatically only wakes said send 
Socket call upon detection of Sufficient memory for said 
blocked thread size, wherein said blocked thread size is 
independent of a setting specifying a minimum 
memory allocation size within said buffer. 

5. The method according to claim 1, further comprising: 
responsive to detecting, at said transport level, an 

acknowledgment of received data, adjusting a counter 
indicating an amount of available memory for alloca 
tion to said buffer by an amount indicated in said 
acknowledgment. 

6. The method according to claim 1, wherein said memory 
for allocation to said buffer is held in a memory pool 
designated for allocation among a plurality of buffers at said 
transport level. 

7. The method according to claim 1, wherein said single 
memory allocation is an imbuf. 

8. The method according to claim 1, further comprising: 
detecting a maximum segment size receivable by a system 

receiving said data; and 
setting a maximum amount of memory allocable at one 

time to said buffer to an amount larger than said 
maximum segment size. 

9. A system for efficient handling of a send socket call, 
comprising: 

a computer system enabled for communication over a 
network by a network protocol stack comprising at 
least a transport layer for receiving said send Socket 
call; 

said transport layer comprising means for blocking said 
send socket call, responsive to receiving said send 
Socket call for data of a specified length and detecting 
insufficient memory for a single memory allocation to 
a buffer in said transport layer for at least said specified 
length; and 

said transport layer comprising means for only waking 
said send Socket call upon detection of Sufficient 
memory for said single memory allocation of at least 
said specified length within said buffer in said transport 
layer, wherein waking said send socket call triggers a 
kernel to perform said single memory allocation of said 
at least said specified length in said buffer and to write 
said data to said single memory allocation in a single 
pass. 

10. The system according to claim 9, said transport layer 
further comprising: 
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means for receiving said send socket call with a flag set 
requiring only said single memory allocation in said 
buffer for said send socket call. 

11. The system according to claim 9, said transport layer 
further comprising: 

means, responsive to blocking said send socket call, for 
setting a minimum memory allocation size to said 
specified length, wherein said transport layer automati 
cally only wakes said send Socket call upon detection of 
Sufficient memory for said minimum memory alloca 
tion size. 

12. The system according to claim 9, said transport layer 
further comprising: 

means, responsive to blocking said send socket call, for 
setting a blocked thread size to said specified length, 
wherein said transport layer automatically only wakes 
said send Socket call upon detection of Sufficient 
memory for said blocked thread size, wherein said 
blocked thread size is independent of a setting speci 
fying a minimum memory allocation size within said 
buffer. 

13. The system according to claim 9, said transport layer 
further comprising: 

means, responsive to detecting an acknowledgment of 
received data, for adjusting a counter indicating an 
amount of available memory for allocation to said 
buffer by an amount indicated in said acknowledgment. 

14. The system according to claim 9, wherein said 
memory for allocation to said buffer is held in a memory 
pool designated for allocation among a plurality of buffers at 
said transport level. 

15. The system according to claim 9, wherein said single 
memory allocation is an imbuf. 

16. The system according to claim 9, said transport layer 
further comprising: 

means for detecting a maximum segment size receivable 
by a system receiving said data; and 

means for setting a maximum amount of memory allo 
cable at one time to said buffer to an amount larger than 
said maximum segment size. 

17. A program for efficient handling of a send socket call 
received at a transport layer of a network protocol stack, said 
program embodied in a computer-readable medium, said 
program comprising computer-executable instructions 
which cause a computer to perform the steps of: 

controlling blocking of said send socket call, responsive 
to receiving said send Socket call for data of a specified 
length and detecting insufficient memory for a single 
memory allocation to a buffer for at least said specified 
length; and 

controlling waking of said send socket call only upon 
detection of Sufficient memory for said single memory 
allocation of at least said specified length within said 
buffer, wherein waking said send socket call triggers a 
kernel to perform said single memory allocation of said 
at least said specified length in said buffer and to write 
said data to said single memory allocation in a single 
pass. 

18. The program according to claim 17, further compris 
ing: 
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enabling receipt of said send Socket call at said transport 20. The program according to claim 17, further compris 
layer with a flag set requiring only said single memory ing: 
1s"EO in said buffer for said send Socket call. setting a blocked thread size to said specified length, . The program according to claim 17, further compris ing: responsive to blocking said send socket call, wherein 

said transport layer automatically only wakes said send 
setting a minimum memory allocation size to said speci- Socket call upon detection of sufficient memory for said 

fied length, responsive to controlling blocking of said blocked thread size, wherein said blocked thread size is 
send Socket call, wherein said transport layer automati- independent of a setting specifying a minimum 
cally only wakes said send Socket call upon detection of memory allocation size within said buffer. 
Sufficient memory for said minimum memory alloca 
tion size. k . . . . 


