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TECHNIQUES FOR MANAGING HETEROGENEOUS NODES CONFIGURED TO

SUPPORT A HOMOGENEOUS COMMUNICATION PROTOCOL

CROSS-REFERENCE TO RELATED APPLICATIONS

[0001 ] This application claims the benefit of United States provisional patent

application titled "Techniques for Managing Heterogeneous Nodes Configured to

Support a Homogeneous Communication Protocol," filed on January 30, 201 5 , and

having serial number 62/1 10,383, United States patent application titled "Techniques

for Managing Heterogeneous Nodes Configured to Support a Homogeneous

Communication Protocol," filed on January 28, 2016, and having serial number

15/009,71 1, and of United States patent application titled "Techniques for Managing

Heterogeneous Nodes Configured to Support a Homogeneous Communication

Protocol," filed on January 28, 2016, and having serial number 15/009,71 5 . The

subject matter of each of these related applications is hereby incorporated herein by

reference.

BACKGROUND OF THE INVENTION

Field of the Invention

[0002] Embodiments of the present invention relate generally to wireless network

communications and, more specifically, to techniques for managing heterogeneous

nodes configured to support a homogeneous communication protocol.

Description of the Related Art

[0003] A conventional network includes a plurality of nodes configured to

communicate with one another across various communication links. In a first type of

network, nodes within the network draw power from an electricity grid in order to

perform various operations, such as communication operations and data processing

operations. In a second type of network, nodes within the network draw power from

batteries to support communication and data processing operations.

[0004] Continuously-powered nodes and battery-powered nodes generally rely on

different communication protocols, because continuously-powered nodes and battery-

powered nodes have different resource limitations. In particular, battery-powered

nodes typically communicate via protocols that conserve power, while continuously-

powered nodes typically do not. Consequently, continuously-powered nodes cannot



communicate with battery-powered nodes, and so conventional networks usually do

not include both continuously-powered nodes and battery-powered nodes. Generally,

different types of nodes do not employ similar communication protocols, and,

therefore, networks typically do not include heterogeneous types of nodes. Such

constraints place a substantial obstacle on the growing "Internet of Things" (loT).

Specifically, the loT is meant to interconnect "things," such as nodes, of all different

types. However, as set forth above, communication barriers impede the ability to

interconnect heterogeneous nodes, such as continuously-powered nodes and battery-

powered nodes. Such impediments jeopardize the ability of the loT to continue

growing.

[0005] As the foregoing illustrates, what is needed in the art is a technique for

managing communication between different types of nodes that reside within a

network.

SUMMARY OF THE INVENTION

[0006] One embodiment of the present invention sets forth a computer-implemented

method for establishing a communication link between different network portions to

generate a wireless mesh network, including identifying a first node within a first

network portion, identifying a second node within a second network portion, where the

first network portion and the second network portion include separate and distinct

nodes, obtaining first network data that is associated with the first network portion and

includes connectivity information related to the nodes included in the first network

portion, and transmitting the first network data to the second node to enable the

second node to communicate with the first node based on the first network data.

[0007] At least one advantage of the techniques described herein is that

heterogeneous types of nodes, such as continuously-powered nodes and battery-

powered nodes, may reside within the same wireless mesh network.

BRIEF DESCRIPTION OF THE DRAWINGS

[0008] So that the manner in which the above recited features of the present invention

can be understood in detail, a more particular description of the invention, briefly

summarized above, may be had by reference to embodiments, some of which are

illustrated in the appended drawings. It is to be noted, however, that the appended

drawings illustrate only typical embodiments of this invention and are therefore not to



be considered limiting of its scope, for the invention may admit to other equally

effective embodiments.

[0009] Figure 1 illustrates a network system configured to implement one or more

aspects of the present invention;

[001 0] Figure 2 illustrates a network interface configured to transmit and receive data

within a mesh network, according to one embodiment of the present invention;

[001 1] Figure 3 is a more detailed illustration of the network management node of

Figure 1 configured to manage the operation of a portion of the network system,

according to one embodiment of the present invention;

[001 2] Figure 4 is a more detailed illustration of the server of Figure 1 configured to

interoperate with the network management node, according to one embodiment of the

present invention;

[001 3] Figure 5 is a state diagram illustrating operating states associated with the

different nodes of Figure 1, according to one embodiment of the present invention;

[001 4] Figure 6 illustrates a time beacon for sharing time between the different nodes

of Figure 1, according to one embodiment of the present invention;

[001 5] Figures 7A-7B are conceptual diagrams illustrating a technique for performing

data communication between the different nodes of Figure 1, according to one

embodiment of the present invention;

[001 6] Figure 8 illustrates a set of transmit parameters according to which a node

transmits data within the network system of Figure 1, according to one embodiment of

the present invention;

[001 7] Figure 9 is a flow diagram of method steps for participating in a wireless mesh

network, according to one embodiment of the present invention;

[001 8] Figures 10A-1 0E are conceptual diagrams illustrating the formation of the

wireless mesh network of Figure 1, according to one embodiment of the present

invention;



[001 9] Figures 11A-1 1D are conceptual diagrams illustrating network management

nodes interoperating to couple together disjoint network portions to form the network

system of Figure 1, according to one embodiment of the present invention; and

[0020] Figure 12 is a flow diagram of method steps for sharing connectivity

information between disjoint network portions in order to form a network system,

according to one embodiment of the present invention.

DETAILED DESCRIPTION

[0021 ] In the following description, numerous specific details are set forth to provide a

more thorough understanding of the present invention. However, it will be apparent to

one of skill in the art that the present invention may be practiced without one or more

of these specific details. In other instances, well-known features have not been

described in order to avoid obscuring the present invention.

System Overview

[0022] Figure 1 illustrates a network system 100 configured to implement one or more

aspects of the present invention. As shown, network system 100 includes a wireless

mesh network 102, which may include a source node 110 , nodes 120, 130, and 140,

and destination node 112. Nodes 120 represent continuously-powered nodes that

are coupled to a power grid. Nodes 130 represent battery-powered nodes that draw

power from a battery. Nodes 140 are network management nodes that are

configured to manage the operation of portions 104 of wireless mesh network 102.

Specifically, node 140-1 is configured to manage nodes 120-1 , 130-1 , and 130-2

within portion 104-1 , and node 140-2 is configured to manage nodes 120-2, 130-3,

and 130-4 within portion 104-2. Nodes 140-1 and 140-2 are also configured to

communicate with one another in order to perform cross-mesh routing between

portions 104-1 and 104-2.

[0023] Source node 110 is able to communicate with certain nodes 120 and 130 via

communication links 132. Nodes 120, 130, and 140 communicate amongst

themselves via communication links 134. Nodes 120 and 130 communicate with

destination node 112 via communication links 136. Network system 100 may also

include one or more access points (APs) 150, a network 152, and a server 160. A

discovery protocol may be implemented to determine node adjacency to one or more



adjacent nodes. For example, node 120-1 may execute the discovery protocol to

determ ine that nodes 110, 140-1 , and 130-1 are adjacent to node 120-1 .

Furthermore, this node adjacency indicates that communication links 132 and 134

may be established. Any technically feasible discovery protocol may be implemented

without departing from the scope and spirit of embodiments of the present invention.

[0024] The discovery protocol may also be implemented to determine the hopping

sequences of adjacent nodes, i.e. the sequence of channels across which nodes

periodically receive payload data. As is known in the art, a "channel" may correspond

to a particular range of frequencies. Once adjacency is established between the

source node 110 and at least one node 120, 130, or 140, source node 110 may

generate payload data for delivery to the destination node 112, assuming a path is

available. The payload data may comprise an Internet protocol (IP) packet, an

Ethernet frame, or any other technically feasible unit of data. Similarly, any

technically feasible addressing and forwarding techniques may be implemented to

facilitate delivery of the payload data from the source node 110 to the destination

node 112. For example, the payload data may include a header field configured to

include a destination address, such as an IP address or Ethernet media access

control (MAC) address.

[0025] Each node 120 and 130 may be configured to forward the payload data based

on the destination address. Alternatively, the payload data may include a header field

configured to include at least one switch label to define a predetermined path from

source node 110 to destination node 112. A forwarding database may be maintained

by each node 120 and 130 that indicates which communication link 132, 134, 136

should be used and in what priority to transmit the payload data for delivery to the

destination node 112. The forwarding database may be supplied by one of nodes

140 in response to a registration procedure. The forwarding database may represent

multiple paths to the destination address, and each of the multiple paths may include

one or more cost values. Any technically feasible type of cost value may characterize

a link or a path within network system 100. In one embodiment, each node within

wireless mesh network 102 implements substantially identical functionality, and each

node may act as a source node, destination node, intermediate node, or network

management node.



[0026] In network system 100, access points 150-1 and 150-2 are configured to

communicate with at least one node within wireless mesh network 102, such as

intermediate node 120-1 or 130-3. Communication may include transmission of

payload data, time-related data, or any other technically relevant data between an

access point 150 and the at least one node within the wireless mesh network 102.

For example, a communications link may be established between access point 150-1

and intermediate node 130-3 to facilitate transmission of payload data between

portion 104-2 and network 152. Network 152 is coupled to the server 160 and

configured to provide a communication path between wireless mesh network 102 and

server 160. Network 152 may comprise any wired, optical, wireless, or hybrid

network configured to transmit payload data between access points 150 and server

160.

[0027] In one embodiment, the server 160 represents a destination for payload data

originating within the wireless mesh network 102 and a source of payload data

destined for one or more nodes within wireless mesh network 102. For example,

nodes within wireless mesh network 102 may perform measurements to generate

measurement data, such as power consumption data. Server 160 may execute an

application to collect the measurement data and report the measurement data. In one

embodiment, server 160 queries nodes within wireless mesh network 102 for certain

data. Each queried node replies with requested data, such as consumption data,

system status and health data, and so forth. In an alternative embodiment, each

node within wireless mesh network 102 autonomously reports certain data, which is

collected by server 160 as the data becomes available via autonomous reporting.

[0028] The techniques described herein are sufficiently flexible to be utilized within

any technically feasible network environment including, without limitation, a wide-area

network (WAN) or a local-area network (LAN). Moreover, multiple network types may

exist within a given network system 100. For example, communications between two

nodes 130 or between a node 130 and a corresponding access point 150 may be via

a radio-frequency local-area network (RF LAN), while communications between

access points 150 and network 152 may be via a WAN such as a general packet

radio service (GPRS). Each node 120, 130, and 140 within wireless mesh network

102 includes a network interface that enables the node to communicate wirelessly

with other nodes, as described in greater detail below in conjunction with Figure 2 .



[0029] Figure 2 illustrates a network interface configured to transmit and receive data

within a mesh network, according to one embodiment of the present invention. Each

node 110 , 112, 120, 130, and 140 within wireless mesh network 102 of Figure 1

includes at least one instance of network interface 200. In continuously-powered

nodes 120, network interface 200 may draw power from an external power source,

such as the power grid, to perform the various functionalities described below. In

battery-power nodes 130, network interface 200 may be coupled to a battery included

within the node 130, and network interface 200 may draw power from the batter to

perform the various functionalities described below. In the latter case, network

interface 200 may become active only intermittently, and at scheduled times, in order

to receive and/or transmit data. In this fashion, a battery-powered node 130 that

includes network interface 200 may conserve power. This power-saving technique is

described in greater detail below in conjunction with Figures 5-7B.

[0030] As shown, network interface 200 includes, without limitation, a microprocessor

unit (MPU) 210, a digital signal processor (DSP) 214, digital to analog converters

(DACs) 220, 221 , analog to digital converters (ADCs) 222, 223, analog mixers 224,

225, 226, 227, a phase shifter 232, an oscillator 230, a power amplifier (PA) 242, a

low noise amplifier (LNA) 240, an antenna switch 244, and an antenna 246. A

memory 212 may be coupled to the MPU 2 10 for local program and data storage.

Similarly, a memory 216 may be coupled to the DSP 214 for local program and data

storage. Memory 212 and/or memory 216 may be used to buffer incoming data as

well as store data structures such as, e.g., a forwarding database, and/or routing

tables that include primary and secondary path information, path cost values, and so

forth.

[0031 ] In one embodiment, the MPU 2 10 implements procedures for processing IP

packets transmitted or received as payload data by the network interface 200. The

procedures for processing the IP packets may include, without limitation, wireless

routing, encryption, authentication, protocol translation, and routing between and

among different wireless and wired network ports. In one embodiment, MPU 2 10

implements the techniques performed by the node that includes network interface

200, when MPU 210 executes a firmware program stored in memory.

[0032] MPU 214 is coupled to DAC 220 and DAC 221 . Each DAC 220, 221 is

configured to convert a stream of outbound digital values into a corresponding analog



signal. The outbound digital values are computed by the signal processing

procedures for modulating one or more channels. MPU 214 is also coupled to ADC

222 and ADC 223. Each ADC 222, 223 is configured to sample and quantize an

analog signal to generate a stream of inbound digital values. The inbound digital

values are processed by the signal processing procedures to demodulate and extract

payload data from the inbound digital values.

[0033] In one embodiment, MPU 2 10 and/or MPU 214 are configured to buffer

incoming data within memory 212 and/or memory 216. The incoming data may be

buffered in any technically feasible format, including, for example, raw soft bits from

individual channels, demodulated bits, raw ADC samples, and so forth. MPU 210

and/or MPU 214 may buffer within memory 212 and/or memory 216 any portion of

data received across the set of channels from which antenna 246 receives data,

including all such data. MPU 2 10 and/or MPU 214 may then perform various

operations with the buffered data, including demodulation operations, decoding

operations, and so forth.

[0034] Persons having ordinary skill in the art will recognize that network interface 200

represents just one possible network interface that may be implemented within

wireless mesh network 102 shown in Figure 1, and that any other technically feasible

device for transmitting and receiving data may be incorporated within any of the

nodes within wireless mesh network 102.

[0035] Figure 3 is a more detailed illustration of the network management node of

Figure 1 configured to manage the operation of a portion of the network system,

according to one embodiment of the present invention. As shown, network

management node 140 includes a processor 300, input/output (I/O) devices 3 10 , and

a memory 320. Memory 320 includes a management application 322, network data

324, and node data 326.

[0036] Processor 300 may be any technically feasible hardware unit configured to

execute applications and process data. Processor 300 could be, for example, a

central processing unit (CPU), application specific integrated circuit (ASIC),

microprocessor, and so forth, without limitation. I/O devices 3 10 may include any

technically feasible devices configured to receive and/or provide data. I/O devices

3 10 could include, for example, input devices such as receivers, output devices such



as transmitters, or combination input/output devices such as transceivers. In one

embodiment, I/O devices 3 10 include an instance of network interface 200. Memory

320 may be any technically feasible computer-readable and/or writable storage

medium. Memory 320 could include, for example, random access memory (RAM),

flash memory, read-only memory (ROM), and so forth, without limitation.

[0037] Management application 322 is a software program that, when executed by

processor 300, causes node 140 to manage a network portion 104. In doing so,

management application 322 causes node 140 to transmit network data 324 and

node data 326 to other nodes within the network portion 104. Network data 324

generally includes routing information, including neighbor tables and forwarding

databases, among other network-oriented data associated with network portion 104.

Node data 326 generally includes operational parameters associated with the nodes

in network portion 104. The operational parameters could include transmit

parameters, receive parameters, and other parameters that influence node

functionality across network portion 104.

[0038] A given node 120 or 130 may interact with a node 140 in order to obtain

network data 324 and/or node data 326. Based on that data, the receiving node may

then discover and acquire neighbors within network portion 104, perform routing

operations, and generally participate in wireless mesh network 102. The process of

obtaining the aforesaid data may occur in the context of a registration process

initiated by a node 120 or 130 with node 140. Node 140 may provide network data

324 and node data 326 to each node within network portion 104 in order to facilitate

the formation of that portion. This process is described in greater detail below in

conjunction with Figures 11A-12. In one embodiment, node 140 receives network

data 324 and node data 326 from server 160. An exemplary implementation of server

160 is described in greater details below in conjunction with Figure 4 .

[0039] Figure 4 is a more detailed illustration of the server of Figure 1 configured to

interoperate with the network management node, according to one embodiment of the

present invention. As shown, server 160 includes a processor 400, input/output (I/O)

devices 4 10 , and a memory 420. Memory 420 includes a network application 422,

network data 424, and node data 426.



[0040] Processor 400 may be any technically feasible hardware unit configured to

execute applications and process data. Processor 400 could be, for example, CPU,

ASIC, microprocessor, and so forth, without limitation. I/O devices 4 10 may include

any technically feasible devices configured to receive and/or provide data. I/O

devices 4 10 could include, for example, input devices such as receivers, output

devices such as transmitters, or combination input/output devices such as

transceivers. Memory 420 may be any technically feasible computer-readable and/or

writable storage medium. Memory 420 could include, for example, RAM, flash

memory, ROM, and so forth, without limitation.

[0041 ] Network application 324 is a software program that, when executed by

processor 400, coordinates the functionality of server 160. In doing so, network

application 422 causes server 160 to transmit network data 424 and node data 426 to

nodes within wireless mesh network 102. Server 160 may transmit different network

data 424 to each different network portion 104. For example, network data 324

shown in Figure 3 may reflect a portion of network data 424 that is associated with a

particular network portion 104. Network data 424 generally includes routing

information, including neighbor tables and forwarding tables, among other network-

oriented data. Node data 426 may reflect operational parameters that include

transmit parameters, receive parameters, and other parameters that influence node

functionality across wireless mesh network 102.

[0042] A given node 140 may interact with server 160 in order to obtain network data

424 and/or node data 426. Node 140 may then manage the nodes within a network

portion 104 by providing those nodes with the aforesaid network and/or node data, as

discussed above on conjunction with Figure 3 . In this manner, server 160 manages

the operation of nodes 140, which, in turn, manage the operation of nodes 120 and

130 within a corresponding network portion 104. Nodes 120 and 130 are configured

to operate according to a specific set of operating states, as described below in

conjunction with Figure 5 .

Node Functional Overview and Communication Protocol

[0043] Figure 5 is a state diagram illustrating operating states associated with the

different nodes of Figure 1, according to one embodiment of the present invention.

Any of nodes 110 , 112, 120, 130, or 140 may implement state diagram 500. In some



embodiments, network management nodes 140 may implement a different state

diagram that is not described herein. As shown, state diagram 500 includes five

operating states: sleep state 5 10 , sniff state 520, receive state 530, process states

540, and transmit state 550. Although several exemplary state transitions are shown,

certain other state transitions have been omitted, for clarity. In practice, any of the

states within state diagram 500 may transition to any of the other states under

circumstances that may not be explicitly disclosed herein. As described in greater

detail below, although continuously-powered nodes 120 and battery-powered nodes

130 alike may implement state diagram 500, those different types of nodes may

spend differing amounts of time in each state. In particular, battery-powered nodes

130 may spend much more time in sleep state 5 10 compared to continuously-

powered nodes 130. In this fashion, battery-powered nodes 130 may conserve

power.

[0044] Sleep state 5 10 is a low-power operating mode during which some or most of

the hardware within the node is powered down. The node may enter sleep state 5 10

periodically depending on the power resources and power consumption of the node.

For example, a continuously-powered node 120 may enter sleep state 5 10 rarely or

never, given that the node 120 has access to plentiful power resources. Conversely,

a battery-powered node 130 may enter sleep state 5 10 often, given that the node 130

only has access to limited battery power resources. In practice, continuously-

powered nodes 120 may not enter sleep state 5 10 at all under normal operating

conditions, while battery-powered nodes 130 may reside in sleep state 5 10 most of

the time.

[0045] Sniff state 520 is another low-power operating mode during which specific

receiving hardware within the node is activated in order to "sniff" energy associated

with radio signals. Other hardware within the node may be powered down, thereby

conserving power. The node may enter sniff state 520 at a particular time, and on a

specific channel or frequency, in order to detect radio signals intended for reception at

that particular time and on that particular channel. When the active hardware detects

at least a threshold level of energy, the remaining portions of hardware within the

node may be powered up, in response, in order to receive the signal. Generally,

nodes within wireless mesh network 102 transmit packets that include a preamble.

Upon being sniffed by a receiving node, the preamble triggers the receiving node to



power on and receive the payload included in the packet. In some embodiments,

continuously-powered nodes 120 may not enter sniff state 520, since those nodes are

not power-limited. Instead, in such embodiments, continuously-powered nodes 120

may enter receive state 530.

[0046] Receive state 530 is an operating mode for receiving radio signals. As

mentioned above, receive state 530 may be entered when a preamble is detected

during sniff state 520. The node may also directly enter receive state 530 under

various circumstances. While in receive state 530, the node generally powers on

most or all of the receiving hardware within the node, including the receiving portions

of network interface 200 shown in Figure 2 .

[0047] Process state 540 is an operating mode whereby the node processes received

data, processes data for subsequent transmission, and performs various other

processing operations. The node includes a bit stream processor that is active during

process state 540, as well as another processor for running protocol and executing

software applications while in process state 540. In addition, the node may include

other peripheral processors for performing cryptographic functions or other

specialized operations.

[0048] Transmit state 550 is an operating mode within which the node transmits data

to other nodes. The node may enter transmit state 550 at a specific time and then

transmit on a particular channel in order to target another node. Specifically, and as

described in greater detail below, the node is configured to compute a time and a

channel for targeting a specific node that is based on the media access control (MAC)

address of the specific node, the time the transmission will be received, and the

number of channels used in wireless mesh network 102. Maintaining accurate time

across the nodes within wireless mesh network 102 is therefore a priority, and so

nodes 120, 130, and 140 are configured to exchange "time beacons" with one another

that include the current time. An exemplary time beacon is described below in

conjunction with Figure 6 .

[0049] Figure 6 illustrates a time beacon for sharing time between the different nodes

of Figure 1, according to one embodiment of the present invention. As shown, time

beacon 600 includes a header 6 10 , a time payload 620, authentication sections 630-1

through 630-N, and cyclic redundancy check 640. Time payload 620 includes



received time 622, current time 624, and time hops 626. Each authentication section

620 includes a short identifier (ID) 622 and a hash message identification code

(HMAC) 624.

[0050] In practice, a continuously-powered node 120 receives a time signal from an

external source and sets an internal clock based on that time. The external source

could be any technically feasible service that is accessible via network 152 and

provides reasonably accurate time. The continuously-powered node 120 then

transmits instances of time beacon 600 to neighboring nodes. The neighboring nodes

could be continuously-powered nodes 120 or battery-powered nodes 130. Upon

receipt of an instance of time beacon 600, the receiving node likewise sets an internal

clock, and may then transmit another instance of time beacon 600 to downstream

neighboring nodes. In this fashion, time propagates across wireless mesh network

102. Generally, the nodes of wireless mesh network 102 share instances of time

beacon 600 with one another according to a time beacon schedule. The time beacon

schedule could be established by a network management node 140, for example, or

be determined independently by each node.

[0051 ] In time beacon 600, received time 622 indicates the time as received by the

node which transmitted time beacon 600. Current time 624 indicates the time when

time beacon 600 was sent. Time hops 626 indicates the number of hops between the

transmitting node and the external source of time. Time hops 626 generally reflects

the accuracy of received time 622 and current time 624. In particular, time that has

propagated many hops across the network is generally less accurate than time

received closer to the external source of time, since each hop may introduce drift

associated with an intermediate node.

[0052] Each authentication section 630 is generally associated with a different

neighboring node and includes a short ID 622 that is associated with the

corresponding neighboring node. When two nodes first discover each other, those

two nodes may exchange short IDs 622 in preparation for subsequently exchanging

time beacons 600. A node that receives time beacon 600 is configured to access a

specific authentication section 630 based on the assigned short ID 622, and then

perform various security checks with the corresponding HMAC 624. In this fashion,

nodes may protect against network attacks that involve sourcing inaccurate time into

wireless mesh network 102. The receiving node may also check CRC 640 for data



integrity purposes. In one embodiment, a given node may receive multiple different

instances of time beacon 600, and then combine the data included therein in order to

generate a time estimate. For example, the node could average the current time

indicated by each such time beacon instance.

[0053] As mentioned above, the sharing of accurate time is important for

synchronizing transmissions between nodes. In networks with many battery-powered

nodes 130 that reside in sleep state 5 10 for long periods of time, targeting those

nodes when sniffing or receiving is central to maintaining network connectivity. In

other words, the ability for nodes within wireless mesh network 102 to properly and

effectively communicate traffic across the network depends on accurate timing.

Figures 7A-7B illustrate techniques for targeting transmissions based on time

measurements.

[0054] Figures 7A-7B are conceptual diagrams illustrating a technique for performing

data communication between the different nodes of Figure 1, according to one

embodiment of the present invention. As shown in Figure 7A, a transmitting node

120-T transmits messages to a receiving node 130-R at different points in time along

timeline 700. Node 130-R is a battery-powered node and therefore resides in

sleeping mode 5 10 much of the time. However, node 130-R becomes active during

receive window 7 10 . Receive window 7 10 has a duration from to to t 1 . Node 120-T

may be configured to schedule transmissions so that node 130-R receives

transmissions during receive window 710.

[0055] Problems may arise when nodes 120-T and 130-R are not sufficiently time

synchronized. In particular, if an internal clock associated with node 130-T is faster or

slower than an internal clock associated with node 130-R, then node 120-T may

transmit too early or too late, respectively, and miss receive window 7 10 . For

example, in Figure 7A, node 130-T could transmit packet 720 before time to, and,

consequently, node 130-R would be in sleep mode 5 10 when that packet arrived.

Alternatively, node 120-T could transmit packet 740 after time t 1 , and node 130-R

would have already returned to sleep mode 5 10 when that packet arrived. In either

case, poor time synchronization between nodes could result in a communication

disruption. If nodes 120-T and 130-R remain in relative synchronization, node 120-T

could transmit packet 730 within receive window 710, and node 130-T would be able

to receive that packet. Node 130-R is configured to transmit packets to node 130-T



based on a set of transmit parameters 750, as discussed in greater detail below in

conjunction with Figure 8 .

[0056] Referring now to Figure 7B, in practice, node 130-R enter sniff mode 520

during receive window 7 10 . Again, if sufficient energy is detected while sniffing, then

node 130-R may power up and receive transmissions. When operating in sniff mode

520, node 130-R performs a sequence of sniffs 760, as is shown. Each sniff reflects

a short period of time when energy can be detected. Node 130-R may return to sleep

mode 520 between sniffs. In this manner, power can be conserved. Node 130-T

need only transmit messages with a preamble that is longer than the time between

sniffs to trigger node 130-R to enter receive mode 530. Node 130-R may then

receive and demodulate the actual payload of the message.

[0057] The width of receive window 7 10 , the sniff rate with which sniffs 760 are

generated, and the time between sniffs 760 (referred to hereinafter as the inter-sniff

interval) are configurable parameters. Node 130-R may select these parameters

based on battery life, current data rate, remaining storage space, or any other

technically feasible parameter. In addition, node 130-R may acquire data from a

network management node 140 that reflects these parameters. Node 120-T may

likewise acquire these parameters (e.g., from node 140), in order to properly target

transmissions for node 130-R. For example, node 120-T could scale the preamble of

a packet based on the inter-sniff interval associated with node 130-R, thereby

increasing the likelihood that transmissions are received by that node. Generally,

node 120-T relies on transmit parameters 750 when generating transmissions, which

includes both network-oriented parameters and node-specific parameters.

[0058] Figure 8 illustrates a set of transmit parameters according to which a node

transmits data within the network system of Figure 1, according to one embodiment of

the present invention. As shown, transmit parameters 750 includes gear data,

channel data, receive bandwidth, zero channel, preamble length, receive window,

receive schedule, duty cycle, ACK wait time, and beacon schedule. The transmit

parameters shown in Figure 8 are provided for exemplary purposes only, and could

include fewer parameters or additional parameters.

[0059] Transmit parameters 750 may be received, as a whole or in part, from the

node 140 configured to manage the network portion 104 where node 120-T resides.



For example, node 140 could transmit network data 324 and node data 326 to node

120-T when node 120-T registers with node 140. The specific values of each transmit

parameter associated with a given node may vary depending on the type of node.

For example, a battery-powered node may implement different values for transmit

parameters 750 compared to a continuously-powered node. Transmit parameters

750 may be received, as a whole or in part, from node 130-R when nodes 120-T and

120-R initially discover one another. For example, nodes 120-T could obtain receive

window data from node 130-R indicating the width of receive window 7 10 . Node 120-

T could then target the center of that window, thereby improving the likelihood of

successful communication. Likewise, node 120-T could obtain gear data from node

130-R, and then transmit to that node using the proper data rate.

[0060] Node 120-T is configured to compute a channel and time associated with

receive window 7 10 based on the MAC address of node 130-R, the number of

channels used in wireless mesh network 102, and a time value. Nodes 120-T and

130-R may share MAC addresses with one another upon initial discovery, or receive

data from node 140 indicating the MAC addresses of nearby neighbors. In one

embodiment, node 120-T performs a Jenkins hash with the MAC address of node

130-R, the number of available channels, and the time at which node 130-R should

receive transmissions, in order to compute the channel on which to send the

transmission.

[0061 ] As mentioned, transmit parameters 750 may be derived from network data 324

or node data 326 supplied by node 140 shown in Figure 3 . Transmit parameters 750

may also be derived from network data 424 and node data 426 provided by server

160 shown in Figure 4 . In general, during network formation, server 160, nodes 110 ,

112, 120, 130, and 140 may exchange any information discussed herein in order to

form communication links with one another.

[0062] Referring generally to Figures 1-8, by implementing the techniques discussed

herein, wireless mesh network 102 supports the coexistence of many different types

of nodes within a single network. Specifically, wireless mesh network 102 relies on a

single communication protocol governs network communications and that can be

implemented by both continuously-powered nodes 120 and battery-powered nodes

130. Again, that protocol relies on accurate maintenance of time, as well as the

sharing of data that allows the proper targeting of transmissions to occur. The



techniques described thus far are also described, in stepwise fashion, below in

conjunction with Figure 9 .

[0063] Figure 9 is a flow diagram of method steps for participating in a wireless mesh

network, according to one embodiment of the present invention. Although the method

steps are described in conjunction with the systems of Figures 1-8, persons skilled in

the art will understand that any system configured to perform the method steps, in any

order, is within the scope of the present invention.

[0064] As shown, a method 900 begins at step 902, where a node within wireless

mesh network 102 acquires one or more battery-powered neighbors. The node could

be a continuously-powered node 120 or a battery-powered node 130. The node may

be preprogrammed to include MAC addresses associated with the battery-powered

neighbors, or may acquire those MAC addresses by performing a discovery process

with the neighbors. Once the node obtains the neighbor MAC addresses, the node

may transmit data thereto using the targeting approach described above in

conjunction with Figures 7A-7B.

[0065] At step 904, the node acquires one or more continuously-powered neighbors.

Similar to step 902, the node may be preprogrammed to include MAC addresses

associated with the continuously-powered neighbors, or may acquire those MAC

addresses by performing a discovery process. Once the node obtains the neighbor

MAC addresses, the node may transmit data to those neighbors using the targeting

approach described above in conjunction with Figures 7A-7B.

[0066] At step 906, the node propagates time across the network. In doing so, the

node may receive a first time beacon from an upstream neighbor. The upstream

neighbor could be, for example, any of the neighboring nodes acquired in steps 902

and 904. The node may then generate a second time beacon based on the first time

beacon, and transmit the second time beacon to one or more downstream neighbors.

In this manner, the node propagates time from upstream neighbors to downstream

neighbors.

[0067] At step 908, the node registers with one or more network management nodes

140. The network management node 140 with which the node registers could

manage, for example, the network portion 104 within which the node resides, or could



also manage another network portion 104. When the node registers with the network

management node 140, the network management node 140 then transmits various

registration data to the node, including network data 324 and node data 326.

[0068] At step 910, the node receives the registration data from the network

management node 140. The registration data generally includes network-oriented

data, such as the number of channels used within wireless mesh network 102, among

others. The registration data also includes node-oriented data that may assist the

node with acquiring neighbors. For example, the node data 326 could include MAC

addresses of potential neighbors of the node, routing tables, forwarding tables, and so

forth.

[0069] At step 912, the node acquires additional neighbors based on the registration

data. For example, the node could parse a set of MAC addresses from the

registration data, as well as the number of channels used within wireless mesh

network 102, and then compute the channel and time when one or more neighboring

nodes may receive data. When the receive window of one such neighbor opens, then

the node may transmit a discovery packet to that node, thereby acquiring a new

neighbor.

[0070] Referring generally to Figures 1-9, any of the nodes discussed herein may

perform any of the techniques described thus far. Accordingly, those nodes may

interoperate regardless of whether those nodes are battery-powered or continuously-

powered. As a general matter, the techniques discussed above may be implemented

by any heterogeneous collection of nodes, beyond those with different types of power

sources. When a collection of such heterogeneous nodes initializes and first comes

online, each such node may implement the method 900 in order to form a wireless

mesh network, such as wireless mesh network 102 of Figure 1. An example

formation of a network is described below in conjunction with Figures 10A-1 0E.

Network Functional Overview and Exemplary Mesh Formation

[0071 ] Figures 10A-1 0E are conceptual diagrams illustrating the formation of the

wireless mesh network of Figure 1, according to one embodiment of the present

invention. In one embodiment, the techniques described herein may be implemented

in order to form network portions 104-1 and 104-2 or, alternatively, wireless mesh

network 102 as a whole. As shown in Figure 10A, a network 1000 includes nodes



120-A and 120-B, nodes 130-A through 130-E, and node 140-A. Node 140-A is a

network management node that is configured to manage some or all of network 1000.

Nodes 120-A and 120-B are continuously-powered nodes that are configured to

source time into network 1000, as described in greater detail below. Nodes 130-A

through 130-E are battery-powered nodes. Figure 10A illustrates the initial state of

network 1000, before time has been sourced into network 100 and before any

communication links have been established.

[0072] In Figure 10B, nodes 120-A and 120-B receive a time signal from an external

source. In doing so, nodes 120-A and 120-B may access the source of time via a

network, such as network 152 of Figure 1. Generally, continuously-powered nodes

120 source time into network 1000, rather than battery-powered nodes 130, because

sourcing time requires power that battery-powered nodes 130 typically hold in short

supply. Continuously-powered nodes 130 may not have a comparatively strict energy

budget, and therefore can assume responsibility for sourcing time. Once nodes 120-

A and 120-B have set internal clocks based on the received time, those nodes may

begin establishing communication links with neighboring nodes.

[0073] In Figure 10C, nodes 120-A and 120-B have begun establishing

communication links with neighbors. Once those links are established, nodes 120-A

and 120-B may begin propagating time across those links to the newly-acquired

neighboring nodes. In particular, nodes 120-A and 120-B may transmit instances of

time beacons 600 to those neighbors. Then, based on the time indicated in those

beacons, the neighboring nodes may in turn acquire additional neighbors.

[0074] In Figure 10D, the nodes within network 1000 have acquired significantly more

neighbors, and the time signal thus propagates throughout almost the entire network,

the exception being node 130-E. With time shared across so many nodes, each such

node may accurately target transmissions to any of the other nodes. Accurate

targeting of this nature depends on the current time, the MAC address of the targeted

node, and the number of channels used within network 1000, as previously described.

A given node in network 1000 may acquire network data 324 and/or node data 326

that includes such information from network management node 140-A.

[0075] In Figure 10E, node 130-E has finally joined network 1000. Since node 130-E

is substantially farther away from the other nodes of network 1000, nodes 130-D



and/or 130-E may perform various techniques in order to establish a communication

link with one another. For example, node 130-D may periodically reduce a data rate

when sending discovery packets to node 130-E. A lower data rate may permit

transmissions from node 130-D to 130-E to cover the distance between those nodes

more effectively. In addition, node 130-E may periodically widen a receive window to

capture additional packets. Since node 130-E is isolated from an accurate source of

time while the other nodes of network 1000 form communication links, node 130-E

may not be synchronized with those other nodes. Consequently, node 130-E may not

enter sniff mode 520 when node 130-D sends discovery packets. To mitigate this

potential issue, node 130-E could widen the receive window until a discovery packet

is received.

[0076] Referring generally to Figures 10A-1 0E, the nodes of network 1000 may obtain

various data that facilitates the formation of that network. As mentioned, each node

may obtain an accurate measure of time as well as MAC addresses of potential

neighbors. This data allows a given node to target discovery packets to neighbors

quickly. Each node may also be supplied with a network beacon schedule that

indicates when local advertisement beacons will be transmitted by neighboring nodes.

Based on this schedule, a given node may periodically widen the receive window until

capturing a local advertisement beacon from a neighboring node. The advertisement

beacon would include the MAC address of the neighboring node. Based on that MAC

address, the node may then transmit discovery packets to the neighboring node to

establish a communication link. In this fashion, nodes may populate neighbor tables.

[0077] In addition, node 140-A may perform various techniques to assist with the

formation and growth of network 1000. For example, node 140-A, once coupled to

one or more other nodes, may broadcast network data 324 and/or node data 326 to

those nodes. Such data may include MAC addresses, data rates, channel

information, and other types of data that may allow receiving nodes to acquire

additional neighbors. As a general matter, nodes 140 may perform a wide variety of

network management operations that facilitate both the formation of a network and

the ongoing ability of the network to function in a robust manner. In addition, nodes

140 may interoperate with one another to join together previously disjoint portions of

an overarching network. This particular functionality of nodes 140 is described in

greater detail below in conjunction with Figures 11A-1 1D.



[0078] Figures 11A-1 1D are conceptual diagrams illustrating network management

nodes interoperating to couple together disjoint network portions to form the network

system of Figure 1, according to one embodiment of the present invention. The

techniques described below may be implemented to join together network portions

104-1 and 104-2, which, as shown in Figure 1, may initially be disjoint from one

another.

[0079] As shown in Figure 11A, each of network portions 104-1 and 104-2 of Figure 1

are coupled to a network management node 140-3. Node 140-3 allows nodes 140-1

and 140-2 to exchange various data within one another, including network data 324

and node data 326. Network data 324 may include connectivity information, while

node data 326 may include MAC addresses. This data permits nodes 130-1 and 130-

4 to establish communication link 1100, as described in greater detail below.

[0080] In Figure 11B, nodes 140-1 and 140-2 exchange data 1110-1 and 1110-2 via

node 140-3. Again, data 1110 includes network-oriented data and node-oriented

data. Nodes 140-1 and 140-2 may exchange data 1110 when one of nodes 130-1 or

130-4 indicates that communication link 1100 is needed. In Figure 11C, node 140-1

transmits data 1110-2 to node 130-1 , and node 140-2 transmits data 1110-1 to node

130-4.

[0081 ] In Figure D, node 130-1 transmits discovery packet 1120 to node 130-4

based on data 1110-2, thereby establishing communication link 1100. In doing so,

node 130-1 may rely on at least two different techniques. First, node 130-1 may

parse connectivity information from data 1110-2 that reflects the topology of network

portion 104-2. Then, node 130-1 may transmit discovery packet 1120 through

network portion 104-1 to an access point 150 (not shown here) and then across

network portion 104-2 to node 130-4. Alternatively, node 130-1 may parse the MAC

address and data rate associated with node 130-4 and target that node directly.

Node 130-1 may rely on either such technique based on the distance between nodes

130-1 and 130-4.

[0082] Referring generally to Figures 11A-1 1C, these figures illustrate one exemplary

scenario where network management nodes 140 may couple together previously

disjoint network portions 104. In some embodiments, the functionality of node 140-3

may be performed by either of nodes 140-1 and 140-2. In further embodiments,



nodes 140-1 and 140-2 may share responsibility for managing network portions 104-1

and 1042. The general approach discussed above is also described in stepwise

fashion below in conjunction with Figure 12.

[0083] Figure 12 is a flow diagram of method steps for sharing connectivity

information between disjoint network portions in order to form a network system,

according to one embodiment of the present invention. Although the method steps

are described in conjunction with the systems of Figures 1-8 and 10A-1 1D, persons

skilled in the art will understand that any system configured to perform the method

steps, in any order, is within the scope of the present invention.

[0084] As shown, a method 1200 begins at step 1202, where node 140-3 identifies

node 130-1 within network portion 104-1 . Node 140-3 may identify node 130-1 based

on communicating with node 140-1 . At step 1202, node 140-2 identifies node 130-4

within network portion 104-2. Similarly, node 140-3 may identify node 130-4 based

on communication with node 140-2. At step 1206, node 140-3 determines that nodes

130-1 and 130-4 should be coupled together. Node 140-3 may make this

determination based on node 130-1 requesting to be coupled to node 130-4, or node

130-4 requesting to be coupled to node 130-1 , among other possibilities.

[0085] At step 1208, node 140-3 acquires data 1110-1 associated with network

portion 104-1 and provides that data to node 130-4 via node 140-2. Data 1110-1 may

include connectivity information associated with network portion 104-1 , as well as the

MAC address and data rate of node 130-1 . At step 121 0 , node 140-3 acquires data

1110-2 associated with network portion 104-2 and provides that data to node 130-1

via node 140-1 . Data 1110-2 may include connectivity information associated with

network portion 104-2, as well as the MAC address and data rate of node 130-4.

[0086] Based on data 1110 , nodes 130-1 and 130-4 may then establish

communication link 1100 with one another. Nodes 130-1 and 130-4 may

communicate directly, via targeted transmissions, or indirectly by traversing network

portions 104-1 and 104-2. By implementing this approach, a given network

management node 140, configured to manage one or more network portions 104, is

capable of coupling nodes within those network portions to other nodes within other

network portions 104.



[0087] In sum, a wireless mesh network includes heterogeneous types of nodes,

including continuously-powered nodes and battery-powered nodes. The battery-

powered nodes may reside in a sleeping state most of the time to conserve power.

The various nodes in the network may communicate with one another by transmitting

and receiving at scheduled times and on scheduled frequencies. The battery-

powered nodes may become active during the scheduled transmit and receive times.

Network management nodes may facilitate network formation by transmitting

information that reflects the scheduled transmit and receive times across the network.

Based on this data, the continuously-powered nodes and battery-powered nodes may

establish communication links with one another.

[0088] At least one advantage of the techniques described herein is that

heterogeneous types of nodes, such as continuously-powered nodes and battery-

powered nodes, may reside within the same wireless mesh network. Accordingly,

networks such as the "Internet of Things" may continue to grow, despite having a

heterogeneous mixture of device types. When each such device implements the

homogeneous communication protocol described herein, those devices may establish

communication links with one another. In addition, the functionality of the network

management nodes permits disjoint network portions to be coupled with one another,

further improving the degree to which heterogeneous devices can be connected.

[0089] The descriptions of the various embodiments have been presented for

purposes of illustration, but are not intended to be exhaustive or limited to the

embodiments disclosed. Many modifications and variations will be apparent to those

of ordinary skill in the art without departing from the scope and spirit of the described

embodiments.

[0090] Aspects of the present embodiments may be embodied as a system, method

or computer program product. Accordingly, aspects of the present disclosure may

take the form of an entirely hardware embodiment, an entirely software embodiment

(including firmware, resident software, micro-code, etc.) or an embodiment combining

software and hardware aspects that may all generally be referred to herein as a

"circuit," "module" or "system." Furthermore, aspects of the present disclosure may

take the form of a computer program product embodied in one or more computer

readable medium(s) having computer readable program code embodied thereon.



[0091 ] Any combination of one or more computer readable medium(s) may be utilized.

The computer readable medium may be a computer readable signal medium or a

computer readable storage medium. A computer readable storage medium may be,

for example, but not limited to, an electronic, magnetic, optical, electromagnetic,

infrared, or semiconductor system, apparatus, or device, or any suitable combination

of the foregoing. More specific examples (a non-exhaustive list) of the computer

readable storage medium would include the following: an electrical connection having

one or more wires, a portable computer diskette, a hard disk, a random access

memory (RAM), a read-only memory (ROM), an erasable programmable read-only

memory (EPROM or Flash memory), an optical fiber, a portable compact disc read

only memory (CD-ROM), an optical storage device, a magnetic storage device, or any

suitable combination of the foregoing. In the context of this document, a computer

readable storage medium may be any tangible medium that can contain, or store a

program for use by or in connection with an instruction execution system, apparatus,

or device.

[0092] Aspects of the present disclosure are described above with reference to

flowchart illustrations and/or block diagrams of methods, apparatus (systems) and

computer program products according to embodiments of the disclosure. It will be

understood that each block of the flowchart illustrations and/or block diagrams, and

combinations of blocks in the flowchart illustrations and/or block diagrams, can be

implemented by computer program instructions. These computer program

instructions may be provided to a processor of a general purpose computer, special

purpose computer, or other programmable data processing apparatus to produce a

machine, such that the instructions, which execute via the processor of the computer

or other programmable data processing apparatus, enable the implementation of the

functions/acts specified in the flowchart and/or block diagram block or blocks. Such

processors may be, without limitation, general purpose processors, special-purpose

processors, application-specific processors, or field-programmable processors.

[0093] The flowchart and block diagrams in the Figures illustrate the architecture,

functionality, and operation of possible implementations of systems, methods and

computer program products according to various embodiments of the present

disclosure. In this regard, each block in the flowchart or block diagrams may

represent a module, segment, or portion of code, which comprises one or more



executable instructions for implementing the specified logical function(s). It should

also be noted that, in some alternative implementations, the functions noted in the

block may occur out of the order noted in the figures. For example, two blocks shown

in succession may, in fact, be executed substantially concurrently, or the blocks may

sometimes be executed in the reverse order, depending upon the functionality

involved. It will also be noted that each block of the block diagrams and/or flowchart

illustration, and combinations of blocks in the block diagrams and/or flowchart

illustration, can be implemented by special purpose hardware-based systems that

perform the specified functions or acts, or combinations of special purpose hardware

and computer instructions.

[0094] While the preceding is directed to embodiments of the present disclosure,

other and further embodiments of the disclosure may be devised without departing

from the basic scope thereof, and the scope thereof is determined by the claims that

follow.



The Invention Claimed Is:

1. A non-transitory computer readable medium storing instructions that, when

executed by a processor, causes the processor to establish a communication link

between different network portions to generate a wireless mesh network, by

performing the steps of:

identifying a first node within a first network portion;

identifying a second node within a second network portion, wherein the first

network portion and the second network portion include separate and

distinct nodes;

obtaining first network data that is associated with the first network portion and

includes connectivity information related to the nodes included in the

first network portion; and

transmitting the first network data to the second node to enable the second

node to communicate with the first node based on the first network data.

2 . The non-transitory computer readable medium of claim 1, further comprising

the steps of:

obtaining second network data that is associated with the second network

portion and includes connectivity information related to the nodes

included in the second network portion; and

transmitting the second network data to the first node to enable the first node

to communicate with the second node based on the second network

data.

3 . The non-transitory computer readable medium of claim 2 , wherein transmitting

the second network data to the first node comprises transmitting the second network

data during formation of the second network portion.

4 . The non-transitory computer readable medium of claim 3 , wherein the second

network data includes one or more addresses corresponding to one or more neighbor

nodes that reside proximate to the second node and are included in the second

network portion, and wherein the second node transmits data to the one or more

neighbor nodes based on the second network data.



5 . The non-transitory computer readable medium of claim 1, further comprising

the step of determining that the second node generates data for transmission to the

first node prior to transmitting the first network data to the second node.

6 . The non-transitory computer readable medium of claim 1, further comprising

the step of causing a time-sourcing node within the second network portion to

transmit a first time beacon that indicates a time value to the second node.

7 . The non-transitory computer readable medium of claim 6 , wherein the time-

sourcing node comprises a continuously-powered node, and where causing the

continuously-powered node to transmit the first time beacon comprises providing the

continuously-powered node with an address associated with the second node.

8 . The non-transitory computer readable medium of claim 1, further comprising

the steps of:

configuring a first set of continuously-powered nodes included in the first

network portion to communicate with a first set of battery-powered

nodes included in the first network portion according to a unified

communication protocol; and

configuring a second set of continuously-powered nodes included in the

second network portion to communicate with a second set of battery-

powered nodes included in the second network portion according to the

unified communication protocol.

9 . The non-transitory computer readable medium of claim 8 , wherein configuring

the first set of continuously-powered nodes to communicate with the first set of

battery-powered nodes comprises causing the first set of continuously-powered

nodes to schedule data transmissions to the first set of battery-powered nodes based

on a first set of media access control addresses associated with the first set of

battery-powered nodes and based on a current time value.

10 . The non-transitory computer readable medium of claim 8 , wherein configuring

the second set of continuously-powered nodes to communicate with the second set of



battery-powered nodes comprises causing the second set of continuously-powered

nodes to schedule data transmissions to the second set of battery-powered nodes

based on a second set of media access control addresses associated with the second

set of battery-powered nodes and based on a current time value.

11. The non-transitory computer readable medium of claim 8 , wherein the first

network data includes first media access control addresses associated with the nodes

included in the first network portion, and wherein the second node, upon receipt of the

first network data, schedules data transmissions to the nodes included in the first

network portion based on the first media access control addresses and based on a

current time value.

12. A system for coupling together different network portions to generate a

wireless mesh network, comprising:

a primary network management node, including:

a memory that includes a network management application, and

a processor that, in conjunction with executing the network management

application, performs the steps of:

identifying a first node within a first network portion,

identifying a second node within a second network portion,

wherein the first network portion and the second network

portion include separate and distinct nodes,

obtaining first network data that is associated with the first

network portion and includes connectivity information

related to the nodes included in the first network portion,

and

transmitting the first network data to the second node to enable

the second node to communicate with the first node based

on the first network data.

The system of claim 12, further comprising:

a first network management node that resides within the first network portion,

including:



a first memory that includes a first network management application,

and

a first processor that, in conjunction with executing the first network

management application, transmits the first network data to the

primary network management node.

14. The system of claim 13 , wherein the first processor, in conjunction with

executing the first network management application, configures a first set of

continuously-powered nodes included in the first network portion to communicate with

a first set of battery-powered nodes included in the first network portion according to a

unified communication protocol by causing the first set of continuously-powered

nodes to schedule data transmissions to the first set of battery-powered nodes based

on a first set of media access control addresses associated with the first set of

battery-powered nodes and based on a current time value.

15 . The system of claim 14, wherein the first set of battery-powered nodes and the

second set of battery-powered nodes reside in a sleeping state for a fraction of time

that exceeds a fraction of time that the first set of continuously-powered nodes and

the second set of continuously-powered nodes reside in the sleeping state.

16. The system of claim 12, wherein the processor, in conjunction with executing

the network management application, performs the additional steps of:

obtaining second network data that is associated with the second network

portion and includes connectivity information related to the nodes

included in the second network portion; and

transmitting the second network data to the first node to enable the first node

to communicate with the second node based on the second network

data.

The system of claim 16, further comprising:

a second network management node that resides within the second network

portion, including:

a second memory that includes a second network management

application, and



a second processor that, in conjunction with executing the second

network management application, transmits the second network

data to the primary network management node.

18 . The system of claim 17, wherein the second processor, in conjunction with

executing the second network management application, configures a second set of

continuously-powered nodes included in the second network portion to communicate

with a second set of battery-powered nodes included in the second network portion

according to a unified communication protocol by causing the second set of

continuously-powered nodes to schedule data transmissions to the second set of

battery-powered nodes based on a second set of media access control addresses

associated with the second set of battery-powered nodes and based on a current time

value.

19 . A computer-implemented method for establishing a communication link

between different network portions to generate a wireless mesh network, the method

comprising:

identifying a first node within a first network portion;

identifying a second node within a second network portion, wherein the first

network portion and the second network portion include separate and

distinct nodes;

obtaining first network data that is associated with the first network portion and

includes connectivity information related to the nodes included in the

first network portion; and

transmitting the first network data to the second node to enable the second

node to communicate with the first node based on the first network data.

20. The computer-implemented method of claim 19 , wherein the first network data

includes first media access control addresses associated with the nodes included in

the first network portion, and wherein the second node, upon receipt of the first

network data, schedules data transmissions to the nodes included in the first network

portion based on the first media access control addresses and based on a current

time value.



The computer-implemented method of claim 20, further comprising:

obtaining second network data that is associated with the second network

portion and includes connectivity information related to the nodes

included in the second network portion; and

transmitting the second network data to the first node to enable the first node

to communicate with the second node based on the second network

data.

22. The computer-implemented method of claim 2 1, wherein the second network

data includes first media access control addresses associated with the nodes

included in the second network portion, and wherein the first node, upon receipt of the

second network data, schedules data transmissions to the nodes included in the

second network portion based on the second media access control addresses and

based on a current time value.

23. A non-transitory computer readable medium including instructions that, when

executed by a processor, cause the processor to perform the steps of:

obtaining registration data associated with a network;

transmitting a first packet to a first battery-powered node participating within

the network based on the registration data and according to a first

communication protocol; and

transmitting a second packet to a first continuously-powered node participating

within the network based on the registration data and according to the

first communication protocol,

wherein the first communication protocol governs at least a portion of

communications across a plurality of nodes participating within the

network, and the plurality of nodes includes one or more battery-

powered nodes and one or more continuously-powered nodes.

24. The non-transitory computer-readable medium of claim 23, wherein the

registration data comprises data indicating a number of available channels within the

network and a measure of time maintained within the network, and data indicating a

media access control (MAC) address associated with the first battery-powered node

and a MAC address associated with the continuously-powered node.



25. The non-transitory computer-readable medium of claim 24, further comprising

executing a hash function based on the number of available channels within the

network, the measure of time, and the MAC address of the first battery-powered node

to determine a first channel on which to transmit the first packet to the battery-

powered node and a first time at which to transmit the first packet

26. The non-transitory computer-readable medium of claim 25, wherein the

battery-powered node is receptive to communications at the first time and on the first

channel and inactive for a period of time following the first time.

27. The non-transitory computer-readable medium of claim 24, further comprising

executing a hash function based on the number of available channels within the

network, the measure of time, and the MAC address of the first continuously-powered

node to determine a first channel on which to transmit the second packet to the

continuously-powered node and a first time at which to transmit the second packet

28. The non-transitory computer-readable medium of claim 23, further comprising

transitioning to a first state for a first interval of time in order to periodically monitor a

first channel with a first frequency for a response from either the battery-powered

node or the continuously-powered node.

29. The non-transitory computer-readable medium of claim 28, further comprising,

upon determining that the response was not received during the first interval of time,

transitioning to the first state for a second interval of time, wherein the second interval

of time exceeds the first interval of time.

30. The non-transitory computer-readable medium of claim 28, further comprising,

upon determining that the response was not received during the first interval of time,

periodically monitoring the first channel with a second frequency, wherein the second

frequency exceeds the first frequency.



3 1 . The non-transitory computer-readable medium of claim 23, wherein at least

one of the first packet and the second packet comprises a time beacon that includes a

measure of time maintained within the network.

32. The non-transitory computer-readable medium of claim 23, wherein each of the

first packet and the second packet is transmitted across the network based on

transmit parameters that includes at least one of gear data, channel data, receive

bandwidth, zero channel, preamble length, receive window, receive schedule, duty

cycle, acknowledge wait time, and beacon schedule.

33. The non-transitory computer-readable medium of claim 32, wherein the first

packet is transmitted to the battery-powered node based on a first set of values for

the transmit parameters, the first set of values being unique to battery-powered nodes

in the network, and wherein the second packet is transmitted to the continuously-

powered node based on a second set of values for the transmit parameters, the

second set of values being unique to continuously-powered nodes in the network.

34. The non-transitory computer readable medium of claim 33, wherein at least

one of the battery-powered node and the continuously-powered node also

participates in at least one other network.

35. A computing device, comprising:

a memory storing a software application; and

a processor coupled to the memory that, when executing the software

application, is configured to:

obtain registration data associated with a network,

transmit a first packet to a first battery-powered node participating within

the network based on the registration data and according to a

first communication protocol, and

transmit a second packet to a first continuously-powered node

participating within the network based on the registration data

and according to the first communication protocol,

wherein the first communication protocol governs at least a portion of

communications across a plurality of nodes participating within



the network, and the plurality of nodes includes one or more

battery-powered nodes and one or more continuously-powered

nodes.

36. The computing device of claim 35, wherein the registration data comprises

data indicating a number of available channels within the network and a measure of

time maintained within the network, and data indicating a media access control (MAC)

address associated with the first battery-powered node and a MAC address

associated with the continuously-powered node.

37. The computing device of claim 36, further comprising executing a Jenkins hash

with different portions of the registration data to determine a first channel on which to

transmit the first packet to the battery-powered node at a first time, and a second

channel on which to transmit the second packet to the continuously-powered node at

a second time.

38. The computing device of claim 35, wherein the processor is further configured

to transition to a first state for a first interval of time in order to periodically monitor a

first channel with a first frequency for a response from either the battery-powered

node or the continuously-powered node.

39. The computing device of claim 38, wherein the processor is further configured

to, upon determining that the response was not received during the first interval of

time, transition to the first state for a second interval of time, wherein the second

interval of time exceeds the first interval of time.

40. The computing device of claim 38, wherein the processor is further configured

to, upon determining that the response was not received during the first interval of

time, periodically monitoring the first channel with a second frequency, wherein the

second frequency exceeds the first frequency.

4 1. The computing device of claim 35, wherein each of the first packet and the

second packet is transmitted across the network based on transmit parameters that

includes at least one of gear data, channel data, receive bandwidth, zero channel,



preamble length, receive window, receive schedule, duty cycle, acknowledge wait

time, and beacon schedule.

42. The computing device of claim 4 1, wherein the processor transmits the first

packet to the battery-powered node based on a first set of values for the transmit

parameters, the first set of values being unique to battery-powered nodes in the

network, and transmits the second packet to the continuously-powered node based

on a second set of values for the transmit parameters, the second set of values being

unique to continuously-powered nodes in the network.

43. A computer-implemented method for configuring a node to participate in a

network, the method comprising:

obtaining registration data associated with a network;

transmitting a first packet to a first battery-powered node participating within

the network based on the registration data and according to a first

communication protocol; and

transmitting a second packet to a first continuously-powered node participating

within the network based on the registration data and according to the

first communication protocol,

wherein the first communication protocol governs at least a portion of

communications across a plurality of nodes participating within the

network, and the plurality of nodes includes one or more battery-

powered nodes and one or more continuously-powered nodes.

44. The computer-implemented method of claim 43, wherein obtaining the

registration data comprises registering to participate in the network with a network

management entity configured to manage communications between nodes within the

network, and wherein the network management entity is also configured to manage

communications between nodes that reside within the network and nodes that reside

within at least one other network.
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