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(57) ABSTRACT 
An analysis of a digitized image is provided. The digitized 
image is repeatedly convolved to form first convolved 
images, which first convolved images are convolved a second 

time to form second convolved images. Each first convolved 
image and the respective second convolved image represent 
ing a stage, and each stage represents a different scale or size 
of anomaly. As an example, the first convolution may utilize 
a Gaussian convolver, and the second convolution may utilize 
a Laplacian convolver, but other convolvers may be used. The 
second convolved image from a current stage and the first 
convolved image from a previous stage are used with a neigh 
borhood median determined from the second convolved 
image from the current stage by a peak detector to detect 
peaks, or possible anomalies for that particular scale. 

20 Claims, 18 Drawing Sheets 
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MICROCALCIFICATION DETECTION 
CLASSIFICATION INRADIOGRAPHC 

IMAGES 

This application claims the benefit of U.S. Provisional 
Application Ser. No. 61/343,609, filed on May 2, 2010, U.S. 
Provisional Application Ser. No. 61/343,608, filed on May 2, 
2010, U.S. Provisional Application Ser. No. 61/343,552, filed 
on May 2, 2010, U.S. Provisional Application Ser. No. 
61/343,557, filed on Apr. 30, 2010, U.S. Provisional Appli 
cation Ser. No. 61/395,029, filed on May 6, 2010, U.S. Pro 
visional Application Ser. No. 61/398,571, filed on Jun. 25. 
2010, U.S. Provisional Application Ser. No. 61/399,094, filed 
on Jul. 7, 2010, and U.S. Provisional Application Ser. No. 
61/400,573, filed on Jul. 28, 2010, all of which applications 
are hereby incorporated herein by reference. 

TECHNICAL FIELD 

The present disclosure relates generally to computer-aided 
detection and classification of microcalcification-like signa 
tures in radiographic images, and more particularly to a clas 
sification system and method for microcalcification candi 
dates. 

BACKGROUND 

Radiologists use radiographic images such as mammo 
grams to detect and pinpoint Suspicious lesions in a patient as 
early as possible, e.g., before a disease is readily detectable by 
other, intrusive methods. As such, there is real benefit to the 
radiologist being able to locate, based on imagery, extremely 
Small cancerous lesions and precursors. Microcalcifications, 
particularly those occurring in certain types of clusters, are 
one signature of concern. Although the individual calcifica 
tions tend to readily absorb radiation and can thus appear 
quite bright in a radiographic image, various factors including 
extremely small size, occlusion by other natural structure, 
appearance in a structurally “busy portion of the 

Computer-Aided Detection (CAD) algorithms have been 
developed to assist radiologists in locating potential lesions in 
a radiographic image. CAD algorithms operate within a com 
puter on a digital representation of the mammogram set for a 
patient. The digital representation can be the original or pro 
cessed sensor data, when the mammograms are captured by a 
digital sensor, or a scanned version of a traditional film-based 
mammogram set. An "image.” as used herein, is assumed to 
be at least two-dimensional data in a suitable digital repre 
sentation for presentation to CAD algorithms, without dis 
tinction to the capture mechanism originally used to capture 
patient information. The CAD algorithms search the image 
for objects matching a signature of interest, and alert the 
radiologist when a signature of interest is found. 
One signature of interest is a microcalcification. Existing 

CAD algorithms use various strategies to locate potential 
microcalcifications. In U.S. Pat. No. 6,014,452, all pixels 
having an intensity above a global fixed threshold are used as 
seed locations for potential microcalcifications. U.S. Pat. No. 
6,801,645 applies a difference of Gaussians filter to enhance 
microcalcifications, and then thresholds. U.S. Pat. No. 7,593, 
561 applies a fixed filter that enhances contrast at an image 
location when a central 3x3 pixel region is brighter than pixel 
rings three and six pixels from the image location, and then 
adaptively and iteratively thresholds the adjusted image to 
obtain a desired number of clusters. 

Another signature of interest is a microcalcification cluster. 
Existing CAD algorithms use various strategies to label 
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2 
potential microcalcification clusters as Suspicious, including 
trained neural networks and feature-weighted linear discrimi 
nants, as demonstrated in U.S. Pat. No. 7,593,561. 

Classification of anomalies may be performed using a 
probability density function (PDF) that describes the relative 
likelihood of observing any given sample value of a random 
variable. The integral of a PDF over all possible values is 1: 
the integral of a PDF over a subset of the random variable's 
range expresses the probability that a drawn sample of a 
random variable will fall within that range. 
PDFs that can be expressed by a closed-form equation are 

generally well understood, and many applications for Such 
PDFs have been developed. On the other hand, the practical 
estimation of a PDF for a complex multidimensional random 
variable, particularly one with an unknown and possibly 
irregular distribution in each dimension, and/or long, sparsely 
populated tails, has in large part eluded researchers. In the 
area of pattern and image recognition, for instance, many 
researchers have abandoned PDF approaches and concen 
trated on known solvable alternatives, such as Neural Net 
works and linear discriminant functions, due to the practical 
difficulties in applying a PDF approach. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The following is a brief description of the drawings, which 
illustrate exemplary embodiments of the present invention 
and in which: 

FIG. 1 is a system-level diagram for an anomaly detection 
system in accordance with an embodiment; 

FIG. 2 is a component diagram of a Computer-Aided 
Detection (CAD) unit in accordance with an embodiment; 

FIG. 3 is a component diagram of a detection unit in accor 
dance with an embodiment; 

FIG. 4 contains a block diagram for a peak detection pro 
cessing system according to an embodiment; 

FIG. 5 contains a flowchart for an object boundary deter 
mination procedure according to an embodiment; 

FIG. 6 depicts object boundary rings as used in one step of 
FIG. 2: 

FIG. 7 illustrates boundary distance mapping as used to 
weight pixels within an object boundary in an embodiment; 

FIG.8 shows steps in a further refinement of the boundary 
associated with an object according to an embodiment; 

FIG. 9 contains a block diagram for a microcalcification 
classification process according to a first embodiment; 

FIG. 10 shows a boundary description for a segmented 
object, for use in describing object feature calculation in the 
following figures; 

FIG. 11 depicts aspect ratio measurements for the FIG. 10 
boundary description; 

FIG. 12 illustrates the construction of a convex hull 
description for the FIG. 10 boundary description: 

FIG. 13 illustrates measurements used in the calculation of 
an edge variance feature for the FIG. 10 boundary descrip 
tion; 

FIG. 14 shows the orientations used to calculate a ridge 
ratio feature for the FIG. 10 boundary description; 

FIG. 15 illustrates the formation of neighborhood prob 
ability plots used in a second classification stage; 

FIG. 16 shows steps in a two-stage clustering technique 
according to an embodiment; 

FIG. 17 depicts convex hull and locally-concave hull rep 
resentations of cluster shape; 

FIG. 18 illustrates a coordinate system adopted in an 
embodiment of the invention; 
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FIGS. 19a and 19b illustrate a classifier probability unit in 
accordance with an embodiment; 

FIG. 20 illustrates a closed form PDF and a histogram of a 
sample distribution drawn from the probability distribution; 

FIG. 21 shows, conceptually, estimation of a sigma value 
for a hypothetical one-dimensional distribution expressed by 
a set of representation points; 

FIG. 22 shows application of the FIG. 21 sigma value to 
estimation of the PDF at the evaluation point; and 

FIG. 23 is a block diagram of a desktop computing device 
in accordance with an embodiment. 

DETAILED DESCRIPTION OF ILLUSTRATIVE 
EMBODIMENTS 

The making and using of embodiments are discussed in 
detail below. It should be appreciated, however, that the 
present invention provides many applicable inventive con 
cepts that can be embodied in a wide variety of specific 
contexts. The specific embodiments discussed are merely 
illustrative of specific ways to make and use the invention, 
and do not limit the scope of the invention. 

For example, embodiments discussed herein are generally 
described in terms of assisting medical personnel in the 
examination of breast X-ray images. Such as those that may be 
obtained in the course of performing a mammogram by locat 
ing and classifying possible anomalies for review by medical 
personnel. Other embodiments, however, may be used for 
other situations, including, for example, detecting and clas 
Sifying anomalies in other tissues such as lung tissue, any type 
of image analysis for statistical anomalies, and the like. 

Referring now to the drawings, wherein like reference 
numbers are used herein to designate like or similar elements 
throughout the various views, illustrative embodiments of the 
present invention are shown and described. The figures are 
not necessarily drawn to scale, and in Some instances the 
drawings have been exaggerated and/or simplified in places 
for illustrative purposes only. One of ordinary skill in the art 
will appreciate the many possible applications and variations 
of the present invention based on the following illustrative 
embodiments of the present invention. 

Referring first to FIG. 1, a system 100 for assisting in 
detecting anomalies during, for example, mammograms, is 
illustrated in accordance with an embodiment. The system 
100 includes an imaging unit 102, a digitizer 104, and a 
Computer-Aided Detection (CAD) unit 106. The imaging 
unit 102 captures one or more images, such as X-ray images, 
of the area of interest, such as the breast tissue. In the embodi 
ment in which the system 100 is used to assist in analyzing a 
mammogram, a series of four X-ray images may be taken 
while the breast is compressed to spread the breast tissue, 
thereby aiding in the detection of anomalies. The series of 
four X-ray images include a top-down image, referred to as a 
cranio caudal (CC) image, for each of the right and left 
breasts, and an oblique angled image taken from the top of the 
sternum angled downwards toward the outside of the body, 
referred to as the medio lateral oblique (MLO) image, for 
each of the right and left breasts. 
The one or more images may be embodied on film or 

digitized. Historically the one or more images are embodied 
as X-ray images on film, but current technology allows for 
X-ray images to be captured directly as digital images in much 
the same way as modern digital cameras. As illustrated in 
FIG. 1, a digitizer 104 allows for digitization of film images 
into a digital format. The digital images may be formatted in 
any suitable format, Such as industry standard Digital Imag 
ing and Communications in Medicine (DICOM) format. 
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4 
The digitized images, e.g., the digitized film images or 

images captured directly as digital images, are provided to a 
Computer-Aided Detection (CAD) unit 106. As discussed in 
greater detail below, the CAD unit 106 processes the one or 
more images to detect possible locations of various types of 
anomalies, such as calcifications, relatively dense regions, 
distortions, and/or the like. Once processed, locations of the 
possible anomalies, and optionally the digitized images, are 
provided to an evaluation unit 108 for viewing by a radiolo 
gist, the attending doctor, or other personnel, with or without 
markings indicating positions of any detected possible 
anomalies. The evaluation unit 108 may comprise a display, a 
workstation, portable device, and/or the like. 

FIG. 2 illustrates components that may be utilized by the 
CAD unit 106 (see FIG. 1) in accordance with an embodi 
ment. Generally, the CAD unit 106 includes a segmentation 
unit 202, one or more detection units 204a-204n, and one or 
more display pre-processors 206a-206n. As will be appreci 
ated, an X-ray image, or other image, may include regions 
other than those regions of interest. For example, an X-ray 
image of a breast may include background regions as well as 
other structural regions such as the pectoral muscle. In these 
situations, it may be desirable to segment the X-ray image to 
define a search area, e.g., a bounded region defining the breast 
tissue, on which the one or more detection units 204a-204n is 
to analyze for anomalies. 
The one or more detection units 204a-204c analyze the one 

or more images, or specific regions as defined by the segmen 
tation unit 202, to detect specific types of features that may 
indicate one or more specific types of anomalies in the 
patient. For example, in an embodiment for use in examining 
human breast tissue, the detection units 204a-204m may com 
prise a calcification unit, a density (mass) unit, and a distor 
tion unit. As is known in the medical field, the human body 
often reacts to cancerous cells by Surrounding the cancerous 
cells with calcium, creating micro-calcifications. These 
micro-calcifications may appear as Small, bright regions in 
the X-ray image. The calcification unit detects and identifies 
these regions of the breast as possible micro-calcifications. 

It is further known that cancerous regions tend to be denser 
than Surrounding tissue, so a region appearing as a generally 
brighter region indicating densertissue than the Surrounding 
tissue may indicate a cancerous region. Accordingly, the den 
sity unit analyzes the one or more breast X-ray images to 
detect relatively dense regions in the one or more images. 
Because the random overlap of normal breast tissue may 
Sometimes appear Suspicious, in some embodiments the den 
sity unit may correlate different views of an object, e.g., a 
breast, to determine if the dense region is present in other 
corresponding views. If the dense region appears in multiple 
views, then there is a higher likelihood that the region is truly 
malignant. 
The distortion unit detects structural defects resulting from 

cancerous cells effect on the Surrounding tissue. Cancerous 
cells frequently have the effect of “pulling in surrounding 
tissue, resulting in speculations that appear as a stretch mark, 
star pattern, or other linear line patterns. 

It should be noted that the above examples of the detection 
units 204a-204n, e.g., the calcification unit, the density unit, 
and the distortion unit, are provided for illustrative purposes 
only and that other embodiments may include more or fewer 
detection units. It should also be noted that some detection 
units may interact with other detection units, as indicated by 
the dotted line 208. The detection units 204a-204n are dis 
cussed in greater detail below with reference to FIG. 3. 
The display pre-processors 206a-206n create image data to 

indicate the location and/or the type of anomaly. For example, 
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micro-calcifications may be indicated by a line encircling the 
area of concern by one type of line (e.g., Solid lines), while 
speculations (or other type of anomaly) may be indicated by 
a line encircling the area of concern by another type of line 
(e.g., dashed lines). 

FIG. 3 illustrates components of that may be utilized for 
each of the detection units 204a-204n in accordance with an 
embodiment. Generally, each of the detection units 204a 
204m may include a detector 302, a feature extractor 304, and 
a classifier 306. The detector 302 analyzes the image to iden 
tify attributes indicative of the type of anomaly that the detec 
tion unit is designed to detect, such as calcifications, and the 
feature extractor 304 extracts predetermined features of each 
detected region. For example, the predetermined features 
may include the size, the signal-to-noise ratio, location, and 
the like. 

The classifier 306 examines each extracted feature from the 
feature extractor 304 and determines a probability that the 
extracted feature is an abnormality. Once the probability is 
determined, the probability is compared to a threshold to 
determine whether or not a detected region is to be reported as 
a possible area of concern. 
A suitable segmentation unit 202 is specified in U.S. Pro 

visional Application Ser. Nos. 61/400,573 and 61/398,571, a 
Suitable detection unit for detecting and classifying malignant 
masses is specified in U.S. Provisional Application Ser. No. 
61/343,552 and co-filed U.S. PCT Patent Application Ser. No. 
PCT/US 11/34698, a suitable detection unit for detecting and 
classifying speculated malignant masses is specified in U.S. 
Provisional Application Ser. No. 61/395,029 and co-filed 
U.S. PCT Patent Application Ser. No. PCT/US/US 11/34699, 
a suitable probability density function estimator is specified 
in U.S. Provisional Application Ser. No. 61/343,608 and co 
filed U.S. PCT Patent Application Ser. No. PCT/US11/ 
34700, and suitable display pre-processors are specified in 
U.S. Provisional Application Ser. Nos. 61/399,094, all of 
which are incorporated herein by reference. 

The following paragraphs provide greater details regarding 
a microcalcification detection unit, such as may be utilized as 
one or more of the detection units 204a-204n (see FIG. 2) in 
accordance with an embodiment. In particular, the following 
paragraphs explain the detection and classification of an 
object as a possible microcalcification and the detection and 
classification of groupings of possible microcalcifications 
objects as a microcalcification cluster. 

Prior art approaches for locating potential microcalcifica 
tions in an image detect some easy-to-find signatures. What 
would be more beneficial to a radiologist is a detection system 
that can work on radiographic images obtained using a variety 
of capture systems, to detect hard-to-find microcalcifications 
and point out their locations to a radiologist. The embodi 
ments described herein work with a large range of capture 
systems to produce a list of "peaks. i.e., potential microcal 
cification locations, and refining these into object descrip 
tions for processing by a microcalcification classifier/recog 
nition system. 
As opposed to prior art approaches, the embodiments 

described herein work at a priority of “scales' to detect peaks 
before turning these into objects. Each scale is optimized to 
detect peaks in a certain absolute size range. Because finding 
microcalcifications based on absolute intensity or edge 
strength can be problematic, the preferred embodiments use a 
contrast ratio based on a large neighborhood average value, 
e.g., a median measurement. Preferably, objects found at a 
Smaller scale that are above a given contrastratio are excluded 
from median calculationathigher scales, thus further improv 
ing detection performance. 
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6 
Prior art approaches for labeling microcalcifications as 

Suspicious rely on approaches in which it is difficult to sys 
tematically separate cancerous from benign signatures, or 
understand why a system is performing or not performing as 
desired. The system described herein uses probability density 
functions, in a three-stage classifier, to robustly model distri 
butions for a variety of features in what is believed to be a 
near-optimal manner at each stage, in order to classify micro 
calcifications. The overall structure of the classification pro 
cess, as well as the individual stages, feature sets, coordinate 
system, and many of the individual features, are believed 
novel. 

Referring now to FIG. 4, there is illustrated peak detection 
according to an embodiment 400. Preferably, the image is 
resealed, if necessary, to about a 40 micron pixel size prior to 
running the peak detection procedure. Other scales can be 
used, but the 40 micron size has been found to provide 
adequate feature detail without creating an undue processing 
burden. As different film Scanners and digital capture systems 
can present different input pixel resolutions to the CAD sys 
tem, an input pixel resolution parameter is used to determine 
Scaling. For a mammogram, the image is preferably pre 
processed to segment areas representing breast tissue for 
processing, and to remove artifacts such as Scratches and 
other bright lines prior to microcalcification detection. 
The scaled image is recursively convolved with a Gaussian 

kernel in stages 410b-410fto produce smoothed images at a 
variety of scales, one image for each filter recursion. Several 
mathematical properties of Gaussian pulses are used to 
advantage to significantly reduce processing time. First, as 
the convolution of two Gaussian pulses, with standard devia 
tions O and O2, produces a Gaussian pulse with standard 
deviation Volo.’, Smoothed images at larger scales are 
produced by repeated convolution with smaller kernels, 
instead of a single convolution with a large kernel. Second, 
since a two-dimensional circularly symmetric Gaussian pulse 
is linearly separable into two one-dimensional Gaussian 
pulses (one 1Xn pixels and the othernx1 pixels in size, where 
n is truncated at approximately plus and minus 3O, expressed 
in pixels, for processing efficiency), each convolution is fur 
ther optimized using two one-dimensional convolutions trun 
cated at 3O on each side of the peak. Of course, one who was 
not interested in computational efficiency could optionally 
select to use only one, or neither, of these techniques. 

In a preferred embodiment, the scales are selected such that 
the variance doubles from one scale to the next, e.g., O, 
V2O, such that the Gaussian-Smoothed images select to spot 
sizes that double in area with each increase of scale. This 
requires that for each step, the Gaussian kernel applied has the 
same standard deviation as the current cumulatively applied 
standard deviation. The first stage processing uses Oo-0, e.g., 
no additional blur is applied over whatever exists in the scaled 
input image. For the first and second blur steps (O and O.), 
the applied kernel in Gaussian filters 410b and 410c has a 
standard deviation of 25v2 a microns, such that the second 
and third stage input images represent Gaussian-blurred ver 
sions of the input image with respective blur Standard devia 
tions O-35 microns (approximately) and O-50 microns. 
The third blur step applies a Gaussian kernel with standard 
deviation 50 microns, such that the fourth stage 410d output 
blurred image has a blur standard deviation of 50V2 microns. 
Continuing in likewise fashion, additional stages 410e, 410f. 
etc., receive blurred images with blur standard deviations 
(rounded in some cases) of 100 microns, 140 microns, 200 
microns, 280 microns, etc. In one embodiment, the stages are 
truncated once the blur standard deviation roughly equals the 
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radius of the largest calcification size of interest, e.g., about 
300 microns. Other scale-stepping strategies can be 
employed, but extensive testing has shown this strategy to be 
robust for detecting a wide variety of spot sizes. 

Each processing stage receives its Gaussian-blurred image 
(the first stage image is not blurred) and convolves that image 
with a Laplacian function, or other second derivative func 
tion, in a Laplacian filter stage. The Laplacian function pro 
duces a "curvature' image, e.g., flat or linearly sloping image 
areas produce a Zero output response, a positive peak pro 
duces a positive output response, and a negative peak pro 
duces a negative output response (saddle points and image 
areas curving in one direction can also produce a response). 

At the first Laplacian filter stage 412a, the output of the 
Laplacian filter is supplied to a median filter 416a, which 
calculates the median absolute curvature in a local neighbor 
hood, e.g., a 4 mm area (100x100 pixels) centered on each 
pixel. The median filter 416a produces a neighborhood 
median output image NM for use by the O processing stage. 

At the O-scale stage, the Gaussian-Smoothed image from 
filter 410b is input to a Laplacian filter stage 412b, which 
detects curvature in the Smoothed image. The curvature 
image is input to a 'surgery stage 414b. The Surgery stage 
compares, for each pixel location, the pixel relative contrast 
(Laplacian value divided by the neighborhood median NM at 
the same pixel location) to a threshold for that scale. In one 
embodiment, the threshold for a scale is a multiple of a global 
(taken overall breast area in the current image) median abso 
lute deviation, where the multiple is experimentally deter 
mined for a given image capture device characteristic (mul 
tiples of 3 to 5 are typical). Those Laplacian pixels that are 
outliers are marked as such in a Surgery mask at Surgery stage 
414b. Also, pixels Surrounding a pixel marked for Surgery are 
also marked in the Surgery mask, with the dilation of the mark 
a function of the current scale standard deviation. Dilation 
values of around three times the current scale standard devia 
tion provide acceptable performance in a tested embodiment. 

The Surgery mask is passed to neighborhood median stage 
416b. As stage 416b calculates a neighborhood median at a 
particular pixel, it excludes the pixels marked for Surgery, and 
counts the number of valid pixels. The number of valid pixels 
is also saved for the current pixel. If too many pixels are 
excluded from the neighborhood median calculation of a 
pixel marked for Surgery, that pixel’s neighborhood median is 
replaced with the median value of their neighboring non 
masked pixels. This prevents areas of high curvature from 
skewing the median calculation for the next stage. Median 
filter stage 416b thus produces a neighborhood median output 
image NM based on the output of Surgery stage 414b. 

At the O-scale stage, the Gaussian-Smoothed image from 
filter 410c is processed through a Laplacian filter 412c, a 
Surgery stage 414c, and a median filter stage 416C, which 
function identically to the corresponding filters in the 
O-scale stage. Identical processing occurs in the later stages 
as well. 

Beginning with the O-scale stage, the system searches for 
potential microcalcification peaks. A peak detector 418d 
receives three input images: the Gaussian-Smoothed output 
image G (with a 50-micron Gaussian-blur Standard deviation 
applied) from filter 410c: the curvature image C output from 
Laplacian filter 412d; and the neighborhood median image 
NM from median filter 416d. The peak detector searches 
Gaussian-Smoothed output image G. for pixels that are local 
maxima (greater intensity than all eight neighbors). For each 
pixel G(i,j) that is a local maxima, peak detector 418d cal 
culates a noise-normalized contrastratio CR as the ratio C(i. 
j)/NM (i,j). 
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8 
A threshold stage 420d receives the local maxima G(i,j) 

positions and contrast ratios. Threshold stage 420d applies a 
contrastratio threshold, which can be experimentally selected 
for a given set of input image characteristics to achieve a 
desired sensitivity, e.g., calculated in similar fashion to the 
Surgery threshold. The local maxima locations with a contrast 
ratio higher than the threshold are stored in a peak list 422d 
for further processing. 

Similar peak detection and thresholding is performed at 
Subsequent scales to create additional peak lists 422e, 422f. 
etc. 

The peaks in each peak list are next examined individually, 
and grown into objects to match their apparent size and shape, 
using the image output by Gaussian filter 410.b (e.g., a slightly 
smoothed version of the original image). FIG. 5 presents a 
flowchart 500 showing how this is accomplished for one 
peak. Each object starts out as a single pixel peak with a 
relative contrast ratio. Block 502 examines the neighbors of 
the peak pixel, in the Smoothed image at the same scale that 
the peak was found, and selects the brightest neighbor for 
inclusion with the peak pixel as part of the object. Block 504 
calculates a cumulative contrast ratio CR for the object as 
then defined, by adding the contrast ratio for the selected 
neighbor to CR as it existed prior to the neighbor's selection. 
Block 506 then updates an object membership list with the 
new pixel’s identity and the updated CR. Block 508 iterates 
back to block 502 a total ofNs times, where Ns depends on the 
scale at which the peak was detected, and is large enough to 
describe the total object membership for peaks matched to 
that scale (thus Ns increases roughly proportional to the 
square of the scale). 
At each iteration, block 502 selects the next-brightest pixel 

neighboring the already-included pixels. After Ns. Such itera 
tions, the membership list created by block 506 contains a list 
of the object member pixels, in the order in which they were 
added, and the cumulative CR at each step. Block 508 passes 
control to block 510, which searches the membership list for 
the membership having the maximum CR. The object mem 
bership is pruned back to this level. 

Process 500 next refines the object boundary using a dila 
tion step 512, as the previous growth process tends towards 
under-inclusion. Referring to FIG. 6, an exemplary object 
boundary 602 is depicted, surrounded by three concentric 
rings 604, 606, 608, spaced at one-pixel distances from the 
object boundary. Dilation step 512 traverses each ring and 
computes at each pixel an average intensity, and also traverses 
the boundary ring 602 of the object and computes an average 
intensity. A second derivative for ring 604 is calculated as the 
Summed average intensities of rings 602 and 606, minus 
twice the average intensity of ring 604. A second derivative 
for ring 606 is calculated as the Summed average intensities of 
rings 604 and 608, minus twice the average intensity of ring 
606. When the second derivative for ring 606 exceeds that of 
ring 604, ring 604 is added to the object, and the process 
repeats (with a new ring, not shown, added for calculation 
purposes). This process continues untila maximum allowable 
dilation is reached, or until a decrease in second derivative is 
observed for the newly added ring. 

After dilating the object membership to find the approxi 
mate maximum extent of the object, process 500 calculates an 
object contrast ratio based on the membership. In one 
embodiment, a weighted average intensity value is calcu 
lated, where pixels closer to the object boundary receive less 
weight in the average. 
One way of assigning object boundary distance is with an 

erosion function. FIG. 7 shows an exemplary erosion map 
700 for a dilated object boundary. A counter for each pixel is 
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incremented, and pixels at the boundary of the object mem 
bership (one of the four left, right, up, down neighbors are not 
members) are eroded away. This process continues until all 
pixels are eroded, such that the pixel loop counters indicate a 
distance from the object border. The distances are then 
inverted as shown in inverted erosion map 710, e.g., if M is the 
maximum boundary distance assigned to a pixel in erosion 
map 700, the inverted erosion map values are assigned as 
I=M-D, where D is the map 700 distance and I is the map 710 
distance. 

Erosion map 710 is used to weight pixels in a contrast ratio 
calculation. In one embodiment, the pixels are weighted 
according to a Gaussian weighting function, normalized for 
the maximum boundary distance from map 710, such that 
pixels at maximum distance from the boundary receive a 
weight of 1 and pixels at the boundary receive a weight of 
e'. Finally, process 500 block 516 calculates an updated, 
weighted contrast ratio WCR for the object. Weighted con 
trastratio WCR uses, in one embodiment, a numerator that is 
the average of the intensity values for each member pixel, 
weighted by the Gaussian weighting function, minus the aver 
age of nearby border pixels, and a denominator that is the Sum 
of the neighborhood median values for each member pixel, 
weighted by the Gaussian weighting function. 

It is possible that a potential microcalcification forms a 
peak at two or more different scales. To avoid duplication of 
objects in the object list, object position is compared for 
objects occurring in different Scales. Close in proximity 
objects are checked for overlapping pixels; when the inter 
section of the member pixels of the two objects exceeds an 
overlap ratio (e.g., 80% of the pixels associated with one of 
the objects), the object with the lower relative contrast WCR 
is discarded. 
As the boundary refinement in process 500 uses average 

values of an entire pixel ring to dilate object membership, it 
has been found that the accuracy of many object features can 
benefit from a fine boundary refinement. All objects remain 
ing after the duplication check are thus subjected to further 
refinement as follows. FIG. 8 shows an exemplary rough, 
pixel-level quantized boundary 800 resulting from the first 
stage boundary definition. Fine boundary refinement creates 
a boundary point list810, where the points are “moved from 
quantized boundary 800 to remove high-frequency corners, 
e.g., creating a 'smoothed' boundary. From the Smoothed 
boundary point list810, the system calculates a set of normal 
vectors 820, one at each point. Each point in list 810 can then 
be set to a final position that is at one offive possible positions 
along the normal vector: 0, +0.5, +1, -0.5, or -1 pixels from 
the starting smoothed position. The final position 830 
selected is determined based on maximum second derivative 
measured along the normal. 

After the potential microcalcification detection stage 
described above supplies the system with a description of 
objects of interest in an image, along with a description of the 
object extent in the image, the objects may be classified and 
evaluated in various groupings to detect and classify clusters 
of microcalcifications. Preferably, the detection stage does 
not attempt to exclude visible (to the detection algorithm) 
objects with a significant signal-to-noise ratio. Such that a 
wealth of classifiable objects of different types (if such exist 
in the image) is passed to the system. Although the object 
extent can be described as an image mask or pixel list, a 
preferred object extent description is a boundary point list, 
with Sub-pixel precision, Such as that shown in the exemplary 
object 1000 shown in FIG. 10. It is understood that pixel 
interpolation can be used to obtain an image value at any point 
needed by the system. Also preferably, the input image is 
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10 
sampled, or resampled, if necessary, to the same resolution as 
that of a training image set (to be described further below). In 
one embodiment, the input resolution is 40 microns/pixel. 

FIG. 9 contains a block diagram 900 for an overall classi 
fication process according to an embodiment. The object list 
for the image is first received by a feature calculation stage 
910, which calculates a feature set for each object. A first 
classification stage 920 next assigns six probabilities to each 
object, one probability for each of six different object types. 
Next, a probability plot stage 930 creates smoothed probabil 
ity versus location plots based on the probabilities obtained 
from classification stage 920. A second classification stage 
940 assigns five probabilities to each object, one probability 
for each of five different object types. An object clustering 
stage 950 gathers objects with some indication of potential 
malignancy, and in close proximity, into clusters. For each 
cluster, a cluster feature calculation stage 960 computes fea 
tures for the cluster. Finally, a third classifier 970 determines 
the probability that a cluster is malignant. 
The first classification stage assigns six probabilities to 

each object based on its individual features as calculated in 
block 910. The individual features used in one embodiment 
are as follows: contrast ratio, aspect ratio, width, invexity, 
edge variance, and ridge ratio. Each will be described in turn. 

Contrastratio is a feature based on local intensity and noise 
statistics. A two-dimensional Laplacian-of-Gaussian (LoG) 
filter is calculated on the input image, with a Gaussian 
Smoothing standard deviation of 35 microns. An average 
noise figure is obtained by calculating the median absolute 
LoG filter output NM in a neighborhood surrounding the 
object. An average relative contrast C for the object is calcu 
lated by averaging the Smoothed image intensity within 
object boundary 1000, and subtracting the smoothed average 
intensity value just outside the boundary 1000. In one 
embodiment, the image intensity within object boundary 
1000 is weighted such that pixels near the boundary receive 
less weight in the calculation. The contrastratio CR is defined 
as C/NM. 

Aspect ratio is a measurement of the elongation of the 
object. In one embodiment, a width measurement is taken 
from each boundary point for the object, normal to the bound 
ary at that point, to the opposite edge of the object. FIG. 11 
illustrates such measurements 1101-1105 for five of the 
points in the exemplary object boundary 1000. In an actual 
embodiment 21 measurements would be made for this object, 
one for each of the 21 boundary points, with only five shown 
here for clarity. The aspect ratio AR uses two of the width 
measurements, the median width MED and the maximum 
width MAX, with AR defined as MAX/MED. The third fea 
ture, width W, is defined as MED. 

Invexity is a measure of the complexity of the object shape. 
As depicted in FIG. 12, a convex hull 1210 is constructed to 
enclose the object shape 1000. Invexity I has a maximum 
value of 1 for convex objects when defined as AO/ACH, 
where AO is the area of the object enclosed by boundary 1000, 
and ACH is the area of the convex hull. In a three dimensional 
embodiment, the three-dimensional convex hull may be 
divided into an upper hull and lower hull. Invexity I has a 
minimum value of 1 for convex objects when defined as 
VCH/VO, where VO is the volume of the object enclosed by 
lower hull and its intensity values 1000, and VCH is the 
volume of the convex hull. It should be noted that implemen 
tations may utilize minimum or maximum values. For 
example, in the embodiments given above, the two-dimen 
sional example provides values between 0 and 1. Such that a 
maximum value of 1 is obtained. In the three-dimensional 
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embodiment, an inverse equation is used such that a value 
between 1 and infinity is obtained. 

Edge variance EV is a measure of the “texture' of the 
object edge. A raw difference measure AI is taken by calcu 
lating an intensity difference orthogonal to the boundary, 
between a point just inside the object and a point just outside 
the object. FIG. 13 illustrates such measurements 1301-1305 
for five of the points in the exemplary object boundary 1000. 
In an actual embodiment 21 measurements would be made for 
this object, one for each of the 21 boundary points, with only 
five shown here for clarity. The differences AI are each nor 
malized by the absolute mean of the differences, with the edge 
variance EV defined as the standard deviation of the normal 
ized differences. 

Ridge ratio RR is a measure of the differences in curvature 
observed for an object and for an area just outside the object. 
If an object curvature does not differ significantly from its 
neighborhood, it may indicate a slightly raised brightness 
region along a generally bright ridge, such as could occur for 
a vascular microcalcification. As shown in FIG. 14 for object 
boundary 1400, eight directions are considered, spaced 11.25 
degrees apart (the first measurement direction, 1401, is 
labeled). 

At each of the eight directions, nine sample points are 
calculated, with the center point located at the centroid of the 
object and the other nine points fanning out in a 3x3 grid 
oriented at the current direction. In one embodiment, each 
point other than the centroid should lie completely outside the 
boundary 1400. 

With the nine points in place, six second derivatives are 
calculated, along the lines D2-D2. One ridge ratio is defined 
aS 

and the other is defined as 

If either of these ratios is greater than the largest ratio 
observed so far for this object, the object ridge ratio RR is set 
to that value. After all eight orientations are checked, feature 
RR will represent the maximum of 16 measurements. A value 
near Zero indicates it is more likely the object is not part of an 
extended ridge, while a value near one indicates it is very 
likely the object is part of an extended ridge. 

During a training phase, the same object detection process 
and feature calculator are run on a training set containing a 
large number of radiographic images, with and without 
microcalcifications indicative of malignancy. Human-inter 
active classification, using one or more individuals with train 
ing in interpreting radiological images, indicates the type of 
calcification for each object found in the training set. In one 
embodiment, the possible calcification types include malig 
nant, benign, lucent, vascular, Scratch (film handling arti 
facts), and tissue (not a calcification). Using the training set 
objects, features, and human-input classification truthing, a 
probability density function (PDF) data set is calculated. 

At runtime, the six object features calculated for each 
object are input to the first classifier 920. Classifier 920 con 
sults the PDF data set, and based on the training data feature 
distribution six object features outputs six probabilities: 
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P. probability that object is a malignant microcalcifica 

tion 
P. probability that object is a benign microcalcification 
P. probability that object is a lucent microcalcification 
P. probability that object is a vascular microcalcification 
Ps probability that object is a film artifact 
Pass probability that object is not a microcalcification or 

artifact 
Some object feature sets may be very indicative of a single 

object type, while other feature sets may produce a more 
ambiguous classification (i.e., similar feature sets have been 
observed for several types of objects). Accordingly, in one 
embodiment the single-object probabilities are fed to a sec 
ond classification stage in which object classification can be 
influenced by the single-object classification of neighboring 
objects. 

FIG. 15 illustrates the generation of probability plots for 
use in the second classification stage. A particular exemplary 
subimage 1510 contains nine objects, P to P, distributed as 
shown on the Subimage (the entire image is treated as 
described herein, with the subimage shown for clarity). Prob 
ability plot generation 930 (FIG. 9) creates four correspond 
ing maps, a Pi, map 1520, a Pi, map 1530, a P, map 1540. 
and a Pi, map 1550. Each map is initially Zeroed. In each 
map, at the location corresponding to object P, the respective 
classifier probabilities P1, P1, P1, and P1 obtained 
from classifier 920 are recorded. This process is repeated for 
objects P-P. 
Once the object probability plots are generated, a Gaussian 

smoothing and normalization 1560 is applied to each plot 
1520, 1530, 1540, and 1550 to produce corresponding 
smoothed probability plots 1522, 1532, 1542, and 1552. In 
each Smoothed probability plot, a given object location is 
informed not just by its own first classifier value, but by the 
first classifier values of other local objects, with a contribution 
based on both probability and distance. One alternative to 
Smoothing is to calculate, for each object, a contribution at its 
location from each other object (or each object within a sig 
nificant distance) probability, distance weighted by a Gauss 
ian function equivalent to the Smoothing function. 
The object locations and smoothed probability plots 1522, 

1532, 1542, and 1552 are used to extract four features for each 
object value, as read from the corresponding locations on the 
four plots. These four features are an indication of the neigh 
borhood Surrounding each object. For instance, when a num 
ber of close objects have a high probability of malignancy, 
this increases the malignancy feature for all objects in the 
immediate area. 
The four features obtained from the smoothed probability 

plots are input to a second classifier 940. Like the first clas 
sifier 920, classifier 940 relies on PDF data obtained from 
training sets. Classifier 940 outputs probabilities for five 
classes: 

P. probability that object is a malignant microcalcifica 
tion 

P. probability that object is a benign microcalcification 
P. probability that object is a lucent microcalcification 
P. probability that object is a vascular microcalcification 
P. probability that object is none of the above 
A cluster operation 950 groups objects together based on 

physical proximity. For an object to participate in clustering, 
its two malignant microcalcification probabilities, P1 and 
P2, must meet thresholds requirements, based on a desired 
sensitivity. For instance, FIG. 16 shows a line drawing of an 
image 1600, illustrating the locations of detected microcalci 
fication objects that meet such thresholds. A subimage 1606 is 
shown below, magnified. In one embodiment, miniclusters 
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are first formed by joining together the thresholded objects 
that are within a minimum distance of each other. For 
instance, unclustered objects are examined in turn, forming a 
minicluster with other unclustered objects located within a 
radius of approximately 1 mm. In Subimage 1606, miniclus 
tering results in three clusters, labeled I, II, and III. 

Next, the miniclusters are treated as individual object loca 
tions for creating potentially larger clusters. Starting, e.g., at 
the minicluster with the largest number of objects (miniclus 
ter I in Subimage 1606), a larger radius, e.g., approximately 5 
mm is examined, and any miniclusters or objects located 
within the larger radius are joined (object IV in Subimage 
1606). A 5 mm radius of the new cluster is checked, resulting 
in cluster 2 being joined as well, and so on, resulting in the 
joining of object V and then cluster III in the FIG.16 example. 
At each step in the clustering, a cluster is described by its 
members and by a convex hull that includes the members. 
Convex hull 1604 shows the final hull arrived at for the cluster 
in subimage 1606. Image depiction 1620 shows the clusters 
selected for the entire image. Any non-clustered objects are 
ignored after clustering. 
A cluster feature calculation task 960 calculates the fea 

tures to be used in the final classifier stage 970 (FIG.9). The 
cluster features used in one embodiment areas follows: num 
ber of objects, aspect ratio of the locally concave hull, width 
of locally concave hull, maximum interdistance, inverse 
malignancy value, inverse benign value, inverse lucent value, 
and two breast coordinates x and y. Each feature will be 
described in turn. 
The number of objects n is a self-descriptive feature. The 

system keeps a count of cluster membership as each cluster is 
formed, which at the end of clustering will contain n for each 
cluster. 

Aspect ratio of the locally concave hull uses a different 
polygon than that used to describe the cluster during the 
clustering operation. Referring to FIG. 17, polygon 1700 
represents a convex hull formed around a cluster of objects 
(represented by X's). The convex hull, if traversed clockwise, 
is the minimum polygon that encloses all objects and can be 
traversed without making a left turn. For aspect ratio feature 
calculations, a locally concave polygon 1710 is formed from 
polygon 1700. Polygon 1710 is made locally concave by 
adding objects that lie inside polygon 1700 but near an edge 
to the boundary definition. For instance, object 1712 lines 
between objects 1714 and 1716. Polygon 1710 breaks the 
polygon 1700 line segment connecting objects 1714 and 1716 
and replaces it with two line segments, one connecting 
objects 1712 and 1714 and the other connecting objects 1712 
and 1716. Various constraints, such as maximum concave 
angle or minimum segment length that can be broken to add 
concavity, can be used to control the effect obtained. 
The aspect ratio feature is calculated from polygon 1710. 

The feature calculator finds the second moments of the poly 
gon (weighted by area, not by object location, in this embodi 
ment). The ratio of the eigenvalues of the second moments 
(largest divided by smallest) is defined as the aspect ratio of 
the cluster. 

The width of the locally concave hull is also calculated 
from polygon 1710. The maximum distance across polygon 
1710 is found. The width is defined as the minimum width 
perpendicular to the maximum distance vector. 
The maximum interdistance feature looks at pairs of neigh 

boring objects in a cluster. “Neighboring in this circum 
stance can be determined by assigning the closest two objects 
in the cluster as neighbors, the next two closest objects as 
neighbors, etc., until all objects in the cluster are connected by 
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a neighbor tree. The length of the final connection made in 
this process is the maximum interdistance feature. 
The next three features, inverse malignancy, benign, and 

lucent values, are calculated from the individual object prob 
abilities output from the second-stage classifier. For example, 
for n objects, each assigned a probability of malignancy p(i) 
by the second-stage classifier, the inverse malignancy value 
INV, is defined as follows: 

1 INVoc = -logiX put 
i=1 

It has been found that probability distributions as features, 
when expressed in this manner, are easier to handle in the 
classifier. The benign and lucent inverse values are calculated 
similarly, except they respectively use the second-stage clas 
sifier object probabilities p(i) and p(i). 
The final two features express the position of the cluster in 

the breast according to a novel coordinate system that allows 
cluster location to form a meaningful and classifiable feature, 
despite the large variation in patient size, breast size, and 
breast shape. Typical radiological views for mammography 
include a mediolateral oblique view (MLO, shown as view 
1810 in FIG. 18) and a cranio-caudal view (CC, shown as 
view 1820 in FIG. 18). Other, less-common views are also 
occasionally taken, and can be expressed in similar coordi 
nate systems. 
The MLO view is segmented to find the pectoral line 1812 

and the skin line 1814. The nipple 1816 is defined in the 
coordinate system as the point on the skin line furthest from 
the pectoral line 1812, measured orthogonal to the pectoral 
line. The X-axis of the coordinate system is the line running 
from the nipple point 1816 to the pectoral line 1812, with the 
value 0 lying at the nipple point and the value 100 lying at the 
pectoral line. The pectoral line may not actually be visible in 
the image at the X-axis position, but is assumed to extend as 
far as needed below the visible portion to form the coordinate 
system. Thus the X-coordinate of any point in the breast is the 
percentage of the distance from the nipple (front) of the breast 
to the pectoral line (back) of the breast. 
The y-coordinate in the breast coordinate system is also 

expressed on a 0 to 100 scale (points below the x-axis are 
expressed on a 0 to -100 scale). The scale changes, however, 
with x-value, as 100 or -100 is defined, for a given x-coordi 
nate, as the point orthogonal to the X-axis at the X-value where 
the skin line is crossed. Since the cross-sectional profile of the 
breast generally expands as one traverses the image from the 
nipple point to the pectoral line, the scale units near the 
pectoral line are significantly larger than the scale units near 
the nipple point. The normalized scaling, however, allows 
statistical frequency of object occurrence as a function of 
breast position to be tabulated without regard to breast shape 
and size discrepancies. Several exemplary coordinates are 
shown on MLO view 1810. 

For CC view 1820, the pectoral line is often not visible. The 
coordinate system for the CC view assumes that the pectoral 
line 1812 is perpendicular to the view edge, and therefore the 
nipple point 1816 is the point on skin line 1818 that is furthest 
from the image edge. The coordinate system also assumes 
that the pectoral line 1812 is located the same absolute dis 
tance from the nipple point as that measured in MLO view 
1810. Assuming this X-axis definition, a similar X-axis-to 
skin-line y-coordinate system as that used in the MLO view is 
adopted for the CC view. Several exemplary coordinates are 
shown on MLO view 1820. 
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Using the breast coordinate system described above, the X 
andy centroids of the cluster become the final cluster features 
input to the third classification stage 970. 

Classification stage 970 accepts the nine cluster features 
from feature calculation 960. During a training phase, the 
same clustering process and cluster feature calculator are run 
on a training set containing a large number of radiographic 
images, with and without microcalcification clusters indica 
tive of malignancy. Human-interactive classification, using 
one or more individuals with training in interpreting radio 
logical images, indicates malignancy/non-malignancy for the 
clusters found in the training set. Using the training set 
objects, features, and human-input classification truthing, a 
cluster-feature probability density function (PDF) data set is 
calculated. The PDF data set is consulted to determine a 
malignancy probability for each cluster. Whether that prob 
ability results in a mark and display to a radiologist depends 
on the sensitivity set for the CAD process. 

FIGS. 19a and 19b illustrate an example of a classifier 306 
that may be used in an embodiment. Generally, the classifier 
estimates the probability that an evaluation point belongs to a 
particular class by first estimating the PDF value for each of 
two or more classes and then combining the different class 
PDF values into a probability. The combining of PDF values 
to estimate a probability can be performed using techniques 
such as the well-known Bayes' law. The classifier could also 
use the PDF estimates to generate likelihood ratios instead of 
probability values. In this embodiment, the classifier 306 
includes one or more PDF units 1900 providing PDF esti 
mates to a Probability unit 1901. Generally, the PDF units 
1900 determine a PDF estimate for each possible classifica 
tion for an object. For example, in an embodiment in which 
the classifier 306 is utilized to classify a microcalcification, 
there may be a PDF unit 1900 for each of a malignant micro 
calcification, a benign microcalcification, a lucent microcal 
cification, a vascular microcalcification, a film artifact, and 
anything else. Greater detail regarding the PDF unit 1900 is 
provided below. 

Referring now to FIG. 19b, a PDF estimator 1900 that may 
be used by the classifier 306 (see FIG. 3) in accordance with 
an embodiment is shown, although different classifier prob 
ability units may be utilized. A neighborhood definition unit 
1902 of the PDF estimator 1900 functionally defines neigh 
borhood sizes for each representation point or bin of repre 
sentation points. In some embodiments a variable neighbor 
hood size may be desirable in order to allow for a functional 
description that better fits the actual measured feature data. In 
this embodiment, the neighborhood definition unit 1902 
evaluates training data received, e.g., from a database, and 
determines the appropriate neighborhood sizes for the repre 
sentation points included in the training data. The neighbor 
hood definition unit 1902 provides vector s (a vector rep 
resenting scale parameters for each representation point or 
bin of representation points for each feature or dimension) to 
a neighborhood determination unit 1904. In an embodiment, 
the neighborhood definition unit 1902 is performed off-line 
and the results, e.g., s, are stored, such as being stored in a 
database, for later access. The vector se is utilized by the 
neighborhood determination unit 1904 to determine a scale 

-e 

parameter vector Os the size of the neighborhood to be 
used for the evaluation point X for each dimension or feature. 

-e 

The scale parameter vector Os is provided to a weight deter 
mination unit 1906 to determine weights w, which specifies 
how much weight to allocate to representation points of the 
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training data. Once determined, the weights w, are provided 
to a local estimator 1908. The local estimator 1908 applies the 
weights w, to the training data to determine a PDF estimate for 
the point Xo, which may be stored, e.g., in a database. The 
following paragraphs provide greater detail. 

PDFestimation for real-world multivariable systems with 
complex and/or sparse long-tailed distributions has histori 
cally been thwarted by several inherent difficulties. First, the 
well-studied, but highly-constrained, parametric models are 
often unable to accurately represent PDFs encountered in 
real-world applications. Second, if the models used are highly 
flexible or nonparametric, (for example, Parzen window 
based approaches) then the estimated values can be unreliable 
due to random sample variation. This is particularly true in the 
tail regions of a PDF where there are few samples. Methods to 
improve estimator reliability can result in intractable compu 
tation or memory requirements. 

Embodiments described herein take a novel approach to 
PDFestimation. Instead of estimating and storing a complete 
PDF, a data set is stored that allows on-the-fly computation of 
a PDF estimator function for any specific local region in the 
PDF. The amount of data required to store an estimated PDF 
in this manner can be on the order of nxM, where n is the 
dimensionality of the system and M is a number of represen 
tation points, r. Each representation point represents one or 
more samples from the actual distribution that is being esti 
mated. For instance, each sample in a sample set can receive 
its own representation point, with a unit weighting. Each 
sample can alternately be expressed through a representation 
point with a weightless than one. For instance, if two different 
multi-dimensional measurements are believed to originate 
from the same sample, each of the two samples can be given 
a representation point with a weight of 0.5. Finally, a repre 
sentation point can “bin several samples that are close in 
measurement space, by replacing the samples with a single 
representation point with a weight equal to the weights of the 
individual samples. The actual multidimensional sample 
value for a binned samples representation point can be the 
center of the bin, the mean of the binned samples, the median 
of the binned sample values in each dimension, etc. 

In addition to the representation points, several other inputs 
are selected prior to performing estimation. One input is the 
evaluation point, Xo, at which the PDF is to be estimated. 
Another input is a vector s, provided by the neighborhood 
definition unit 1902 in an embodiment, represents a set of 
Scalar parameters that allow computation of a scale parameter 

-e 

vector, Os. The scale parameter vector determines which of 
the representation points will be used in the estimation, and 
also can be a parameter for a function that determines the 
weight to be applied to each included point. Another input is 
the weighting function, g(ds), that will actually be applied to 
the representation points used in the estimation. The final 
input is a parameterized estimator function, f(x,0), where 0 
is a parameter matrix for the function. 

FIG. 20 shows a generic PDF 2000 for a one-dimensional 
random variable, Superimposed on a histogram of a sample 
distribution drawn from the population of samples 2002 of the 
same random variable. With a large enough number of points, 
the histogram will tend towards a quantized version of the 
shape of PDF 2000, which may be estimated by a prior art 
technique such as a Parzen window. Towards the tails of PDF 
2000, such an approach has difficulty producing a reliable 
estimate. The small number of samples often present in the 
tails means that in the tails, a simple windowed estimate either 
has high variance, due to the Small number of samples, or fails 
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to account for the true shape of the actual PDF, due to the 
application of a large linear window. 

In preferred embodiments, the input data includes pre 
calculated parameters from which an appropriate scale 
parameter can be calculated for any input evaluation point by, 
for example, the neighborhood determination unit 1904. Gen 
erally, the scale parameter will be larger towards the tails of 
the distribution, and smaller in more data-rich areas of the 
representation point space. Although a separate data structure 
can be used to store a description of the scale parameter over 
all sample space, in one embodiment each representation 
point Stores parameters that can be used to calculate a scale 
parameter vector on the fly. 

FIG.21 illustrates one embodiment of representation-point 
scale parameter storage and usage, where each representation 
point r, also describes a minimum scale parameter value 
Ov(i) and a scale parameter slope O (i) for a scale param 
eter function O,(Xo)=Ov(i)+O(i)|Xo-r,. Thus for any 
evaluation point Xo, the scale parameter function allows cal 
culation of a scale parameter. The scale parameter for use with 
an evaluation point can thus be defined as the minimum scale 
parameter function value O,(X), evaluated for all i, which 

-e 

minimum values Os are provided to the weight determination 
unit 1906. In practical applications, the scale parameter may 
need only be evaluated for representation points close to the 
evaluation point. This can be seen by an inspection of FIG.22. 
where scale parameter functions O,(x) are plotted for each 
evaluation point (O(X), for r, O(X), for r O(X), for rs, are 
labeled). The value O(X) is lower than the scale parameter 
function values associated with all other representation 
points, and is thus selected as the scale parameter for evalu 
ation point X. Alternatively, the different scale parameter 
function values could be combined with mathematical func 
tions other than “min' (for example, the mean or a particular 
percentile of the different values could be used). 

With multiple dimensions, a different scale parameter will 
typically be found for each dimension, depending on the local 
sparseness of representation points around X in that dimen 
Sion. 
Once the scale parameter for each dimension is found, the 

scale parameter can next be used to limit the representation 
points that will be used to estimate the PDF at the evaluation 
point. For instance, a practical rule of thumb based on dis 
tance from the evaluation point, Such as a multiple of the scale 
factor, can be used to exclude representation points that prac 
tically cannot affect the calculation as illustrated in FIG. 22. 
thus saving computation time. Alternately, all representation 
points can be evaluated, no matter how far they lie from the 
evaluation point. 
The scale parameter is also employed to calculate an over 

all weight for each representation point using the defined 
weighting function w, g(r,XO(X)), as illustrated by the 
weight determination unit 1906 (FIG. 19). 

The selected, weighted representation points are used to 
calculate a parameter matrix, 0, for the parameterized esti 
mator function f(x, 0) calculated by the local estimator 1908. 
In an embodiment, the parameter matrix is calculated to 
maximize the function: 

where h() is a monotonic function. 
For some function selections, when the modeled PDF is 

nonzero for all points in n-dimensional space, equations can 
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be used to solve for the parameter matrix. In one such embodi 
ment, the weight function g() is a Gaussian function, h() is a 
log function, and f() is a second-order exponential function: 
f(x,0)-Cer “, where 

and N is the number of representation points. 
In a multidimensional solution, the above equations are 

still applied, with the understanding that the variables and 
parameters are multidimensional. 
The general approach described above can also be applied 

where the PDF has a Zero value in some parts of n-dimen 
sional space. The approach can also be applied where h, g, or 
fare not in a directly solvable form. In Such cases, the param 
eter matrix can be approximated using numerical methods, 
Such as Newton-Rhapson optimization. 
Once the parameter matrix for the estimator function has 

been found, it is now possible to evaluate the estimator func 
tion at the evaluation point to obtain a PDF value. 
A wide variety of applications exist for PDF techniques 

according to an embodiment. Some disciplines that can ben 
efit from accurate PDF estimation include pattern recogni 
tion, classification, estimation, computer vision, image pro 
cessing, and signal processing. The compact space 
requirements of the PDF estimation data add practicality for 
PDF data set compact storage, update distribution, the inclu 
sion of additional discriminant variables and/or classes, etc. 

Although several embodiments and alternative implemen 
tations have been described, many other modifications and 
implementation techniques will be apparent to those skilled 
in the art upon reading this disclosure. In a given embodi 
ment, the equation used to solve for the estimator function 
parameters can be defined such that its minimization selects 
the parameter matrix. The scale parameter for a given evalu 
ation point can be calculated at runtime from the representa 
tion points directly, although good solutions for the scale 
parameter may be more costly to calculate without precalcu 
lation of per-representation point functions. 

Unless indicated otherwise, all functions described herein 
may be performed in either hardware or software, or some 
combination thereof. In a preferred embodiment, however, 
the functions are performed by a processor Such as a computer 
or an electronic data processor in accordance with code Such 
as computer program code, Software, and/or integrated cir 
cuits that are coded to perform Such functions, unless other 
wise indicated. 

For example, FIG. 23 is a block diagram of a computing 
system 2300 that may also be used in accordance with an 
embodiment. It should be noted, however, that the computing 
system 2300 discussed herein is provided for illustrative pur 
poses only and that other devices may be used. The comput 
ing system 2300 may comprise, for example, a desktop com 
puter, a workstation, a laptop computer, a personal digital 
assistant, a dedicated unit customized for a particular appli 
cation, or the like. Accordingly, the components of the com 
puting system 2300 disclosed herein are for illustrative pur 
poses only and other embodiments of the present invention 
may include additional or fewer components. 

In an embodiment, the computing system 2300 comprises 
a processing unit 2310 equipped with one or more input 
devices 2312 (e.g., a mouse, a keyboard, or the like), and one 
or more output devices, such as a display 2314, a printer 2316, 
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or the like. Preferably, the processing unit 2310 includes a 
central processing unit (CPU) 2318, memory 2320, a mass 
storage device 2322, a video adapter 2324, an I/O interface 
2326, and a network interface 2328 connected to a bus 2330. 
The bus 2330 may be one or more of any type of several bus 
architectures including a memory bus or memory controller, 
a peripheral bus, video bus, or the like. The CPU 2318 may 
comprise any type of electronic data processor. For example, 
the CPU 2318 may comprise a processor (e.g., single core or 
multi-core) from Intel Corp. or Advanced Micro Devices, 
Inc., a Reduced Instruction Set Computer (RISC), an Appli 
cation-Specific Integrated Circuit (ASIC), or the like. The 
memory 2320 may comprise any type of system memory Such 
as static random access memory (SRAM), dynamic random 
access memory (DRAM), synchronous DRAM (SDRAM), 
read-only memory (ROM), a combination thereof, or the like. 
In an embodiment, the memory 2320 may include ROM for 
use at boot-up, and DRAM for data storage for use while 
executing programs. The memory 2320 may include one of 
more non-transitory memories. 
The mass storage device 2322 may comprise any type of 

storage device configured to store data, programs, and other 
information and to make the data, programs, and other infor 
mation accessible via the bus 2328. In an embodiment, the 
mass storage device 2322 is configured to store the program 
to be executed by the CPU 2318. The mass storage device 
2322 may comprise, for example, one or more of a hard disk 
drive, a magnetic disk drive, an optical disk drive, or the like. 
The mass storage device 2322 may include one or more 
non-transitory memories. 
The video adapter 2324 and the I/O interface 2326 provide 

interfaces to couple external input and output devices to the 
processing unit 2310. As illustrated in FIG. 14, examples of 
input and output devices include the display 2314 coupled to 
the video adapter 2324 and the mouse/keyboard 2312 and the 
printer 2316 coupled to the I/O interface 2326. Other devices 
may be coupled to the processing unit 2310. 
The network interface 2328, which may be a wired link 

and/or a wireless link, allows the processing unit 2310 to 
communicate with remote units via the network 2332. In an 
embodiment, the processing unit 2310 is coupled to a local 
area network or a wide-area network to provide communica 
tions to remote devices, such as other processing units, the 
Internet, remote storage facilities, or the like 

It should be noted that the computing system 2300 may 
include other components. For example, the computing sys 
tem 2300 may include power supplies, cables, a motherboard, 
removable storage media, cases, a network interface, and the 
like. These other components, although not shown, are con 
sidered part of the computing system 2300. Furthermore, it 
should be noted that any one of the components of the com 
puting system 2300 may include multiple components. For 
example, the CPU 2318 may comprise multiple processors, 
the display 2314 may comprise multiple displays, and/or the 
like. As another example, the computing system 2300 may 
include multiple computing systems directly coupled and/or 
networked. 

Additionally, one or more of the components may be 
remotely located. For example, the display may be remotely 
located from the processing unit. In this embodiment, display 
information, e.g., locations and/or types of abnormalities, 
may be transmitted via the network interface to a display unit 
or a remote processing unit having a display coupled thereto. 

Although several embodiments and alternative implemen 
tations have been described, many other modifications and 
implementation techniques will be apparent to those skilled 
in the art upon reading this disclosure. Various parameters and 
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thresholds exist and can be varied for a given implementation 
with given data characteristics, with experimentation and 
ultimate performance versus computation time tradeoffs nec 
essary to arrive at a desired operating point. Implementation 
methods such as sorting, trees, hashing, and other data 
manipulation methods can be applied as desired to achieve a 
desired performance. Although at least one specific method 
has been described for calculation of each feature type, many 
alternate methods and feature definitions exist for calculating 
similar features with similar or acceptable performance. Pre 
ferred embodiments use a PDF-classification implementation 
with the feature sets. It is believed that the disclosed feature 
sets can also be advantageous in CAD systems not using a 
PDF-classification approach. Likewise, the breast coordinate 
system described herein, or variants thereof, are believed to 
have applicability in other CAD approaches. 

Although the specification may refer to “an”, “one'. 
"another', or “some embodiment(s) in several locations, this 
does not necessarily mean that each Such reference is to the 
same embodiment(s), or that the feature only applies to a 
single embodiment. 
What is claimed is: 
1. A method for detecting an anomaly in an image, the 

method comprising: 
convolving a digital image with a blurring filter to create a 

plurality of first convolved images at differing scales; 
convolving each of the plurality of first convolved images 

with a curvature detection filter, thereby creating a plu 
rality of second convolved images, each of the plurality 
of first convolved images and a corresponding one of the 
plurality of second convolved images corresponding to 
respective ones of a plurality of stages: 

creating a plurality of Surgery masks, each Surgery mask 
being based at least in part on one of the plurality of the 
second convolved images of a current stage and one of 
the plurality of second convolved images from a previ 
OuS Stage; 

determining a neighborhood median for each pixel loca 
tion of the plurality of Surgery masks; and 

identifying one or more peaks in the digital image based at 
least upon the second convolved image from the current 
stage, the first convolved image from the previous stage, 
and the neighborhood medians for the current stage. 

2. The method of claim 1, wherein the creating the plurality 
of Surgery masks based at least in part on one of the plurality 
of second convolved images from the previous stage is per 
formed at least in part by using the neighborhood median 
from the previous stage. 

3. The method of claim 2, wherein the creating the plurality 
of Surgery masks based at least in part on one of the plurality 
of second convolved images from the previous stage is per 
formed at least in part by comparing, for each pixel of respec 
tive ones of the plurality of second convolved images, a pixel 
relative contrast to a threshold. 

4. The method of claim 3, wherein the pixel relative con 
trast is determined at least in part by dividing a pixel value of 
the respective second convolved images of the current stage 
by a neighborhood median of a same pixel location of a 
previous stage. 

5. The method of claim 1, further comprising excluding a 
peak detected at a smaller scale from a larger scale. 

6. The method of claim 1, wherein the digital image is a 
Scaled image. 

7. The method of claim 1, wherein a standard deviation 
doubles from one scale to a next scale. 

8. A system for identifying anomalies in a digitized image, 
the system comprising: 
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a processor; and 
a non-transitory computer readable storage medium stor 

ing programming for execution by the processor, the 
programming including instructions to: 
convolve a digitized image with a blurring filter, creating 

a first convolved image: 
convolve the first convolved image with a curvature 

detection filter, creating a second convolved image: 
determine a neighborhood median for each pixel in the 

second convolved image; and 
identify pixels in the digitized image having peak values, 

in accordance with the second convolved image and 
the neighborhood median for each pixel in the second 
convolved image. 

9. The system of claim 8, wherein the digitized image is a 
prior convolved image from a previous stage. 

10. The system of claim 8, wherein the programming fur 
ther includes instructions to remove pixels having a pixel 
relative contrast greater than a threshold from the second 
convolved image, and wherein the instructions to determine 
the neighborhood median for each pixel include further 
instructions to use at least in part the second convolved image 
after execution of the instructions to remove the pixels. 

11. The system of claim 10, wherein the pixel relative 
contrast is determined at least in part by dividingapixel value 
of the respective second convolved image of a current stage 
by a neighborhood median of a same pixel location based 
upon a previous stage second convolved image. 

12. The system of claim 8, wherein the programming fur 
ther includes instructions to compare corresponding peak 
values for the pixels to a threshold. 

13. The system of claim 12, wherein the threshold is a 
multiple of a global median absolute deviation. 

14. A computer program product for identifying anoma 
lies, the computer program product having a non-transitory 
computer-readable medium with a computer program 
embodied thereon, the computer program comprising: 

computer program code for convolving a digitized image 
with a blurring filter, thereby creating a plurality of first 
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convolved images, each of the convolved images corre 
sponding to a different scale: 

computer program code for convolving each of the plural 
ity of first convolved images with a curvature detection 
filter, creating a plurality of second convolved images: 

computer program code for determining a neighborhood 
median for each pixel of each of the plurality of second 
convolved images; and 

computer program code for identifying peak regions based 
upon one of the plurality of first convolved images and 
one of the second convolved images, the one of the 
second convolved images corresponding to the one of 
the plurality of first convolved images after being con 
Volved by the convolving a digitized image and the con 
Volving each of the plurality of first convolved images. 

15. The computer program product of claim 14, wherein 
the plurality of first convolved images represent Gaussian 
blurred images. 

16. The computer program product of claim 14, wherein 
the plurality of second convolved images represent Laplacian 
curvature images. 

17. The computer program product of claim 14, wherein 
the computer program code for determining the neighbor 
hood median includes computer program code for excluding 
peak regions identified in a previous scale. 

18. The computer program product of claim 14, further 
comprising computer program code for excluding pixels 
from the plurality of second convolved images used for deter 
mining the neighborhood median. 

19. The computer program product of claim 18, wherein 
the computer program code for excluding pixels includes 
computer program code for comparing a pixel relative con 
trast to the neighborhood median. 

20. The system of claim 12, wherein the programming 
further includes instructions to generate a list of local maxima 
locations in the digitized image for the pixels having peak 
values higher than the threshold. 
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