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QUERY DISAMBIGUATION 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. The present application is a continuation of U.S. 
application Ser. No. 14/869,577, filed Sep. 29, 2015, which is 
a continuation of U.S. application Ser. No. 13/618,942, filed 
Sep. 14, 2012, which is now issued as U.S. Pat. No. 9,183, 
250, which is a continuation of U.S. application Ser. No. 
12/425,636, filed Apr. 17, 2009, which is now issued as U.S. 
Pat. No. 8,768,908, which is a continuation of U.S. applica 
tion Ser. No. 11/023,643, filed Dec. 29, 2004, which is now 
issued as U.S. Pat. No. 7,562,069, which claims the benefit of 
and priority to U.S. provisional application No. 60/584,137. 
filed Jul. 1, 2004. Each of the aforementioned patent(s) and 
application(s) are hereby incorporated by reference in their 
entirety. 

TECHNICAL FIELD 

0002 This document relates to retrieving and presenting 
search queries. 

BACKGROUND 

0003 Conventional search engines retrieve a set of search 
results that correspond to a search query. Some search results 
may direct a user to Internet that do not interest the user, even 
though the search results match the search query. For 
example, this issue may arise when a query relates to multiple 
different topics, one or more of which being of little or no 
interest to the query Submitter, in which case search results 
are produced that are representative of each of the different 
topics. 

SUMMARY 

0004. In one general aspect, resolving an ambiguous 
query includes maintaining a query ontology that includes 
one or more query categories and one or more queries asso 
ciated with each of the one or more categories. The one or 
more queries associated with a particular category included in 
the query ontology represent queries associated with that 
particular category. A query is received from a user. The 
received query is compared againstone or more of the queries 
that are included within the query ontology. Multiple catego 
ries that correspond to a query that matches the received 
query are identified from within the query ontology. One of 
the identified multiple categories is selected. Information 
associated with the selected category is identified from within 
the query ontology. The received query is supplemented with 
the identified information. 
0005 Implementations may include one or more of the 
following features. For example, the Supplemented query 
may be submitted to a search engine, and search results for the 
Supplemented query may be received from the search engine. 
Submitting the Supplemented query to a search engine may 
include identifying a search engine to handle the Supple 
mented query based on the selected category, and Submitting 
the Supplemented query to the identified search engine. The 
Supplemented query may be reformulated to adhere to a syn 
tax in which queries may be submitted to the search engine. 
0006 Selecting one of the identified multiple categories 
may include enabling the user to select among the identified 
multiple categories. Enabling a user to select among the iden 
tified multiple categories may include making canonical 
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forms of the received query for the identified multiple catego 
ries available for user selection as an identifier for one of the 
multiple categories. 
0007 Selecting one of the identified multiple categories 
may include selecting, without user input, one of the identi 
fied multiple categories based on characteristics of the 
received query. Selecting one of the identified multiple cat 
egories based on characteristics of the received query may 
include selecting one of the identified multiple categories 
based on a category included in the query ontology that cor 
responds to only a portion of the received query. 
0008 Selecting one of the identified multiple categories 
may include selecting, without user input, one of the identi 
fied multiple categories based on characteristics of the iden 
tified multiple categories. Selecting one of the identified mul 
tiple categories based on characteristics of the identified 
multiple categories may include selecting one of the identi 
fied multiple categories that has been selected most often. 
0009 Supplementing the received query with information 
associated with the selected category in the query ontology 
may include formatting the received query into a canonical 
form of the received query for the selected category, or 
Supplementing the received query with one or more keywords 
associated with the selected category in the query ontology. 
0010 Maintaining a query ontology may include arrang 
ing one or more categories within the query ontology as nodes 
in a directed acyclic graph. Identifying multiple categories 
included in the query ontology corresponding to the received 
query may include identifying multiple categories included in 
the query ontology that are ancestor or child categories of 
categories included in the query ontology with which the 
received query is associated. Selecting one of the identified 
multiple categories may include selecting a category included 
in the query ontology that is an ancestor or a child category of 
one of the identified multiple categories. Supplementing the 
received query with information associated with the selected 
category in the query ontology may include Supplementing 
the received query with information associated with the 
selected ancestor or child category in the query ontology. 
0011 Supplementing the received query with the identi 
fied information may include Supplementing the received 
query with the identified information without user perception 
of the Supplemented query. 
0012. These general and specific aspects may be imple 
mented using a system, a method, or a computer program, or 
any combination of systems, methods, and computer pro 
grams. 
0013. Other features will be apparent from the description 
and drawings, and from the claims. 

DESCRIPTION OF DRAWINGS 

0014 FIG. 1 is a block diagram illustrating an exemplary 
networked computing environment. 
0015 FIGS. 2A and 2B are block diagrams illustrating an 
exemplary ontology that relates queries to query categories. 
0016 FIGS. 3A and 3B are block diagrams illustrating 
exemplary categories included in the ontology of FIGS. 2A 
and 2B. 
0017 FIG. 4 is a flow chart illustrating an exemplary pro 
cess for retrieving search results for a query. 
0018 FIG. 5 is a flow chart illustrating an exemplary a 
process for resolving a query that ambiguously corresponds 
to multiple categories of query. 
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0019 FIG. 6 illustrates an exemplary interface for retriev 
ing search results for a query. 
0020 FIG. 7 illustrates another exemplary interface that 
relates to the FIG. 6 interface but that is made perceivable 
after search results for a specified query have been retrieved. 
0021 FIG. 8 illustrates another exemplary interface that 
relates to the interfaces of FIGS. 6 and 7 but that is made 
perceivable after a specified query has been resolved to cor 
respond to a single query category. 
0022 FIG. 9 is a flow chart illustrating an exemplary pro 
cess for Supplementing a query with keywords associated 
with a query category corresponding to the query. 
0023 FIG. 10 illustrates another exemplary interface that 
relates to the FIG. 6 interface but that is made perceivable 
after search results for a query that has been Supplemented 
with keywords have been retrieved. 
0024 FIG. 11 is a flow chart illustrating an exemplary 
process for identifying keywords for the query categories 
included in the ontology of FIGS. 2A and 2B. 
0025 FIG. 12 is a flow chart illustrating an exemplary 
process for Submitting a query to information sources corre 
sponding to a query category associated with the query. 
0026 FIG. 13A illustrates another exemplary interface for 
retrieving search results for a query. 
0027 FIG. 13B illustrates another exemplary interface 
that relates to the FIG. 13A interface but that is made perceiv 
able after a query is Submitted to one or more expert domains 
corresponding to a category of the query. 
0028 FIG. 14 is a flow chart illustrating an exemplary 
process for identifying expert domains for the query catego 
ries included in the ontology of FIGS. 2A and 2B. 
0029 FIG. 15 is a flow chart illustrating an exemplary 
process for assigning scores to search results based on visual 
characteristics of Surrogate representations of the search 
results. 
0030 FIG. 16 illustrates exemplary surrogate representa 
tions of search results. 
0031 FIG. 17 is a flow chart illustrating an exemplary 
process for filtering search results based on scores assigned to 
the search results. 
0032. Like reference symbols in the various drawings 
indicate like elements. 

DETAILED DESCRIPTION 

0033. A search query is resolved prior to being submitted 
to one or more search engines. The query is resolved such that 
the query unambiguously corresponds to a category included 
in a query ontology that relates search queries to query cat 
egories. The query may be resolved by Supplementing the 
query with additional information corresponding to the cat 
egory. For example, the query may beformatted into a canoni 
cal form of the query for the category. Alternatively or addi 
tionally, the query may be supplemented with one or more 
keywords that are associated with the category and that rep 
resent words or phrases that appear in a high percentage of 
search results for queries from the category. Resolving the 
query yields search results that more closely reflect search 
results desired by a user Submitting the query. 
0034 Referring to FIG. 1, an exemplary networked com 
puting environment 100 enables a user to search for particular 
Internet resources. Client systems 105 are manipulated by 
users to provide a query to a search interface 110 through with 
a search for particular Internet resources is performed. The 
search interface 110 submits the query to one or more search 
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engines 115a-115n. An ontology 125 and an ontology engine 
120 are used to disambiguate and reformulate the query 
before submission to the search engines 115a-115n based on 
a category of the query. A source selection module 130 iden 
tifies one or more of the search engines 115a-115m to which 
the query should be submitted based on a category of the 
query. A network 135 interconnects the client system 105, the 
search interface 110, the search engines 115a-115n, the 
ontology 125, the ontology engine 120, and the source selec 
tion module 130. 

0035. The client system 105 includes one or more com 
munications programs that may be used by the user to Submit 
search queries for the particular Internet resources to the 
search interface 110. The communications programs may 
include a web browser, an e-mail program, an instant mes 
saging program, a file transfer protocol (FTP) program, or 
another communications program. The client system 105 also 
may include one or more input devices, such as a keyboard, a 
mouse, a stylus, a camera, or a microphone, with which the 
user may specify the search queries. The client system 105 
also includes one or more output devices, such as a monitor, 
a touch screen, speakers, or a printer, with which search 
results for the search queries from the search interface 110 
may be presented to the user. The search results may be 
indications of Internet resources that match the search que 
ries, or the matching Internet resources themselves. The client 
system 105 also may be configured to communicate with 
other components of the networked computing environment 
1OO. 

0036. The search interface 110 receives queries specified 
by the user from the client system 105. The search interface 
110 may modify the queries and may submit the queries to 
particular ones of the search engines 115a-115n in order to 
retrieve search results for the received queries that represent 
search results desired by the user. For example, the search 
interface 110 may identify a query category among multiple 
query categories that corresponds to a received query as a 
query category that the user intended for the received query. 
The query may be disambiguated Such that the query corre 
sponds only to the intended category. In addition, the query 
may be reformulated with one or more keywords typically 
found in search results for queries of the intended category. 
Furthermore, the search interface 110 may submit the 
received query only to particular ones of the search engines 
115a-115n that typically return search results for queries of 
the intended category. Modifying the received query and Sub 
mitting the received query only to particular ones of the 
search engines 115a-115n based on the intended category of 
the query cause search results that are retrieved for the 
received query to be representative of the intended category. 
0037. The search interface 110 also may assign or associ 
ate scores to the search results retrieved for the received 
query. The assigned scores may be based on visual character 
istics of surrogate representations of the search results that are 
received from the search engines 115a-115m. The search 
interface 110 also may sort or filter the search results based on 
the assigned scores such that search results that are most or 
least relevant to the received query made known to the client 
system 105 and/or such that the most or least relevant are 
filtered out or through for presentation to the user. 
0038. The search engines 115a-115n identify Internet 
resources that match a query that has been received from the 
search interface 110. The search engines 115a-115n may 
identify the matching Internet resources using one or more 
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databases that include indexes of Internet resources. The 
indexes may include keywords or descriptions of Internet 
resources that are matched against the received query. If the 
keywords or description for an Internet resource matches the 
search query, then the Internet resource is identified as a 
search result for the received query. The search engines 115a 
115n may be configured to match the received query against 
all possible Internet resources indexed in the databases, or 
against the Internet resources indexed in the databases that are 
from a particular source. Furthermore, the search engines 
115a-115n may be specialized such that the databases for one 
of the search engines 115a-115n index only particular Inter 
net resources. For example, the search engine 115a may be a 
search engine that is specialized for cars such that the search 
engine 115a indexes only Internet resources that are related to 
CaS. 

0039. The ontology 125, which also may be called a query 
ontology, relates search queries to categories of search que 
ries. The ontology 125 may categorize a very large number of 
search queries into a relatively small number of categories of 
search queries. The ontology 125 also may identify one or 
more keywords for each of the categories of search queries. 
The keywords for a category may represent words or phrases 
that appear in a high percentage of search results for queries 
corresponding to the category. In some implementations, the 
ontology 125 may identify one or more expert domains for 
each of the categories of search queries, which represent 
domains from which a high percentage of search results for 
queries corresponding to each particular category are identi 
fied. The structure of the ontology 125 will be described in 
further detail with respect to FIGS. 2A, 2B, 3A, and 3B. 
0040. The ontology engine 120 is an interface to the ontol 
ogy 125 that is accessed by the search interface 110. The 
ontology engine 120 receives a query from the search inter 
face 110 and identifies one or more categories from the ontol 
ogy 125 that correspond to the received query. More particu 
larly, the ontology engine 120 searches for the query in the 
ontology 125 and returns the one or more categories from the 
ontology 125 in which the query is found. In addition, the 
ontology engine 120 may returnkeywords associated with the 
one or more categories corresponding to the query, as indi 
cated by the ontology 125. 
0041. The source selection module 130 identifies one or 
more expert domains that may be used to identify appropriate 
search results for search queries. More particularly, the 
source selection module 130 receives a query from the search 
interface 110 and identifies one or more expert domains that 
may be used to identify appropriate search results for the 
received query. Such an identification may be made by first 
identifying one or more categories for the received query 
using the ontology 125 and the ontology engine 120, and then 
identifying one or more expert domains corresponding to the 
identified categories. As a result, the Source selection module 
130 may relate query categories to expert domains that are 
appropriate for the query categories. In implementations 
where the ontology 125 identifies expert domains for the 
categories included in the ontology 125, the source selection 
module 130 may be included in the ontology engine 120. In 
Such implementations, the Source selection module 130 may 
identify expert domains for queries based on information 
included in the ontology 125. 
0042. The network 135 may be a network that connects the 
components of the networked computing environment 100, 
such as the Internet, the World Wide Web, wide area net 
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works, (WANs), local area networks (LANs), analog or digi 
tal wired and wireless telephone networks (e.g. a public 
switched telephone network (PSTN), an integrated services 
digital network (ISDN), or a digital subscriber line (xDSL)), 
radio, television, cable, satellite, and/or any other delivery 
mechanism for carrying data. The components of the net 
worked computing environment 100 are connected to the 
network 135 through communications pathways that enable 
communications through the network 135. Each of the com 
munication pathways may include, for example, a wired, 
wireless, cable or satellite communication pathway, Such as a 
modem connected to a telephone line or a direct internetwork 
connection. The components of the networked computing 
system 100 may use serial line internet protocol (SLIP), 
point-to-point protocol (PPP), or transmission control proto 
col/internet protocol (TCP/IP) to communicate with one 
another over the network 135 through the communications 
pathways. 
0043. Each of the components of the networked comput 
ing environment 100 may be implemented using, for 
example, a general-purpose computer capable of responding 
to and executing instructions in a defined manner, a personal 
computer, a special-purpose computer, a workstation, a 
server, a device, a component, or other equipment or some 
combination thereof capable of responding to and executing 
instructions. The components may receive instructions from, 
for example, a software application, a program, a piece of 
code, a device, a computer, a computer system, or a combi 
nation thereof, which independently or collectively direct 
operations, as described herein. The instructions may be 
embodied permanently or temporarily in any type of 
machine, component, equipment, storage medium, or propa 
gated signal that is capable of being delivered to the compo 
nentS. 

0044) Further, each of the components of the networked 
computing environment 100 includes a communications 
interface used send communications through network 110. 
The communications may include, for example, e-mail mes 
Sages, instant messages, audio data, Video data, general 
binary data, or text data (e.g., encoded in American Standard 
Code for Information Interchange (ASCII) format). 
0045 Referring to FIGS. 2A and 2B, a portion of one 
implementation of the ontology 125 of FIG. 1 includes cat 
egories 205a-205z that are arranged as nodes in a directed 
acyclic graph. Each of the categories 205a-205Z is associated 
with one or more queries that are representative of the cat 
egory. The queries that are associated with one of the catego 
ries 205a-205Z may be referred to as included in the category. 
Each of the categories 205a-205Z also may be associated with 
One or more keywords and One or more expert domains for the 
category. As described above, the keywords represent words 
or phrases that appear in a high percentage of search results 
for queries associated with the category, and the expert 
domains represent domains from which a high percentage of 
search results for queries corresponding to the category are 
identified. 
0046 When a first category appears above a second cat 
egory in the ontology 125, the first category may be referred 
to as a parent category of the second category, and the second 
category may be referred to as a child category of the first 
category. For example, in relative terms, the science category 
205d is a parent category, and the categories 205g-205k are 
children categories of the Science category 205d. In general, 
an arrow directly from a first category to a second category 
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indicates that the first category is a parent category of the 
second category. More generally, one or more arrows from a 
first category to a second category through one or more inter 
mediate categories indicate that the first category is an ances 
tor category of the second category, and that the second cat 
egory is a child category of the first category. 
0047. A parent category includes queries that are more 
general than queries included in a childcategory of the parent 
category. For example, the Science category 205d is more 
general than the children categories 205g-205k, which 
include the physics category 205g, the chemistry category 
205h, the animals category 205i, the astronomy category 
205i, and the biology category 205k. Queries associated with 
a particular category may be referred to as corresponding to 
the particular category, as well as to other categories included 
in the ontology 125 that are ancestor or child categories of the 
particular category. Furthermore, categories that are ancestor 
or child categories of a category that includes a particular 
query may be referred to as corresponding to the particular 
query. In the implementation of the ontology 125 illustrated 
in FIGS. 2A and 2B, each of the categories 205a-205Z has 
only one parent category. However, in other implementations 
of the ontology 125, each of the categories 205a-205Z may 
have any number parent categories and any number of child 
categories. 
0048. In some implementations, some of the categories 
205a-205Z are not associated with keywords or expert 
domains. In Such implementations, keywords and expert 
domains for those categories may be keywords and expert 
domains associated with one or more ancestor or child cat 
egories of those categories. For example, if no keywords and 
expert domains are associated with the reptile category 205q. 
keywords and expert domains from the animals category 
205i, the science category 205d, or the root category 205a 
may be used for the reptile category 205q. When keywords 
and expert domains are associated with a child category of 
ancestor category, keywords and expert domains from the 
ancestor category may be used in place of, or in addition to, 
the keywords and the expert domains for the child category. 
0049. In other implementations of the ontology 125, the 
categories 205a-205Z are not arranged as nodes in a directed 
acyclic graph Such that relationships do not exist between the 
categories 205a-205Z. As a result, keywords and expert 
domains for a query may be identified only from a category 
with which the query is associated. In such implementations, 
keywords, and expert domains may associated with all of the 
categories 205a-205z. 
0050 FIGS. 3A and 3B illustrate exemplary categories 
205m and 205y from the ontology 125. The birds category 
205m is a child category of the animals category 205i, the 
science category 205d, and the root category 205a. The foot 
ball teams category 205y is a child category of the football 
category 205t, the sports category 205e, and the root category 
205a. The categories 205m and 205y include names 305a and 
305b and associated query lists 310a and 310b, respectively. 
In this example, the category 205m is named “Birds' and is 
associated with queries that include "eagle.” “robin,” “cardi 
nal.” and “bluejay,” and the category 205y is named “Football 
Teams' and is associated with queries that include “Washing 
ton Redskins.” “Baltimore Ravens.” and “Philadelphia 
Eagles.” The queries listed in the query lists 310a and 310b 
may be associated with the categories 205m and 205y manu 
ally or through automatic processes that identify appropriate 
categories for queries. 
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0051. The categories 205m and 205 may be associated 
with keyword lists 315a and 315b. The keywords included in 
the keyword list 315a represent words or phrases that appear 
in a high percentage of search results for the queries included 
in the query list310a. Similarly, the keywords included in the 
keyword list 315b represent words that frequently appear in 
search results for the queries included in the query list 310b. 
In this example, the keyword list310a includes the keywords 
“bird.” “nest,” “egg.” “beak.' and “talon, and the keyword 
list 310b includes the keywords “football,” “game,” “coach.” 
“quarterback.” and “receiver.” The keywords included in the 
keyword lists 315a and 315b may be identified through 
execution of a process that will be described with respect to 
FIG 11. 

0.052 The categories 205m and 205y also may be associ 
ated with expert domain lists 320a and 320b. The expert 
domains included in the expert domain list 320a represent 
domains from which a high percentage of search results for 
the queries included in the query list 310a are retrieved. 
Similarly, the expert domains included in the expert domain 
list 320b represent domains from which a high percentage of 
search results for the queries included in the query list 310b 
are retrieved. In this example, the expert domain list 320a 
includes the domains “www.hbw.com.” “birdingonthe.net.” 
“home-planetril.” “www.mangoverde.com.” “www.camac 
donald.corn.” “www.birdforum.net,” “www.bird-stamps. 
org.” “www.phthiraptera.org.” “www.scricciola corn, and 
“www.birdlife.net, and the domain list 320b includes the 
domains “www.nfl.com’ and “www.football.com.” The 
expert domains included in the expert domain lists 320a and 
320b may be identified through execution of a process that 
will be described with respect to FIG. 14. 
0053 Both of the query lists 315a and 315b include a 
query that includes the word "eagle. As a result, when a 
query that includes the word "eagle' is received, for example, 
from the is client system 105 of FIG. 1, both the category 
205m and the category 205y will be identified as correspond 
ing to the received query. Such an identification may be made 
because "eagles' matches the query "eagle' from the query 
list 310a and the query “Philadelphia Eagles' from the query 
list 310b. In other words, the query may ambiguously corre 
spond to both of the categories 205m and 205y, even though 
a user from which the query was received may have intended 
only one of the queries 205m and 205y for the query. The 
query may be disambiguated in order to provide the user with 
search results that are appropriate for the category that the 
user intended for the query. 
0054 Referring to FIG. 4, a process 400 is used to obtain 
search results for a query. The query is processed based on a 
category of the query. The processed query is Submitted to 
search engines that correspond to the category of the query. 
Search results received from the search engines are scored 
and filtered based on the assigned scores. The process is 
executed by a search interface. Such as the search interface 
110 of FIG. 1. 

0055. The process 400 begins when the search interface 
receives a query from a user (405). The search interface is 
accessed by a user of a client system, Such as the client system 
105 of FIG.1. The search interface provides a user interface 
with which the user may specify the query to the client sys 
tem, and the client system makes the user interface perceiv 
able to the user Such that the user may specify the query. Once 
specified, the query is sent from the client system to the search 
interface, and the search interface receives the query. 
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0056. The search interface resolves the received query 
when the received query ambiguously corresponds to mul 
tiple query categories (410). The query categories are indi 
cated by a query ontology. Such as the query ontology 125 of 
FIGS. 1, 2A, and 2B, which relates a query to one or more of 
the categories. In general, the query is resolved to correspond 
to a Subset of the multiple query categories. For example, in 
typical implementations, the query is resolved to correspond 
only to one of the multiple query categories that corresponds 
to a query category that the user intended for the query. 
Resolving the query is described in further detail with respect 
to the exemplary process 410 of FIG. 5. 
0057 The search interface then supplements the resolved 
query with keywords associated with the single query cat 
egory corresponding to the resolved query (415). The key 
words may be associated with the single category in the query 
ontology. The keywords represent words or phrases that are 
found in a high percentage of search results for queries asso 
ciated with the single category in the query ontology. The 
keywords are identified and associated with the single cat 
egory with a process such as that described below with 
respect to FIG. 11. The keywords are added to the resolved 
query such that search results retrieved for the query are 
representative of the single category. An example of Supple 
menting the query with the keywords is described in further 
detail with respect to process 415 of FIG.9. 
0058. The search interface routes the supplemented query 
to one or more search engines corresponding to the Supple 
mented query (420). More particularly, the supplemented 
query is Submitted to one or more search engines that corre 
spond to the single category in the query ontology corre 
sponding to the Supplemented query. The search engines to 
which the Supplemented query is Submitted represent search 
engines from which a high percentage of search results for 
queries associated with the single category are retrieved. The 
search engines are identified and associated with the single 
category using, for example, a process described below with 
respect to FIG. 14. The supplemented query is submitted to 
the one or more search engines such that search results 
retrieved in response to the query are representative of the 
single category. An example of Submitting the Supplemented 
query to the one or more search engines is described in further 
detail with respect to process 420 of FIG. 12. 
0059 Search results for the received query are received 
from each of the one or more search engines, and the search 
interface assigns scores to the received search results (425). 
Each of the one or more search engines provides Surrogate 
representations of the search results to the search interface. A 
Surrogate representation of a search result is a relatively short 
Summary or excerpt of the search result that may be presented 
in place of the search results itself. The search interface then 
assigns scores to the search results based on visual character 
istics of the Surrogate representations of the search results. An 
example of assigning scores to the received search results is 
described in further detail with respect to process 425 of FIG. 
15. 

0060. The search interface filters the search results based 
on the assigned scores (430). More particularly, differences 
between scores assigned to the search results are used to 
identify search results that should be filtered. In general, large 
differences in scores indicate that search results should be 
eliminated. The search results that are not eliminated repre 
sent high quality search results for the query originally 
received from the user, though they may themselves be sorted 
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based upon the scores. Filtering the search results based on 
the assigned scores is described in further detail with respect 
to exemplary process 430 of FIG. 17. 
0061. The search interface makes the filtered search 
results perceivable to the user of the client system (435). More 
particularly, the search interface sends the Surrogate repre 
sentations of the search results that have not been eliminated 
to the client system, and the client system presents the Surro 
gate representations to the user. 
0062 Particular implementations of the process 400 may 
include only a subset of the operations 410-430. For example, 
in one implementation, the search results may not be filtered 
prior to being presented to the user. In another implementa 
tion, the query may not be Supplemented with keywords prior 
to being Submitted to the one or more search engines. In 
another implementation, the query may be submitted to all 
available search engines, instead of only to the search engines 
associated with the category of the query. In yet another 
implementation, the query may not be resolved, particularly 
when the query originally corresponds to only one category in 
the query ontology. 
0063 Referring to FIG. 5, a process 410 represents one 
implementation of the operation 410 of FIG. 4, in which a 
query that corresponds to multiple query categories is 
resolved to correspond to a single category. The process 410 
may be executed by a search interface, such as the search 
interface 110 of FIG. 1, as part of the process 400 of FIG. 4. 
0064. The search interface identifies one or more catego 
ries corresponding to a received query in an ontology (505). 
The ontology may be the ontology 120 of FIG.1. The search 
interface may identify the one or more categories using an 
ontology engine, Such as the ontology engine 125 of FIG. 1. 
More particularly, the search interface provides the received 
query to the ontology engine, and the ontology engine 
searches for the received query in the ontology. The ontology 
engine does so by matching the received query against the 
queries associated with the categories included in the ontol 
ogy. If a particular category corresponds to a query that 
matches the received query, then the particular category cor 
responds to the received query. The ontology engine may 
identify all categories included in the ontology that corre 
spond to the received query. 
0065. The search interface determines whether the 
received query corresponds to multiple categories (510). In 
other words, the search interface 510 determines whether an 
indication of multiple categories from the ontology that cor 
respond to the received query is received from the ontology 
engine. 
0066. If so, the received query is resolved such that the 
received query corresponds to only one of the multiple cat 
egories (515). More particularly, the search interface selects 
one of the multiple identified categories (515). In one imple 
mentation, selecting the multiple identified categories 
includes enabling a user that specified the received query to 
select one of the multiple categories. For example, indications 
of the multiple categories may be presented to the user on a 
user interface with which the query was specified. The user 
may select one of the indications, and the search interface 
selects the corresponding category as the category to which 
the query should be resolved. 
0067. In another implementation, the search interface may 
use characteristics of the received query to select one of the 
multiple identified categories. For example, the search inter 
face may identify one or more categories from the ontology 
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that correspond to a portion of the received query. The cat 
egories corresponding to the portion of the received query 
may be identified in a manner similar to how the categories 
corresponding to the entire received query were identified. 
The portion of the received query may correspond to a single 
category, and the single category may be one of the multiple 
categories. In Sucha case, the single category is selected as the 
category to which the received query should be resolved. For 
example, the query "eagles receiver may correspond to a 
football category and an animals category, while the 
“receiver” portion of the query may correspond to a football 
category and an electronics category. The football category 
may be selected as the category to which the query should be 
resolved because both the full query and the portion of the 
query correspond to the football category. 
0068. In another implementation, the search interface may 
use characteristics of the multiple identified categories to 
select one of the multiple identified categories. For example, 
an indication of a number of times each of the multiple iden 
tified categories has been selected may be maintained, and the 
one of the multiple categories that has been selected most 
often may be selected. Other indications of the popularity or 
appropriateness of the multiple identified categories may be 
used to select one of the multiple identified categories for the 
received query. In some implementations, a combination of 
enabling the user to select one of the multiple categories, 
identifying categories corresponding to a portion of the query, 
and identifying characteristics of multiple categories corre 
sponding to the received query may be used to select a cat 
egory for the received query. 
0069. The search interface supplements the query with 
information associated with or identifying the selected cat 
egory (520). Supplementing the query with information asso 
ciated with or identifying the selected category may include 
formatting the query into a canonical form of the received 
query for the selected category. The canonical form of the 
entered query for the selected category is a query associated 
with the selected category that matches the entered query. 
When the query does not exactly match a query associated 
with the selected category, then the canonical form of the 
query differs from the query. For example, the query "eagles' 
matches the query “Philadelphia Eagles,” which is associated 
with the football category. Consequently, “Philadelphia 
Eagles' may be the canonical form of the query "eagles' for 
the football category. 
0070 Alternatively or additionally, the query may be 
Supplemented with one or more keywords associated with the 
selected category. The keywords represent words or phrases 
found in a high percentage of search results for queries asso 
ciated with the selected category. The keywords may be asso 
ciated with the selected category in the ontology. The query 
may be supplemented with the keywords such that search 
results retrieved for the supplemented query include at least 
one of the keywords. 
0071 Supplementing the received query may include 
reformulating the received query to adhere to a syntax in 
which queries may be submitted to a search engine to which 
the supplemented query will be submitted eventually. Each 
search engine to which the Supplemented query may be Sub 
mitted accepts queries in a particular format, and the query 
may be reformulated to reflect the particular format of the 
search engine to which the Supplemented query will be Sub 
mitted. The received query may be Supplemented Such that 
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the user does not authorize Supplementing the query with the 
associated information, or Such that the user does not perceive 
the Supplemented query. 
0072 Supplementing the query with the information 
causes the query to correspond to only the selected category. 
In other words, Supplementing the query resolves the query to 
the selected category. As a result, the search engine returns the 
resolved query (525). The returned query may be processed 
further, or the returned query may be submitted to one or more 
search engines to retrieve search results for the returned 
query. If the received query does not correspond to multiple 
categories in the ontology (510), the received query, by 
default, corresponds to a single category. As a result, the 
received query does not need to be resolved and simply may 
be returned (525). 
0073. In some implementations, the categories included in 
the ontology are arranged as nodes in a directed acyclic graph, 
as illustrated in FIGS. 2A and 2B. In such implementations, 
identifying categories that correspond to the received cat 
egory (505) may include identifying ancestor or child catego 
ries of categories included in the ontology with which the 
received query is associated. In addition, selecting one of the 
identified categories (515) may include selecting an ancestor 
or a child category of one of the identified categories. As a 
result, Supplementing the received query with information 
associated with the selected category (520) may include 
Supplementing the received query with information associ 
ated with the selected ancestor or child category. 
0074 Referring to FIG. 6, a search tool user interface 600 
may be presented to a user of the client system 105 of FIG. 1 
by the search interface 110 of FIG. 1 when accessed. For 
example, the search tool user interface 600 may be a web page 
sent to the client system 105 by the search interface 110 in 
response to a request from the client system 105. The client 
system 105 may present the search tool user interface 600 to 
the user with a web browser running on the client system 105. 
The search tool user interface includes a text field 605 and a 
button 610. The user may enter a search query into the search 
field 605. As illustrated, the user has entered "eagles' in the 
text field 605 as the search query. Selecting the button 610 
after a search query has been entered into the text field 605 
submits the search query to the search interface 110 such that 
search results for the search query may be identified. 
(0075 Referring to FIG. 7, the search tool interface 600 
displays search results 705a-705e that have been retrieved for 
the search query entered in the text field 605 after the submit 
button 610 has been selected. In addition, category identifiers 
710a-710c identify categories in the ontology 125 of FIGS. 1, 
2A and 2B corresponding to the search query. 
(0076. The category identifiers 710a-710c indicate that the 
search query corresponds to multiple categories in the ontol 
ogy 125. For example, one of the queries corresponding to a 
musicians category in the ontology 125 matches the search 
query, as indicated by the category identifier 710a. In addi 
tion, the category identifier 710b indicates that a query cor 
responding to a football category in the ontology 125 matches 
the search query, and the category identifier 710b indicates 
that a query corresponding to a bird category in the ontology 
125 matches the search query. 
(0077. The category identifiers 710a-710c also may indi 
cate canonical forms of the query entered in the text field 605 
for the corresponding category. The canonical form of the 
entered query for a particular category is a query associated 
with the particular category that matches the entered query. 
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For example, the entered query matches the query “The 
Eagles' that is associated with the musicians category, so 
“The Eagles' is the canonical form of the entered query for 
the musicians category. Similarly, “Philadelphia Eagles' is 
the canonical form of the entered query for the football cat 
egory, and "eagles' is the canonical form of the entered query 
for the bird category. 
0078. The search results 705a-705e represent search 
results that were retrieved for the search query before the 
search query was disambiguated. In other words, the search 
results 705a-705e were retrieved for the search query before 
the search query was supplemented with information associ 
ated with a category from the ontology 125 that the user 
intended for the search query. As a result, the search results 
705a-705e represent search results that are representative of 
the multiple categories. For example, the search results 705a 
and 705c are representative of the musicians category, the 
search result 705b is representative of the football category, 
and the search results 705d and 705e are representative of the 
bird category. 
0079. One of the category identifiers 710a-710c may be 
selected by the user to indicate that the corresponding cat 
egory was intended for the search query. For example, the 
user may select the category identifier 710a to retrieve search 
results relating only to musicians that match the search query. 
The user may select the category identifier 710b to retrieve 
search results relating only to football that match the search 
query, and the user may select the category identifier 710c to 
retrieve search results relating only to birds that match the 
search query. Moreover, a user interface may enable selection 
of more than one category, in response to which results cor 
responding to each selected category may be interpreted 
seamlessly or visually distinguished through a visual indica 
tor or screen position. 
0080 Referring to FIG. 8, the search tool user interface 
600 displays search results 805a-805e, an original query indi 
cator 810, a selected category indicator 815, and an available 
category indicator 820 after the category identifier 710a of 
FIG.7 has been selected. When the category identifier 710a 
was selected, the query entered in the text field 605 was 
Supplemented with information associated with the category 
associated with the category identifier 710a. For example, the 
query may be reformatted into the canonical form of the query 
for the category selected with the category identifier 710a. 
More particularly, the musicians category was selected with 
the category identifier 710a, so the query was reformatted 
into “The Eagles, which is the canonical form of the query 
for the musicians category. In addition, the query may be 
Supplemented with one or more keywords associated with the 
musicians category in the ontology 125. Such reformatting 
and supplementing may be indicated in the text field 605. 
0081. As a result of the disambiguation of the query by 
Supplementing the query with information associated with 
the musicians category, the search results 805a-805e are all 
representative of the musicians category. More particularly, 
the search results 805a-805e represent Internet resources that 
match the Supplemented query, which is representative of 
only the musicians category in the query ontology 125. 
Therefore, the search results 805a-805e all relate to musi 
cians named “The Eagles.” 
I0082. The indicators 810-820 identify steps taken to 
retrieve the search results 805a-805e, which are representa 
tive of only one query category. More particularly, the indi 
cators 8210-820 identify the original query, the categories to 
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which the original query corresponds, and the category to 
which the original query has been resolved. The indicators 
810-820 may allow navigation through the steps such that the 
original query may be disambiguated in different manner, or 
such that search results may be retrieved without first disam 
biguating the original query. 
I0083. The original query indicator 810 identifies the query 
that was originally Submitted before the query was disam 
biguated. For example, the query indicator 810 indicates that 
the original query was "eagles.” because that query was 
entered in the text field 605 of FIG. 6. In one implementation, 
the query listed in the original query indicator 810 may be a 
link that may be selected to retrieve search results for the 
original query without the original query being disambigu 
ated. For example, selecting the query listed in the original 
query indicator may cause search results that are similar to the 
search results 705a-705e of FIG. 7 to be presented and dis 
played. 
I0084. The selected category indicator 815 identifies a cat 
egory to which the query was resolved. More particularly, the 
selected category indicator 815 identifies one of the multiple 
categories to which the original query corresponds whose 
corresponding category identifier was selected. For example, 
the selected category indicator 815 indicates that the original 
query has been resolved to the musicians category as a result 
of the category indicator 710a of FIG. 7 being selected. 
I0085. The available category indicator 820 identifies oth 
ers of the multiple categories to which the original query 
corresponds whose corresponding category identifiers were 
not selected. For example, the available category indicator 
820 indicates that the original query was not resolved to the 
football category or to the birds category because the corre 
sponding category indicators 710b and 710c of FIG. 7 were 
not selected. Each of the categories identified by the available 
category indicator 820 may be a link that may be selected to 
retrieve search results relating to that particular category. In 
other words, each of the categories listed in the available 
category indicator 820 may be similar to one of the category 
identifiers 710a-71 Oc of FIG. 7. 
I0086. In other implementations of the search tool user 
interface 600 of FIGS. 6-8, multiple sets of search results for 
the query may be presented before one of the category iden 
tifiers 710a-710c has been selected. Each of the category 
identifiers 710a-710c may be associated with one of the sets 
of the search results. The search results associated with a 
category identifier represent one or more search results that 
are representative of the query category corresponding to the 
category identifier. One of the sets of search results may 
include search results that were retrieved before the search 
query was disambiguated. The multiple sets of search results 
may help the user to identify a category that was intended for 
the query. Selecting the category identifier corresponding to 
the intended category may cause additional search results that 
are representative of the intended category to be presented, as 
is illustrated in FIG. 8. 
I0087. Referring to FIG. 9, a process 415 represents one 
implementation of the operation 415 of FIG. 4, in which a 
query is Supplemented with keywords associated with a cat 
egory to which the query corresponds. The process 415 may 
be executed by a search interface. Such as the search interface 
110 of FIG. 1, as part of the process 400 of FIG. 4. 
I0088. The search interface identifies a category corre 
sponding to a received query in an ontology (905). The cat 
egory corresponding to the received query may be identified 



US 2016/0283560 A1 

in a manner similar to the process 410 of FIG.5. For example, 
the search interface may identify the category using an ontol 
ogy engine that interfaces with the ontology, such as the 
ontology engine 120 of FIG. 1. If the received query corre 
sponds to multiple categories in the ontology, one of the 
categories may be selected (manually by the user or automati 
cally without user control) for the received query, particularly 
when the received query has not been resolved with the pro 
cess 410 of FIG. 5 prior to execution of the process 415. In 
implementations where the categories included in the ontol 
ogy are arranged as nodes in a directed acyclic graph, iden 
tifying a category that corresponds to the received query may 
include identifying an ancestor or a child category of a cat 
egory included in the ontology with which the received query 
is associated. 

0089. The search interface identifies one or more key 
words associated with the identified category (910). The key 
words represent words or phrases found in a high percentage 
of search results for queries associated with the selected cat 
egory. In one implementation, the keywords are associated 
with the selected category in the ontology, as illustrated in 
FIGS. 3A and 3B. In such an implementation, the search 
interface uses the ontology engine to access the keywords 
from the ontology. In another implementation, the keywords 
may be maintained in an external mapping that relates query 
categories to keywords. Such a mapping may be maintained 
by the search interface or the ontology engine. In Such an 
implementation, identifying the keywords may include iden 
tifying the keywords from the external mapping. 
0090 The search interface supplements the received 
query with the identified keywords (915). The query may be 
supplemented with the keywords such that search results 
retrieved for the supplemented query include at least one of 
the keywords. Supplementing the query with the keywords 
increases the chances that search results retrieved for the 
Supplemented query are representative of the identified cat 
egory. A high percentage of search results for queries of the 
identified category include the keywords, so search results 
that include one or more of the keywords are likely to be 
representative of the identified category. In one implementa 
tion, prior to Supplementing the query with the identified 
keywords, the identified keywords may be presented to the 
user such that the user may select which of the identified 
keywords will be used to supplement the received query. The 
Supplemented query may be reformulated to adhere to a syn 
tax in which queries may be submitted to a search engine to 
which the supplemented query will be submitted. The 
received query may be supplemented Such that the user does 
not authorize Supplementing the query with the keywords, or 
Such that the user does not perceive the Supplemented query. 
0091 Maintaining keywords for query categories may be 
more advantageous than maintaining keywords for individual 
queries, particularly when the number of categories is signifi 
cantly smaller than the number of individual queries. Main 
taining keywords for query categories instead of for indi 
vidual queries reduces the storage space required for the 
keywords. 
0092 Referring to FIG. 10, the search tool user interface 
600 displays search results 1005a-1005e that were retrieved 
for a query entered in the text field 605 after the query was 
Supplemented with one or more keywords associated with a 
category that was intended for the query. The search tool user 
interface 600 illustrated in FIG. 10 may be presented after the 
button 610 of the search tool user interface 600 illustrated in 
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FIG. 6 has been selected, if the search query entered into the 
text field 605 of FIG. 6 corresponds to only one category. 
Alternatively, if the search query entered in the text field 605 
corresponds to multiple categories, then the search tool user 
interface 600 illustrated in FIG.10 may be presented after one 
(or more) of the category identifiers 710a-710c of FIG.7 has 
been selected. 
(0093. The search results 1005a-1005e are representative 
of the bird category of the ontology 125 because the query 
entered in the text field 605 has been supplemented with 
keywords associated with the bird category. The keywords 
may be added to the query as a result of the query correspond 
ing only to the bird category, or as a result of the selection of 
the category identifier 710c of FIG. 7, which corresponds to 
the bird category. In addition to including the original query 
"eagles, the search results 1005a-1005e also may include 
one or more of the keywords that were used to supplement the 
original query. 
0094. The keywords with which the query has been 
Supplemented may or may not be made perceivable to the user 
from which the query was received. As a result, the query may 
or may not be modified within the text field 605, though the 
query has been modified within the text field in the illustrated 
search tool user interface 600. 
(0095 Referring to FIG. 11, a process 1100 is used to 
associate keywords with query categories included in a query 
ontology. The process 1100 identifies words or phrases that 
appear in a high percentage of search results for queries from 
a particular category in the query ontology and associates the 
identified words with the particular category as keywords for 
the particular category. The keywords are used to Supplement 
queries that correspond to the particular category Such that 
search results retrieved for the particular category are repre 
sentative of the particular category. The process 1100 is 
executed by the ontology engine 120 to prepare the ontology 
125, both of FIG. 1. 
0096. The process 1100 begins when an ontology that 
relates queries to query categories is maintained and/or 
accessed (1105). For example, an ontology that is similar to 
the ontology 125 of FIGS. 1, 2A, and 2B is maintained. 
0097. The ontology engine submits queries associated 
with categories included in the ontology to one or more search 
engines (1110). In one implementation, all queries included 
in the ontology are submitted to the one or more search 
engines. In another implementation, a particular number of 
queries from each of the categories included in the ontology 
are submitted to the one or more search engines. In general, 
any number of queries included in the ontology may be Sub 
mitted, particularly if the submitted queries evenly represent 
the categories included in the ontology. 
0098. Furthermore, in some implementations, the queries 
may be Submitted to all available search engines or to a Subset 
of the available search engines. For example, the queries may 
be submitted to a general search engine from which many 
types of search results may be retrieved. Alternatively, the 
queries may be Submitted to multiple search engines from 
which specialized types of search results may be retrieved. As 
another example, the queries may be submitted both to gen 
eral and specialized search engines. In general, the queries 
may be submitted to any set of search engines, particularly if 
different types of search results may be retrieved evenly from 
the search engines. Search results for the Submitted queries 
are received from the one or more search engines to which the 
queries were submitted (1115). 
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0099. The ontology engine determines a frequency of 
occurrence in the received search results for each word that 
appears in the received search results (1120). The ontology 
engine also may determine a frequency of occurrence in the 
received search results for one or more phrases that appear in 
the received search results. Determining the frequency of 
occurrence for a word or a phrase may include determining a 
probability that the word or the phrase appears in one of the 
received search results. Such a probability may be defined as 
the ratio of the number of the received search results that 
include the word or the phrase to the number of the received 
search results. Alternatively, determining the frequency of 
occurrence for a word or a phrase may include determining a 
number of the received search results that include the word or 
the phrase. In one implementation, the frequencies of occur 
rence for the words or the phrases appearing in the received 
search results may be determined using only a Subset of the 
retrieved search results. For example, a particular number of 
the search results that most closely match each of the submit 
ted queries may be used to determine the frequencies. 
0100. The determined frequencies of occurrence represent 
a base statistical model of word or phrase frequency from a 
random or general collection of search results. The deter 
mined frequencies will be compared to frequencies deter 
mined for search results for queries from a particular category 
in the query ontology. Words or phrases with higher frequen 
cies in search results for queries from the particular category 
will be identified as keywords for the particular category. 
0101 The ontology engine then selects a category from 
within the ontology (1125). The ontology engine submits 
queries associated with the selected category to one or more 
search engines (1130). Some or all of the queries associated 
with the selected category may be submitted to the one or 
more search engines. The queries may be submitted to the 
same search engines to which the queries from the categories 
were previously submitted. Search results for the submitted 
queries from the selected category are received from the one 
or more search engines (1135). 
0102 The ontology engine determines a frequency of 
occurrence in the search results received for the submitted 
queries from the selected category for each word that appears 
in the received search results (1140). The ontology engine 
also may determine a frequency of occurrence in the received 
search results for one or more phrases that appear in the 
received search results. The frequencies may be determined 
in a manner similar to how the frequencies were previously 
determined using search results received for the queries 
included in the ontology. 
0103 For each word that appears in the received search 
results, the ontology engine compares the frequency of occur 
rence in the search results for the queries from the selected 
category to the frequency of occurrence in the search results 
for the queries from the categories (1145). The ontology 
engine also may compare the frequencies of occurrence for 
the phrases that appear in the received search results. In 
general, comparing the two frequencies for a particular word 
or phrase indicates whether the particular word or phrase 
appears more frequently in the search results for the queries 
from the selected category. Comparing the two frequencies 
also may indicate whether the particular word or phrase 
appears with relatively equal frequency in both the search 
results for the queries from the selected category and the 
search result for the queries from the categories. Comparing 
the two frequencies may include identifying a weighting fac 
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tor for the word or the phrase. The weighting factor indicates 
the relative difference between the two frequencies. In one 
implementation, a high weighting factor may indicate that the 
word or the phrase occurs more frequently in the search 
results for the queries from the selected category than in the 
search results for the queries from the categories. On the other 
hand, a low weighting factor may indicate that the word or the 
phrase does not occur more frequently in the search results for 
the queries from the selected category than in the search 
results for the queries from the categories. 
0104 Words that appear more frequently in the search 
results for the queries from the selected category of the query 
ontology are identified as keywords for the selected category 
(1150). In addition, one or more phrases that appear more 
frequently in the search results for the queries from the 
selected category of the query ontology may be identified as 
keywords for the selected category. The identification of the 
keywords may be based on the weighting factors of the words 
or the phrases that appear in the received search results. In one 
implementation, a particular number of words or phrases with 
the highest weighting factors are identified as the keywords. 
In another implementation, words or phrases with weighting 
factors that exceed a threshold weighting factor are identified 
as the keywords. 
0105. A user may be enabled to add or remove keywords 
for the selected category (1155). For example, the user may 
access the ontology engine with a client system, Such as the 
client system 105 of FIG. 1, to add or remove keywords for 
the selected category. Alternatively, the user may access the 
ontology engine directly to specify the keywords. The user 
that adds or removes keywords for the selected category may 
be an editor or an administrator of the ontology and the 
ontology engine. Enabling the user to review the automati 
cally identified keywords enables the user to determine that 
the best keywords have been identified for the selected cat 
egory. The user may remove keywords that are not the best 
keywords for the selected category. The user also may add 
keywords that have not been automatically identified as the 
best keywords for the selected category. In some implemen 
tations, the user may be prevented from removing one or more 
of the keywords. For example, the user may be prevented 
from removing the keyword for which the best weighting 
factor has been identified. As a result, the keyword with the 
best weighting factors always may be associated with and 
used for the selected category. 
0106 The ontology engine associates one or more of the 
identified keywords with the selected category (1160). In one 
implementation, the keywords are stored with the selected 
category in the query ontology, as is illustrated in FIGS. 2A 
and 2B. In another implementation, the keywords are associ 
ated with the selected category in a mapping of categories to 
keywords for the categories that is external to the query ontol 
ogy. Such a mapping may be maintained by the ontology 
engine. 
0107 The ontology engine determines whether keywords 
have been identified for all categories included in the query 
ontology, or whether keywords need to be identified for more 
categories (1165). If so, then the ontology engine selects one 
of the categories for which keywords have not already been 
identified (1125), submits queries associated with the 
selected category to one or more search engines (1130), and 
receives search results for the submitted query (1135). Fre 
quencies of word or phrase occurrence are determined 
(1140), and the frequencies are compared to previously deter 
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mined frequencies of occurrence of words or phrases that 
appear in search results for the queries from the categories 
(1145). Based on the comparison, keywords for the selected 
category are identified (1150), modified by a user (1155), and 
associated with the selected category (1160). In this manner, 
keywords are identified sequentially for each category 
included in the query ontology, until keywords have been 
identified for all categories included in the query ontology, at 
which point the process 1100 is done (1170). 
0108 Referring to FIG. 12, a process 420 represents one 
implementation of the operation 420 of FIG. 4, in which a 
query is Submitted to information sources associated with a 
category to which the query corresponds. The process 420 
may be executed by a search interface, such as the search 
interface 110 of FIG. 1, as part of the process 400 of FIG. 4. 
0109 The search interface identifies possible combina 
tions of terms from a received query (1205). For example, if 
the received query includes three terms, the possible combi 
nations may include the first term, the second term, the third 
term, the first and second terms, the second and third terms, 
and the first, second, and third terms. In this and typical 
implementations, the possible combinations of terms from 
the received query represent Subsets of consecutive terms 
from the received query, and the order of the consecutive 
terms is maintained. Such implementations are advantageous 
because the order and location of the terms in the query 
typically affect the Subject matter, and consequently the cat 
egory, of the query. For example, for the query “wooden 
Venetian blind, the combination “Venetian blinds' may have 
more relevance to the meaning of the query than the combi 
nation “blind Venetian' or the combination “wooden blind.” 
Furthermore, limiting the number of allowable combinations 
of the query terms limits the number of categories that may 
correspond to the combinations, which may limit the number 
of information sources to which the search query is Submit 
ted. However, in other implementations, the possible combi 
nations also may include Subsets of nonconsecutive terms 
from the received query (for example, in the initial example of 
three terms, the first and third terms), and the terms in each of 
the possible combinations may be permuted to identify addi 
tional combinations. Identifying the possible combinations of 
terms of the received query may be referred to as n-gramming 
the received query. 
0110. The search interface identifies one or more catego 
ries corresponding to each of the possible combinations of the 
terms in an ontology (1210). The categories corresponding to 
each of the combinations may be identified in a manner simi 
lar to the process 410 of FIG. 5. For example, the search 
interface may identify the one or more categories for the 
combination using an ontology engine that interfaces with the 
ontology, such as the ontology engine 120 of FIG. 1. In 
implementations where the categories included in the ontol 
ogy are arranged as nodes in a directed acyclic graph, iden 
tifying the one or more categories that correspond to the 
combination may include identifying ancestor or child cat 
egories of categories included in the ontology with which the 
combination is associated. The categories corresponding to 
each of the possible combinations represent categories for the 
entire query. The categories corresponding to the combina 
tions of terms of the query may be filtered based on a deter 
mination of whether the categories may correspond to a single 
query (1215). For example, an indication of whether a subset 
of the categories has corresponded to a previously received 
query may be used to determine whether the categories 
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should be filtered. Alternatively or additionally, a probability 
that a Subset of the categories corresponds to a single query 
may be used to determine whether the categories should be 
filtered. The probability may be based on categories identified 
for previously received queries. For example, the combina 
tions of terms from the query may correspond to three cat 
egories. The three categories together may not have corre 
sponded to a previously received query, but two of the 
categories may have a high probability of both corresponding 
to a single query. As a result, the two categories may be 
identified as categories for the query, and the third category 
may be eliminated. Reducing the number of categories that 
correspond to the query may reduce the number of informa 
tion Sources to which the categories are Submitted. 
0111. The search interface identifies one or more informa 
tion sources associated with the identified categories that 
have not been eliminated (1220). The information sources 
represent domains from which a high percentage of search 
results for queries corresponding to the identified categories 
are identified. The information sources represent experts on 
the identified categories and all corresponding queries and 
keywords in general, rather than experts on any particular 
query associated with the identified categories (although a 
particular expert may provide expertise on both). In one 
implementation, the information sources are associated with 
the identified categories in the ontology, as illustrated in 
FIGS. 3A and 3B. In such an implementation, the search 
interface uses the ontology engine to access the information 
sources from the ontology. In another implementation, the 
information Sources may be maintained in an external map 
ping that relates query categories to information sources for 
the queries. Such a mapping may be maintained by a source 
selection module, such as the source selection module 130 of 
FIG. 1. In Such an implementation, identifying the informa 
tion sources may include identifying the information sources 
from the external mapping. 
0112 The search interface submits the received query to 
the identified information sources (1225). Submitting the 
query to the identified information sources may include Sub 
mitting the query to the identified information sources Such 
that the information sources may identify search results for 
the query from the information sources. Submitting the query 
to the identified information Sources also may include Sub 
mitting the query to one or more search engines with an 
instruction to return search results from only the identified 
information sources. Submitting the query to the identified 
information sources increases the chances that search results 
retrieved for the query are representative of the category of the 
query. A high percentage of search results for queries from the 
categories corresponding to the query are identified from the 
identified information sources, so search results from the 
identified information sources are likely to be representative 
of the categories corresponding to the query. 
0113 Identifying information sources that correspond to 
one of the combinations of terms from the query as appropri 
ate for the query eliminates the need to relate all possible 
queries to query categories. The number of possible queries 
prohibits identifying a category for each of the queries. Fur 
thermore, the set of possible queries is constantly changing. 
However, the number of terms that may be used to construct 
queries allows for one or more categories to be identified for 
each of the terms, and the set of query terms is relatively fixed. 
Under the assumption that the categories of a query are the 
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categories of terms of the query. Such classification of query 
terms enables classification of an otherwise prohibitively 
large number of queries. 
0114 Submitting queries to a subset of the available 
search engines, instead of to all of the available search 
engines, may be advantageous because most of the available 
search engines may not provide desirable search results for 
each query. Furthermore, network resources are preserved 
because communication occurs only between a limited num 
ber of systems. In general, a smaller number of search engines 
to which a query is Submitted corresponds to a larger amount 
of network resources that are preserved, so a small Subset of 
search engines that return high quality search results may be 
used to preserve a large amount of network resources. In 
addition, identifying information sources for query catego 
ries may be better than identifying information sources for 
individual queries, or for individual query terms. This may be 
particularly true when the number of categories is signifi 
cantly smaller than the number of individual queries. Main 
taining indications of information sources for query catego 
ries instead of for individual queries or query terms reduces 
the storage space required for the indications of the informa 
tion Sources. 

0115 Referring to FIG. 13A, a search tool user interface 
1300 is similar to the search tool user interface 600 of FIGS. 
6, 7, 8, and 10. The search tool user interface 1300 includes a 
text field 1305 into which a user may enter a search query, and 
a button 1310 that may be selected to retrieve search results 
1315a-1315fforthe entered query. As illustrated, the user has 
entered "eagles' in the text field 1305, and the button 1310 
has been selected to retrieve the search results 1315a-1315f. 
The search tool user interface 1300 also includes category 
identifiers 1320a-1320c that identify query categories with 
which the entered query is associated. 
0116. The category identifiers 1320a-1320c indicate that 
the query entered in the text field 1305 is associated with 
multiple categories in the ontology 125. More particularly, 
the query is associated with a musicians category, as indicated 
by the category identifier 1320a, a birds category, as indicated 
by the category identifier 1320b, and a football category, as 
indicated by the category identifier 1320c. The search results 
1315a-1315fmay represent search results that were retrieved 
for the search query before the search query was disambigu 
ated to correspond only to one of the multiple categories, for 
example, with the process 410 of FIG. 5. As a result, all of the 
search results 1315a-1315fmay not have been retrieved from 
information sources corresponding to a particular one of the 
multiple categories. Instead, the search results 705a-705e are 
from information sources that correspond to more than one of 
the multiple categories, or that do not correspond to any of the 
multiple categories. As a result, the search results 1315a 
1315e may be representative of the multiple categories. For 
example, the search result 1315a and 1315c are representative 
of the football category, the search results 1315b and 1315d 
are representative of the musicians category, and the search 
results 1315e and 1315fare representative of the bird cat 
egory. 

0117. One of the category identifiers 1320a-1320c may be 
selected by the user to indicate that the corresponding cat 
egory was intended for the search query. For example, the 
user may select the category identifier 1320a, 1320b, or 
1320c to indicate that the musicians category, the birds cat 
egory, or the football category, respectively, was intended for 
the query. The query then may be Submitted to one or more 
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information sources corresponding to the intended category 
such that the search results 1305a-1305fare retrieved from 
the information sources. 
0118 Referring to FIG. 13B, the search tool user interface 
1300 displays information source indicators 1325a-1325i 
and search results 1330a-1330fafter the category identifier 
1320b of FIG.13A has been selected. The information source 
indicators 1325a-1325i identify information sources corre 
sponding to the birds category, which was selected for the 
query through selection of the category identifier 1320b. For 
example, each of the information source indicators 1325a 
1325b corresponds to an expert domain listed in the expert 
domain list320a of FIG. 3A for the exemplary birds category 
205m from the exemplary ontology 125 of FIGS. 2A and 2B. 
0119) Each of the search results 1330a-1330f has been 
retrieved from one of the information sources for which an 
information source indicator 1325a-1325i is displayed. 
Because the search results 1330a-1330fare retrieved from 
one or more of the information Sources corresponding to the 
birds category, the search results 1330a-1330fare all repre 
sentative of the birds category. Furthermore, selecting one of 
the information source indicators 1325a-1325i may cause 
search results only from the corresponding information 
Source to be retrieved and displayed to the exclusion or appar 
ent visual preference or relative order with respect to results 
from other of the sources, which further ensures that the 
search results are representative of the birds category in the 
above example. 
I0120. After selection of the category identifier 1320b, the 
category identifiers 1320a and 1320c may be selected to 
retrieve search results for the query from information sources 
corresponding to the musicians category and the football 
category, respectively. Selecting one of the category identifi 
ers 1320a and 1320c may cause one or more information 
Source indicators for information sources corresponding to 
the selected category to be displayed. Each of the information 
Source indicators may be selected to cause search results only 
from the corresponding information Source to be retrieved 
and displayed. 
I0121. In other implementations of the search tool user 
interface 1300 of FIGS. 13A and 13B, multiple sets of search 
results for the query may be presented before one of the 
category identifiers 1320a–1320C has been selected. Each of 
the category identifiers 1320a-1320c may be associated with 
one of the sets of the search results. The search results asso 
ciated with a category identifier represent one or more search 
results that have been retrieved from one or more information 
Sources corresponding to the query category corresponding to 
the category identifier. One of the sets of search results may 
include search results that were retrieved before the search 
query was disambiguated Such that the search results may 
have been retrieved from multiple domains that do not nec 
essarily correspond to a particular query category. The mul 
tiple sets of search results may help the user to identify a 
category that was intended for the query. Selecting the cat 
egory identifier corresponding to the intended category may 
retrieve additional search results from one or more informa 
tion sources corresponding to the query category for presen 
tation, as is illustrated in FIG. 13B. 
0.122 Referring to FIG. 14, a process 1400 is used to 
associate expert domains with query categories included in a 
query ontology. The process 1400 identifies domains from 
which a high percentage of search results for queries from a 
particular category in the query ontology are identified and 
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associates the identified domains with the particular category 
as expert domains for the particular category. Queries that 
correspond to the particular category are Submitted to the 
expert domains such that search results retrieved for the par 
ticular category are representative of the particular category. 
In other words, the expert domains are the information 
Sources to which a query that corresponds to the particular 
category are routed during the process 420 of FIG. 12. The 
process 1400 is executed by the ontology engine 120 to pre 
pare the ontology 125, both of FIG. 1. 
0123. The process 1400 begins when an ontology that 
relates queries to query categories is maintained and/or 
accessed (1405). For example, an ontology that is similar to 
the ontology 125 of FIGS. 1, 2A, and 2B is maintained. 
0124. The ontology engine Submits queries associated 
with categories included in the ontology to one or more search 
engines (1410). In one implementation, all queries included 
in the ontology are submitted to the one or more search 
engines. In another implementation, a particular number of 
queries from each of the categories included in the ontology 
are Submitted to the one or more search engines. In general, 
any number of queries included in the ontology may be Sub 
mitted, particularly if the submitted queries evenly represent 
the categories included in the ontology. 
0.125 Furthermore, in some implementations, the queries 
may be Submitted to all available search engines or to a Subset 
of the available search engines. For example, the queries may 
be submitted to a general search engine from which many 
types of search results may be retrieved. Alternatively, the 
queries may be Submitted to multiple search engines from 
which specialized types of search results may be retrieved. As 
another example, the queries may be Submitted both to gen 
eral and specialized search engines. In general, the queries 
may be submitted to any set of search engines, particularly if 
different types of search results may be retrieved evenly from 
the search engines. Search results are received from the 
search engines to which the queries were submitted (1415). 
0126 The ontology engine determines a frequency of 
occurrence in the received search results for each domain 
from which one of the received search results was retrieved 
(1420). Determining the frequency of occurrence for a 
domain may include determining a probability that one of the 
received search results was retrieved from the domain. Such a 
probability may be defined as the ratio of the number of the 
received search results that were retrieved from the domainto 
the number of the received search results. Alternatively, deter 
mining the frequency of occurrence for a domain may include 
determining a number of the received search results that were 
retrieved from the domain. In one implementation, the fre 
quencies of occurrence for the domains from which the 
search results were retrieved may be determined using only a 
subset of the retrieved search results. For example, a particu 
lar number of the search results that most closely match each 
of the submitted queries may be used to determine the fre 
quencies. 
0127. The determined frequencies of occurrence represent 
a base statistical model of domain frequency from a random 
or general collection of search results. The determined fre 
quencies will be compared to frequencies determined for 
search results for queries from a particular category in the 
query ontology. Domains with higher frequencies in search 
results for queries from the particular category will be iden 
tified as expert domains for the particular category. 
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0128. The ontology engine then selects a category from 
within the ontology (1425). The ontology engine submits 
queries associated with the selected category to one or more 
search engines (1430). Some or all of the queries associated 
with the selected category may be submitted to the one or 
more search engines. The queries may be submitted to the 
same search engines to which the queries from the categories 
were previously submitted. Search results for the submitted 
queries from the selected category are received from the one 
or more search engines (1435). 
I0129. The ontology engine determines a frequency of 
occurrence in the search results received for the queries from 
the selected category for each domain from which one of the 
received search results was retrieved (1440). The frequencies 
may be determined in a manner similar to how the frequencies 
were previously determined using search results received for 
the queries included in the ontology. 
0.130. For each domain from which one of the received 
search results was retrieved, the ontology engine compares 
the frequency of occurrence in the search results for the 
queries from the selected category to the frequency of occur 
rence in the search results for the queries from the categories 
(1445). In general, comparing the two frequencies for a par 
ticular domain indicates whether the particular domain 
occurs more frequently in the search results for the queries 
from the selected category. Comparing the two frequencies 
also may indicate whether the particular domain occurs with 
relatively equal frequency in both the search results for the 
queries from the selected category and the search result for 
the queries from the categories. Comparing the two frequen 
cies may include identifying a weighting factor for the 
domain. The weighting factor indicates the relative difference 
between the two frequencies. A high weighting factor may 
indicate that the domain occurs more frequently in the search 
results for the queries from the selected category than in the 
search results for the queries from the categories. On the other 
hand, a low weighting factor may indicate that the domain 
does not occur more frequently in the search results for the 
queries from the selected category than in the search results 
for the queries from the categories. 
I0131 Domains that appear more frequently in the search 
results for the queries from selected category of the query 
ontology are identified as expert domains for the selected 
category (1450). The identification of the expert domains 
may be based on the weighting factors of the domains that 
appear in the received search results. In one implementation, 
a particular number of domains with the highest weighting 
factors are identified as the expert domains. In another imple 
mentation, domains with weighting factors that exceed a 
threshold weighting factor are identified as the expert 
domains. 

0.132. A user may be enabled to add or remove expert 
domains for the selected category (1455). For example, the 
user may access the ontology engine with a client system, 
such as the client system 105 of FIG. 1, to add or remove 
expert domains for the selected category. Alternatively, the 
user may access the ontology engine directly to specify the 
expert domains. The user that adds or removes expert 
domains for the selected category may be an editor or an 
administrator of the ontology and the ontology engine. 
Enabling the user to review the automatically identified 
expert domains enables the user to determine that the best 
expert domains have been identified for the selected category. 
The user may remove expert domains that are not the best 
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expert domains for the selected category. The user also may 
add expert domains that have not been automatically identi 
fied as the best expert domains for the selected category. In 
Some implementations, the user may be prevented from 
removing one or more of the expert domains. For example, 
the user may be prevented from removing the expert domain 
for which the best weighting factor has been identified. As a 
result, the expert domains with the best weighting factors 
always may be associated with and used for the selected 
category. 
0133. The ontology engine associates one or more of the 
identified expert domains with the selected category (1460). 
In one implementation, the expert domains are stored with the 
selected category in the query ontology, as is illustrated in 
FIGS. 2A and 2B. In another implementation, the expert 
domains are associated with the selected category in a map 
ping of categories to expert domains for the categories that is 
external to the query ontology. Such a mapping may be main 
tained by the ontology engine. 
0134. The ontology engine determines whether expert 
domains have been identified for all categories included in the 
query ontology or whether expert domains need to be identi 
fied for more categories (1465). If so, then the ontology 
engine selects one of the categories for which expert domains 
have not already been identified (1425), submits queries asso 
ciated with the selected category to one or more search 
engines (1430), and receives search results for the submitted 
query are received (1435). Frequencies of domain occurrence 
are determined (1440), and the frequencies are compared to 
previously determined frequencies of occurrence of domain 
that appear in search results for the queries from the catego 
ries (1445). Based on the comparison, expert domains for the 
selected category are identified (1450), modified by a user 
(1455), and associated with the selected category (1460). In 
this manner, expert domains are identified sequentially for 
each category included in the query ontology, until expert 
domains have been identified for all categories included in the 
query ontology, at which point the process 1400 is done 
(1470). 
0135 Referring to FIG. 15, a process 425 represents one 
implementation of the operation 425 of FIG. 4, in which 
scores are assigned to search results based on visual charac 
teristics of Surrogate representations of the search results. 
Assigning scores based on the Surrogate representations 
mimics user assessment of the relevance of the search results. 
The process 425 may be executed by a search interface, such 
as the search interface 110 of FIG.1, as part of the process 400 
of FIG. 4. 

0136. The search interface receives surrogate representa 
tions of search results for a query from one or more search 
engines (1505). More particularly, the search interface 
receives a set of search results for the query from each of the 
one or more search engines. The search results in a set of 
search results may be ordered based on scores assigned by the 
search engine from which the set of search results was 
received. The query may have been submitted to the one or 
more search engines during the process 400 of FIG. 4, or 
during the process 420 of FIG. 12. 
0.137 The surrogate representations of the search results 
are relatively short Summaries or excerpts of the search 
results that may be presented in place of the search results 
themselves, thus enabling an overview of various search 
results to be perceived by a user concurrently. The Surrogate 
representation of a search result may include a title of the 
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search result, a short description or Summary of the search 
result, an address from which the search result may be 
accessed, a hyperlink to the search result, a date on which the 
search result was created or modified, keywords that appearin 
the search result, and other metadata that describes the search 
result. The Surrogate representations are presented to a user in 
place of the search results, and the user may select at least a 
portion of a Surrogate representation of a search result to 
access the search result corresponding to the Surrogate repre 
sentation. In some implementations, portions of the Surrogate 
representations, such as the dates and the keywords, may not 
be presented, but still may be considered when assigning 
SCOS. 

0.138. The search interface assigns a score to each of the 
search results based on visual characteristics of the Surrogate 
representations (1510). The score assigned to a search result 
may depend on the presence of the query in the Surrogate 
representation of the search result. For example, the search 
result may be assigned a higher score when the query appears 
in the Surrogate representation of the search result than when 
the query does not appearin the Surrogate representation. The 
score assigned to a search result also may depend on a loca 
tion of the query within the Surrogate representation of the 
search result. For example, a higher score may be assigned to 
the search result when the query is included in the title of the 
Surrogate representation than when the query is included in 
the description of the Surrogate representation. Alternatively 
or additionally, the score assigned to a search result may 
depend on an amount of the query found in the surrogate 
representation of the search result. For example, a higher 
score may be assigned to the search result when the entire 
query is found in the Surrogate representation than when only 
a portion of the query is found in the Surrogate representation 
of the search result. The amount of the query found in the 
Surrogate representation may be measured as a number of 
terms within the query that are found in the Surrogate repre 
sentation, or as a percentage of the terms within the query that 
are found in the Surrogate representation. 
0.139. The score assigned to a search result may depend on 
an amount of the Surrogate representation of the search result, 
or of a component of the Surrogate representation, reflecting 
terms from within the query. For example, a higher score may 
be assigned to the search result when the query occupies a 
larger portion of surrogate representation than when the query 
occupies a smaller portion of the Surrogate representation of 
the search result. The amount of the Surrogate representation, 
or of the component of the Surrogate representation, that 
reflects query terms may be measured as a percentage of the 
words in the Surrogate representation or the component 
thereof that are query terms. The score assigned to a search 
result also may depend on a distance between terms of the 
query in the Surrogate representation of the search result. For 
example, a higher score may be assigned to the search result 
when the terms of the query appear uninterrupted in the 
Surrogate representation than when one or more words are 
found between two of the terms of the query in the surrogate 
representation of the search result. The score assigned to a 
search result also may depend on an order of the terms of the 
query in the Surrogate representation of the search result. For 
example, a higher score may be assigned to the search result 
when the order of the terms of the query is unchanged in the 
surrogate representation than when the order of the terms of 
the query is changed in the Surrogate representation of the 
search result. 
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0140. The score assigned to a search result also may 
depend on the date included the Surrogate representation of 
the search result. For example, the score of the search result 
may correspond directly to the age of the search result, which 
may be indicated by the corresponding date. In some imple 
mentations, the score may be assigned to the search result 
based on a combination of the above-identified factors. In 
Some implementations, the score identified for a search result 
based on the Surrogate representation of the search result may 
be combined with a score assigned to the search result by the 
one or more search engines. 
0141. In one implementation, the score assigned to a 
search result may depend on more than one of the above 
factors. In Such an implementation, a score may be assigned 
based on each of the factors, and weights may be used to 
combine the factor-specific scores into a single score for the 
search result. For example, a score of one may be assigned to 
the search result based on a first of the above described 
factors, and a score of two may be assigned based on a second 
of the above described factors. The first factor may have a 
weight of one, and the second factor may have a weight of 
two, so the score assigned to the search result may be the Sum 
of the products of each of the factor-specific scores and the 
corresponding weight, which is five in the above example. 
0142 Weights also may be used when determining one of 
the factor specific scores. For example, a particular score may 
be assigned to a search result when the corresponding query 
appears in the Surrogate representation of the search result. In 
addition, weights may be assigned to parts of the surrogate 
representation Such that a higher score is assigned to the 
search result when the query is found in particular parts of the 
Surrogate representation. For example, a weight of three may 
be assigned to the title of the Surrogate representation, and a 
weight of one may be assigned to the description of the 
Surrogate representation to indicate that the search result 
should be assigned a higher score when the query appears in 
the title than when the query appears in the description. The 
score assigned to the search result based on the presence of 
the query in the Surrogate representation may be the product 
of the particular score assigned to the search result as a result 
of the query appearing in the Surrogate representation and the 
weight of the part of the Surrogate representation in which the 
query appears. 

0143. The search interface may order the search results 
based on the assigned scores (1515). Sorting the search 
results may include merging the received sets of search 
results into a single ordered list of search results. In one 
implementation, the search results may be ordered such that 
search results appear in order of decreasing score. The Sorted 
search results may be presented to a user that Submitted a 
query for which the search results have been identified. Alter 
natively, the search results may be processed further prior to 
presentation. 
0144. In some implementations, scores are assigned to the 
search results in one of the sets of search results such that the 
ordering of the search results within the set, which is based on 
scores assigned to the search results by the search engine from 
which the set of search results was received, is unchanged. 
For example, when a first search result was ordered above a 
second search result by a search engine that returned the first 
and second search results, scores are assigned to the first and 
second search results such that the first search result remains 
ordered above the second search result, even though visual 
characteristics of Surrogate representations of the first and 
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second search results may indicate that the second search 
result should be ordered above the first search result. In other 
words, the scores assigned to the search results that are based 
on the Surrogate representations of the search results may be 
combined with the scores assigned to the search results by the 
search engine, with the scores assigned by the search engine 
being given a higher importance or weight in the overall score 
assigned to the search results. Assigning scores in Such a 
manner is advantageous because the search engine may con 
sider a wide array of information when scoring and ordering 
the search results, which results in the search engine being 
better suited to order the search results. 
0145 However, in implementations where the search 
results are received from multiple search engines, assigning 
scores to the search results after the search results are received 
ensures that the search results are scored consistently, regard 
less of the search engine from which the search result was 
retrieved. Therefore, the search results are merged based on 
consistent scoring, which may reduce bias towards or away 
from results from a particular search engine. 
0146 Scoring the search results based on the visual char 
acteristics of the Surrogate representations of the search 
results mimics user assessment of the relevance of the search 
results. Therefore, search results that a user would assess as 
very relevant would be assigned a high score, and search 
results that a user would assess as not very relevant would be 
assigned a low score. As a result, the search results that the 
user would assess as very relevant are presented first when the 
search results are ordered based on the assigned scores. 
0147 Referring to FIG. 16, the search tool user interface 
600 displays search results 1605a and 1605b that are retrieved 
for a query that has been entered in the text field 605 after the 
button 610 has been selected. More particularly, the search 
tool user interface 600 displays surrogate representations of 
the search results 1605a and 1605b. The surrogate represen 
tations 1605a and 1605b include titles 1610a and 1610b, 
descriptions 1615a and 1615b, addresses 1620a and 1620b, 
and dates 1625a and 1625b, respectively. 
0.148. The titles 1610a and 1610b are titles of the search 
results 1605a and 1605b. The titles 1610a and 1610b may be 
hyperlinks that may be selected to access the search results 
1605a and 1605b. The descriptions 1615a and 1615b are 
excerpts from, or short summaries of the search results 1605a 
and 1605b. The descriptions 1615a and 1615b may be speci 
fied to include one or more terms from the query. The 
addresses 1620a and 1620b identify locations from which the 
search results 1605a and 1650b may be accessed. The 
addresses 1620a and 1620b also may be hyperlinks that may 
be selected to access the search results 1605a and 1605b. The 
dates 1625a and 1625b may identify dates on which the 
search results 1605a and 1605b were first accessible, or were 
last modified. 

0149. The search result 1605a has been ordered before the 
search result 1605b based on scores that have been assigned 
to the search results 1605a and 1605b. The scores assigned to 
the search results 1605a and 1650b are based on visual char 
acteristics of the Surrogate representations of the search 
results 1605a and 1605b, as is described above with respect to 
the operation 1510 of the process 425 of FIG. 15. The search 
result 1605a may be ordered before the search result 1605b 
because the query entered in the text field 605 occupies a 
larger portion of the title 1610a than of the title 161b. In 
addition, a higher score may be give to the search result 1605a 
because the entire query appears continuously in the descrip 
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tion 1615a, while the entire query does not appear continu 
ously in the description 1615b. Furthermore, the query is 
found in the address 1620a and is not found in the address 
1620b, which may indicate that the search result 1605a 
should be given a higher score than the search result 1605b. 
The dates 1625a and 1625b, which indicate that the search 
result 1605a is newer than the search result 1605b, may 
indicate that the search result 1605a should be given a higher 
score than the search result 1605b. 
0150. Referring to FIG. 17, a process 430 represents one 
implementation of the operation 430 of FIG. 4, in which 
search results are filtered based on scores assigned to the 
search results. The process 430 may be executed by a search 
interface, such as the search interface 110 of FIG. 1, as part of 
the process 400 of FIG. 4. 
0151. The search interface chooses two adjacent search 
results from a set of search results to which scores have been 
assigned (1705). The scores may be assigned to the search 
results according to the process 425 of FIG. 15. Alternatively, 
the scores may have been assigned by a source from which the 
search result was retrieved. Two search results are called 
adjacent when no other search results have scores that are 
between the scores of the two search results. In implementa 
tions where high scores represent high quality search results, 
the two adjacent search results that are chosen may be the 
search results with the two highest assigned scores. In imple 
mentations where low scores represent high quality search 
results, the two adjacent search results that are chosen may be 
the search results with the two lowest assigned scores. The 
search results may be ordered to facilitate selection of the two 
adjacent search results. 
0152 The search interface determines a score differential 
between the two adjacent search results (1710). The score 
differential is the difference between the scores assigned to 
the two adjacent search results. The differential may be deter 
mined as an absolute score differential or as a relative score 
differential. For example, the score differential may be deter 
mined as a percentage of a maximum, minimum, or average 
score of the search results, as a percentage of the larger or the 
Smaller of the scores of the two adjacent search results, as a 
percentage of a difference between the maximum and the 
minimum scores, or as a percentage of a difference between 
the scores of the two adjacent search results. The search 
interface determines whether the score differential is too large 
(1715). In one implementation, the score differential may be 
too large when the score differential exceeds a threshold 
differential. The threshold differential may be an absolute 
score differential or a relative score differential, such as a 
percentage of a maximum, minimum, or average score of the 
search results, as a percentage of a difference between the 
maximum and the minimum scores, a percentage of a differ 
ence between the scores identified for the two adjacent search 
results, or as a percentage of a standard deviation of the scores 
of the search results. 

0153. If the score differential is too large, then the search 
interface eliminates search results ordered below the lower 
ordered one of the two adjacent search results (1720). For 
example, in implementations where a large score is indicative 
of a high quality search result, search results with scores that 
are less than or equal to the smaller of the scores of the two 
adjacent search results may be eliminated. As another 
example, in implementations where a small score is indicative 
of a high quality search result, search results with scores that 
are greater than or equal to the larger of the scores of the two 
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adjacent search results may be eliminated. A large score dif 
ferential between a first search result and a second search 
result indicates a large difference in the qualities of the first 
and second search results. More particularly, the lower 
ordered adjacent search result is of a significantly lower qual 
ity than the higher ordered adjacent search result. The lower 
quality search result may not be useful to a user for which the 
search results were retrieved, as a result of being of the lower 
quality. Therefore, that search result, and other search results 
with even lower qualities, may be eliminated to prevent pro 
viding low quality search results to the user. 
0154 If the score differential is not too large, then the 
search interface determines whether more pairs of adjacent 
search results may be found within the search results (1725). 
If so, then the search interface chooses another pair of adja 
cent search results (1705), and the search results may be 
filtered based on the score differential between the chosen 
pair of adjacent search results (1710, 1715, 1720). In this 
manner, pairs of adjacent search results are sequentially pro 
cessed to determine if search results should be eliminated 
based on score differentials of the pairs of adjacent search 
results. 

0155 The search interface also may eliminate search 
results with scores less than or equal to a minimum allowable 
score (1730). Search results with a score less than or equal to 
the minimum allowable score may be of a low quality. The 
low quality search results may not be useful to a user for 
which the search results were retrieved, as a result of being of 
the lower quality. Therefore, those search results may be 
eliminated to prevent providing low quality search results to 
the user. 

0156 The described systems, methods, and techniques 
may be implemented in digital electronic circuitry, computer 
hardware, firmware, Software, or in combinations of these 
elements. Apparatus embodying these techniques may 
include appropriate input and output devices, a computer 
processor, and a computer program product tangibly embod 
ied in a machine-readable storage device for execution by a 
programmable processor. A process embodying these tech 
niques may be performed by a programmable processor 
executing a program of instructions to perform desired func 
tions by operating on input data and generating appropriate 
output. The techniques may be implemented in one or more 
computer programs that are executable on a programmable 
system including at least one programmable processor 
coupled to receive data and instructions from, and to transmit 
data and instructions to, a data storage system, at least one 
input device, and at least one output device. Each computer 
program may be implemented in a high-level procedural or 
object-oriented programming language, or in assembly or 
machine language if desired; and in any case, the language 
may be a compiled or interpreted language. Suitable proces 
sors include, by way of example, both general and special 
purpose microprocessors. Generally, a processor will receive 
instructions and data from a read-only memory and/or a ran 
dom access memory. Storage devices Suitable for tangibly 
embodying computer program instructions and data include 
all forms of non-volatile memory, including by way of 
example semiconductor memory devices, such as Erasable 
Programmable Read-Only Memory (EPROM), Electrically 
Erasable Programmable Read-Only Memory (EEPROM), 
and flash memory devices; magnetic disks such as internal 
hard disks and removable disks; magneto-optical disks; and 
Compact Disc Read-Only Memory (CD-ROM). Any of the 
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foregoing may be Supplemented by, or incorporated in, spe 
cially-designed ASICs (application-specific integrated cir 
cuits). 
0157. It will be understood that various modifications may 
be made without departing from the spirit and scope of the 
claims. For example, advantageous results still could be 
achieved if steps of the disclosed techniques were performed 
in a different order and/or if components in the disclosed 
systems were combined in a different manner and/or replaced 
or Supplemented by other components. Accordingly, other 
implementations are within the scope of the following claims. 

1. A method comprising: 
receiving a search query; 
generating search results for the search query; 
generating a Summary of each of a plurality of the search 

results for the search query; 
assigning, by at least one processor, a score to each of the 

Summaries of the search results based on visual charac 
teristics of the Summaries; and 

ordering, within a graphical user interface, the Summaries 
of the search results based on the assigned scores. 

2. The method as recited by claim 1, wherein the summa 
ries of the search results are truncated excerpts of the search 
results. 

3. The method as recited by claim 2, wherein each sum 
mary comprises a title of the search result, a short description 
of the search result, a hyperlink to the search result, and a date 
on which the search result was created or modified. 

4. The method as recited by claim3, further comprising: 
determining whether terms of the search query are in the 

Summary; 
calculating the score assigned to each Summary based 

whether the terms of the search query are in the sum 
mary. 

5. The method as recited by claim 4, further comprising 
scoring Summaries with a first weight when the terms of the 
search query are in the title of the Summary. 

6. The method as recited by claim 5, further comprising 
scoring Summaries with a second weight when the terms of 
the search query are a body of the Summary. 

7. The method as recited by claim 6, whereina higher score 
is assigned to a Summary when the terms of the search query 
are in the title of the summary than when the terms of the 
search query are in the description of the Summary. 

8. The method as recited by claim 4, further comprising 
scoring Summaries based on a number of occurrences of the 
terms of the search query identified in the Summary. 

9. The method as recited by claim 4, further comprising 
scoring Summaries based on a distance between the terms of 
the search query used in the Summary. 

10. The method as recited by claim 4, wherein the score is 
a composite of a plurality of weighted factors, and wherein 
the weighted factors include presence of the terms of the 
search query term in the Summary, a location of the terms of 
the search query in the Summary, and a date of the Summary. 

11. The method of claim 1, further comprising: 
identifying a first Summary and a second Summary to 
which scores are assigned, wherein the first Summary 
and the second Summary have adjacent assigned scores; 

determining a score differential between the first summary 
and the second Summary; and 

filtering out the second Summary from the graphical user 
interface based on the score differential exceeding a 
threshold. 
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12. A non-transitory computer readable medium storing 
instructions that, when executed by at least one processor, 
cause a computer system to: 

receive a search query; 
generate search results for the search query; 
generate a Summary of the search results for the search 

query; 
assign a score to each of the Summaries of the search results 

based on visual characteristics of the Summaries; and 
order, within a graphical user interface, the Summaries of 

the search results based on the assigned scores. 
13. The computer readable medium as recited by claim 12, 

wherein the instructions, when executed by the at least one 
processor, further cause the computer system to: 

determine whether terms of the search query are in the 
Summary; 

calculate the score assigned to each Summary based 
whether the terms of the search query are in the sum 
mary. 

14. The computer readable medium as recited by claim 13, 
wherein the instructions, when executed by the at least one 
processor, further cause the computer system to the score 
summaries with a first weight when the terms of the search 
query are in the title of the Summary. 

15. The computer readable medium as recited by claim 14, 
further comprising instructions that, when executed by the at 
least one processor, cause the computer system to: 

identify a first Summary and a second Summary to which 
scores are assigned, wherein the first summary and the 
second Summary have adjacent assigned scores rank 
ings; 

determine a score differential between the first summary 
and the second Summary; and 

filter out the second Summary from the graphical user 
interface based on the score differential exceeding a 
threshold. 

16. A system comprising: 
at least one processor, and 
at least one non-transitory computer readable storage 
medium storing instructions thereon that, when 
executed by the at least one processor, cause the system 
to perform steps comprising: 
receiving a search query; 
generating search results for the search query; 
generating a Summary of each of a plurality of the search 

results for the search query; 
assigning, by at least one processor, a score to each of the 

Summaries of the search results based on visual char 
acteristics of the Summaries; and 

ordering, within a graphical user interface, the Summa 
ries of the search results based on the assigned scores. 

17. The method of claim 16, further comprising: 
identifying Summaries having a score below a predeter 

mined score; and 
excluding the identified Summaries having the score before 

the predetermined score from the graphical user inter 
face. 

18. The method as recited by claim 16, further comprising: 
determining whether terms of the search query are in the 

Summary; 
calculating the score assigned to each Summary based 

whether the terms of the search query are in the sum 
mary. 
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19. The method as recited by claim 18, further comprising 
scoring Summaries based on a percentage terms of the search 
query determined to be in a given Summary. 

20. The method as recited by claim 16, further comprising: 
scoring Summaries with a first weight when the terms of the 

search query are in the title of the Summary; and 
scoring Summaries with a second weight when the terms of 

the search query are a body of the Summary, wherein the 
first weight is greater than the second weight. 

k k k k k 
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