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1. 

CONTROLLING ACCESS TO A HOST 
PROCESSOR IN A SESSION BORDER 

CONTROLLER 

FIELD OF THE INVENTION 

The present invention relates to controlling access to a host 
processor. 

BACKGROUND 

Voice over IP (VoIP) has emerged as a technology for 
carrying Voice, video, and multimedia traffic over the Inter 
net. A suite of VoIP protocols has evolved to cover many 
aspects of carrying calls over the Internet, including signal 
ing, media transport, session routing, quality of service, and 
interfacing with the public switched telephone network 
(PSTN). 
VoIP has become a target of denial of service (DoS) 

attacks, in which an attacker attempts to prevent legitimate 
users of a service from using that service. The ubiquitous and 
open nature of telecommunication networks, coupled with 
the importance of these networks, makes detection and pre 
vention of denial-of-service attacks a priority for both net 
work access and service providers. Some network infrastruc 
ture providers have responded by installing threat-specific 
router filters to lessen the exposure to certain denial-of service 
attacks. For example, the industry standard RFC 2827 
describes a best practices solution for prohibiting denial-of 
service attacks which use forged Internet protocol (IP) 
addresses propagated from behind an Internet service provid 
er's aggregation point. Unfortunately, these threat-specific 
filters leave networks and network coupled resources open to 
new attacks. 

Network managers can employ several techniques for 
reducing the threat of an attack. For example, disabling 
unused or unneeded network services, enabling quota Sys 
tems within operating systems, and separating critical func 
tions from other data partitions and Volumes (i.e., separately 
mounted file systems with independent attributes). Some of 
these techniques limit the ability of an intruder to take advan 
tage of available services but can result in an unintentional 
reduction in capability for legitimate network users. Other 
techniques, such as network monitoring, are labor intensive 
and Subject to interpretation of what constitutes ordinary 
activity regarding data manipulation, CPU usage, and net 
work traffic. 

The signaling protocols used in VoIP are particularly vul 
nerable to DoS attacks. These protocols have relatively long 
timeouts, and a delay in responding to a request triggers a 
series of retries, one after the other, which only increases the 
traffic. Furthermore, parsing of signaling packets is time con 
Suming, since these protocols are located relatively high up in 
the protocol stack. Thus, a common response to a DoS attack 
is to simply drop signaling packets at random during the 
attack. 

Therefore, further improvements to systems and methods 
for preventing denial-of-service attacks are desired. 

SUMMARY 

An exemplary method for controlling access to a host 
processor comprises the steps of receiving a plurality of Sig 
naling packets and controlling access to a host processor, via 
a first and a second path, for at least a portion of the packets in 
accordance with a bandwidth limit for the respective path. 
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2 
An exemplary system for controlling access to a host pro 

cessor comprises: a host processor, and a traffic manager 
coupled to the host processor via a first path and a second 
path. The traffic manager is configured to communicate at 
least a portion of the packets to the host processor via a 
selected one of the paths. The traffic manager is further con 
figured to regulate traffic along the first path Such that the 
bandwidth limit of the first path is respected, and to regulate 
traffic along the second path such that the bandwidth limit of 
the second path is respected. 

DESCRIPTION OF THE DRAWINGS 

Many aspects of the invention can be better understood 
with reference to the following drawings. The components in 
the drawings are not necessarily to scale, emphasis instead 
being placed upon clearly illustrating the principles of the 
present invention. 

FIG. 1 is a block diagram of an example system environ 
ment that includes an access control system. 

FIG. 2 is a block diagram of an example access control 
system. 

FIG. 3 is a block diagram of the network of FIG. 1, illus 
trating how the classifier of FIG. 2 determines when to drop 
packets. 

FIG. 4 is a block diagram of the network of FIG. 1, illus 
trating trusted and untrusted endpoints. 

FIG. 5 is a diagram of a method for controlling access to a 
host processor. 

FIG. 6 illustrates call signaling activity and related promo 
tion and demotion events in one example embodiment of the 
access control System. 

FIG. 7 illustrates call signaling activity and promotion/ 
demotion events in another example embodiment of the 
access control system. 

FIG. 8 is a block diagram of packet flow through an 
example embodiment of the present invention. 

FIG. 9 is a block diagram of the network of FIG. 1, illus 
trating the use of traffic policies and flows on the trusted path 
of FIGS. 2 and 8. 

FIG. 10 is a state diagram illustrating one embodiment of 
the process by which the host processor of FIGS. 2 and 8 
manages the contents of the CAM of FIG.8. 

FIG. 11 is a state diagram illustrating another embodiment 
of the process by which the host processor of FIGS. 2 and 8 
manages the contents of the CAM of FIG.8. 

DETAILED DESCRIPTION 

In accordance with the present invention, the impact of 
DoS attacks is reduced by controlling access to a host pro 
cessor in a session border controller. This method shifts the 
impact of the DoS attack from call endpoints in general to 
“untrusted’ endpoints. Call endpoints are classified as trusted 
or untrusted (to be described later), and signaling packets 
from trusted endpoints receive preferential access to the host 
processor. The criteria used to promote endpoints from 
untrusted to trusted ensures that endpoints with already estab 
lished calls or with recently completed calls, are relatively 
unaffected by a DoS attack. These endpoints are able to 
perform normal signaling activities, such as placing a call on 
hold, negotiating a codec, or terminating a call, even during a 
DoS attack. In contrast, signaling packets from untrusted 
users may be dropped during a DoS attack, and these 
untrusted calls may timeout at the signaling protocol. 

FIG. 1 is a block diagram of an example system environ 
ment that includes an apparatus for controlling access to a 
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host processor, in accordance with the present invention. Net 
work 100 is a converged network capable of carrying voice, 
Video, and multimedia traffic as well as traditional data. In a 
preferred embodiment, the network 100 uses the IP protocol 
as a network layer protocol, and uses a combination of pro- 5 
tocols generally known as Voice over IP (VoIP) to carry the 
voice, video, and/or multimedia traffic over the network layer. 

Users in communication with the network 100 can make 
and receive calls (voice, video, and/or multimedia) using the 
facilities of the network 100. Each call includes a stream of 
VoIP packets traveling over the network 100. A call includes 
signaling packets and media packets. Signaling packets are 
used to establish (set up) and terminate (tear down) a call. 
Once the call is established, media packets carry the voice, 
video, and/or multimedia. In the remainder of this descrip- 15 
tion, the term “endpoint’ or “signaling endpoint’ or “call 
endpoint will be used to refer to the system through which 
the user places or receives the call. 

In the example embodiment of FIG. 1, the network 100 is 
operated by an Internet service provider (ISP), and the users 
referred to above are subscribers or customers of the ISP. 
These subscribers (110A-D) are in communication with the 
network 100 through one or more access networks (120A, 
120B). Various technologies can be used to implement the 
access networks. In this example, access network 120A 
employs digital subscriber loop (DSL), while access network 
120B uses a T1 connection. Other access network technolo 
gies include hybrid fiber coax cable, and various wireless 
standards promulgated by the Institute of Electrical and Elec 
tronics Engineers (IEEE), such as IEEE 802.11. 
A network device known as a session border controller 

(SBC) 160 is located at a border 165 of the network 100, 
separating the network 100 from an Internet 140 and a public 
switched telephone network (PSTN) 158. When an endpoint 
110 places or receives a call, the stream of packets making up 
the call transits through the SBC 160. SBC 160 communi 
cates over a link 130 to a backbone 135. Backbone 135 is in 
communication with the Internet 140 over link 142. SBC 160 
communicates over a link 145 to a gateway 150, which com 
municates over a link 155 with the PSTN 158. 
The fact that all signaling and media packets pass through 

the SBC 160 allows the SBC 160 to provide a number of 
services, including, but not limited to, routing of media pack 
ets and signaling packets based on present rules and policies, 
protocol conversion and codec transcoding, firewall and net 
work address translator (NAT) traversal, quality of service 
(QoS) enforcement, and topology hiding. These functions are 
implemented by one or more application servers 175 running 
on the SBC 160, with the code making up the application 
servers running on one or more processors residing in the 
SBC 160. 
An application server 175 running on the SBC 160 

executes code on a host processor 130. This application server 
code modifies addresses inside signaling packets to ensure 
that all signaling packets involved in a call will pass through 
the SBC. (This process of address modification is further 
described in U.S. Patent Publication No. 200201 12073, 
entitled “System and Method for Assisting in Controlling 
Real-Time Transport Protocol Flow through Multiple Net 
works via Media Flow Routing”). Since host processor 130 
examines and modifies signaling packets, it may also be 
referred to as a signaling processor, or a host signaling pro 
CSSO. 

Since all calls transmit the SBC 160, the SBC 160 is a 
prime candidate for denial of service (DoS) attacks. A DoS 
attack against a SBC typically involves an attacker 140 send 
ing a flood of signaling packets (185) to the SBC 160. Without 
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4 
DoS protection, the host processor 130 is likely to be overrun 
with packets and therefore unable to process the signaling 
packets associated with calls. When this overrun occurs, an 
unprotected SBC 160 does not distinguish between calls, so 
that calls are equally likely to be affected by a DoS attack. In 
contrast, the access control system 200 and associated 
method described herein shifts the impact of the DoS attack to 
a subset of calls. 
A high level description of the access control system 200 

will be described with reference to FIG. 2. Signaling packets 
enter the SBC 160 through a network interface 210, also 
known as a physical layer device (PHY). Upon arrival, pack 
ets initially travel on a fast path 220 from the network inter 
face 210 to a classifier 230 and a traffic manager 240. Access 
to the host processor 130 is via a slow path 250, and the slow 
path 250 is controlled by the classifier 230 and the traffic 
manager 240. 

Utilizing one aspect of the access control system 200, the 
classifier 230 denies some signaling packets (shown on path 
260) access to the slow path 250, so these packets do not reach 
the host processor 130. Denied packets may be dropped or 
may be stored in a discard area 270 for further analysis. 
Another aspect of the controlling access to a host processor 
involves the traffic manager 240 controlling the bandwidth of 
the slow path 250 so that some signaling packets are dropped 
(shown on path 280) to avoid exceeding the bandwidth limit. 
The total limit for the slow path 250 is configured by a system 
administrator. In a preferred embodiment, the slow path 250 
is subdivided into multiple sub-paths 290, and bandwidth on 
Sub-paths can be independently limited by the system admin 
istrator. (Regulation of slow path bandwidth will be described 
in more detail later in connection with FIGS. 5 and 8.) 
The fast path 220 is so named because the component(s) 

making up this path (e.g., the classifier 230 and the traffic 
manager 240) are designed to handle packets at line speed. 
The fast path 220 is also known as the data path. The slow path 
250 is so named because the host processor 130 typically 
operates at a speed which is typically orders of magnitude 
slower than the components of the fast path 220. The slow 
path 250 is also known as the host path or the control path. 

Although the fast path 220 and the slow path 250 are 
logically separate, in a preferred embodiment both paths are 
implemented by a Switching fabric. Prior art designs use a 
Switching fabric to route packets between ingress network 
elements and egress network elements, along with a traffic 
manager to control access to (and thus bandwidth on) the 
Switching fabric. This technique, when implemented in a 
network device, can provide quality of service (QoS) for 
various types of packet streams as they pass through the 
network device. In contrast, in the system described in the 
present application, a traffic manager is used to regulate band 
width of a path to a host processor, rather than to an egress 
element. 

In one example embodiment, the classifier 230 is imple 
mented by a network processor such as the AMCC nP7250. 
and the traffic manager 240 is implemented as an application 
specific integrated circuit (ASIC) such as the AMCC 
nPX5700 chipset. In another embodiment, the classifier 230 
could also be implemented as an ASIC. Other contemplated 
embodiments for the classifier 230 and the traffic manager 
240 include field-programmable gate arrays (FPGAs) and 
reconfigurable processors. 

FIG.3 is a block diagram of the network 100 including the 
SBC 160, illustrating how the classifier 230 determines when 
to drop packets. A system administrator for the network 100 
provisions the SBC 160 with a list of authorized subscribers 
to the VoIP service offered by network 100. Each subscriber 
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is identified by an IP address. The IP address may be a partial 
IP address, using a netmask to specify a subnet. In that case, 
multiple subscribers are identified by the partial IP address. 
When an endpoint such as 110 places or receives a call, the 
endpoint 110 sends a signaling packet to the SBC 160. The 
classifier 230 checks the source address of this signaling 
packet against the list of authorized Subscribers. 

Endpoints 310A-D are authorized subscribers with access 
to the network 100 through the access network 120A and the 
access network 120B. Because these subscribers are autho 
rized, signaling packets from these authorized endpoints 
310A-D pass the initial check. However, the unauthorized 
user 310E, with access through the link320, is not in the list 
of authorized subscribers, so signaling packets from the user 
310E are dropped on the initial check. 

In the example of FIG. 3, the attacker 310G has access 
through the link 330. The attacker 310G has “cloned” or 
“spoofed the IP address of an authorized user, which allows 
the attacker 310G to gain entry to the network 100 and then 
mount a DoS attack by sending a large Volume of signaling 
packets (shown as 340) to the network 100. Since the attacker 
310G is using an authorized address, some number of signal 
ing packets from the attacker 310G pass the initial check and 
are delivered via the slow path 250 to the host processor 130. 

Advantageously, another aspect of the access control sys 
tem 200 allows the host processor 130 to determine that the 
activity of the attacker 310G is suspicious or malicious. Upon 
such a determination, the host processor 130 adds the IP 
address of the attacker 310G to a list of denied users. This 
denied list also used by the classifier 230 in determining 
whether to drop a packet: a source endpoint must be included 
in the authorized list and not included in the denied list, 
otherwise the packet is dropped. As with the authorized list, 
addresses in the denied list may be partial IP addresses with 
associated netmasks, so that a particular address in the denied 
list may represent more than one endpoint in the same Subnet. 
In a preferred embodiment, a single endpoint is on only one of 
the two lists. But since these lists can include Subnets, an 
endpoint can belong to a Subnet that is on the authorized list, 
and the endpoint itself can simultaneously be on the denied 
list (e.g., authorized list includes 10.10.10.X and denied list 
includes 10.10.10.12). 

Returning now to FIG. 2, the slow path 250 includes two 
sub-paths: a trusted path 290A and an untrusted path 290B. 
Packets from trusted endpoints travel to the host processor 
130 along the trusted path 290A, while packets from 
untrusted endpoints travel along the untrusted path 290B. 
(Trusted and untrusted endpoints will be discussed in more 
detail in connection with FIG. 4.) As explained earlier, the 
slow path 250 has a total bandwidth limit which is enforced 
by the traffic manager 240. The trusted path 290A and the 
untrusted path 290B share the total bandwidth of the slow 
path 250. In order to protect the host processor 130 from 
being overrun with packets from untrusted endpoints, the 
trusted path 290A is allocated a larger share of the total 
bandwidth than the untrusted path 290B, precisely because 
those packets were received from trusted endpoints. 

FIG. 4 is a block diagram of the network 100 including the 
SBC 160, illustrating a trusted endpoint 410B and untrusted 
endpoints 410A, 410C, and 410D. A signaling endpoint is 
classified as untrusted until the endpoint is promoted by the 
SBC 160 to trusted, based on the endpoints signaling behav 
ior. An endpoint is promoted to trusted when the endpoint has 
established an open dialogue with an application server resid 
ing in the SBC 160, so that the endpoint has either been 
authenticated by the application server, or has established one 
side of the call setup. 
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6 
In FIG.4, authorized subscriber endpoints 410A, 410C and 

410D have not yet been promoted, so are untrusted. Endpoint 
410B (an authorized subscriber) establishes a dialog with the 
application server 175 (FIG. 1) prior to placing or receiving a 
call. In the SIP protocol used by this example, the dialog is 
established by sending a Registration message (420) to SBC 
160, which is processed the application server 175. This 
registration may involve authentication and possibly an addi 
tional challenge-response. Endpoint 410B then receives a 
promotion to trusted (430) after successful registration. In the 
normal course of events, a trusted endpoint 410B is demoted 
to untrusted after a period of signaling inactivity. A demotion 
to untrusted may also result from Suspicious signaling behav 
1O. 

The mechanism described above that controls access to the 
slow path 250 can be viewed as comprising multiple levels of 
protection, shown in FIG. 5. A particular embodiment may 
utilize any one of the protection levels, or any combination of 
the protection levels. The example embodiment of FIG.5uses 
two levels of protection. A first level of protection (an access 
control 510) permits or denies incoming packets access to the 
slow path 250, based on information in the packet header. In 
a preferred embodiment, the source endpoint (i.e., IP address 
and/or source TCP/UDP port number) is compared to end 
points in an access control list (ACL) 520. The ACL 520 can 
be structured in various ways. A preferred embodiment (de 
scribed earlier in connection with FIG. 3) uses two ACLs: a 
“whitelist contains endpoints that are permitted access to the 
slow path 250; and a “blacklist contains endpoints that are 
denied access to slow path 250. Only those packets found in 
the whitelist but not in the blacklist are permitted access to the 
slow path 250. 

In another embodiment, a single ACL whitelist contains 
endpoints that are permitted access to the slow path 250, and 
all other packets are denied. In yet another embodiment, a 
single ACL blacklist contains endpoints that are denied 
access to the slow path 250, and all other packets are granted 
aCCCSS, 

Other header fields, for example, the Ethernet type or IP 
protocol type, can also be used in the decision to permit or 
deny access. In one preferred embodiment, the classifier 230 
classifies each ingress packet into ARP, IP-UDP, IP-TCP, and 
ICMP. In a preferred embodiment, ARP Request packets are 
granted access and some ICMP packets are granted access, 
based on the type of ICMP message. 

Packets that are granted initial access encounter a second 
level of protection (530). The second level of protection (530) 
uses the ACL 520 to classify packets as trusted or untrusted. 
Once packets are classified, the classifier 230 and the traffic 
manager 240 cooperate to place trusted packets on the trusted 
path 290A, and untrusted packets on the untrusted path 290B. 
The second level of protection (530) also uses traffic poli 

cies (540, 550) to regulate or police the bandwidth of trusted 
path 290A and untrusted path 290B. The trusted path 290A 
and the untrusted path 290B are each associated with one of 
the traffic policies (540, 550) which define traffic parameters 
for packets traveling along the respective sub-path. Before 
routing a packet onto one of the two Sub-paths, the traffic 
manager 240 determines if placing the packet on the Sub-path 
would violate the policy associated with that sub-path. If 
placement would result in a violation, the traffic manager 240 
does not place the packet on the Sub-path. Instead, the packet 
that would cause the violation is discarded, or routed to 
another component 560 for storage and/or analysis. 
The traffic policies for the trusted path 290A and the 

untrusted path 290B are defined by a SBC system adminis 
trator. In a preferred embodiment, trusted path and untrusted 
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path traffic policies are defined as follows. The administrator 
defines a MaxSignalingBandwidth setting which represents 
the maximum bandwidth of the slow path 250. The adminis 
trator also defines MinUntrustedSignaling and MaxUntrust 
edSignaling settings which represent untrusted bandwidth as 
a percentage of MaxSignalingBandwidth. MinUntrustedSig 
naling is guaranteed bandwidth for the untrusted path 290B, 
while MaxUntrustedSignaling is an upper limit for the 
untrusted path 290B. However, bandwidth above minimum is 
available to the untrusted path 290B only if the bandwidth is 
not in use by the trusted path 290A. 

Packets that arrive at the host processor 130 on the slow 
path 250 are examined by the host processor 130. The con 
tents of these signaling packets are used to update the ACL 
520. As explained earlier in connection with FIG.4, signaling 
packets determine when an endpoint is promoted to trusted 
status. More specifically, an endpoints entry in the ACL 520 
is updated on a promotion event (570) so that a future look-up 
by the classifier 230 determines that the endpoint is trusted. 
Saying an endpoint is trusted is equivalent to saying that 
packets received from that endpoint are classified as trusted. 
An endpoints entry in the ACL 520 is updated upon a 

demotion event (580) so that a future look-up by the classifier 
230 determines that the endpoint is untrusted. Saying an 
endpoint is untrusted is equivalent to saying that packets 
received from that endpoint are classified as untrusted. In a 
preferred embodiment, a demotion event automatically 
occurs some period of time after the promotion event. In this 
manner, entries for trusted endpoints are aged, so that a 
trusted endpoint which is not actively signaling becomes 
untrusted. 

Host processor 130 also detects signaling packets that 
appear to be either malicious or Suspicious in Some way. The 
host processor 130 updates the ACL 520 to deny access to an 
endpoint sending Suspicious or malicious signaling packets. 
For example, access could be denied to an endpoint sending 
invalid signaling packets at a suspiciously high rate. (Denying 
access to an endpoint means denying access to packets 
received from that endpoint.) In a preferred embodiment, 
access is denied (shown as 590) by adding the endpoint to a 
“blacklist' (discussed earlier in connection with FIG. 3.) 

FIG. 6 illustrates call signaling activity and related promo 
tion and demotion events 600' in one embodiment of the 
access control system 200. This embodiment uses Session 
Initiation Protocol (SIP) as a call signaling protocol. An agent 
610 uses a SIP Register message 620 to inform a registration 
server 630 of the current location of agent 610. (Note that the 
agent 610 refers to a particular signaling endpoint defined by 
an IP address and possibly a port number). SBC 160' acts as 
a SIP proxy server: both sides talk to the proxy server, and the 
proxy server forwards call-related packets to the other side. 
The Register message is first sent from the agent 610 to the 

SBC 160" as message 620A. The message is then forwarded 
from the SBC 160' to the registration server 630 as message 
620B. In this example, we will assume that Register message 
620A is the first signaling message that the SBC 160" has 
received from the endpoint agent 610. Therefore, the agent 
610 is untrusted on receipt of the Register message 620A, and 
the Register message 620A is routed to the host processor 130 
on the untrusted path 290B. 

If the registration is successful, then the registration server 
630 replies with a SIP OK message. The SIP OK message is 
first sent from the registration server 630 to the SBC 160' as 
message 640A. The SBC 160' treats the receipt of the SIPOK 
message (640A) as a promotion event for the endpoint agent 
610: the ACL 520 is updated so that the endpoint agent 610 
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8 
becomes trusted. The SBC 160' also forwards the SIP OK 
message (as message 640B) on to the agent 610. 
A second agent 650 initiates a call to the agent 610 through 

a SIP Invite message 660. As before, the message is first sent 
from the agent 650 to the SBC 160' (as message 660A), then 
forwarded from the SBC 160' to the agent 610 (as message 
660B). The agent 610 accepts the call by sending an OK 
message (670A and 670B). However, the call setup is not 
complete until the originator (agent 650) sends an ACK mes 
sage 680. 
On receipt of the ACK message 680, the SBC 160' pro 

motes both sides of the call, agent 650 and agent 610, to 
trusted. The agent 610 is already trusted (upon registration) 
but the promotion moves the agent 650 from untrusted to 
trusted. Note that registration is an optional feature of SIP. If 
the agent 610 had not registered before the agent 650 origi 
nated the call, then the promotion on receipt of the ACK 
message 680 moves the agent 610 from untrusted to trusted. 

FIGS. 7A and 7B illustrate call signaling activity and 
related promotion and demotion events 600" in another 
embodiment of the access control system 200. The embodi 
ment of FIGS. 7 and 7B uses Media Gateway Control Proto 
col (MGCP) as a signaling protocol. The SBC 160" acts as an 
intermediary between a softswitch 710 and a gateway 720. 
Not shown in the diagram are the user endpoints of the call, or 
other signaling messages exchanged between one endpoint 
and the gateway, and between the other endpoint and the 
softswitch. In this configuration, SBC 160" appears to be a 
gateway on one side of the call, and appears to be a call agent 
on the other side of the call. 
We will again assume that both the softswitch 710 and the 

gateway 720 start out as untrusted. When the call has pro 
ceeded through initial signaling stages (not shown), the media 
pathis ready to be established between the two call endpoints. 
At this time, the softswitch 710 notifies the gateway by send 
ing a MGCP Create Connection (CRCX) message (730). 
Since the SBC 160" is acting as a proxy, the CRCX message 
is first sent to the SBC 160", and then forwarded to the 
gateway 720. The gateway 720 responds with a positive 
acknowledgement (740), which is first received by the SBC 
160", then forwarded to the softswitch 710. On receipt of the 
acknowledgement, the SBC 160" promotes the gateway 720 
to trusted. The softswitch 710 is promoted when the SBC 
160" receives the first MGCP RSIP acknowledgement. If the 
Softswitch 710 is demoted after that (e.g., a timeout occurs, 
the list was full, etc.), it is promoted again when the SBC 160" 
receives any signaling message from the call agent (e.g., 
Create(connection, AuditFindpoint, NotificationRequest, 
acknowledgement to a Notify, etc.). 

FIG. 7B illustrates a second promotion scenario. When 
endpoints under the control of the gateway 720go in-service, 
the gateway 720 notifies the softswitch 710 using a MGCP 
Restart In Progress (RSIP) message (750). The SBC 160 
intercepts the RSIP message 760 from the gateway 720 and 
forwards it to the SoftSwitch 710. The SoftSwitch 710 
responds by acknowledging (shown as 760) the RSIP mes 
sage 760. The SBC 160 intercepts the acknowledgement 770 
from the softswitch 710 and forwards it to the gateway 720. 
On receiving the RSIP message 760, the SBC 160" promotes 
both the gateway 720 and the softswitch 710 to trusted. 

FIG. 8 is block diagram of the packet flow through SBC 
160 in accordance with an example embodiment of the 
present invention. As discussed earlier in connection with 
FIG. 5, the classifier 230 provides one grant/deny level of 
protection (510) for the slow path 250 using an access control 
list. In a preferred embodiment, the ACL 520 is implemented 
by a CAM 810. At a high level of abstraction, the CAM 810 
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provides functionality similar to a database: the CAM 810 
stores records, and given a search key, returns a record match 
ing the key. This process of searching the CAM 810 is known 
as a “look-up.” 
The classifier 230 uses the CAM 810 to implement grant/ 

deny protection as follows. The classifier 230 examines the 
header of received packet and uses one or more header fields 
to create a search key 820. In the preferred embodiment, the 
search key 820 describes source and/or destination endpoints 
and contains the following header fields: <Source IP 
Addresse <Destination IP Addresse <IP Protocols <Source 
Ports 3Destination Ports. 
The classifier 230 provides the search key 820 to the CAM 

810. The contents of CAM 810 are then searched for a match. 
If more than one match is found, the CAM810 returns the best 
match 830. The match 830 contains data which allows the 
classifier 230 to determine whether or not the received packet 
is granted access to the slow path 250. If the packet is denied, 
the packet is either discarded, or marked and sent to another 
component (840) for storage and/or analysis. 

Another level of protection (530) is policing bandwidth of 
the slow path 250. At a high level, the policing process can be 
viewed as follows. Incoming packets are classified, then 
placed on a queue (e.g., queue 860) and Scheduled for trans 
mission to the host processor 130 via the trusted path 290A or 
the untrusted path 290B. Each queue 860 is associated with a 
traffic policy (e.g., policy 910 in FIG.9) which determines the 
timing and rate at which packets are removed from one of the 
queues and placed onto the associated Sub-path. In a preferred 
embodiment, a traffic policy 910 has three parameters: initial 
burst (in bytes); initial burst (in seconds); and Sustained rate 
(bytes/sec). If inserting a particular packet onto a sub-path 
would cause a violation of the associated traffic policy, then 
the traffic manager 240 either discards the packet or marks it 
as a violation and sends the packet to another component for 
storage and/or analysis. The use of traffic policies thus serves 
to regulate the bandwidth of the slow path 250. 

The mechanism by which packets are classified then asso 
ciated with a queue and a traffic policy will now be explained. 
The classifier 230 uses the CAM 810 to classify packets as 
trusted or untrusted. The classification is based on the source 
endpoint of the packet, which is found in the packet header. 
The classifier 230 looks up the source endpoint in the CAM 
810, and the matching record 830 tells the classifier 230 
whether the packet is trusted or untrusted. 

In a preferred embodiment, the trusted path 290A is itself 
made of individual sub-paths which are independently 
policed. FIG. 9 is a block diagram of the network 100 includ 
ing the SBC 160, illustrating the use of traffic policies and 
flows on the trusted path 290A. A system administrator for the 
SBC 160 may define a traffic policy 910 to be applied to an 
endpoint, or a group of endpoints, once the endpoint(s) 
becomes trusted. A single endpoint is identified by an IP 
address and TCP/UDP port number, while a group of end 
points is identified by an IP address using wildcards (i.e., a 
netmask), with an optional port number. 

In the example of FIG.9, three traffic policies are defined: 
a traffic policy 910 is associated with single endpoint 920 (IP 
address 10.168.1.4, any port), a traffic policy 930 is associ 
ated with single endpoint 940 (IP address 10.168.1.6, any 
port), and a traffic policy 950 is associated with the group of 
endpoints 960, identified by IP address 10,192.X.X. In this 
preferred embodiment, a traffic policy associated with a 
trusted sub-path has three parameters: initial burst (in bytes); 
initial burst (in seconds); and Sustained rate (bytes/sec). 

Note that traffic policies apply only to signaling packets, 
and not to media packets. Thus, these parameters are not 
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10 
related to the quality of service associated with the call itself, 
only with the establishment and tear-down of the call. 

Packets received from the same endpoint are said to belong 
to the same “flow, and the same traffic policy is applied to 
packets in a flow. Thus, packets from the endpoints 920 are 
part of a first flow associated with the traffic policy 910, and 
packets from the endpoint 940 are part of a second flow 
associated with the traffic policy 930. However, a particular 
flow may contain packets from more than one endpoint. That 
is, the relationship between endpoint and flow is many-to 
one. In the example of FIG. 9, packets from any endpoint in 
the group 960 are part of a third flow associated with the 
traffic policy 950. 
When the classifier 230 looks-up an endpoint in the CAM 

810, multiple pieces of data are returned: indication of grant/ 
deny; indication of trusted/untrusted; and flow-id. In a pre 
ferred embodiment, the flow-id encodes multiple types of 
information, for example, a particular flow-id is used for 
“access denied, a first range of values is used for trusted 
flows, and a second range of values is used for untrusted 
flows. 

Returning to FIG. 8, once the classifier 230 has classified a 
received packet into a particular flow with a flow-id, the 
packet is either buffered in a queue or discarded (850) before 
queuing. The discardalgorithm uses a combination of factors, 
such as availability of space in the queue and priority. Well 
known discard algorithms include random early detection 
(RED) and weighted random early detection (WRED). 
A packet received from a trusted endpoint has a flow-id 

unique to that flow. The unique flow-id is used to assign 
packets in that trusted flow to one of a set of trusted queues 
860. Each trusted flow has its own trusted queue. The flow-id 
for a trusted flow also determines a traffic policy (870A, 
870B) for that flow. Packets received from each trusted end 
point are thus identified by a flow-id, buffered in a queue 
specific to this flow-id, and policed according to a traffic 
policy 870 associated with this flow-id. 

Using this trusted path policing mechanism, the bandwidth 
of the trusted path 290A is divided among flows from trusted 
endpoints. Thus, the trusted path 290A can be viewed as 
having individually policed Sub-paths. Since a traffic policy 
describes allocated bandwidth, each trusted sub-path can 
essentially be a different “size” or “width”. 

In contrast, a single traffic policy 880 is applied to packets 
belonging to untrusted flows. Multiple untrusted flows are 
assigned the same flow-id. In a preferred embodiment, a 
number (N) of least-significant bits of the source IP address in 
a packet determine the flow-id assigned to an untrusted end 
point. For example, if 10 bits are used, there are 1024 (2') 
flows, and packets from IP addresses X.X.X.12 are assigned 
to flow #12, packets from IP addresses X.X.X.15 areassigned 
to flow #15, etc. (In this case, the port number associated with 
the endpoint is ignored, as are higher-order IP address bits.) 
An untrusted flow-id determines which of the untrusted 

queues 890 the packet will be buffered in, but each untrusted 
end-point does not have a separate queue. Rather, the packets 
belonging to untrusted flows are divided among a fixed num 
ber of untrusted flow-ids and untrusted queues. Furthermore, 
a single traffic policy 880 is applied to the untrusted path 
290B in the aggregate. Although the untrusted path 290B can 
be viewed as consisting of multiple Sub-paths (since there are 
multiple untrusted queues), the untrusted Sub-paths are not 
policed separately, as are the trusted Sub-paths. 
As stated earlier, the traffic manager 240 schedules 

enqueued packets for transmission to the host processor 130 
via the slow path 250. Policing is attained by scheduling 
packets at different rate on different queues. In deciding 
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which queue to next pull a packet from, the traffic manager 
240 uses a scheduling algorithm. Well known scheduling 
algorithms include round robin (RR) and weighted round 
robin (WRR). The preferred embodiment uses a WRR sched 
uler 8100A for trusted queues 860 and a RR scheduler 8100B 
for untrusted queues 890. 
The preferred embodiment also uses a third scheduler 

8100C. As shown in FIG. 8, one of the trusted queues 860 is 
chosen by the WRR scheduler 8100A and one of the untrusted 
queues 890 is chosen by the RR scheduler 8100B. Then the 
second-level scheduler 8100C uses a WRR policy to select 
between the trusted queue and the untrusted queue. This 
second level ensures that the total bandwidth of packets com 
ing in to the host processor never exceeds a total packet 
threshold. In this manner, the host processor 130 will not be 
overwhelmed even when bandwidth is oversubscribed. In the 
preferred embodiment, the system administrator configures 
the total packet threshold. 

FIG. 10 is a state diagram illustrating how the contents of 
CAM 810 are managed by an example embodiment of access 
control system 200. The CAM 810 contains signaling end 
point entries. When a search is performed for a particular 
endpoint, the resultant data associated with the endpoint is 
returned. In this example embodiment (200'), the resultant 
data is a flow-id and a state. In contrast, the resultant data in 
some of the other embodiments described above contains 
multiple, separate, pieces of information: (e.g., grant/deny: 
trusted/untrusted; flow-id). 
When an endpoint is in a blacklisted state 1010, access to 

the fast path 220 is denied. (Thus, the endpoint is neither 
trusted nor untrusted.) In an untrusted state 1020, the packet 
is routed to the untrusted path 290B. In a trusted state 1030, 
the packet is routed to the trusted path 290A 
On power-up, the initial state for endpoints is the untrusted 

state 1020. (Note that this power-up state can be changed 
during system initialization, as described shortly.) An end 
point is promoted from the untrusted state 1020 to the trusted 
state 1030 when it sends the SBC 160 a signaling message 
(1040) that indicates the endpoint is placing a call, is ready for 
a call, or is terminating a call. In an embodiment based on the 
SIP protocol, examples of promotion events include a suc 
cessful SIP registration, or a successful SIP invitation. In this 
SIP embodiment, an endpoint can also be promoted to trusted 
on a SIP BYE message, if the endpoint was previously 
demoted during a call because the permit list is full. In another 
embodiment based on the MGCP protocol, examples of pro 
motion events include a successful CRCX or successful RSIP. 
(These signaling messages were discussed earlier in connec 
tion with FIG. 6.) 
An endpoint is demoted from the trusted state 1030 to the 

untrusted state 1020 upon a timeout (1050) that indicates the 
endpoint is no longer engaged in signaling activity. For 
example, if no signaling messages are sent by an endpoint in 
a specific time period following a SIP registration message, 
then there is a timeout and the endpoint is demoted to the 
untrusted state 1020. As another example, calls to or from an 
endpoint may be limited to a specific duration, and the expi 
ration of this duration during a call results in a demotion to the 
untrusted state 1020. 

An endpoint is also demoted from the trusted state 1030 to 
the untrusted state 1020 when a signaling activity threshold 
(1060) or limit is reached. For example, an endpoint may be 
limited in the total number of signaling messages it can send 
to the SBC 160 in a certain period of time, and exceeding this 
limit results in a demotion to the untrusted state 1020. 
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Another limit could be the total number of calls that an end 
point can make or accept, through the SBC 160, in a certain 
period of time. Another threshold may be the number of 
invalid signaling messages sent per unit of time. Yet another 
threshold may be the number of unparseable signaling mes 
sages sent per unit of time. 
An endpoint is demoted from the untrusted state 1020 to 

the blacklisted state 1010 when a signaling activity threshold 
(1070) or limit is reached. Examples of such thresholds 
include the number of invalid messages or the total number of 
messages. An endpoint remains in the blacklisted state 1010 
for a period of time after demotion from the untrusted state 
1020. When that time period expires (1080), the endpoint is 
promoted back to the untrusted state 1020. 
A system administrator can use a network management 

interface to force an endpoint to be in a particular state. In one 
embodiment, the system administrator can force and end 
point to be in either the trusted state 1030 or the blacklisted 
state 1010. An endpoint which reaches the blacklisted state 
1010 in this manner remains so, and is not promoted to the 
untrusted state 1020 after a denial timeout. These user-con 
figured settings can be stored in non-volatile memory and 
applied during the system initialization routine to remain in 
effect through a reboot of the SBC 160. 

FIG. 11 is a state diagram illustrating how the contents of 
CAM 810 are managed by another example embodiment of 
access control system 200. As with the embodiment 200' of 
FIG. 10, the state associated with an endpoint determines the 
path traveled by packets received from that endpoint. Packets 
from an endpoint in the trusted state 1030 are routed along the 
trusted path 290A. Packets from an endpoint in the untrusted 
state 1020 are routed along the untrusted path 290B. Packets 
from an endpoint in the blacklisted state 1010 are denied 
access to fast path 220. 

In this embodiment (200'), each endpoint is associated with 
a trust level, and State transitions depend on this trust level as 
well as other events (e.g., signaling activity, timeouts, exceed 
ing a threshold, etc.) Specifically, the trust level determines 
which states the endpoint may transition between. In example 
embodiment 200", there are four trust levels: high; medium; 
low and none. An endpoint with a high trust level remains in 
the trusted state 1030. An endpoint with a medium trust level 
transitions between the untrusted state 1020 and the trusted 
state 1030. An endpoint with a low trust level transitions 
between all three states. Finally, an endpoint with a trust level 
of none remains in the untrusted state 1020. 
The initial state for an endpoint depends on the trust level 

associated with the endpoint. Endpoints with a high trust level 
start in the trusted state 1030. Furthermore, these endpoints 
are unaffected by signaling activity and remain in the trusted 
state 1030. Endpoints with a trust level of none start in the 
untrusted state 1020, and remain in the untrusted state 1020. 

Endpoints with a medium trust level are promoted from the 
untrusted state 1020 to the trusted state 1030 on sending the 
SBC 160 a signaling message (1040) that indicates the end 
point is placing a call, is ready for a call, or is terminating a 
call. Endpoints with a medium trust level are demoted from 
the trusted state 1030 to the untrusted state 1020 upon a 
timeout (1050) that indicates the endpoint is no longer 
engaged in signaling activity, or when a signaling activity 
threshold (1060) is reached. (Examples of such promotion 
and demotion events were discussed earlier in connection 
with FIG. 10.) 

Endpoints with a low trust level are promoted from the 
untrusted state 1020 to the trusted state 1030 on sending the 
SBC 160 a signaling message (1040) that indicates the end 
point is placing a call, is ready for a call, or is terminating a 
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call. Endpoints with a low trust level are demoted from the 
trusted state 1030 to the untrusted state 1020 upon a timeout 
(1050) that indicates the endpoint is no longer engaged in 
signaling activity, or when a signaling activity threshold 
(1060) is reached. Endpoints with a low trust level are 
demoted from the untrusted state 1020 to the blacklisted state 
1010 on reaching a signaling activity threshold (1070) (dis 
cussed in connection with FIG. 10.) Endpoints with a low 
trust level remain in the blacklisted state 1010 for a period of 
time after demotion, and are promoted back to the untrusted 
state 1020 upon expiration of the time period. 
The above embodiments relate to protecting a session bor 

der controller from a DoS attack by controlling access to a 
host processor. In these embodiments, the host processor 
examines and modifies call signaling packets. However, 
many other types of network devices also contain host pro 
cessors, and are also vulnerable to DoS attacks. The prin 
ciples of the invention also apply to host processors that 
examine other types of packets. 

In particular, the system and method for controlling access 
to a host processor is advantageous for any network device 
that receives a request for service from a client (endpoint), 
and performs some level of authentication before granting the 
request. Several different Internet protocols are specifically 
directed to receiving service requests and performing authen 
tication, for example, HyperText Transfer Protocol Secure 
(HTTPS), Secure Sockets Layer (SSL), and Transport Layer 
Security (TLS). 
The system and method for controlling access to a host 

processor is applicable to protocols such as these. A client 
becomes trusted after authentication. On receipt of a subse 
quent packet from the trusted client, the classifier selects the 
fast path and the traffic manager routes the packet to the host 
processor on the fast path. Clients who have not yet become 
authenticated are untrusted. On receipt of a packet from an 
untrusted client, the classifier selects the slow path and the 
traffic manager routes the packet to the host processor on the 
slow path. Clients who fail authentication may be treated as 
untrusted, or may be denied access to the host processor 
completely. As with the embodiments described above, the 
fast path may be made of Sub-paths, and paths/sub-paths can 
be associated with policies. 

The Domain Name Service (DNS) protocol is known to be 
Vulnerable to DoS attacks, even though the protocol does not 
specifically provide authentication. The system and method 
for controlling access to a host processor is applicable to a 
variation or extension to DNS where a DNS client that 
becomes trusted through some sort of authentication is 
allowed access to the host processor via the fast path. 
Untrusted clients are routed to the host processor along the 
slow path, and some clients can be blacklisted and denied 
access to the host processor completely. 
The foregoing description has been presented for purposes 

of illustration and description. It is not intended to be exhaus 
tive or to limit the invention to the precise forms disclosed. 
Obvious modifications or variations are possible in light of 
the above teachings. The embodiments discussed, however, 
were chosen and described to illustrate the principles of the 
invention and its practical application to thereby enable one 
of ordinary skill in the art to utilize the invention in various 
embodiments and with various modifications as are Suited to 
the particular use contemplated. All Such modifications and 
variation are within the scope of the invention as determined 
by the appended claims when interpreted in accordance with 
the breadth to which they are fairly and legally entitled. 
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Therefore, having thus described the invention, at least the 

following is claimed: 
1. A system comprising: 
a host processor configured to manage calls in a network, 

each call associated with a plurality of signaling packets, 
each signaling packet comprising a source endpoint 
identifier; and 

a traffic manager coupled to the host processor via a first 
path and a second path, each path associated with a 
bandwidth limit for a respective one of the paths, 

the traffic manager configured to receive the plurality of 
signaling packets and to communicate at least a first 
portion of the plurality of signaling packets to the host 
processor via a selected one of the paths, 

the traffic manager further configured to regulate traffic 
along the first path such that the bandwidth limit of the 
first path is respected, and to regulate traffic along the 
second path such that the bandwidth limit of the second 
path is respected. 

2. The system of claim 1, wherein each path is associated 
with a respective policy defining the bandwidth limit for the 
respective one of the paths, and the traffic manager is further 
configured to apply the first policy to regulate traffic along the 
first path such that the bandwidth limit of the first path is 
respected, and to apply the second policy to regulate traffic 
along the second path such that the bandwidth limit of the 
second path is respected. 

3. The system of claim 1, wherein the first policy comprises 
at least one of a peak data rate, an average data rate, and a 
maximum burst size. 

4. The system of claim 1, wherein the traffic manager is 
further configured to select one of the paths for communica 
tion to the host processor based on the Source endpoint iden 
tifier. 

5. The system of claim 1, wherein traffic manager is further 
configured to select the first path when the source endpoint 
identifier has previously registered with the session controller 
and to select the second path otherwise. 

6. The system of claim 1, wherein the first path comprises 
a plurality of Sub-paths, each Sub-path associated with a 
respective policy defining a bandwidth limit for the sub-path, 
wherein the traffic manager is further configured to apply the 
policy associated with the Sub-path to regulate traffic along 
the sub-path such that the bandwidth limit of the sub-path is 
respected. 

7. The system of claim 6, wherein each signaling packet 
comprises a source endpoint identifier and the traffic manager 
is further configured to select one of the sub-paths for com 
munication to the host processor based on the Source endpoint 
identifier. 

8. The system of claim 1, wherein the traffic manager is 
further configured to selectively route at least a second por 
tion of the plurality of signaling packets to a third path, the 
selection based on the Source endpoint identifier of the sig 
naling packet, the third path not coupled to the host processor. 

9. The system of claim 1, wherein the host processor is 
further configured to examine each signaling packet and to 
maintain signaling statistics associated with the endpoint 
identifier in the signaling packet. 

10. The system of claim 9, wherein the selection by the 
traffic manager is based on the source endpoint identifier of 
the signaling packet and the signaling statistics associated 
with that endpoint. 

11. A method implemented in a session border controller, 
comprising the steps of 

receiving a plurality of signaling packets, each signaling 
packet comprising a source endpoint identifier; and 
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controlling access to a host processor of the session border 
controller by a traffic manager, via a first and a second 
path, for at least a portion of the signaling packets in 
accordance with a bandwidth limit for a respective one 
of the paths by regulating traffic along the first path Such 
that the bandwidth limit of the first pathis respected, and 
by regulating traffic along the second path Such that the 
bandwidth limit of the second path is respected. 

12. The method of claim 11, wherein the controlling access 
step further comprises the step of: 

Selectively denying access to the host processor for at least 
one of the signaling packets, responsive to the Source 
endpoint identifier of the at least one packet. 

13. The method of claim 12, wherein the denying step 
further comprises the steps of: 

comparing the Source endpoint identifier of the at least one 
signaling packet to a first list and a second list; and 

denying access when the source endpoint identifier is con 
tained in the first list and is not contained in the second 
list. 

14. The method of claim 12, further comprising the step of: 
discarding those packets in the plurality of signaling pack 

ets that are denied access to the host processor. 
15. The method of claim 12, further comprising the steps 

of: 
marking those packets in the plurality of signaling packets 

that are denied access to the host processor, and 
accumulating statistics associated with the marked pack 

etS. 

16. The method of claim 11, wherein the controlling access 
step further comprises the step of: 

controlling access to the host processor in accordance with 
a first and a second policy, each policy defining the 
bandwidth limit for a respective one of the paths. 

17. The method of claim 16, wherein the controlling step 
further comprises the step of: 

applying the first policy to the first path Such that the 
bandwidth limit of the first path is respected. 

18. The method of claim 16, wherein the controlling step 
further comprises the steps of: 

routing at least one of the received signaling packets on the 
first path when the signaling packet does not violate the 
first policy; and 

routing at least one of the received signaling packets on a 
third path not coupled to the host processor when the 
signaling packet does violate the first policy. 

19. The method of claim 16, wherein the first policy com 
prises at least one of a peak data rate, an average data rate, and 
a maximum burst size. 

20. The method of claim 11, wherein the controlling access 
step further comprises the steps of 

Selecting one of the paths, responsive to the Source end 
point identifier of the signaling packet; and 

routing the signaling packet to the host processor via the 
Selected path. 

21. The method of claim 11, further comprising the steps 
of: 

examining a signaling layer message contained in each 
signaling packet; 

maintaining a state associated with each source endpoint 
identifier responsive to the signaling layer message; 

Selecting one of the paths for the signaling packet, respon 
sive to the state of the source endpoint identifier of the 
signaling packet; and 

routing the signaling packet to the host processor via the 
Selected path. 
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22. The method of claim 21, wherein the maintaining step 

further comprises the steps of: 
promoting an endpoint to a trusted State responsive to a 

signaling layer registration message; and 
selecting the first path for the signaling packet when the 

endpoint is in the trusted State. 
23. The method of claim 21, wherein the maintaining step 

further comprises the step of: 
demoting an endpoint to an untrusted State responsive to a 

timeout after promotion of the endpoint. 
24. A system comprising: 
means for receiving a plurality of signaling packets, each 

signaling packet comprising a source endpoint identi 
fier; and 

means for controlling access to a host processor by a traffic 
manager, via a first and a second path, for at least a 
portion of the signaling packets in accordance with a 
bandwidth limit for a respective one of the paths by 
regulating traffic along the first path Such that the band 
width limit of the first path is respected, and by regulat 
ing traffic along the second path Such that the bandwidth 
limit of the second path is respected. 

25. The system of claim 24, further comprising: 
means for selectively denying access to the host processor 

for a portion of the signaling packets, responsive to the 
source endpoint identifier of the packet. 

26. The system of claim 24, further comprising: 
means for comparing the source endpoint identifier of the 

signaling packet to a first list and a second list; and 
means for denying access when the source endpoint iden 

tifier is contained in the first list and is not contained in 
the second list. 

27. The system of claim 24, wherein the means for con 
trolling further comprises: 
means for applying a first policy to the first path Such that 

the bandwidth limit of the first path is respected. 
28. The system of claim 27, wherein the first policy com 

prises at least one of a peak data rate, an average data rate, and 
a maximum burst size. 

29. The system of claim 27, further comprising: 
means for routing a signaling packet onto the first path 
when the signaling packet does not violate the first 
policy. 

30. The system of claim 27, further comprising: 
means for routing a signaling packet onto a third path not 

coupled to the host processor when the signaling packet 
does violate the first policy. 

31. The system of claim 24, further comprising: 
means for selecting one of the paths, responsive to the 

Source endpoint identifier of the signaling packet; and 
means for routing the signaling packet to the host processor 

via the selected path. 
32. The system of claim 24, further comprising: 
means for examining a signaling layer message contained 

in each signaling packet; 
means for maintaining a state associated with each source 

endpoint identifier responsive to the signaling layer 
message; and 

means for selecting one of the paths for the signaling 
packet, responsive to the state of the Source endpoint 
identifier of the signaling packet; and 

means for routing the signaling packet to the host processor 
via the selected path. 

33. The system of claim 32, further comprising: 
means for promoting an endpoint to a trusted State respon 

sive to a signaling layer registration message; and 
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means for selecting the first path for the signaling packet 
when the endpoint is in the trusted state. 

34. The system of claim 32, wherein the means for main 
taining further comprises: 

means for demoting an endpoint to an untrusted State 5 
responsive to a timeout after promotion of the endpoint. 

35. A method implemented in a session border controller, 
comprising the steps of 

receiving a plurality of signaling packets, each signaling 
packets comprising a source endpoint identifier, and 

Selecting a first or a second path, responsive to the source 
endpoint identifier of the packet, for at least a portion of 
the packets in accordance with a bandwidth limit for a 
respective one of the paths; and 

routing by a traffic manager each packet in the portion of 15 
packets to a host processor of the session border control 
ler via the selected path to respect the bandwidth limit of 
the first path and the bandwidth limit of the second path. 

36. The method of claim 35, further comprising the steps 2O 

10 

of: 
examining, in the host processor, a service request con 

tained in a first packet routed to the host processor, 
responsive to the service request, maintaining a state asso 

ciated with the source endpoint identifier of the first 
packet; 

18 
selecting one of the paths for a second packet, responsive to 

the state of the source endpoint identifier of the first 
packet; and 

routing the second packet to the processor via the selected 
path. 

37. The method of claim 36, wherein the maintaining step 
further comprises the steps of: 

promoting an endpoint to a trusted State responsive to the 
service request; and 

selecting the first path for the second packet when the 
endpoint is in the trusted State. 

38. The method of claim 36, wherein the maintaining step 
further comprises the step of: 

demoting an endpoint to an untrusted State responsive to a 
timeout after promotion of the endpoint. 

39. The system of claim 1, wherein the traffic manager is 
separate from the host processor. 

40. The system of claim 1, wherein the traffic manager is a 
chipset that is separate from the host processor. 

41. The method of claim 35, wherein the selecting and 
routing is performed by hardware rather than by software. 

42. The method of claim 35, wherein the selecting and 
routing is performed by hardware rather than by software 
executing on the host processor. 
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