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ABSTRACT

This disclosure describes systems, methods, and apparatus
for ERP reporting using a cache server to cache previous
query results. Query latency is further reduced by routing
queries and responses to queries through the cache server
rather than via direct communication between a querying
device and a server hosting the database. This is done by
moving a driver for interfacing with the database to the server
hosting the database, thus avoiding slow protocol communi
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cations between this driver and the database when such com
munications occur over a WAN. A custom driver is also
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designed to interface with the cache server and control rout
ing of queries and responses through the cache server. Fur
ther, a cache server is selected that enables queries to be
passed straight tO the server hosting the database rather than
the query device having to pass these queries to the database.
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municate with a database via a cache server. The system can
include a query application server and a database server. The
query application server can be configured to couple to a

FIELD OF THE DISCLOSURE

cache server via a local area network. The database server can

0001. The present disclosure relates generally to database
reporting. In particular, but not by way of limitation, the
present disclosure relates to systems, methods and appara
tuses for caching of query results from database queries.

be configured to receive a query from the cache server when
a query result for the query is not found in the cache server.
The database server can be further configured to return the
query result to the cache server. The database server can
include a database, a query server, and one or more network
connections. The database server can make the query to the
database when the query result is not found in the cache
server. The query server can have a database-specific driver
configured to make the query to the database and receive the
query result from the database. The query server can be con
figured to pass the query result back to the query application
server via the cache server. The query server can be further
configured to cache the query result in the cache server. The
one or more network connections can be configured for cou
pling to the cache server and can be configured to pass the
query from the cache server to the query server. The one or
more network connections can be further configured to pass
the query result from the query server to the cache server.
0009. Other embodiments of the disclosure may also be
characterized as a database reporting system configured to
communicate with a database via a cache server. The system
can include a query application server and a database server.
The query application server can be configured to couple to a

BACKGROUND

0002 Many organizations store financial data, manufac
turing data and other critical data in databases or other elec
tronic storage formats. Enterprise resource planning (ERP) is
business management Software that companies use to collect,
store, manage, and interpret this data. Today, Oracle is the
largest ERP provider and sells multiple ERP solutions includ
ing Oracle Fusion, JD Edwards PeopleSoft, and JD Edwards
EnterpriseOne, to name just three examples.
0003 For purposes of understanding the data, the data
must be reported in Some form that makes sense to human or
programmatic users. In other words, users typically want to
see quantitative information “by” some criteria. For example,
a user may want to see Sales in dollars by month, by cost
center, by region and so on.
0004. While ERP software effectively collects and man
ages data, viewing that data can be cumbersome with existing
ERP reporting tools. Many companies compete in the ERP
reporting space, and Oracle has even purchased Hyperion in
order to improve its own reporting capabilities as well as
developed its own reporting tool JD Edwards Enter
priseCne One View Reporting.
0005. As ERP reporting tools move to the cloud, custom
ers continue to expect faster and faster response times for
database queries.
SUMMARY OF THE DISCLOSURE

0006 Exemplary embodiments of the present invention
that are shown in the drawings are Summarized below. These
and other embodiments are more fully described in the
Detailed Description section. It is to be understood, however,
that there is no intention to limit the invention to the forms

described in this Summary of the Invention or in the Detailed
Description. One skilled in the art can recognize that there are
numerous modifications, equivalents and alternative con
structions that fall within the spirit and scope of the invention
as expressed in the claims.
0007. This disclosure describes systems, methods, and
apparatus for ERP reporting using a cache server to cache
previous query results. Query latency is further reduced by
routing queries and responses to queries through the cache
server rather than via direct communication between a que
rying device and a server hosting the database. This is done by
moving a driver for interfacing with the database to the server
hosting the database, thus avoiding slow protocol communi
cations between this driver and the database when such com
munications occur over a WAN. A custom driver is also

designed to interface with the cache server and control rout
ing of queries and responses through the cache server. Fur
ther, a cache server is selected that enables queries to be
passed straight to the server hosting the database rather than
the query device having to pass these queries to the database.
0008. Some embodiments of the disclosure may be char
acterized as a database reporting system configured to com

cache server. The database server can include a database, a

query server, a database-specific driver specific to the data
base, and first and second network interfaces. The first net

work interface can be configured to enable a first network
connection between the database server and the cache server.

The first network interface can be configured to receive que
ries from the cache server and to return query results to the
cache server for caching. The second network interface can be
configured to enable a second network connection between
the database server and the query application. The second
network interface can be configured to return the query results
to the query application server via the cache server.
0010. Other embodiments of the disclosure can be char
acterized as a method for operating a database reporting sys
tem where queries and query results pass through a cache
server. The method can include passing a query from a query
application server to a cache server. The method can further
include receiving an indication that the cache server does not
have a query result for the query. The method can further
include instruction the cache server to pass the query to a
query server of a database server. The method can yet further
include querying a database of the database server. The
method yet further can include receiving a query result from
the database. Lastly the method can include passing the query
result to the query application server via the cache server and
also caching the query result in the cache server.
BRIEF DESCRIPTION OF THE DRAWINGS

0011 Various objects and advantages and a more com
plete understanding of the present invention are apparent and
more readily appreciated by referring to the following
detailed description and to the appended claims when taken in
conjunction with the accompanying drawings:
0012 FIG. 1 illustrates a system using a cache server to
improve the speed of an ERP reporting tool;
(0013 FIG. 2 illustrates the system of FIG. 1 where the
cache server cannot find the query result in the cache;
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0014 FIG.3 illustrates an ERP reporting tool according to
one embodiment of this disclosure;

0015 FIG. 4 illustrates the ERP reporting tool of FIG. 3
where the cache server cannot find the query result in the
cache;

0016 FIG. 5 illustrates a method for database reporting
where queries and query results pass through a cache server;
0017 FIG. 6 illustrates a further method for database
reporting where queries and query results pass through a
cache server,

0018 FIG. 7 illustrates yet another method for database
reporting where queries and query results pass through a
cache server,

0019 FIG. 8 illustrates a method for dynamic invalidation
of cached search results and updating of related dependency
tables; and

0020 FIG. 9 shows a diagrammatic representation of one
embodiment of a computer system within which a set of
instructions can execute.
DETAILED DESCRIPTION

0021. The word “exemplary” is used hereinto mean “serv
ing as an example, instance, or illustration.” Any embodiment
described herein as “exemplary' is not necessarily to be con
Strued as preferred or advantageous over other embodiments.
0022. For the purposes of this disclosure, “dependencies'
are relations between a query result and one or more tables in
the database from which that query result is drawn.
0023 For the purposes of this disclosure, "query results”
means data that is returned in response to a query and in either
a raw or transformed State (e.g., filtered, Summed, catego
rized, etc.).
0024 For the purposes of this disclosure, a “driver” means
a Software, hardware, or firmware adaptor module or mod
ules, or some combination of these, that converts queries and
other communications and instructions to a protocol that can
be communicated to and understood by at least a database or
cache server.

0025 ERP reporting systems can operate slower than
expected by modern users because of the need to make
repeated queries to a database and transform the raw data into
query results (e.g., Summing, filtering, categorizing, etc.).
Databases are in part designed for performing these data
transformation functions and not necessarily for speed. Simi
larly, the time required to perform these transformations is not
insignificant.
0026. One way to overcome this problem is to cache query
results so that they can be more quickly accessed via Subse
quent queries. Caching involves storing query results in a
storage device (e.g., a cache server) that is tailored for rapid
responses to data lookup. A cache server can be tailored for
speed, as compared to a database server, which must have
more general and slower functionality. This is because data
base servers are called on to perform more general functions
than mere data lookup. Database servers are called on to not
only lookup data in a database, but then transform the data
according to a user preference (e.g., reporting parameters)
and perform calculations on the data to be presented in a
report. For instance, a query may ask for a total of sales in a
Western region for a national retailer, thus requiring a data
base server to calculate this total before sending the result
back to a query device. Since a cache server does not need to
perform calculations and transformations of data in response
to a query, it can be optimized to return query results faster

than a database server. Hence, use of a cache server improves
the user experience since queries can often be addressed via
query to the cache server, a much faster process than querying
the database.

0027 FIGS. 1 and 2 illustrate a system using a cache
server to improve the speed of an ERP reporting tool. A user
enters a query into a query application 102 running on a query
device 104 (e.g., a tablet or desktop computer). The query
application 102 is configured to pass the query to the cache
server 110 which searches its cache 112 for a query result to
the query. If a query result is in the cache 112, then the cache
server 110 returns the query result to the query application
102, which can display the query result to the user.
(0028 FIG. 2 illustrates operation of the system 100 where
the cache server 110 cannot find the query result in the cache
112 (1). When this is the case, the cache server 110 returns a
null or some other indication that the query result cannot be
found in the cache 112 (2). The query application 102 then
passes the query to a database server 220. A driver is used to
interface the query application 102 to the database server 220,
and can be referred to as a database-specific driver 206 since
the driver is configured or designed to interface with a specific
database. For instance, a database 222 often is installed on a

database server 220 along with a database-specific driver 206
installed on client devices (those devices planning to access
the database server 220). The database-specific driver 206
prepares the query for transport over a connection between
the query device 104 and the database server 220. For
instance. Such a connection can be a wide area connection

(WAN) such as a secure connection over the Internet. The
query is passed to the database-specific driver 206 (3) and
then passed to the database server 220 (4). The database
server 220 makes the query to the database 222, prepares the
query result (e.g., calculations and formatting), and returns a
query result to the database-specific driver 206 (5). The data
base-specific driver 206 then returns the query result to the
query application 102, which can display the query result to
the user.

0029 While caching has significantly improved the speed
of queries, implementing a cache server and caching func
tionality typically requires modification to the query applica
tion 102. Modifying application code can introduce bugs and
complexities that slow the query application 102. Therefore,
there is a need for systems and methods that enable caching
functionality without requiring modification to the query
application 102.
0030. Another factor slowing ERP reporting systems is a
customer desire to retain control over the physical location of
the database. In other words, customers prefer the database
222 to reside on their premises. For instance, where a cus
tomer has confidential data in the database 222 (e.g., medical
providers, insurance companies, government agencies, and
others having large amounts of confidential data) there is
reluctance to store this confidential information in the cloud,

even though cloud-based databases can improve the speed of
ERP reporting tools. This is because queries performed to a
database that remains on a customer's premises often must
traverse a wide area network (WAN) and this can entail com
munication protocols that are “chatty—requiring numerous
transmissions back and forth between the query device and
the database for every query. Customer reluctance to move
data into the cloud has created a need for an ERP reporting
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solution that allows customers to retain the database 222 on

their premises while also providing the speed of a system with
a cloud-based database 222.

0031 Additionally, modifying a typical ERP reporting
tool to implement caching typically requires changes to a
query application—changes at the application layers. This
can introduce bugs in the code and complexities to the system
that deteriorate the user experience or greatly add to the cost
of developing reporting tool. There is therefore a need for a
way to implement caching without modifying the application
layer.
0032. The inventor recognized that ERP reporting tools
using caching could meet the above-noted desires by (1)
moving the database-specific driver to the database server, (2)
routing all queries and query results through the cache server
thus avoiding direct communication between the query
device and the database server, and (3) implementing caching
functionality at the driver layer rather than the application
layer (e.g., via implementation of a custom driver designed to
interface the query application to the cache server). Locating
the database-specific driver on the database server and rout
ing queries and query results through the cache server avoids
a WAN connection between the database-specific driver and
the database and thereby greatly reduces the latency of que
ries to the database. These changes to a traditional non-cach
ing ERP reporting system can be implemented at the driver
layer by creating a custom driver (or cache server interfacing
driver) that can be loaded with a query application and used to
interface with the cache server and control caching. This
prevents the need to modify the query application or any other
components at the application layer, and thereby avoids com
plications to the development cycle.
0033 Routing all queries and query results through the
cache server can require a slightly more intelligent cache
server than is typical—but only in that the cache server should
have the added functionality of being able to publish commu
nications to other than the querying device (e.g., the ability to
pass queries to and receive query results from the database
server via a network connection). Such added functionality
typically does not cause perceptible loss of speed in a cache
server. Further, since the database-specific driver cannot
receive network traffic, it can be used within a query server on
the database server, such that the query server interfaces the
database-specific driver to network connections to the cache
SeVe.

0034 FIGS. 3 and 4 illustrate an embodiment of an ERP
reporting system having a database-specific driver on a data
base server and a cache server interfacing driver on a query
application server, and that routes queries and query results
through a cache server. The system 300 includes a query
application that can have a graphical user interface portion
and a serverportion. In particular, a query application graphi
cal user interface 302 (GUI) can reside on a query device 304
(e.g., laptop computer, ultrabook, desktop computer, tablet
computer, or Smartphone, to name a few non-limiting
examples) and can be coupled to a query application server
308 (e.g., in the Cloud). The query application server can
include a cache server interfacing driver 306 that is designed
for the system 300 and can interface with (or be configured to
interface with) a cache server 310. By using the cache server
interfacing driver 306, the query application server 308 com
municates with the cache server 310 at the driver layer rather
than at the application layer.

0035. The cache server 310 can include a cache 312. The
query application server 308 and the cache server 310 can be
part of a local area network (LAN) such that a connection
between the cache server interfacing driver 306 and the cache
server 310 is via LAN connection. Because of this LAN

connection, queries to the cache server 310 can be carried out
very quickly. Where a query result cannot be found on the
cache server, a database server 320 holds a database 322 and

a query server 324, where the query server 324 includes a
database-specific driver 326. The database-specific driver
326 can make queries to the database 322 and receive query
results from the database 322.

0036 FIG.3 as compared to FIG. 4 illustrates operation of
the system 300 where a query result can be found in the cache
312. A user can initiate a query request, for instance via the
query application GUI 302. The query device 304 passes the
query request to the query application server 308 (1). The
cache server interfacing driver 306 prepares the query request
for transmission to the cache server 310 and passes the query
to the cache server 310 (2) (e.g., via a LAN connection). The
cache server 310 searches the cache 312 to see ifa query result
to the query exists in the cache 312 (e.g., has been previously
made and cached). If a query result is found in the cache 312,
then the cache server 310 returns the query result to the cache
server interfacing driver 306 (3) and the query application
server 308 passes the query result from the cache server
interfacing driver 306 to the query device 304 (4). The query
device 304 makes the query result available to the query
application GUI 302, which can then display the query result
for the user. In this situation, the cached query result is
returned with very low latency since the database 322 does
not need to be queried.
0037 FIG. 4 illustrates operation of the system 300 where
a query result is not cached. A user can initiate a query
request, for instance via the query application GUI 302. The
query device 304 passes the query request to the query appli
cation server 308 (1). The cache server interfacing driver 306
prepares the query request for transmission to the cache
server 310 and passes the query to the cache server 310 (2)
(e.g., via a LAN connection). The cache server 310 searches
the cache 312 to see if a query result to the query exists in the
cache 312 (e.g., has been previously made and cached). If a
query result is not found in the cache 312, then the cache
server 310 returns an indication (e.g., a null or no result value)
to the cache server interfacing driver 306 (3). In response, the
cache server interfacing driver 306 instructs the cache server
310 (4) to pass the query to the database server 320 (5). The
query server 324 can receive the query, and the database
specific driver 326 can make the query to the database322(6).
The database 322 returns a query result to the database
specific driver 326 (7). The query server 324 can then return
the query result to the query application server 308 via the
cache server 310 (which has the ability to pass on communi
cations) (8), and also instruct the cache server 310 to store the
query result in the cache 312 (9). Although the query results
is illustrated as being returned to the cache server 310 via two
separate paths (8 and 9), this is illustrative only, and in other
embodiments, a single communication path can carry the
query result to the cache server 310 for caching and also
return the query result to the query application server 308.
The cache server 310 can cache the query result and pass the
query result to the query application server 308. The cache
server interfacing driver 306 can receive the query result from
the cache server 310 (e.g., via a LAN connection) and provide
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the query result to the query application server 308. Finally,
the query application server 308 can pass the query result to
the query device 304 (10), which can provide the query result
to the query application GUI 302, which displays the query
result to the user.

0038. The cache server interfacing driver 306 is a custom
driver configured to load with the query application. In the
illustrated embodiment, this means loading with and operat
ing on the query application server 308. In another instance
this means loading with a query application that fully resides
on the query device 304 rather than being distributed. Wher
ever the cache server interfacing driver 306 is arranged, it is
configured to interface over a network connection (e.g., a
LAN connection) with the cache server 310. This network
connection can be designed to use a protocol that is much
faster than the one that the database-specific driver 206 uses to
pass queries to and receive query results from the database
server 220 (see FIG. 2). Additionally, the cache server 310
and the database server 320 can communicate via a WAN, but

this network connection can be designed to use a protocol that
is also much faster than the one that the database-specific
driver 206 (see FIG. 2) uses to pass queries to and receive
query results from the database server 220. As a result, rout
ing queries and query results through the cache server 310 and
avoiding direct communication between the query device 304
and the database server 320 greatly improves the speed of
queries to the database 322.
0039. The cache 312 can be a portion or all of a memory of
the cache server 310. The cache 312 can store query results,
dependency mappings, and dependency tables for a dynamic
period of time, where the query results and dependency map
pings can be invalidated after a change to a related table in the
database 322 has occurred. The cache server 310 has the

ability to communicate with other devices, such as the data
base server 320, and this ability allows it to pass or publish the
query to the query server 324 of the database server 320.
0040. The cache server 310 can be part of an independent
hardware component or can be a sub-component of a larger
hardware device hosting multiple servers. Alternatively, the
cache server 310 can be distributed amongst multiple server
devices. Many cloud-based server systems can host a cache
server 310. The cache server 310 can reside in the Cloud and

can be separate from or controlled apart from the system 300.
For instance, AMAZON WEB SERVICES and other cloud

based services can provide the cache server 310, and the
system 300 can interface with AMAZON'S cache server or
cache server(s). In one non-limiting example, the cache
server 310 can be implemented with the REDIS cache server.
0041. The query device 304 can be any computing device
having Sufficient logic, display, and input components to dis
play outputs of the query application for a user and receive
inputs from the user for controlling the query application, and
Sufficient communication components to pass queries to the
query application server 308 and receive query results from
the query application server 308. For instance, the query
device 304 can include a mobile phone, Smartphone, Smart
article of clothing (or accessory), tablet computer, desktop
computer, embedded device, or ultrabook, to name just a few
non-limiting examples. The query device 304 can take on
different forms and comprise further functionality when the
query application resides entirely on the query device 304
rather than being distributed between the query device 304
and the query application server 308.

0042. The query application server 308 can be part of an
independent hardware component or can be a sub-component
of a larger hardware device hosting multiple servers. Alter
natively, the query application server 308 can be distributed
amongst multiple server devices.
0043. When the query server 324 obtains query results
from the database 322, it can also obtain dependency infor
mation. Dependencies can include data indicating relation
ships between query results and tables of data where the query
results were created from and/or other tables including data
that depends from the data in the query results or that the
query results depend on. The dependencies can be stored by
the cache server 310 and can be used to perform dynamic
invalidation of stale query results in the cache 312 as will be
discussed in depth in a later section.
0044. The database server 320 can be remote from the
cache server 310 and the query application server 308. In
some instances, the cache server 310 and the database server

320 can be coupled via a wide area network (WAN) such as
the Internet. In an embodiment, the database server 320 can

be arranged on or within a customer's premises (e.g., within
a headquarters building or within a server farm close to or
closely controlled by a customer), where a customer is the
entity owning and operating an instance of the ERP and ERP
reporting system(s). The database server 320 has the ability to
manipulate the database 322 and handle queries from the
query server 324 (e.g., via the database specific driver 326).
For instance, the database server 320 can perform calcula
tions on data in the database in response to a query. The query
results that are prepared in response to a query from the query
server 324 can also be transformed to suit parameters of the
query (e.g., filtering, sorting, Summing). For instance, Sort
ing, filtering, and Summarizing data in the database 322, to
name three non-limiting examples, can be performed so as to
return the data in a different form to the query server 324. The
database server 320 can host the database 322 and the query
server 324. The database server 320 can be remote from the

query device 304 and the cache server 310.
0045. The query application server 308 may include one
or more applications at an application layer, one or more
drivers at a driver layer, and one or more hardware Subcom
ponents at a hardware layer. The one or more drivers (e.g.,
cache server interfacing driver 306) can interface data and
commands between the application and hardware layers.
0046. A query application can be considered as a distrib
uted entity comprising the query application server 308 and
the query application GUI 302. The cache server interfacing
driver 306 can enable the query application to partake in a
caching scheme where the query application does not have
any coded caching functionality. In other words, caching of
query results can be implemented without making changes to
the query application. All coding changes or additions to
enable the herein disclosed caching can be made at the driver
layer—Via writing and operation of the cache server interfac
ing driver 306. Further, the cache server interfacing driver 306
can be configured to instruct the cache server 310 to publish
queries to the query server 324 when a query result is not
found in the cache 312.

0047. The query application can be installed on the query
device 304 or can be a web-based application hosted on a
remote server (e.g., the query application server 308) and
with little to no components installed on the query device 304
(e.g., only a GUI installed on the query device 304). The
query application can take the form of any ERP reporting
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Software Such as INSIGHTSOFTWARES INSIGHTUN

LIMITED or HUBBLE. The query application can be con
figured to pass queries and receive query results and furtherto
display those query results on a display component of the
query device 304 for a user. The query application can receive
inputs from a user indicating query parameters. For instance,
a user can ask for a certain type of data from a Subset of data
in the database 322 and can request that the query results be
presented in a certain format and/or with certain calculations
performed on the returned raw data. The query application
302 can operate according to instructions stored in a non
transitory, tangible computer-readable storage medium of the
query device 304 or memory of a remote server (in the case of
a web-based application) or according to instructions embod
ied in programmable logic of one or more logic circuits (e.g.,
analog logic oran Application-Specific Integrated Circuit). In
the illustrated embodiment, the above-noted functionality of
the query application can be distributed between the query
application GUI 302 and the query application server 308.
0.048. A server, (e.g., the query application server, cache
server, query server, database server) can be distributed
between multiple hardware devices (e.g., a server farm),
although this is not required, and in some cases a server can
reside Solely on a lone hardware device. In some instances, a
server is one or more hardware devices.

0049. The LAN can be a wired or wireless network, or
some combination of the two. Each of the query device 304,
query application server 308, cache server 310, and database
server 320 can include one or more network interfaces for

connecting to a LAN or WAN. The query device 304 and the
query application server 308 can include one or more network
connections between each other, the one or more network

connections configured to pass the query request from the
query device 304 to the query application server 308 and to
pass the query result from the query application server 308 to
the query device 304. The query application server 308 and
the cache server 310 can include one or more network con

nections between each other, the one or more network con

nections configured to pass the query from the query appli
cation server to the cache server 310, to pass an indicator from
the cache server 310 to the query application server 308, to
pass one or more instructions from the query application
server 308 to the cache server 310, and to pass the query result
from the cache server 310 to the query application server 308
(the query result coming from either the cache 312 of the
cache server 310 or from the query server 324). The cache
server 310 and the database server 320 can include one or

more network connections between each other, the one or

more network connections configured to pass the query to the
query server 324 and to return the query result to the cache
server 310 along with instructions to cache the query result in
the cache 312.

0050 FIG. 5 illustrates a method for database reporting
where queries and query results pass through a cache server.
The method 500 can begin with initiation of a query, for
instance by a user entering a query into an interface of a query
application having a query application server, Such as query
application server 308. In some case the query can be entered
into a query application GUI (e.g., query application GUI
302) and passed to a query application server (e.g., query
application server 308). Whatever the source of the query,
once initiated, the method 500 can pass the query from a
query application server (e.g., query application server 308)
to a cache server (e.g., cache server 310) (Block 502). Next, a

query result or a null (or other indication that the query result
cannot be found in the cache) can be returned to the query
application server (Block 504) (or alternatively to a query
device if the query application resides entirely on the query
device). If the query result is returned (i.e., if the query result
was returned from the cache or found in the cache) (Decision
506), then the method 500 provides the query result to the user
(Block 510) (e.g., by displaying the query result on a GUI
such as query application GUI 302). If the query result is not
returned (i.e., if the query result was not found in the cache as
indicated by a null or some other indicator) (Decision 506),
then the method 500 instructs the cache server to pass the
query to the database server. In some instances, a query appli
cation server (e.g., query application server 308) or a cache
server interfacing driver (e.g., cache server interfacing driver
306) can instruct the cache server to pass the query to the
database server. In some embodiments, communications

between the cache server and the query application server can
take place via a fast network connection, such as one over a
LAN. The method 500 then queries the database of the data
base server (Block 512) (e.g., database 322 and database
server 320, respectively). The method 500 then receives a
query result from the database (Block 514) and passes the
query result to the cache server (Block 516). This passing can
take place via a WAN where the database server resides on a
customer's premises. The method 500 can also return the
query result to the query application server (Block 508) and
provide the query result to the user (Block 510). The method
can also cache the query result on the cache server (Block
518). The Blocks 508 and 518 can take place at the same time,
in parallel, or at different or overlapping periods of time. In
Some cases these two communications can occur via the same

network and/or via the same network interface. However, in

other cases, these two communications may occur via sepa
rate network interfaces and/or separate networks. Caching of
the query result on the cache server (Block 518) can be
controlled by instruction from a query server Such as query
Server 324.

0051 FIG. 6 illustrates a further method for database
reporting where queries and query results pass through a
cache server. FIG. 6 differs from FIG.5 in only a few respects,
and therefore the reference numbers from FIG. 5 have been

reused where the same operations occur. FIG. 6 assumes that
the query is initiated via a query application GUI (e.g., on
query application GUI 302) implemented on a query device
(e.g., query application 304). The method 600 then passes the
query from the query device to a query application server
(Block 601). The method 600 then proceeds as described in
FIG. 5 until the query result is passed to the cache server
(Block 516). Then the query result is again cached (Block
518), but also passed to the query device via the query appli
cation server (Block 608).
0052 FIG. 7 illustrates yet another method for database
reporting where queries and query results pass through a
cache server. The method 700 begins with initiation of a query
(e.g., via user input at a query device, a query application, or
a query application GUI, to name a few non-limiting
examples). The method 700 then receives the query at a cache
server interfacing driver (Block 702) (e.g., cache server inter
facing driver 306). For instance, a query application server
may receive a query request from a query device and then the
cache server interfacing driver prepares to pass a correspond
ing query to a cache server. The method 700 then passes the
query to the cache server via a local area network (Block 704).
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This can be performed by the cache server interfacing driver
which may be configured to interface with the cache server.
The cache server can then return an indication as to whether

the query result is in the cache server or not, and the method
700 looks to this indicator to determine what to do next

(Decision 706). For instance the cache server may return a
null or some other indication that tells the query application
server that the query result cannot be found on the cache
server. If the query result is on the cache server (e.g., if the
cache server returns a query result), then the cache server
interfacing driver provides the query result to the query appli
cation server, which in turn returns the query result to a user
via a query device and some form of user interface (Block
708). If an indication is received indicating that the query
result is not in the cache server (Decision 706), then the
method 700 passes the query to a database server via the
cache server (Block 710). For instance, the cache server inter
facing driver can instruct the cache server to pass the query to
the database server via a wide area network. The method 700

then queries the database of the database server via a data
base-specific driver (Block 712) (e.g., database-specific
driver 326. The database-specific driver then receives a query
result in response to the query (Block 714) and passes the
query result to the cache server (Block 716). The database
specific driver also passes the query result back to the cache
server interfacing driver via the cache server (Block 716). In
Some instances, the database-specific driver can be imple
mented in a query server of the database server so that the
query server can negotiate network communications to the
cache server—a function that the database-specific driver
may not be capable of. The method 700 then instructs the
cache server to cache the query result (Block 718) (e.g., at the
instruction of a query server Such as query server 324) and
returns the query result to the user (Block 708), for instance
via a query application server and an interface of a query
device.

0053 Dynamic Invalidation of Stale Cached Query
Results

0054 Caching also suffers inefficiencies from the use of a
fixed invalidation period. That is, in order to ensure that
cached query results do not become Stale (where the cached
query result no longer matches a query result that would be
returned if the query were made to the actual database),
typical cache servers invalidate cached query results after a
fixed period of time, where the fixed period of time can vary
for different types of query results. This means that some
query results are invalidated before they become stale while
others are invalidated after they have become stale. As seen,
the typical invalidation scheme for caching query results is
both inefficient and also potentially can return stale query
results.

0055 To improve upon the typical caching invalidation
scheme, the current disclosure describes a caching scheme
where cached query results are invalidated whenever a
change in the actual database occurs. In particular, a query
server on the database server can monitor the database for

changes. Whenever one occurs, the query server can contact
the cache server and instruct it to invalidate any query results
associated with the changed data in the database.
005.6 Typical cached query results have a fixed expiration
timer, that when expired, causes the associated query result(s)
to expire or be invalidated (e.g., purged). However, since
tables in a database can change faster or slower than the fixed

expiration timer, invalidation often occurs before the query
results become stale or after they become stale.
0057 This disclosure more effectively manages query
result invalidation by monitoring changes in the database322
via the query server 324. When a change occurs, regardless of
ongoing queries, the query server 324 informs the cache
server 310 about the change and instructs the cache server 310
to modify dependencies that it has stored. In particular, the
query server 324 can instruct the cache server 310 to invali
date or remove any query results or tables associated with the
changed data in the database 322. In other embodiments, the
query server 324 can instruct the cache server 310 to invali
date or remove any query results or tables formed with data
that has changed in the database322 or that depends from data
that has changed in the database 322. Keeping track of which
query results have dependencies to other query results can be
managed via a dependency table of the cache server 310,
which stores mappings of query results to each other when a
dependency exists. In addition to invalidation of query results
as soon as they become stale, the query server 324 can also
instruct the cache server 310 to update a dependency list that
tracks dependencies for all cached query results. In this way,
as soon as cached query results become stale, due to a change
in the database 322, those query results are invalidated in the
cache 312, and otherwise remain alive indefinitely. This intel
ligent invalidation scheme prevents early or late invalidation
of cached query results.
0.058 FIG. 8 illustrates a method for dynamic invalidation
of cached search results and updating of related dependency
tables. The method 800 can begin by monitoring database
changes (Block 802). Such monitoring can be performed by a
query server Such as query server 324. Until a database
change is identified (Decision 804), the method 800 can con
tinue to monitor changes in the database (loop between Block
802 and Decision 804). When a database change is identified
(Decision 804), the method 800 can update a cache server
(Block 806) and invalidate results with changed dependen
cies and all query results depending from changes in the
database (Block 808). For instance, all query results depend
ing from a table in the database that has changed can be
invalidated. Along these same lines, the method 800 can also
update one or more dependency tables on the cache server
(Block 810) to reflect the change(s) in the database. The
dependency table(s) may include one or more mappings of
cached query results to tables in the database from which
those query results were derived. If any of those tables
changes, then the mappings to query results that are no longer
valid, can be removed.

0059. The systems and methods described herein can be
implemented in a computer system in addition to the specific
physical devices described herein. FIG. 9 shows a diagram
matic representation of one embodiment of a computer sys
tem 900 within which a set of instructions can execute for

causing a device to perform or execute any one or more of the
aspects and/or methodologies of the present disclosure. The
query device 304, query application server 308, cache server
310, and database server 320 in FIGS. 3-4 are just some
implementations of the computer system 900. The compo
nents in FIG. 9 are examples only and do not limit the scope
of use or functionality of any hardware, software, firmware,
embedded logic component, or a combination of two or more
Such components implementing particular embodiments of
this disclosure. Some or all of the illustrated components can
be part of the computer system 900. For instance, the com
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puter system 900 can be a general purpose computer (e.g., a
laptop computer) or an embedded logic device (e.g., an
FPGA), to name just two non-limiting examples. In some
instances, the computer system 900 can be a computer tai
lored to a more specific role than a general purpose computer
(e.g., the system-on-chip (SOC) for a mobile handset), which
may be more tailored for mobile communications and low
power operation than a general purpose computer—although
this is not necessarily the case.
0060 Computer system 900 includes at least a processor
901 such as a central processing unit (CPU) or an FPGA to
name two non-limiting examples. The query application
server 308, the cache server 310, the query server 324, and the
database server 320 in FIGS. 3-4 are just some components
that could be implementations of the processor 901. The
computer system 900 may also comprise a memory 903 and
a storage 908, both communicating with each other, and with
other components, via a bus 940. The bus 94.0 may also linka
display 932, one or more input devices 933 (which may, for
example, include a keypad, a keyboard, a mouse, a stylus,
etc.), one or more output devices 934, one or more storage
devices 935, and various non-transitory, tangible computer
readable storage media 936 with each other and with one or
more of the processor 901, the memory 903, and the storage
908. All of these elements may interface directly or via one or
more interfaces or adaptors to the bus 940. In one instance, the
query device 304 can include an output device 934 such as a
display for displaying the query application GUI 302. As
another example, the various non-transitory, tangible com
puter-readable storage media 936 can interface with the bus
940 via storage medium interface 926. Computer system 900
may have any suitable physical form, including but not lim
ited to one or more integrated circuits (ICs), printed circuit
boards (PCBs), mobile handheld devices (such as mobile
telephones or PDAs), laptop or notebook computers, distrib
uted computer systems, computing grids, or servers.
0061 Processor(s) 901 (or central processing unit(s)
(CPU(s))) optionally contains a cache memory unit 902 for
temporary local storage of instructions, data, or computer
addresses. Processor(s) 901 are configured to assist in execu
tion of computer-readable instructions stored on at least one
non-transitory, tangible computer-readable storage medium.
Computer system 900 may provide functionality as a result of
the processor(s) 901 executing software embodied in one or
more non-transitory, tangible computer-readable storage
media, such as memory 903, storage 908, storage devices
935, and/or storage medium 936 (e.g., read only memory
(ROM)). For instance, the methods 500, 600, 700, and 800 in
FIGS. 5-8 may be embodied in one or more non-transitory,
tangible computer-readable storage media. The non-transi
tory, tangible computer-readable storage media may store
Software that implements particular embodiments, such as
the methods 500, 600, 700, and 800, and processor(s) 901
may execute the software. Memory 903 may read the soft
ware from one or more other non-transitory, tangible com
puter-readable storage media (Such as mass storage device(s)
935, 936) or from one or more other sources through a suit
able interface, such as network interface 920. The query
device 304 may include one or embodiments of the network
interface 920 that can be used to pass query requests and
receive query results from the query application server 308.
The cache server 310 and the database server 320 may include
one or more network interfaces configured to enable a WAN
connection between these two components. The software

may cause processor(s) 901 to carry out one or more pro
cesses or one or more steps of one or more processes
described or illustrated herein. Carrying out such processes or
steps may include defining data structures stored in memory
903 and modifying the data structures as directed by the
software. In some embodiments, an FPGA can store instruc

tions for carrying out functionality as described in this dis
closure (e.g., the methods 500, 600, 700, and 800). In other
embodiments, firmware includes instructions for carrying out
functionality as described in this disclosure (e.g., the methods
500, 600, 700, and 800).
0062. The memory 903 may include various components
(e.g., non-transitory, tangible computer-readable storage
media) including, but not limited to, a random access memory
component (e.g., RAM 904) (e.g., a static RAM “SRAM, a
dynamic RAM “DRAM, etc.), a read-only component (e.g.,
ROM 905), and any combinations thereof. ROM 905 may act
to communicate data and instructions unidirectionally to pro
cessor(s) 901, and RAM 904 may act to communicate data
and instructions bidirectionally with processor(s) 901. ROM
905 and RAM 904 may include any suitable non-transitory,
tangible computer-readable storage media described below.
In some instances, ROM 905 and RAM 904 include non

transitory, tangible computer-readable storage media for car
rying out the methods 500, 600,700, and 800. In one example,
a basic input/output system 906 (BIOS), including basic rou
tines that help to transfer information between elements
within computer system 900, such as during start-up, may be
stored in the memory 903. RAM 904 may be used to store
network configuration settings for the LAN connection
between the query application server 308 and the WAN con
nection between the cache server 310 and the database server

320. In other instances, RAM 904 may be used to store a
query in the cache server 310 as the cache server 310 prepares
to pass the query to the database server 320. These are just a
few non-limiting examples of implementations of the RAM
904.

0063 Fixed storage 908 is connected bidirectionally to
processor(s)901, optionally through storage control unit 907.
Fixed storage 908 provides additional data storage capacity
and may also include any Suitable non-transitory, tangible
computer-readable media described herein. Storage 908 may
be used to store operating system 909, EXECs 910 (ex
ecutables), data 911, API applications 912 (application pro
grams), and the like. For instance, the storage 908 could be
implemented for storage of query results in the cache 312 as
described in FIGS. 3-4. Often, although not always, storage
908 is a secondary storage medium (such as a hard disk) that
is slower than primary storage (e.g., memory 903). Storage
908 can also include an optical disk drive, a solid-state
memory device (e.g., flash-based systems), or a combination
of any of the above. Information in storage 908 may, in
appropriate cases, be incorporated as virtual memory in
memory 903. The cache 312 can utilize any one or more of the
fixed storage 908, storage control unit 907, or memory903, as
well as other memory storage embodiments.
0064. In one example, storage device(s) 935 may be
removably interfaced with computer system 900 (e.g., via an
external port connector (not shown)) via a storage device
interface 925. Particularly, storage device(s) 935 and an asso
ciated machine-readable medium may provide nonvolatile
and/or Volatile storage of machine-readable instructions, data
structures, program modules, and/or other data for the com
puter system 900. In one example, software may reside, com
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pletely or partially, within a machine-readable medium on
storage device(s) 935. In another example, software may
reside, completely or partially, within processor(s) 901.
0065 Bus 940 connects a wide variety of subsystems.
Herein, reference to a bus may encompass one or more digital
signal lines serving a common function, where appropriate.
Bus 94.0 may be any of several types of bus structures includ
ing, but not limited to, a memory bus, a memory controller, a
peripheral bus, a local bus, and any combinations thereof,
using any of a variety of bus architectures. As an example and
not by way of limitation, such architectures include an Indus
try Standard Architecture (ISA) bus, an Enhanced ISA
(EISA) bus, a Micro Channel Architecture (MCA) bus, a
Video Electronics Standards Association local bus (VLB), a
Peripheral Component Interconnect (PCI) bus, a PCI-Ex
press (PCI-X) bus, an Accelerated Graphics Port (AGP) bus,
HyperTransport (HTX) bus, serial advanced technology
attachment (SATA) bus, and any combinations thereof. While
only a single bus 940 is shown, in some embodiments, mul
tiple buses may be used to couple various components in the
computing system 900. For instance, the memory 903 may
have a memory bus that splits off from and is distinct from a
system bus.
0066 Computer system 900 may also include an input
device 933. In one example, a user of computer system 900
may enter commands and/or other information into computer
system 900 via input device(s) 933. Examples of an input
device(s) 933 include, but are not limited to, an alpha-nu
meric input device (e.g., a keyboard), a pointing device (e.g.,
a mouse or touchpad), a touchpad, a joystick, a gamepad, an
audio input device (e.g., a microphone, a Voice response
system, etc.), an optical scanner, a video or still image capture
device (e.g., a camera), and any combinations thereof. Input
device(s)933 may be interfaced to bus 940 via any of a variety
of input interfaces 923 (e.g., input interface 923) including,
but not limited to, serial, parallel, game port, USB,
FIREWIRE, THUNDERBOLT, or any combination of the
above.

0067. In particular embodiments, when computer system
900 is connected to network930 (such as the LAN and WAN
in FIGS. 3-4), computer system 900 may communicate with
other devices, such as mobile devices and enterprise systems,
connected to network 930. Communications to and from

computer system 900 may be sent through network interface
920. For example, network interface 920 may receive incom
ing communications (such as requests or responses from
other devices) in the form of one or more packets (such as
Internet Protocol (IP) packets) from network 930, and com
puter system 900 may store the incoming communications in
memory 903 for processing. Computer system 900 may simi
larly store outgoing communications (such as requests or
responses to other devices) in the form of one or more packets
in memory 903 and communicated to network 930 from
network interface 920. Processor(s) 901 may access these
communication packets stored in memory 903 for process
ing. For instance, the query server 324 may implement the
processor 901 and receive packets from the cache server 310
containing a query and process this query in preparation for
querying the database 322.
0068. Examples of the network interface 920 include, but
are not limited to, a network interface card, a modem, and any
combination thereof. Examples of a network 930 or network
segment 930 include, but are not limited to, a wide area
network (WAN) (e.g., the Internet, an enterprise network), a

local area network (LAN) (e.g., a network associated with an
office, a building, a campus or other relatively small geo
graphic space), a telephone network, a direct connection
between two computing devices, and any combinations
thereof. For instance, the WAN between the cache server 310

and the database server 320 is one exemplary implementation
of the network 930. A network, such as network 930, may
employ a wired and/or a wireless mode of communication. In
general, any network topology may be used.
0069. Information and data can be displayed through a
display 932. Examples of a display 932 include, but are not
limited to, a liquid crystal display (LCD), an organic liquid
crystal display (OLED), a cathode ray tube (CRT), a plasma
display, and any combinations thereof. The display 932 can
interface to the processor(s) 901, memory 903, and fixed
storage 908, as well as other devices, such as input device(s)
933, via the bus 940. The display 932 is linked to the bus 940
via a video interface 922, and transport of data between the
display 932 and the bus 940 can be controlled via the graphics
control 921. The query device 304 may include an implemen
tation of the display 932 for assisting with interfacing with a
USC.

(0070. In addition to a display 932, computer system 900
may include one or more other peripheral output devices 934
including, but not limited to, an audio speaker, a printer, and
any combinations thereof. Such peripheral output devices
may be connected to the bus 940 via an output interface 924.
Examples of an output interface 924 include, but are not
limited to, a serial port, a parallel connection, a USB port, a
FIREWIRE port, a THUNDERBOLT port, and any combi
nations thereof.

0071. In addition or as an alternative, computer system
900 may provide functionality as a result of logic hardwired
or otherwise embodied in a circuit, which may operate in
place of or together with software to execute one or more
processes or one or more steps of one or more processes
described or illustrated herein. Reference to software in this

disclosure may encompass logic, and reference to logic may
encompass Software. Moreover, reference to a non-transitory,
tangible computer-readable medium may encompass a circuit
(such as an IC) storing Software for execution, a circuit
embodying logic for execution, or both, where appropriate.
For instance, a non-transitory, tangible computer-readable
medium may encompass one or more FPGAs, fixed logic,
analogue logic, or some combination of the above. The
present disclosure encompasses any suitable combination of
hardware, software, or both.
0072 Those of skill in the art will understand that infor

mation and signals may be represented using any of a variety
of different technologies and techniques. For example, data,
instructions, commands, information, signals, bits, symbols,
and chips that may be referenced throughout the above
description may be represented by Voltages, currents, elec
tromagnetic waves, magnetic fields or particles, optical fields
or particles, or any combination thereof.
0073. Within this specification, the same reference char
acters are used to refer to terminals, signal lines, wires, etc.
and their corresponding signals. In this regard, the terms
“signal.” “wire.” “connection.” “terminal.” and “pin' may be
used interchangeably, from time-to-time, within the this
specification. It also should be appreciated that the terms
“signal.” “wire, or the like can represent one or more signals,
e.g., the conveyance of a single bit through a single wire or the
conveyance of multiple parallel bits through multiple parallel
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wires. Further, each wire or signal may represent bi-direc
tional communication between two, or more, components
connected by a signal or wire as the case may be.
0074 Those of skill will further appreciate that the various
illustrative logical blocks, modules, circuits, and algorithm
steps described in connection with the embodiments dis
closed herein may be implemented as electronic hardware,
computer software, or combinations of both. To clearly illus
trate this interchangeability of hardware and software, vari
ous illustrative components, blocks, modules, circuits, and
steps have been described above generally in terms of their
functionality. Whether such functionality is implemented as
hardware or Software depends upon the particular application
and design constraints imposed on the overall system. Skilled
artisans may implement the described functionality in vary
ing ways for each particular application, but such implemen
tation decisions should not be interpreted as causing a depar
ture from the scope of the present invention.
0075. The various illustrative logical blocks, modules, and
circuits described in connection with the embodiments dis

closed herein may be implemented or performed with a gen
eral purpose processor, a digital signal processor (DSP), an
application specific integrated circuit (ASIC), a field pro
grammable gate array (FPGA) or other programmable logic
device, discrete gate or transistor logic, discrete hardware
components, or any combination thereof designed to perform
the functions described herein. A general purpose processor
may be a microprocessor, but in the alternative, the processor
may be any conventional processor, controller, or microcon
troller. A processor may also be implemented as a combina
tion of computing devices, e.g., a combination of a DSP and
a microprocessor, a plurality of microprocessors, one or more
microprocessors in conjunction with a DSP core, or any other
Such configuration.
0076. The steps of a method or algorithm described in
connection with the embodiments disclosed herein (e.g., the
methods 500, 600, 700, and 800) may be embodied directly in
hardware, in a Software module executed by a processor, a
Software module implemented as digital logic devices, or in a
combination of these. A software module may reside in RAM
memory, flash memory, ROM memory, EPROM memory,
EEPROM memory, registers, hard disk, a removable disk, a
CD-ROM, or any other form of non-transitory, tangible com
puter-readable storage medium known in the art. An exem
plary non-transitory, tangible computer-readable storage
medium is coupled to the processor Such that the processor
can read information from, and write information to, the

non-transitory, tangible computer-readable storage medium.
In the alternative, the non-transitory, tangible computer-read
able storage medium may be integral to the processor. The
processor and the non-transitory, tangible computer-readable
storage medium may reside in an ASIC. The ASIC may reside
in a user terminal. In the alternative, the processor and the
non-transitory, tangible computer-readable storage medium
may reside as discrete components in a user terminal. In some
embodiments, a software module may be implemented as
digital logic components such as those in an FPGA once
programmed with the Software module.
0077. The previous description of the disclosed embodi
ments is provided to enable any person skilled in the art to
make or use the present invention. Various modifications to
these embodiments will be readily apparent to those skilled in
the art, and the generic principles defined herein may be
applied to other embodiments without departing from the

spirit or scope of the invention. Thus, the present invention is
not intended to be limited to the embodiments shown herein

but is to be accorded the widest scope consistent with the
principles and novel features disclosed herein.
What is claimed is:

1. A database reporting system configured to communicate
with a database via a cache server, the database reporting
system comprising:
a query application server configured to couple to a cache
server via a local area network;

a database server configured to couple to the cache server
and configured to receive a query from the cache server
when a query result for the query is not found in the
cache server, the database server further configured to
return the query result to the cache server, the database
server comprising:
a database to which the query is made by the database
server when the query result is not found in the cache
server;

a query server having a database-specific driver config
ured to make the query to the database and receive the
query result from the database, the query server con
figured to pass the query result back to the query
application server via the cache server, the query
server further configured to cache the query result in
the cache server; and

one or more network connections configured for cou
pling to the cache server and configured to pass the
query from the cache server to the query server and
pass the query result from the query server to the
cache server.

2. The database reporting system of claim 1, wherein the
query server is further configured to instruct the cache server
to cache one or more dependencies of the query results.
3. The database reporting system of claim 1, further com
prising a query device coupled to the query application server
and including a graphical user interface for displaying the
query result to a user.
4. The database reporting system of claim 1, wherein the
query application server includes a cache server interfacing
driver.

5. The database reporting system of claim 1, wherein the
query application server is configured to communicate with
the cache server at a driver layer but not at an application
layer.
6. The database reporting system of claim 1, wherein the
one or more network connections include a wide area net
work.

7. A database reporting system configured to communicate
with a database via a cache server, the database reporting
system comprising:
a query application server configured to couple to a cache
server;

a database server having:
a database;
a query server,

a database-specific driver specific to the database;
a first network inference configured to enable a first
network connection between the database server and

the cache server, the first network interface configured
to receive queries from the cache server and to return
query results to the cache server for caching;
a second network interface configured to enable a sec
ond network connection between the database server
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and the query application, the second network inter
face configured to return the query results to the query
application server via the cache server.
8. The database reporting system of claim 7, wherein the
query application server includes a cache server interfacing
driver configured to interface with the cache server.
9. The database reporting system of claim 7, wherein the
query application server is on a local area network, the local
area network configured to include the cache server.
10. The database reporting system of claim 7, wherein the
first network connection includes a wide area network.

11. The database reporting system of claim 7, further com
prising a query device coupled to the query application server
and including a query application graphical user interface
configured to present the query results to a user.
12. A method for operating a database reporting system
where queries and query results pass through a cache server,
the method comprising:
passing a query from a query application server to a cache
server;

receiving an indication that the cache server does not have
a query result for the query;
instructing the cache server to pass the query to a query
server of a database server;

querying a database of the database server;
receiving a query result from the database; and
passing the query result to the query application server via
the cache server and also caching the query result in the
cache server.

13. The method of claim 12, wherein the querying is per
formed by the query server.

14. The method of claim 13, wherein the querying and the
second receiving are performed by a database-specific driver
configured to interface with the database.
15. The method of claim 13, further comprising instructing
the cache server to cache one or more dependencies of the
query result.
16. The method of claim 15, wherein the one or more

dependencies of the query result include a dependency of the
query result to a table of the database.
17. The method of claim 15, further comprising monitoring
the database for changes in data and invalidating a cached
search result in a cache of the cache server when the cached

search result corresponds to or depends from the data that has
changed in the database.
18. The method of claim 13, further comprising adding a
cache server interfacing driver to the query application server
without modifying an application layer of the query applica
tion server.

19. The method of claim 13, wherein caching functionality
is enabled at a driver layer rather than an application layer.
20. The method of claim 13, wherein the query server
receives the query from the cache server via a wide area
network

21. The method of claim 20, wherein the query server
passes the query result to the cache server via the wide area
network.

22. The method of claim 21, wherein the query server
passes the query result to the query application server via the
wide area network and a local area network configured to
couple the query application server and the cache server.
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