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Relevance Table Aggregation in a Database System

CROSS REFERENCE TO RELATED APPLICATIONS

[0001] The present disclosure claims priority to U.S. Provisional App. No. 62/1 14,695,

entitled "Relevance Table Aggregation for Generating Recommendations", filed February 11,

2015, the contents of which is incorporated herein by reference in its entirety.

BACKGROUND

[0002] Companies provide a library of videos that users can browse. Often, the library of

videos is very large and it is important that a user be able to find a video quickly and easily.

Sometimes, a user knows exactly what video he/she wants to watch and can find the video

easily. Once finding the video, the user can request the video on-demand. However, a user

may not always know what video he/she would like to watch. If user has to search too long

and just cannot find a video, the user may stop using the service, which is undesirable.

SUMMARY

[0003] In one embodiment, a method generates a plurality of sub-relevance tables including

a first set of relevance values between media programs being provided by a video delivery

service. Each table models relevance values for a single feature in a plurality of features.

Labeling results are received that include a second set of relevance values between the media

programs, the labeling results based on user input. The method combines the plurality of

sub-relevance tables into a single relevance table that includes a third set of relevance values

between the media programs for the plurality of features. The combining generates weights

for each of the plurality of sub-relevance tables based on the second set of relevance values

for the labeling results and the first set of relevance values of the plurality of sub-relevance

tables that are used to generate the third set of relevance values. A recommendation is

provided to a user using the video delivery service, the recommendation generated using the

third set of relevance values from the single relevance table and a characteristic of the user.

[0004] In one embodiment, a non-transitory computer-readable storage medium contains

instructions, that when executed, control a computer system to be configured for: generating

a plurality of sub-relevance tables including a first set of relevance values between media

programs being provided by a video delivery service, wherein each table models relevance



values for a single feature in a plurality of features; receiving labeling results including a

second set of relevance values between the media programs, the labeling results based on

user input; combining the plurality of sub-relevance tables into a single relevance table that

includes a third set of relevance values between the media programs for the plurality of

features, wherein combining generates weights for each of the plurality of sub-relevance

tables based on the second set of relevance values for the labeling results and the first set of

relevance values of the plurality of sub-relevance tables that are used to generate the third set

of relevance values; and providing a recommendation to a user using the video delivery

service, the recommendation generated using the third set of relevance values from the single

relevance table and a characteristic of the user.

[0005] In one embodiment, an apparatus includes: one or more computer processors; and a

non-transitory computer-readable storage medium comprising instructions, that when

executed, control the one or more computer processors to be configured for: generating a

plurality of sub-relevance tables including a first set of relevance values between media

programs being provided by a video delivery service, wherein each table models relevance

values for a single feature in a plurality of features; receiving labeling results including a

second set of relevance values between the media programs, the labeling results based on

user input; combining the plurality of sub-relevance tables into a single relevance table that

includes a third set of relevance values between the media programs for the plurality of

features, wherein combining generates weights for each of the plurality of sub-relevance

tables based on the second set of relevance values for the labeling results and the first set of

relevance values of the plurality of sub-relevance tables that are used to generate the third set

of relevance values; and providing a recommendation to a user using the video delivery

service, the recommendation generated using the third set of relevance values from the single

relevance table and a characteristic of the user.

[0006] The following detailed description and accompanying drawings provide a better

understanding of the nature and advantages of particular embodiments.

BRIEF DESCRIPTION OF THE DRAWINGS

[0007] FIG. 1 depicts a simplified system for delivering media programs to users and

providing recommendations to the users according to one embodiment.



[0008] FIG. 2 depicts a more detailed example of relevance table processor 108 according

to one embodiment.

[0009] FIG. 3 depicts a simplified flowchart of a method for generating a single relevance

table according to one embodiment.

[0010] FIG. 4 depicts a simplified flowchart of a method for adjusting the single relevance

table according to one embodiment.

[0011] FIG. 5 shows an example of the adjusted relevance table generation according to

one embodiment.

[0012] FIG. 6 shows an example of combining sub-relevance tables according to one

embodiment.

[0013] FIG. 7 depicts a video streaming system in communication with multiple client

devices via one or more communication networks according to one embodiment.

[0014] Fig. 8 depicts a diagrammatic view of an apparatus for viewing video content and

advertisements.

DETAILED DESCRIPTION

[0015] Described herein are techniques for a database table generation system. In the

following description, for purposes of explanation, numerous examples and specific details

are set forth in order to provide a thorough understanding of particular embodiments.

Particular embodiments as defined by the claims may include some or all of the features in

these examples alone or in combination with other features described below, and may further

include modifications and equivalents of the features and concepts described herein.

[0016] When operating a video delivery service, a company can gather information for a

user. As more information is learned about the user, the company can recommend media

programs to the user that may be relevant to what the user may want to watch. This may

encourage the user to view more media programs on the company's service. However, it is

important to recommend media programs that the user would actually be interested in.

[0017] The video delivery service may create different relevance tables from different

features based on the user using the video delivery service. Also, the service may create

other relevance tables based on features of the media programs themselves without any user-



specific customization. These relevance tables may include watch behavior, search behavior,

show topics, and show metadata. The relevance tables capture a nature of relationships

between media programs that are being offered on the video delivery service. To generate

these relevance tables, each relevance table may model one feature in its own individual

table. For example, the relevance table may be a real value score matrix that may have all the

media programs on the rows and columns and each cell carries a positive real value score that

represents how similar the two media programs are to each other based on a single feature.

That is, for the watch behavior, a first score quantifies how relevant a first media program is

to a second media program in a first sub-relevance table. Also, for the search behavior, a

second score quantifies how relevant the first media program is to the second media program

in a second sub-relevance table. The values in the second sub-relevance table do not take

into account watch behavior.

[0018] Particular embodiments analyze the sub-relevance tables and determine an optimal

way of combining the relevance tables into a single relevance table. This includes using

labeling results from users and also analyzing the content of the relevance tables. The single

relevance table can then be adjusted based on user feedback from the recommendations. A

recommendation system can then use the single relevance table to provide recommendations

to users using the video delivery system.

[0019] FIG. 1 depicts a simplified system 100 for delivering media programs to users and

providing recommendations to the users according to one embodiment. Video delivery

system 102 may deliver media programs to clients 104. A media program may include a

television show or movie, any video, or a category of videos. An implementation of video

delivery system 102 is described in more detail below.

[0020] In one embodiment, users may use clients 104 to request media programs from video

delivery system 102. Video delivery system 102 may offer the library of videos to users. As

described above, users may search video delivery system 102 for videos and request them on-

demand. Additionally, the video delivery service may include a recommendation system 106

that can recommend media programs to the users. In one embodiment, recommendation

system 106 recommends media programs based on a similarity to other media programs. For

example, recommendation system 106 may recommend a first video based on the user

watching a second video that is considered similar to the first video.



[0021] Video delivery system 102 may generate video delivery service information, such as

user behavior information or media program information for the video delivery service. A

database system 107 may generate sub-relevance tables that are stored in database storage

208 that capture the relationship between media programs for the user behavior or media

program information. Each sub-relevance table is based on a single feature. For example,

the sub-relevance tables may be generated based on user watch behavior, user search

behavior, media program topics, and media program metadata. Some of these sub-relevance

tables may be based on the user interaction with the video delivery service. Other sub-

relevance tables may not be based on specific user information. For example, video delivery

service 102 may analyze the media programs to generate the sub-relevance tables, such as

media program topics and media program metadata are used to generate sub-relevance tables.

As mentioned above, the sub-relevance table may be a real value score matrix that may have

all the media programs on the rows and columns and each cell carries a positive real value

score that represents how similar the two media programs are to each other based on a single

feature.

[0022] Database system 107 processes the sub-relevance tables such that recommendation

system 106 can use the single relevance table to provide recommendations. To start, a

relevance table processor 108 receives the sub-relevance tables. For recommendation system

106 to provide recommendations to users, recommendation system 106 needs to use a single

relevance table that captures the relationships for multiple features from the sub-relevance

tables. The single relevance table may improve processing time of the computer as

recommendation system 106 can quickly determine a similar show. This may be important

when real-time delivery of videos in addition to the scale of video delivery that video

delivery service is performing. Using multiple relevance tables to initially capture

information from different data sources and algorithms is needed. There are many different

data sources and algorithms, which require that the initial capturing of data be stored in

multiple relevance tables. Given that the processing each relevance table costs nearly the

same amount of time, the real-time processing of many relevance tables is not feasible in the

video delivery environment. For example, as users request videos, recommendations should

be generated when the request is made. Also, as users view videos, new recommendations

should be generated as the videos are viewed or after. Further, when a user logs onto the

service, the user can be presented with a list of top ten most relevant videos.



[0023] In one embodiment, recommendation system 106 generates a single relevance table

for all the features. A "single" relevance table may be a matrix of rows and columns with

real valued scored in the cells. However the scores capture the contribution and importance

from the values for multiple sub-relevance tables. It will be understood that a single

relevance table may be implemented differently in database system 107. For example, one or

more tables may be used, but the values included in the single relevance table are for multiple

features.

[0024] To generate the single relevance table, particular embodiments do not manually

weight each sub-relevance table with fixed amounts, such as saying watch behavior is 30%

important, search behavior is 20% important, etc. Due to the complexity of the video

delivery service, the quality of the sub-relevance tables will change over time as they update

with more information. Also, using this fixed model does not capture all the useful

information in the relevance tables. For example, some accurate relevance information may

be neglected because the overall quality of the sub-relevance table containing it is low.

Particular embodiments thus analyze the sub-relevance tables in addition to using labeling

results from users and explicit feedback from users to learn the optimal way of combining the

sub-relevance tables into a single relevance table. In this way, there is no need to calculate

the quality of the tables explicitly. Particular embodiments can combine multiple tables

where if a quality of a table is low, that table will have a small weight in our combined

relevance table. This smaller quality is determined automatically by a recommendation table

processor 108.

[0025] Recommendation table processor 108 then generates a single relevance table. The

single relevance table may be needed such that recommendation system 106 can generate the

recommendations. For example, based on a user's actions on the video delivery service, such

as browsing history and watch history, recommendation system 106 may use the single

relevance table to generate recommendations. The recommendations may include content

recommendations for users, such as auto-play videos or top-ten recommended shows. The

recommended shows may be the shows considered most relevant to a user based on all the

features and a characteristic or characteristics of the user. For example, the watch history and

search history are used to generate the top ten most relevant media programs for the user.

[0026] Relevance table processor 108 may use a relevance aggregation process and a

relevance adjustment process to generate the single relevance table. The relevance



aggregation process and the relevance adjustment process will be described in more detail

below.

Relevance table processor 108

[0027] FIG. 2 depicts a more detailed example of relevance table processor 108 according

to one embodiment. Relevance table processor 108 includes a relevance aggregation

processor 202 and a relevance adjustment processor 204. Relevance table processor 108 may

be implemented on one or more computing devices. As will be described in more detail

below, relevance aggregation process 202 aggregates the sub-relevance tables into a single

relevance table and relevance adjustment processor 204 adjusts the single relevance table.

[0028] A front end device 206 may collect the labeling results. In one embodiment, front

end device 206 may output various questions to users that the user can answer. For example,

domain experts that are familiar with the media programs can answer the questions. In one

embodiment, front end device 206 may present three different media programs (referred to as

a media program "tuple") that is denoted by media program A, media program B, and media

program C. These media programs may be different shows, different episodes in a same

show, movies, etc. Front end device 206 receives an answer from the user for the question.

For example, the question may be "Which media program out of media program B and media

program C is more relevant to media program A?" Front end device 206 may allow the user

to select media program B or media program C. When media program B and media program

C are not relevant, or the user cannot make the decision, the user may skip this question or

indicate they are not relevant. Also, instead of selecting media program B or media program

C, the user could also assign a relevance value. However, it may be easier to compare two

relevance values than decide on a specific relevance value. Also, the same media program

tuple can be labeled by different users or even the same user at different times to test if a

consensus can be made. Although tuples are described, other methods of garnering a user's

input on the similarity of media programs may be used, such as using lists or yes/no

questions.

[0029] In one embodiment, database storage 208 store different sub-relevance tables. The

different sub-relevance tables may be based on different features that may be generated. As

discussed above, they may include watch behaviors, search behaviors, media program

metadata, or other information. Each sub-relevance table is based on one feature. For



example, the user watch behaviors may be based only on the specific user's behavior in

watching videos for the video delivery service. The search behaviors may be based only on

the specific user searches that are performed. The media program metadata may be generated

by the video delivery service and may be the same for all users. These sub-relevance tables

may measure the similarity between media programs for the single measure. That is, the sub-

relevance table that is generated relates the similarity to a user based on watch behavior. This

sub-relevance table does not rate the similarity for watch behavior and search behavior. The

sub-relevance table is used for each feature because that is how similarity can be measured.

Similarity for multiple measures cannot be measured. Rather, the two values for similarity

need to be combined.

[0030] Relevance aggregation processor 202 queries database storage 208 and receives the

values for the sub-relevance tables from storage 208. Also, Relevance aggregation processor

202 receives the labeling results from front end device 206. Relevance aggregation processor

202 can then generate the single relevance table. For example, relevance aggregation

processor 202 may use the labeling results as a ground truth and the sub-relevance tables as

features to generate the single relevance table. That is, the labeling results are provided by

direct observation and the sub-relevance tables are inferred similarity. The labeling results

are used to optimally combine the sub-relevance tables.

[0031] After the single relevance table is generated, and recommendations are provided to

users. Thereafter, the single relevance table may be adjusted. For example, relevance

adjustment processor 204 may receive the single relevance table and use other information to

adjust the single relevance table. In one embodiment, user selection (e.g., click or mouse)

feedback from a user using the video delivery service may be incorporated to adjust the

single relevance table. A click-through rate (CTR) on a related product feature, such as a

"You may also like" tray showing the recommendations that were generated using the single

relevance table, may be used to adjust the single relevance table. For example, if the click-

through rate for a recommendation is low, then the relevance of this show may need to be

lowered with respect to the show being played.

Generation of single relevance table

[0032] FIG. 3 depicts a simplified flowchart 300 of a method for generating a single

relevance table according to one embodiment. At 302, relevance aggregation processor 202



may generate the media program tuples (A, B, and C) from the sub-relevance tables. In one

embodiment, the media program tuples may be generated in multiple ways. For example, the

top relevant items for a media program A in a single sub-relevance table are used in the tuple.

Also, relevance aggregation processor 202 may select the media program tuple by selecting

media program B and media program C from the top two relevant items for media program A

from all relevance tables. Although the top relevant items are described, a certain percentage

or within a threshold difference of media programs to media program A may be selected. For

example, media program B and media program D may also be selected as a media program

tuple for media program A. Relevance aggregation processor 202 may select the tuples based

on analyzing values from one or multiple the sub-relevance tables. A single tuple can be

generated from a single table or two tables. However, different relevance tables can be used

to generate different tuples.

[0033] At 304, relevance aggregation processor 202 receives the results from the tuples.

For example, the front end device may output the tuples and user responses are received.

[0034] At 306, relevance aggregation processor 202 selects sub-relevance tables to

combine. For example, not all sub-relevance tables may be combined into the single

relevance table. In one embodiment, only some relevance tables may be relevant to a user.

[0035] At 308, relevance aggregation processor 202 determines a method of combination

for the sub-relevance tables. For example, relevance aggregation processor 202 may analyze

the sub-relevance tables and determine which method of combination will be better. The

analysis may use the labeling results to determine which combinations will yield better

results. In one embodiment, possible combinations may be a linear combination or a non

linear combination.

[0036] At 310, relevance aggregation processor 202 generates the single relevance table.

The labeling results are used to weight the importance of the sub-relevance tables. For

example, some labeling results may indicate that some relevance tables are more important

than others. For example, if the labeling results more closely correspond to values in a sub-

relevance table, then that sub-relevance table may be considered more important. The

labeling results may not cover all of the data in a sub-relevance table, but relevance

aggregation processor 202 can calculate the importance using processes described below.

Given the large amount of data that needs to be analyzed, a human user cannot process this

data to figure out the importance of the relevance tables. Further, due to the real time nature



of providing recommendations, and the number of users using the video delivery service,

relevance table processor 108 is needed to generate the single relevance table for each

specific user. In one embodiment, relevance aggregation processor 202 may use the

following function:

, eP + ( (F(x )-F(x j ))

where (k, i, j ) is the labeling result showing that the user prefers media program i to media

program j for source media program k; i is the vector containing the relevance values from

media program k to media program i in all sub-relevance tables; a is a scaling parameter, P is

the set of labeling results, and F() is a scoring function with respect to the single relevance

table, xk is similarly the vector containing the relevance values from media program k to

media program j in all sub-relevance tables. Relevance aggregation processor 202 minimizes

the objective L and gets the optimal function F(). The function measures the correctness of a

relevance table by comparing the results produced by this relevance table and the labeling

results from the users. Relevance aggregation processor 202 may model the function F(x)

using a linear combination or a non-linear combination. The combination attempts to figure

out a weight for each sub-relevance table. These weights are not fixed and are generated

based on the values found in the labeling results and/or relevance tables.

[0037] In one embodiment, relevance aggregation processor 202 uses a linear combination

to generate the single relevance table. In this case, the function F() may be modeled as:

F(x) =w x

where w is a (adaptive) weight vector and x is the vector containing all relevance values

between two media programs. X may be a vector and each of its dimension contains a value

from a sub relevance table for a certain pair of media programs. The optimal w could be

generated by an optimization process, such as by stochastic gradient descent, as follows.

First, relevance aggregation processor 202 enumerates the label results. For example,

relevance aggregation processor 202 computes a gradient for each labeled tuple, and then

aggregates all the gradients to update the weight vector of the model as shown below. For

each label result (k, i, j), relevance aggregation processor 202 calculates the gradient of a loss

function with respect to the weight vector. This may be calculated using:



[0038] This formula calculates the gradient of the objective function L with respect to the

weight vector. A gradient is a vector with the same dimension as the weight vector and

represents the direction of the greatest weight increase of the objective function L.

[0039] Then, relevance aggregation processor 202 updates the weight vector using:

The weight vector wt is the weight vector in the t-th iteration and wt+1 is the weight vector in

the t+l-th iteration and λ is the learning rate. This formula updates the weight vector wt in

the previous iteration by subtracting a weighted gradient from it.

[0040] The above process is repeated until the weight vector converges or the total loss is

lower than a threshold. When this occurs, the sub-relevance tables have been combined into

a single relevance table. The combination of relevance tables depends on the labeling results,

which are used to determine which values in the sub-relevance tables are more important and

given more weight. For example, given the analysis of the labeling results, tables may be

given more weight or less weight. For example, if there are two tables A and B, and Table A

says: relevance from show A to show B is 0.8, from show A to show C is 0.3; table B says:

relevance from show A to show B is 0.6, from show A to show C is 0.9. Without other

information, Tables A and B could be combined with equal weights (e.g., 0.5 vs. 0.5) and the

relevance from show A to show B is 0.8*0.5 + 0.6*0.5 = 0.7, and the relevance from show A

to show C is 0.3*0.5 + 0.9*0.5 = 0.6. If the labeled results indicate: between show B and

show C, show C is more relevance to show A, then relevance aggregation processor 202

compares this information with relevance values in tables A and B. Since table A claims

show B is more relevance while table B claims show C is more relevance, table B should be

assigned a larger weight than table A. For example, relevance aggregation processor 202

increases the weight of table B from 0.5 to 0.6 and decrease the weight of table A from 0.5 to

0.4. Note that relevance aggregation processor 202 increases the weight of the table not just

certain values for shows in one embodiment. Due to the size of the tables, relevance

aggregation processor 202 needs a process that can do the adjustment automatically.



[0041] Particular embodiments may use a non-linear or additive combination. In this case,

the function F() may be modeled using a regression process, such as a boosted regression

tree, as follows:

F x ) = m Ft x ) = ∑ fi f x )

k=\

where Ft(x) is a scoring function in the t-th iteration and F(x) is the final scoring function and

is the weight of Fk(x) . In one example, ft(x) is a one-level tree (that is, ft(x) maps the values

from a particular relevance table to two values such as 0 and 1) and is the corresponding

multiplier. This formula models the function F(x) as an addition of sub-relevance tables. The

function F() is initialized. Then, the gradient boosting method is used to get the sub-optimal

F(). First, relevance aggregation processor 202 computes the pseudo-residuals for each item

as follows:

[0042] In this equation ¾ is the pseudo-residual that measures the prediction error on each

item. Then, relevance aggregation processor 202 fits a sub-model ft(x) to the pseudo-

\ x r. } N
residuals ' " ' 1= , where ¾ is the pseudo-residual and x is a vector that contains all the

\ x r. } N
relevance values between two shows and N is the size of the training set. ' " = with t = 1

\ x r. } N
is the labeling results. ' " = with t > 1 contains the information of the original labeling

results and sub-models obtained before step t . The fitting is doing a regression task to fit the

labeling results and sub-relevance tables.

[0043] Then, relevance aggregation processor 202 computes the multiplier using:

= argminL|

where t is the weight of F (x , F is the final scoring function, Ft_i is the scoring function in the

(t-l)-th iteration, and Ft is the sub-model in the t-th iteration.

[0044] Relevance aggregation processor 202 then updates the model using:

Ft {x) = Ft_ {x) + f t {x)



This model updates the model by adding a weighted sub-model to the current scoring

function. The weight was calculated above for β The above process is repeated until a total

loss is below a threshold. Sub-relevance tables are encoded in ft(x) functions. Relevance

aggregation processor 202 then selects sub-relevance tables one by one. In each step,

relevance agg n processor 202 selects the sub-relevance table combined with selected

ones ( = + W) that have the lowest loss on the labeling results.].

Ties

[0045] A label tuple can be judged multiple times by different users and the judgments may

not be consistent all the time. This may mean that the labeling results may not be consistent

and ties may occur. Relevance aggregation processor 202 may consider ties in the data, such

as a pair of destination shows that can be considered equally relevant to the source show.

That is, media program B and media program C may be considered fully relevant to media

program A.

[0046] To address the ties, relevance aggregation processor 202 may define ties explicitly.

If a pair (xi, xj) is labeled multiple times, and N people think media program x is more

relevant than N people think media program xj is more relevant, then relevance aggregation

processor 202 defines (xi, xj) to a tie if and only if:

m + n and + n

where γ is a pre-defined parameter and the inequalities mean a pair of shows is a tie if and

only if the above is true. In other words, nearly the same number of people think media

program xi is more relevance and xj is more relevant.

[0047] For each tie, relevance aggregation processor 202 updates the corresponding pair

follows:

1+ exp( ( + F(x ) - F x j ))) 1+ exp( ( + F x j )- F x )))

with

θ >



[0048] In this case, a is a scaling parameter, x is a vector that contains all the relevance

values between two media programs, Θis a positive parameter, and F is the scoring function.

This formula represents a loss function of ties. For example, when a tie occurs, it will incur

an additional loss in the linear or non-linear combinations. The tie function is a loss function

defined on a tie (xi, xj) . If scores of media programs xi and xj are close to each other, the

function values will be small. In other examples, relevance aggregation processor 202 can

ignore ties.

Generation of an Adjusted Relevance Table

[0049] FIG. 4 depicts a simplified flowchart 400 of a method for adjusting the single

relevance table according to one embodiment. The single relevance table may be adjusted

based on some feedback information. For example, the original single relevance table was

generated using labeling results of users in combination with the sub-relevance tables. The

adjustment of the relevance table uses feedback from users using the video delivery service.

Relevance adjustment processor 204 adjusts the single relevance table using the feedback

from the user.

[0050] At 402, video delivery system 102 provides videos that are requested to users.

Then, at 404, video delivery system 102 provides recommendations generated by using the

single relevance table. While the users are watching the videos, the recommendations are

provided. Users may select the recommendations or provide input based on the

recommendations. In one embodiment, the recommendation includes a tray that states: "You

may like X media program." If a user clicks on that button, then this may be a positive

reinforcement of the recommendation.

[0051] At 406, recommendation system 106 records the feedback from the

recommendation. For example, the user may or may not select the button for the

recommendation. Then, at 408, relevant adjustment processor 204 adjusts the single

relevance table. In general, relevance adjustment processor 204 models several qualities

related to a media program, such as importance, combined relevance to another media

program, adjusted relevance to another media program, and observed user selections. Then,

relevance adjustment processor 204 models those together and infers the adjusted relevance.



[0052] FIG. 5 shows an example of the adjusted relevance table generation according to

one embodiment. In FIG. 5, the variable a represents the original relevance between a

media program I and a media program J . Variable represents the hidden adjusted

relevance between media program I and media program J . Variable t is an importance (e.g.,

current popularity) of media program J . The variable c y is the observed user click number

when media program I is the source item and media program J is the destination item.

[0053] The conditioned distribution shown in FIG. 5 may be modeled as Gaussian

distributions as follows:

r \a ~ Ν (α, σ Γ)

c \ t,r ~ N(w tt +wrr, )

where Ι j is unknown and is learned. The total observed click number of media program J is

t . Relevance adjustment processor 204 may use an expectation maximization (EM)

algorithm to infer the hidden variable r and the

parameters:

For example, relevance adjustment processor 204 samples the variable r several times based

on a posterior distribution given the parameters of the previous iteration and the observed

data. Given the sample data of the variable r, relevance adjustment processor 204 maximizes

the posterior of the observed data with respect to the parameters and updates the parameters

for the next iteration. Relevance adjustment processor 204 repeats the above processes until

the parameters are stable.

[0054] After all the iterations are complete, relevant adjustment processor 204 generates

the values for the parameters, and the hidden relevance is retrieved in a maximum a posteriori

way. In this case, r is a Gaussian distribution. Its mean is the original relevance a and its

variance is σ . C,i,j is a Gaussian distribution and its meaning is a linear combination of the

adjusted relevance r and the importance tj , and its variance c. In the above steps,

relevance adjustment processor 204 applies the EM algorithm as an iterative algorithm. In

each iteration, relevance adjustment processor 204 first infers the distribution of adjusted

relevance by using the model parameters obtained in the last iteration (the E step in the EM

algorithm). Then, relevance adjustment processor 204 chooses the model parameters by

using this distribution (the M step in the EM algorithm). The observed click number, the

popularity of the show and the original relevance of the show are known. These quantities as



well as the true relevance of the show (what relevance adjustment processor 204 wants to

obtain) are related by: the click number is affected by the true relevance of the show and the

popularity of the show, the true relevance is related to the original relevance. Given these

relationships, if the observed click number is large, then the true relevance of the show

should be larger than the original relevance; if the popularity of the show is high, the true

relevance of the show should be decreased.

[0055] FIG. 6 shows an example of combining sub-relevance tables according to one

embodiment. Three media programs (MP) #1, #2, and #3 are modeled in the tables. Each

row and column are associated with the media programs. The intersection of a row and

column at a cell captures the relevance value between the media programs.

[0056] At 602-1, a first sub-relevance table A is shown, and at 602-2, a second sub-

relevance table B is shown. In table A, at 604-1, the entry with the value 0.4 is in the second

row and first column and means that the relevance from media program #2 to a media

program # 1 is 0.4. The other values in the columns flow similarly. For example, at 604-2,

this entry is in the third row in the first column and means that the relevance from a media

program #3 to a media program # 1 is 0.4.

[0057] The same is true for sub-relevance table B for the same shows, but for a different

feature. For example, sub-relevance table A may be based on watch behavior and sub-

relevance table B may be based on search behavior. In table 602-2, at 605-1, the entry with

the value 0.2 is in the second row and first column and means that the relevance from media

program #2 to a media program # 1 is 0.2 for search behavior. Also, at 605-2, this entry is in

the third row in the first column and means that the relevance from a media program #3 to a

media program # 1 is 0.8 for search behavior.

[0058] Relevance table processor 108 combines the two sub-relevance tables into one to

capture the effect of both features. Although not shown, the labeling results may indicate that

the values for sub-relevance table 602-2 are more important than the values from sub-

relevance table 602- 1.

[0059] At 606, relevance table processor 108 has generated a single relevance table. In this

case, the values for sub-relevance table A and sub-relevance table B have been combined.

Relevance aggregation processor 202 may combine the values based on the above methods,

such as using user labeling results and also user feedback. Relevance table processor 108

uses this data to automatically combine the sub-relevance tables. In the single relevance



table, the importance of each sub-relevance table is not pre-defined but determined by

external data. Furthermore, since the combination is algorithmic, a more complex

combination method may be used instead of adding relevance tables together. For example,

at 608-1, the combined relevance for show #2 to show # 1 is 0.25. This result is different

from adding the two tables together and dividing by 2 (equal weight). However, it is possible

that sub-relevance table B has been given more importance to the similarity. Further, at 608-

2, the combined value is 0.75. In this case, sub-relevance table B may have been given

slightly more importance than the value for sub-relevance table A. This is because 0.75 is

above the average of the values 0.6 and 0.8.

System Overview

[0060] Features and aspects as disclosed herein may be implemented in conjunction with a

video streaming system 700 in communication with multiple client devices via one or more

communication networks as shown in FIG 7 . Aspects of the video streaming system 700 are

described merely to provide an example of an application for enabling distribution and

delivery of content prepared according to the present disclosure. It should be appreciated that

the present technology is not limited to streaming video applications, and may be adapted for

other applications and delivery mechanisms.

[0061] In one embodiment, a media program provider may include a library of media

programs. For example, the media programs may be aggregated and provided through a site

(e.g., Website), application, or browser. A user can access the media program provider's site

or application and request media programs. The user may be limited to requesting only

media programs offered by the media program provider.

[0062] In system 700, video data may be obtained from one or more sources for example,

from a video source 710, for use as input to a video content server 702. The input video data

may comprise raw or edited frame-based video data in any suitable digital format, for

example, Moving Pictures Experts Group (MPEG)-l, MPEG-2, MPEG-4, VC-1, H.274 /

Advanced Video Coding (AVC), High Efficiency Video Coding (HEVC), or other format. In

an alternative, a video may be provided in a non-digital format and converted to digital

format using a scanner and/or transcoder. The input video data may comprise video clips or

programs of various types, for example, television episodes, motion pictures, and other

content produced as primary content of interest to consumers. The video data may also

include audio or only audio may be used.



[0063] The video streaming system 700 may include one or more computer servers or

modules 702, 704, and/or 707 distributed over one or more computers. Each server 702, 704,

707 may include, or may be operatively coupled to, one or more data stores 709, for example

databases, indexes, files, or other data structures. A video content server 702 may access a

data store (not shown) of various video segments. The video content server 702 may serve

the video segments as directed by a user interface controller communicating with a client

device. As used herein, a video segment refers to a definite portion of frame-based video

data, such as may be used in a streaming video session to view a television episode, motion

picture, recorded live performance, or other video content.

[0064] In some embodiments, a video advertising server 704 may access a data store of

relatively short videos (e.g., 10 second, 30 second, or 70 second video advertisements)

configured as advertising for a particular advertiser or message. The advertising may be

provided for an advertiser in exchange for payment of some kind, or may comprise a

promotional message for the system 700, a public service message, or some other

information. The video advertising server 704 may serve the video advertising segments as

directed by a user interface controller (not shown).

[0065] The video streaming system 700 also may include relevance table processor 108.

[0066] The video streaming system 700 may further include an integration and streaming

component 707 that integrates video content and video advertising into a streaming video

segment. For example, streaming component 707 may be a content server or streaming

media server. A controller (not shown) may determine the selection or configuration of

advertising in the streaming video based on any suitable algorithm or process. The video

streaming system 700 may include other modules or units not depicted in Fig. 7, for example

administrative servers, commerce servers, network infrastructure, advertising selection

engines, and so forth.

[0067] The video streaming system 700 may connect to a data communication network 712.

A data communication network 712 may comprise a local area network (LAN), a wide area

network (WAN), for example, the Internet, a telephone network, a wireless cellular

telecommunications network (WCS) 714, or some combination of these or similar networks.

[0068] One or more client devices 720 may be in communication with the video streaming

system 700, via the data communication network 712 and/or other network 714. Such client

devices may include, for example, one or more laptop computers 720-1, desktop computers



720-2, "smart" mobile phones 720-3, tablet devices 720-4, network-enabled televisions 720-

5, or combinations thereof, via a router 718 for a LAN, via a base station 717 for a wireless

telephony network 714, or via some other connection. In operation, such client devices 720

may send and receive data or instructions to the system 700, in response to user input

received from user input devices or other input. In response, the system 700 may serve video

segments and metadata from the data store 709 responsive to selection of media programs to

the client devices 720. Client devices 720 may output the video content from the streaming

video segment in a media player using a display screen, projector, or other video output

device, and receive user input for interacting with the video content.

[0069] Distribution of audio-video data may be implemented from streaming component 707

to remote client devices over computer networks, telecommunications networks, and

combinations of such networks, using various methods, for example streaming. In streaming,

a content server streams audio-video data continuously to a media player component

operating at least partly on the client device, which may play the audio-video data

concurrently with receiving the streaming data from the server. Although streaming is

discussed, other methods of delivery may be used. The media player component may initiate

play of the video data immediately after receiving an initial portion of the data from the

content provider. Traditional streaming techniques use a single provider delivering a stream

of data to a set of end users. High bandwidths and processing power may be required to

deliver a single stream to a large audience, and the required bandwidth of the provider may

increase as the number of end users increases.

[0070] Streaming media can be delivered on-demand or live. Streaming enables immediate

playback at any point within the file. End-users may skip through the media file to start

playback or change playback to any point in the media file. Hence, the end-user does not

need to wait for the file to progressively download. Typically, streaming media is delivered

from a few dedicated servers having high bandwidth capabilities via a specialized device that

accepts requests for video files, and with information about the format, bandwidth and

structure of those files, delivers just the amount of data necessary to play the video, at the rate

needed to play it. Streaming media servers may also account for the transmission bandwidth

and capabilities of the media player on the destination client. Streaming component 707 may

communicate with client device 720 using control messages and data messages to adjust to

changing network conditions as the video is played. These control messages can include



commands for enabling control functions such as fast forward, fast reverse, pausing, or

seeking to a particular part of the file at the client.

[0071] Since streaming component 707 transmits video data only as needed and at the rate

that is needed, precise control over the number of streams served can be maintained. The

viewer will not be able to view high data rate videos over a lower data rate transmission

medium. However, streaming media servers (1) provide users random access to the video

file, (2) allow monitoring of who is viewing what video programs and how long they are

watched (3) use transmission bandwidth more efficiently, since only the amount of data

required to support the viewing experience is transmitted, and (4) the video file is not stored

in the viewer's computer, but discarded by the media player, thus allowing more control over

the content.

[0072] Streaming component 707 may use TCP-based protocols, such as HTTP and Real

Time Messaging Protocol (RTMP). Streaming component 707 can also deliver live webcasts

and can multicast, which allows more than one client to tune into a single stream, thus saving

bandwidth. Streaming media players may not rely on buffering the whole video to provide

random access to any point in the media program. Instead, this is accomplished through the

use of control messages transmitted from the media player to the streaming media server.

Another protocol used for streaming is hypertext transfer protocol (HTTP) live streaming

(HLS) or Dynamic Adaptive Streaming over HTTP (DASH). The HLS or DASH protocol

delivers video over HTTP via a playlist of small segments that are made available in a variety

of bitrates typically from one or more content delivery networks (CDNs). This allows a

media player to switch both bitrates and content sources on a segment-by-segment basis. The

switching helps compensate for network bandwidth variances and also infrastructure failures

that may occur during playback of the video.

[0073] The delivery of video content by streaming may be accomplished under a variety of

models. In one model, the user pays for the viewing of video programs, for example, using a

fee for access to the library of media programs or a portion of restricted media programs, or

using a pay-per-view service. In another model widely adopted by broadcast television

shortly after its inception, sponsors pay for the presentation of the media program in

exchange for the right to present advertisements during or adjacent to the presentation of the

program. In some models, advertisements are inserted at predetermined times in a video

program, which times may be referred to as "ad slots" or "ad breaks." With streaming video,



the media player may be configured so that the client device cannot play the video without

also playing predetermined advertisements during the designated ad slots.

[0074] Referring to Fig. 8, a diagrammatic view of an apparatus 800 for viewing video

content and advertisements is illustrated. In selected embodiments, the apparatus 800 may

include a processor (CPU) 802 operatively coupled to a processor memory 804, which holds

binary-coded functional modules for execution by the processor 802. Such functional

modules may include an operating system 806 for handling system functions such as

input/output and memory access, a browser 808 to display web pages, and media player 810

for playing video. The modules may further include modules to provide the

recommendations from relevance table processor 108. The memory 804 may hold additional

modules not shown in Fig. 8, for example modules for performing other operations described

elsewhere herein.

[0075] A bus 814 or other communication component may support communication of

information within the apparatus 800. The processor 802 may be a specialized or dedicated

microprocessor configured to perform particular tasks in accordance with the features and

aspects disclosed herein by executing machine-readable software code defining the particular

tasks. Processor memory 804 (e.g., random access memory (RAM) or other dynamic storage

device) may be connected to the bus 814 or directly to the processor 802, and store

information and instructions to be executed by a processor 802. The memory 804 may also

store temporary variables or other intermediate information during execution of such

instructions.

[0076] A computer-readable medium in a storage device 824 may be connected to the bus

814 and store static information and instructions for the processor 802; for example, the

storage device (CRM) 824 may store the modules 806, 808, 810 and 812 when the apparatus

800 is powered off, from which the modules may be loaded into the processor memory 804

when the apparatus 800 is powered up. The storage device 824 may include a non-transitory

computer-readable storage medium holding information, instructions, or some combination

thereof, for example instructions that when executed by the processor 802, cause the

apparatus 800 to be configured to perform one or more operations of a method as described

herein.

[0077] A communication interface 816 may also be connected to the bus 814. The

communication interface 816 may provide or support two-way data communication between



the apparatus 800 and one or more external devices, e.g., the streaming system 700,

optionally via a router/modem 826 and a wired or wireless connection. In the alternative, or

in addition, the apparatus 800 may include a transceiver 818 connected to an antenna 829,

through which the apparatus 800 may communicate wirelessly with a base station for a

wireless communication system or with the router/modem 826. In the alternative, the

apparatus 800 may communicate with a video streaming system 700 via a local area network,

virtual private network, or other network. In another alternative, the apparatus 800 may be

incorporated as a module or component of the system 700 and communicate with other

components via the bus 814 or by some other modality.

[0078] The apparatus 800 may be connected (e.g., via the bus 814 and graphics processing

unit 820) to a display unit 828. A display 828 may include any suitable configuration for

displaying information to an operator of the apparatus 800. For example, a display 828 may

include or utilize a liquid crystal display (LCD), touchscreen LCD (e.g., capacitive display),

light emitting diode (LED) display, projector, or other display device to present information

to a user of the apparatus 800 in a visual display.

[0079] One or more input devices 830 (e.g., an alphanumeric keyboard, microphone, keypad,

remote controller, game controller, camera or camera array) may be connected to the bus 814

via a user input port 822 to communicate information and commands to the apparatus 800. In

selected embodiments, an input device 830 may provide or support control over the

positioning of a cursor. Such a cursor control device, also called a pointing device, may be

configured as a mouse, a trackball, a track pad, touch screen, cursor direction keys or other

device for receiving or tracking physical movement and translating the movement into

electrical signals indicating cursor movement. The cursor control device may be

incorporated into the display unit 828, for example using a touch sensitive screen. A cursor

control device may communicate direction information and command selections to the

processor 802 and control cursor movement on the display 828. A cursor control device may

have two or more degrees of freedom, for example allowing the device to specify cursor

positions in a plane or three-dimensional space.

[0080] Particular embodiments may be implemented in a non-transitory computer-readable

storage medium for use by or in connection with the instruction execution system, apparatus,

system, or machine. The computer-readable storage medium contains instructions for

controlling a computer system to perform a method described by particular embodiments.

The computer system may include one or more computing devices. The instructions, when



executed by one or more computer processors, may be configured to perform that which is

described in particular embodiments.

[0081] As used in the description herein and throughout the claims that follow, "a", "an",

and "the" includes plural references unless the context clearly dictates otherwise. Also, as

used in the description herein and throughout the claims that follow, the meaning of "in"

includes "in" and "on" unless the context clearly dictates otherwise.

[0082] The above description illustrates various embodiments along with examples of how

aspects of particular embodiments may be implemented. The above examples and

embodiments should not be deemed to be the only embodiments, and are presented to

illustrate the flexibility and advantages of particular embodiments as defined by the following

claims. Based on the above disclosure and the following claims, other arrangements,

embodiments, implementations and equivalents may be employed without departing from the

scope hereof as defined by the claims.



WHAT IS CLAIMED IS:

1. A method comprising:

generating, by a computing device, a plurality of sub-relevance tables

including a first set of relevance values between media programs being provided by a video

delivery service, wherein each table models relevance values for a single feature in a plurality

of features;

receiving, by the computing device, labeling results including a second set of

relevance values between the media programs, the labeling results based on user input;

combining, by the computing device, the plurality of sub-relevance tables into

a single relevance table that includes a third set of relevance values between the media

programs for the plurality of features, wherein combining generates weights for each of the

plurality of sub-relevance tables based on the second set of relevance values for the labeling

results and the first set of relevance values of the plurality of sub-relevance tables that are

used to generate the third set of relevance values; and

providing, by the computing device, a recommendation to a user using the

video delivery service, the recommendation generated using the third set of relevance values

from the single relevance table and a characteristic of the user.

2 . The method of claim 1, further comprising:

analyzing at least one sub-relevance table in the plurality of sub-relevance

tables to generate a plurality of questions regarding relationships between the media

programs; and

receiving the user input answering the plurality of questions, the user input

used to generate the labeling results.

3 . The method of claim 2, wherein the questions comprises tuples

including a relationship between three media programs.

4 . The method of claim 3, wherein:

the question asked whether a first media program or a second media program

is more relevant to a third media program, and

a selection of the first media program or the second media program is used to

generate a labeling result.



5 . The method of claim 1, wherein the weights are generated by using a

function that measures a correctness of a sub-relevance table by comparing the relevance

values for the sub-relevance table to the labeling results.

6 . The method of claim 5, wherein the function comprises:

L = ∑
¾ p + e ) - xk ))

γ
where (k, i, j ) and P are the labeling results; i is a vector containing the

relevance values from media program k to media program i in the sub-relevance tables, xk .

is a vector containing the relevance values from media program k to media program j in the

sub-relevance tables s; a is a scaling parameter, and F() is a scoring function with respect to

the single relevance table.

7 . The method of claim 1, wherein combining comprises using a linear

combination.

8. The method of claim 7, wherein the linear combination uses:

F(x) = Tx

where w is a weight vector and x is the vector containing the relevance values

between the media programs.

9 . The method of claim 1, wherein combining comprises using a non-

linear combination.

10. The method of claim 9, wherein the non-linear combination

F x)=\imFt(x) = f (x)

where Ft(x) is a scoring function in the t-th iteration with respect to the single

relevance table and F(x) is a final scoring function with respect to the single relevance table

and is the weight of F (x .

11. The method of claim 1, further comprising:



adjusting the single relevance table based on feedback information from users.

12. The method of claim 11, wherein adjusting comprises:

providing a set of recommendations to the user using the single relevance

table; and

receiving the feedback information based on a response from the users for the

set of recommendations.

13. The method of claim 1, wherein combining comprises modeling a tie

in the labeling results using a function that models the tie.

14. A non-transitory computer-readable storage medium containing

instructions, that when executed, control a computer system to be configured for:

generating a plurality of sub-relevance tables including a first set of relevance

values between media programs being provided by a video delivery service, wherein each

table models relevance values for a single feature in a plurality of features;

receiving labeling results including a second set of relevance values between

the media programs, the labeling results based on user input;

combining the plurality of sub-relevance tables into a single relevance table

that includes a third set of relevance values between the media programs for the plurality of

features, wherein combining generates weights for each of the plurality of sub-relevance

tables based on the second set of relevance values for the labeling results and the first set of

relevance values of the plurality of sub-relevance tables that are used to generate the third set

of relevance values; and

providing a recommendation to a user using the video delivery service, the

recommendation generated using the third set of relevance values from the single relevance

table and a characteristic of the user.

15. The non-transitory computer-readable storage medium of claim 14,

further comprising:

analyzing at least one sub-relevance table in the plurality of sub-relevance

tables to generate a plurality of questions regarding relationships between the media

programs; and

receiving the user input answering the plurality of questions, the user input

used to generate the labeling results.



16. The non-transitory computer-readable storage medium of claim 14,

wherein the weights are generated by using a function that measures a correctness of a sub-

relevance table by comparing the relevance values for the sub-relevance table to the labeling

results.

17. The non-transitory computer-readable storage medium of claim 16,

wherein the function comprises:

( ) + e x W ,)- x k ))

where (k, i, j ) and P are the labeling results; is a vector containing the

relevance values from media program k to media program i in the sub-relevance tables, x k .

is a vector containing the relevance values from media program k to media program j in the

sub-relevance tables s; a is a scaling parameter, and F() is a scoring function with respect to

the single relevance table.

18. The non-transitory computer-readable storage medium of claim 14,

wherein combining comprises using a linear combination of:

F(x) = Tx

where w is a weight vector and x is the vector containing the relevance values

between the media programs.

19. The non-transitory computer-readable storage medium of claim 14,

wherein combining comprises using a non-linear combination of:

where Ft(x) is a scoring function in the t-th iteration with respect to the single

relevance table and F(x) is a final scoring function with respect to the single relevance table

and is the weight of F (x .

20. An apparatus comprising:

one or more computer processors; and



a non-transitory computer-readable storage medium comprising instructions,

that when executed, control the one or more computer processors to be configured for:

generating a plurality of sub-relevance tables including a first set of relevance

values between media programs being provided by a video delivery service, wherein each

table models relevance values for a single feature in a plurality of features;

receiving labeling results including a second set of relevance values between

the media programs, the labeling results based on user input;

combining the plurality of sub-relevance tables into a single relevance table

that includes a third set of relevance values between the media programs for the plurality of

features, wherein combining generates weights for each of the plurality of sub-relevance

tables based on the second set of relevance values for the labeling results and the first set of

relevance values of the plurality of sub-relevance tables that are used to generate the third set

of relevance values; and

providing a recommendation to a user using the video delivery service, the

recommendation generated using the third set of relevance values from the single relevance

table and a characteristic of the user.
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