
(19) United States 
(12) Patent Application Publication (10) Pub. No.: US 2013/0262390 A1 

Kumarasamy et al. 

US 2013 O262390A1 

(43) Pub. Date: Oct. 3, 2013 

(54) 

(71) 

(72) 

(73) 

(21) 

(22) 

(60) 

MGRATION OF EXISTING COMPUTING 
SYSTEMIS TO CLOUD COMPUTING SITES 
OR VIRTUAL MACHINES 

Applicant: COMMVAULTSYSTEMS, INC., 
Oceanport, NJ (US) 

Inventors: Paramasivam Kumarasamy, 
Morganville, NJ (US); Amit Mitkar, 
Neptune, NJ (US): Sumedh P. 
Degaonkar, Ocean City, NJ (US); Rahul 
S. Pawar, Marlboro, NJ (US); Sri 
Karthik Bhagi, Hyderabad (IN) 

Assignee: COMMVAULTSYSTEMS, INC., 
Oceanport, NJ (US) 

Appl. No.: 13/790,028 

Filed: Mar. 8, 2013 

Provisional application No. 61/618,677, filed on Mar. 
31, 2012, provisional application No. 61/618,685, 
filed on Mar. 31, 2012. 

Related U.S. Application Data 

Publication Classification 

(51) Int. Cl. 
H04L 12/24 (2006.01) 
G06F II/4 (2006.01) 

(52) U.S. Cl. 
CPC ............ H04L 41/08 (2013.01); G06F 1 1/1446 

(2013.01) 
USPC ............................ 707/649; 709/220; 707/644 

(57) ABSTRACT 

Software, firmware, and systems are described herein that 
migrate functionality of a source physical computing device 
to a destination virtual machine. A non-production copy of 
data associated with a source physical computing device is 
created. A configuration of the source physical computing 
device is determined. A configuration for a destination virtual 
machine is determined based at least in part on the configu 
ration of the source physical computing device. The destina 
tion virtual machine is provided access to data and metadata 
associated with the Source physical computing device using 
the non-production copy of data associated with the Source 
physical computing device. 
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MGRATION OF EXISTING COMPUTING 
SYSTEMIS TO CLOUD COMPUTING SITES 

OR VIRTUAL MACHINES 

CROSS-REFERENCE TO RELATED 
APPLICATION(S) 

0001. The present application claims priority to and the 
benefit of U.S. Provisional Application Nos. 61/618,677 and 
61/618,685, both filed Mar. 31, 2012, which are hereby incor 
porated herein by reference in their entirety. 
0002 This application is related to assignee's U.S. patent 
application Ser. No. 13/250,962, filed on Sep. 30, 2011, 
entitled EFFICIENT DATA MANAGEMENT IMPROVE 
MENTS, SUCH AS DOCKING LIMITED-FEATURE 
DATA MANAGEMENT MODULES TO A FULL-FEA 
TURED DATA MANAGEMENT SYSTEM (attorney 
docket 606928.083US01), and U.S. Provisional Patent Appli 
cation 61/618,579, entitled DATA STORAGE RECOVERY 
AUTOMATION, filed Mar. 30, 2012 (Atty Docket Number 
COMMV. 106PR), both which are hereby incorporated by 
reference herein in their entirety. 

BACKGROUND 

0003 Companies have the opportunity to reduce the com 
plexity of their IT infrastructure and their IT costs by using 
virtualization technologies and cloud computing services. In 
general, virtualization refers to the simultaneous hosting of 
one or more operating Systems on a physical computer. Such 
virtual operating systems and their associated virtual 
resources are called virtual machines. Virtualization software 
(or synonymously, a hypervisor or Virtual Machine Monitor), 
sits between the virtual machines and the hardware of the 
physical computer, which is called a virtual machine host. 
One example of virtualization software is ESX Server, by 
VMware, Inc. of Palo Alto, Calif. Other examples include 
Microsoft Virtual Server and Microsoft Windows Server 
Hyper-V, both by Microsoft Corporation of Redmond, Wash., 
and Sun XVM by Oracle America Inc. of Santa Clara, Calif. 
0004 Virtualization software provides to each virtual 
operating system virtual resources, such as virtual processors, 
virtual memory, virtual network devices, and virtual disks. 
Each virtual machine has one or more virtual disks to store the 
files, metadata, and other data used by the virtual machine. 
Virtualization software typically stores the data of virtual 
disks in files on the file system of the physical computer, 
called virtual machine disk files (in the case of VMware 
virtual servers) or virtual hard disk image files (in the case of 
Microsoft virtual servers). For example, VMware's ESX 
Server provides the Virtual Machine File System (VMFS) for 
managing virtual machine disk files. A virtual machine reads 
data from and writes data to its virtual disk much the same 
way that an actual physical machine reads data from and 
writes data to an actual disk. 

0005 Cloud computing services (or "cloud services') pro 
vide computing as a service by sharing resources and soft 
ware to computing devices over a network Such as the Inter 
net, typically as a paid (e.g., metered or Subscription) service. 
For example, cloud services provide storage resources, com 
putational power, software, and data access to their custom 
ers, who are generally unaware of the underlying structure of 
the physical devices and software that facilitate the services. 
Examples of cloud computing service vendors include Ama 
zon Corporation of Seattle, Wash. (offering Amazon Web 
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Services); RackSpace Corporation of San Antonio, Tex.; and 
Microsoft Corporation of Redmond, Wash. (offering Win 
dows AZure). 
0006. A cloud service often provides an Application Pro 
gramming Interface (API) or similar interface that enables 
a cloud service customer's machines to access, modify, and 
otherwise manage the customer's cloud services and data. 
Typically, cloud services are facilitated by virtualization. For 
example, in order to provide data storage, access, and com 
putational resources for customers, a cloud service provider 
may operate a data center having multiple virtual machine 
hosts, each of which runs multiple virtual machines. 
0007 When companies transition their existing in-house 
physical IT infrastructure, such as existing application serv 
ers, to virtual machines and cloud services, they may experi 
ence numerous difficulties. For example, the company's IT 
staff may be unfamiliar with virtualization software or cloud 
service APIs and therefore spend substantial internal 
resources familiarizing themselves with these. Alternatively, 
a company’s IT staff may be familiar with using only a single 
virtualization or cloud computing service vendor and there 
fore miss the opportunity to transition to a different, more 
cost-effective vendor. The internal IT staff may also incor 
rectly transition existing application servers or stored data to 
a new virtualized or cloud platform. Moreover, even if IT staff 
are familiar with numerous virtualization and cloud service 
Vendors, they may need to spend Substantial time and energy 
cataloguing existing physical IT resources, designing and 
deploying comparable virtualization or cloud services plat 
forms to replace those physical resources, porting existing 
applications to the new platforms, testing the new platforms, 
and redirecting client service requests to the new platforms. 
0008. Some systems and software may convert a physical 
machine to a virtual machine. However, typically such sys 
tems and software require that all of the production data of the 
physical machine be read and transmitted over a network, 
which requires substantial time and network bandwidth. 
These systems and Software also typically require that the 
same data be stored twice: once at the source physical 
machine and once at the destination virtual machine. More 
over, Such systems and Software typically must perform Sub 
stantial processing to convert the production data of the 
physical machine to a virtual disk file (e.g., a Vmdk file). 
Further, such systems and software typically cannot create a 
virtual machine from an earlier, point-in-time state of the 
physical machine, but can only create a virtual machine 
reflecting the state of the physical machine at the present time 
when the virtual machine is being created. 
0009. The need exists for systems and methods that over 
come the above problems, as well as Systems and methods 
that provide additional benefits. Overall, the examples herein 
of some prior or related Systems and methods and their asso 
ciated limitations are intended to be illustrative and not exclu 
sive. Other limitations of existing or prior systems and meth 
ods will become apparent to those of skill in the art upon 
reading the following Detailed Description. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0010 FIG. 1A is a block diagram illustrating an environ 
ment in which a system for migrating physical computing 
resources operates. 
0011 FIG.1B is a block diagram illustrating another envi 
ronment in which a system for migrating physical computing 
resources operates. 
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0012 FIG. 2 is a block diagram illustrating details of a 
migration system that can migrate physical computing 
resources to virtual machines and cloud service providers and 
provide disaster recovery testing functionality. 
0013 FIG.3 is a flow diagram illustrating a process imple 
mented by the migration system in connection with migrating 
physical computing resources to one or more virtual 
machines. 
0014 FIG. 4 is a flow diagram illustrating a process for 
creating and using a non-production copy of the data and 
metadata of a virtual machine having a mapped LUN. 
0015 FIG. 5 is a flow diagram illustrating a process for 
creating one or more additional non-production copies of a 
virtual machine’s data and metadata from Snapshots. 
0016 FIG. 6A shows a process for using snapshots to 
revert a virtual machine having a mapped LUN to an earlier 
point in time. 
0017 FIG. 6B shows a process for using non-production 
copies to restore a virtual machine that has one or more 
mapped LUNs. 
0018 FIG. 7 illustrates an example of a virtual machine 
tracking data structure. 
0019 FIG. 8 is a block diagram illustrating an example of 
a Suitable information management environment in which 
aspects of the inventive systems and methods may operate. 
0020 FIG. 9 illustrates examples of production and non 
production data that may be processed by the information 
management environment of FIG.8. 
0021 FIG. 10 is a block diagram illustrating one example 
of a hierarchical arrangement of resources for the information 
management system of FIG. 8, including information man 
agement cells. 
0022 FIG. 11 is a block diagram illustrating an example of 
resources forming an information management cell. 

DETAILED DESCRIPTION 

0023 The headings provided herein are for convenience 
only and do not necessarily affect the scope or meaning of the 
disclosure. 

Overview 

0024. A software, firmware, and/or hardware system for 
migrating a physical machine to a virtual machine (the “sys 
tem') is disclosed. The system receives a request to clone 
physical machine functionality on a new virtual machine. In 
response, the system creates or identifies a non-production, 
point-in-time copy of the data and metadata from the physical 
machine, Such as a Snapshot copy. Using the non-production 
copy of the data and any applicable policies, the system can 
automatically detect the configuration and resource usage of 
the physical machine and determine a desired configuration 
and location of the new virtual machine. The system then 
provisions a new virtual machine at the determined location, 
adjusts its configuration to match the desired configuration, 
and makes data and metadata from the physical machine 
available to the virtual machine. Once the virtual machine has 
thus been created and configured, it may be used for disaster 
recovery purposes or to replace the physical machine. In some 
examples, the non-production copy of the data is a Snapshot 
copy and the data and metadata from the physical machine is 
made available by exposing a production data store associ 
ated with the physical machine or a replica of the production 
data store to the virtual machine. 
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0025. Other migration methods are also described herein, 
including methods for migrating a source physical machine to 
another destination physical machine, migrating a source Vir 
tual machine to another destination virtual machine, and 
migrating a virtual machine to a physical machine. 
0026. Also described herein are systems and methods for 
creating one or more additional non-production copies of a 
virtual machine’s data and metadata from Snapshots, using 
Snapshots to revert a virtual machine having a physical com 
patibility mode raw device mapped LUN (or “PRDM 
mapped LUN”) (or another type of mapped external LUN or 
device) to an earlier point in time, and using non-production 
copies other than Snapshots to restore a virtual machine that 
has a PRDM-mapped LUN (or another type of mapped exter 
nal LUN or device). 
0027 Various examples of the invention will now be 
described. The following description provides specific details 
for a thorough understanding and enabling description of 
these examples. One skilled in the relevant art will under 
stand, however, that the invention may be practiced without 
many of these details. Likewise, one skilled in the relevant art 
will also understand that the invention may include many 
other obvious features not described in detail herein. Addi 
tionally, some well-known structures or functions may not be 
shown or described in detail below, so as to avoid unneces 
sarily obscuring the relevant description. 
0028. The terminology used below is to be interpreted in 

its broadest reasonable manner, eventhough it is being used in 
conjunction with a detailed description of certain specific 
examples of the invention. Indeed, certain terms may even be 
emphasized below; however, any terminology intended to be 
interpreted in any restricted manner will be overtly and spe 
cifically defined as such in this Detailed Description section. 

Illustrative Environments 

0029 FIG. 1A is a block diagram illustrating an environ 
ment 100 in which a system for migrating physical computing 
resources operates. The environment 100 includes an existing 
private computing network 106 that includes multiple physi 
cal computing machines 102 (or “physical machines”), each 
of which may be a server that provides application services to 
multiple client computers 101, or each of which may be 
another type of computing device that provides application 
services to a user (e.g., a workstation or personal computer). 
Each physical machine in this example is an existing com 
puting system that does not provide virtualization. A physical 
machine is capable of running only a single operating system 
107 at any given time, although it may have “dual-boot’ or a 
similar capability that permits the machine to be booted up 
from one of many operating systems at the time of system 
startup. Each physical machine includes one or more appli 
cations 103 executing or loaded on the physical machine's 
operating system 107. 
0030 The operating system 107 on the physical machine 
102 reads data from and writes data directly to a physical 
production data store 109, without the intervention of virtu 
alization Software and without using a virtual disk. The physi 
cal production data store 109 may include one or more of 
local disks, a network attached storage array, or any other type 
of production data storage media. The operating system 107 
may be any type of operating system (e.g., Microsoft Win 
dows, Linux operating systems, Sun Solaris operating sys 
tems, UNIX operating systems, or any other type of operating 
system). The applications 103 may be any applications (e.g., 
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database applications, file server applications, mail server 
applications, web server applications, transaction processing 
applications, or any other type of application) that may run on 
the operating system 107. As just one illustrative example, the 
physical machine may be a mail server operated by an orga 
nization that is running a Windows Server operating system 
and Microsoft Exchange Server. 
0031. The existing private computing network 106 also 
includes a disaster recovery (DR) test module 111 and a 
migration module 113 described in greater detail herein. The 
various components shown in the existing private computing 
network 106 are connected to each other via a network 104A, 
which may be a local area network (“LAN”), a wide area 
network (“WAN”), a storage area network ("SAN), a virtual 
private network (“VPN), the public Internet, some other type 
of network, or some combination of the above. In some 
examples, each of the components shown in the existing 
private computing network 106 is operated by or on behalf of 
a single organization, such as a company, corporation, gov 
ernmental entity, or other type of entity, to support the orga 
nization's operations. 
0032. The environment 100 also includes a virtual 
machine network 108, which includes multiple virtual 
machine hosts 105 operating or executing on physical com 
puting systems, and a virtual machine manager 150. The 
various components shown in the virtual machine network 
108 are connected to each other and the existing private 
computing network 106 via a network 104B, which may be a 
LAN, WAN, SAN, VPN, the public Internet, some other type 
of network, or some combination of the above. In some 
examples, the various constituent components of the virtual 
machine network 108 are operated by, or on behalf of the 
same single organization associated with the existing private 
computing network. In other examples, the virtual machine 
network 108 is operated by an organization different from the 
organization that operates the existing private computing net 
work 106. In Such examples, the existing private computing 
network 106 and the virtual machine network 108 may be 
connected over the Internet or another public network. 
0033) A virtual machine host 105 (e.g., a VMware ESX 
Server, a Microsoft Virtual Server, a Microsoft Windows 
Server Hyper-V host, or any server running another type of 
virtualization Software) hosts one or more virtual machines 
110 (e.g., VMware virtual machines, Microsoft virtual 
machines, or any other type of virtual machine). Each virtual 
machine 110 has its own operating system 120 and one or 
more applications 115 executing or loaded on the virtual 
machine’s operating system. The operating systems 120 may 
be any type of operating system 120 (e.g., Microsoft Win 
dows, Linux operating systems, Sun Solaris operating sys 
tems, UNIX operating systems, or any other type of operating 
system) that can be hosted by the virtual machine host 105. 
The applications 115 may be any applications that run on the 
operating systems 120 (e.g., database applications, file server 
applications, mail server applications, web server applica 
tions, transaction processing applications, or any other type 
of application). 
0034). Each virtual machine host 105 has or is associated 
with a production data store 135 that stores the virtual disks 
140 of the virtual machines 110 and otherwise stores produc 
tion data and metadata of the virtual machines 110. The 
production data store 135 may span locally attached disks, 
networked storage arrays, and/or other types of production 
data storage media. The virtual disks 140 may be managed by 
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a virtual machine file system or similar system. Virtual disk 
14.0a is used by virtual machine 110a, and virtual disk 140b is 
used by virtual machine 110b. Although each virtual machine 
110 is shown with only one virtual disk 140, each virtual 
machine 110 may have more than one virtual disk 140 in the 
production data store 135. A virtual disk 140 corresponds to 
one or more virtual machine disk files (e.g., one or more 
*..vmdk, *.vhd files, or any other type of virtual machine disk 
file) in the production data store 135. 
0035) A virtual machine 110, its applications 115, and its 
operating system 120 may also have the ability, via a raw 
device mapping (“RDM'), to directly read and write data and 
metadata on one or more logical unit numbers (“LUNs) or 
other logical Subdivisions of an external data storage Sub 
system, such as a network storage array. In computer storage, 
a logical unit number or LUN is a number used to identify a 
logical unit, which is a device addressed by the SCSI protocol 
or similar protocols such as Fibre Channel or iSCSI. A LUN 
may be used with any device which supports read/write 
operations, such as a tape drive, but is most often used to refer 
to a logical disk as created on a SAN. Though not technically 
correct, the term “LUN” is often also used to refer to the drive 
or disk itself. Thus, as used further herein, “LUN” is intended 
to refer to not only the identifier associated with a logical disk 
or storage device, but also the associated logical disk or 
storage device itself. An RDM may be used to facilitate clus 
tering between virtual machines or between physical and 
virtual machines. The RDM between a virtual machine and a 
LUN may be configured in either a virtual compatibility 
mode (a “virtual RDM or “VRDM') or a physical compat 
ibility mode (a “physical RDM or “PRDM'). A virtual com 
patibility mode typically permits features similar to a virtual 
machine file system, such as file locking and Snapshotting by 
the virtual machine host 105 or virtual machine manager 150. 
A physical compatibility mode typically permits the virtual 
machine to access the mapped LUN directly, to use conven 
tional SAN commands, and to invoke most hardware func 
tions of the external data storage subsystem. A physical RDM 
may permit applications on the virtual machine to avoid some 
overhead that would otherwise be imposed by performing 
input/output operations via a virtual machine host 105. There 
fore an RDM may be used for critical or I/O-intensive appli 
cations. However, typically, a virtual machine host 105, such 
as an ESX server, or a virtual machine manager 150 cannot 
take a snapshot of a LUN that has been mapped to a virtual 
machine via a physical RDM, even though the virtual 
machine host and virtual machine manager may be aware of 
the existence of the physical RDM. This can make it difficult 
for conventional data backup systems to back up the data and 
metadata from a LUN mapped via a physical RDM. 
0036 VMware virtualization software supports RDMs. 
However, VMware virtualization software and other com 
mercially available virtualization software (such as virtual 
ization software from Citrix, RedHat, Oracle, Microsoft and 
others) may provide other types of mappings that to permit a 
virtual machine to directly read and write data and metadata 
on one or more LUNs or other logical subdivisions of an 
external data storage Subsystem or device. The remainder of 
this application focuses on the management of virtual 
machines having RDM-mapped LUNs, however, it will be 
appreciated that the systems and methods described herein 
have equal applicability to a virtual machine that is mapped to 
or exposed to an external data storage Subsystem or device via 
a different vendor-specific or standardized type of mapping. 
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0037. The virtual machine manager 150 (e.g., a VMware 
VCenter server, a Microsoft System Center Virtual Machine 
Manager, a Citrix XenServer, an Oracle VM Manager, or a 
RedHat Enterprise Virtualization, or any server running 
another type of virtual machine manager Software) manages 
or facilitates management of the virtual machines 110 and/or 
the virtual machine hosts 105. The virtual machine manager 
150 and the virtual machine hosts 105 may each include an 
API component to expose or provide various types of APIs, 
Such as an API for creating or configuring a new virtual 
machine 110; identifying, accessing and manipulating virtual 
disks 140; identifying, accessing and manipulating LUNs 
that are mapped to a virtual machine via an RDM; and per 
forming other functions related to management of virtual 
machines 110. 

0038 FIG.1B is a block diagram illustrating another envi 
ronment 150 in which a system for migrating physical com 
puting resources operates. The environment 150 includes an 
existing private computing network 106, as described previ 
ously, that is coupled via a network 154B to a cloud service 
network 158. The cloud service network 158 includes one or 
more cloud services 160, each of which may be operated by a 
different cloud computing service vendor. Each cloud service 
160 provides the ability to create and manage virtual 
machines, such as the virtual machines 110 described previ 
ously, and may also provide additional cloud services. Each 
cloud service 160 may provide APIs, such as an API for 
creating or configuring a new virtual machine 110; identify 
ing, accessing and manipulating virtual disks 140; identify 
ing, accessing and manipulating LUNs that are mapped to a 
virtual machine via an RDM; and performing other functions 
related to management of virtual machines hosted by the 
cloud service. Typically, the cloud computing service vendors 
that operate the various cloud services 160 are different from 
the organization that operates the existing private computing 
network 106. In Such examples, the existing private comput 
ing network 106 is typically connected to the cloud service 
network 158 over the Internet or another public network. 
0039. The migration module 113, described in greater 
detail herein, manages the process of migrating or replicating 
Some or all of the computing functionality provided by a 
physical machine 102 so that a virtual machine (such as a 
virtual machine 110 hosted in a virtual machine network 108 
or a virtual machine hosted by a cloud service 160) can 
provide the same or similar computing functionality, such as 
providing application service to clients 101. For example, the 
migration module 113 can create a virtual machine that pro 
vides the same applications to clients 101 as physical 
machine A 102a and performs the related storage and 
manipulation of application-related data. In some examples, 
an organization may perform Such a migration so that the 
physical machine may be decommissioned from service and 
replaced by the virtual machine. In some examples an orga 
nization may perform Such a migration so that the virtual 
machine can be used for disaster recovery (DR) testing, i.e., 
testing to determine whether the organization would be able 
to quickly recover computing functionality and application 
related data if a disaster, Such as a fire, wrecked a physical 
machine 102. The DR test module 111 may perform functions 
related to using a virtual machine for DR testing. 
0040. In FIGS. 1A and 1B, the reference numbers ending 
with a lower case letter represent one particular instance of a 
more general class of components. For example, reference 
number 101 a refers to one specific client. Thus, unless the 
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context requires otherwise, a reference number in the text that 
omits any of the lower-case letters shown refers to one or 
many particular instances of the associated class of compo 
nents. For example, “client 101 and “clients 101 refers to 
one and multiple of clients 101a, 101b, 101c, 101d, and 101e, 
respectively. 

Illustrative System 
0041 FIG. 2 is a block diagram illustrating in more detail 
a migration system 200 that can perform the migration func 
tionality, DR testing functionality, and other functionality 
described herein. The migration system 200 can be imple 
mented by or in any of the components illustrated in FIGS. 1A 
and 1B, such as by or in the migration module 113 and/or DR 
test module 111. 
0042. The migration system 200 includes a memory 214. 
The memory 214 includes software 216 incorporating execut 
able components 218 and data 220 typically used by the 
migration system 200. The data 220 comprises virtual 
machine creation data 221, configuration data 222, data 
migration data 224, IP management data 226, and DR test 
data 227. The virtual machine creation data 221 can include 
policies, rules, or criteria for creating new virtual machines. 
The configuration data 222 can include data regarding the 
current or past configuration, performance, and usage of 
physical machines or virtual machines. The configuration 
data can also include policies, rules, or criteria for determin 
ing the desired configuration or performance of a new virtual 
machine. The data migration data 224 can include policies, 
rules, or criteria for creating, storing, tracking, and using 
non-production copies of data from a physical machine. Such 
as Snapshot copies and backup copies, in order to migrate 
production data or metadata so that it is accessible and use 
able by a new virtual machine. The IP management data 226 
can include policies, rules, or criteria for routing client 
requests for computing services to physical machines and 
virtual machines. The IP management data 226 may include 
information such as Domain Name System (“DNS) tables, 
routing tables, or other data structures that permit client 
requests for computing services to be resolved to the IP 
address, MAC address, or another type of address of an 
appropriate physical machine or virtual machine capable of 
providing the requested computing service. The DR test data 
227 can include policies, rules or criteria for performing 
disaster recovery testing of a physical machine by using a 
virtual machine. 
0043. The components 218 may include subcomponents, 
modules, or other logical entities that assist with or enable the 
performance of some or all of the functionality of the migra 
tion system 200. Such as a virtual machine creation compo 
nent 215, a physical configuration determination component 
230, a virtual machine configuration component 232, an IP 
management component 233, a data migration component 
234, a user interface component 252, a management compo 
nent 254, an API component 256, and a DR test component 
257. 

0044) While described in more detail herein, a brief 
description of each component will now be provided. The 
physical configuration determination component 230 uses the 
configuration data 222 to determine the configuration, per 
formance, and usage of an existing physical machine whose 
functionality is being migrated to a virtual machine. The 
virtual machine creation component 215 fulfills requests to 
create new virtual machines using the virtual machine cre 
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ation data 221. The virtual machine creation component 215 
may, for example, identify available virtual machine hosts 
105, virtual machine managers 150, and/or cloud services 
160 capable of hosting and managing virtual machines. The 
virtual machine creation component 215 may also apply 
information management policies to select a virtual machine 
host, virtual machine manager, and/or cloud service vendor to 
host and manage a newly created virtual machine. In conjunc 
tion with the virtual machine creation component 215 and 
physical configuration determination component 230, the Vir 
tual machine configuration component 232 uses the virtual 
machine creation data 221 and the configuration data 222 to 
determine the desired configuration of a newly created virtual 
machine. 

0045. The data migration component 234 migrates the 
production data and metadata used by a physical machine 102 
to a new virtual machine by using the data migration data 224. 
For example, the data migration component may perform or 
request the performance of one or more information manage 
ment operations that create a new, non-production copy (e.g., 
a Snapshot, backup, auxiliary, or replication copy) of the 
physical machine’s production data and metadata. Alterna 
tively, the data migration component may use the data migra 
tion data 224 to identify an existing non-production copy of 
the physical machine’s production data and metadata. The 
data migration component may then use a created or identi 
fied non-production copy of the data in order to provide the 
new virtual machine with access to the same application data, 
metadata, and/or other data as the physical machine. 
0046. The IP management component 233 redirects or 
resolves client requests for computing services to the address 
of particular physical machines and virtual machines. The IP 
management component may maintain and update DNS 
tables, routing tables, or similar data structures that map 
particular computing services or machine names to particular 
IP addresses, MAC addresses, or other types of addresses. As 
one example, the IP management component may update 
Such data structures after the functionality of an existing 
physical machine has been migrated to a new virtual machine, 
so that clients 101 may use the newly created virtual machine 
instead of the existing physical machine transparently, with 
out any interruption in service. 
0047. The DR test component 257 provides DR testing 
capabilities using created virtual machines. The API compo 
nent 256 provides functions that enable programmatic inter 
action with the virtual machine manager 150, the virtual 
machines 110, the virtual machine hosts 105 and cloud ser 
vices 160. For example, the API component may determine 
suitable API calls to make to interact with a particular type of 
virtual machine manager, virtual machine host, and/or cloud 
service. The user interface component 252 provides a user 
interface for managing the migration of physical machines 
102 to virtual machines 110 and DR testing. The management 
component 254 provides ongoing virtual machine 110 man 
agement functionality, Such as managing the protection of 
virtual machine production data and metadata via informa 
tion management operations. As one example, as described in 
further detail herein, the management component may per 
form processes for creating non-production copies of the data 
and metadata from virtual machines, including virtual 
machines that utilize a physical RDM in order to store data 
and metadata in a LUN of an external, physical storage array. 
As another example, as described in further detail herein, the 
management component may perform processes for reverting 
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or restoring virtual machines, including virtual machines that 
utilize a physical RDM in order to store data and metadata in 
a LUN of an external, physical storage array. 
0048 While items 218 and 220 are illustrated as being 
stored in the memory 214, those skilled in the art will appre 
ciate that these items, or portions of them, may be transferred 
between the memory 214 and a persistent storage device 206 
(e.g., a magnetic hard drive, a tape of a tape library, etc.) for 
purposes of memory management, data integrity, and/or other 
purposes. 
0049. The migration system 200 further includes one or 
more central processing units (CPU) 202 for executing the 
software 216, and a computer-readable media drive 204 for 
reading information or installing the Software 216 from tan 
gible, non-transitory computer-readable storage media, Such 
as a floppy disk, a CD-ROM, a DVD, a USB flash drive, 
and/or other tangible and non-transitory computer-readable 
storage media. The migration system 200 also includes one or 
more of the following: a network connection device 208 for 
connecting to a network, an information input device 210 
(e.g., a mouse, a keyboard, etc.), and an information output 
device 212 (e.g., a display). 
0050. Some or all of the software 216, components 218, 
and data 220 of the migration system 200 may be imple 
mented as a plug-in to third-party virtualization software, 
Such as the VMware ESX Server or VMware vCenter Soft 
ware and/or to information management software, Such as 
Simpana software from CommVault Systems, Inc. The plug 
in may be downloaded to the various physical machines 102. 
virtual machines 110, and/or virtual machine hosts 105, for 
example, from a server running VMware vCenter software, a 
storage manager (described further herein), and/or other sys 
tem components such as the virtual machine manager 150. 
The functionality of the migration system 200 may be per 
formed by any or all of Such components. The components 
218 are not limited to being implemented by or in a single 
computing device. 

Migration of Physical Machines to Virtual Machines 
0051 FIG. 3 is a flow diagram illustrating a process 300 
implemented by the migration system 200 or another com 
ponent in connection with migrating the functionality of a 
physical machine to a virtual machine. The process begins at 
block 305, when the migration system receives a request to 
clone some orall of the computing functionality of an existing 
physical machine to a new virtual machine, Such as a virtual 
machine 110 hosted within a virtual machine network 108 or 
a virtual machine hosted by a cloud service 160. In one 
example, the request may indicate that it is being made so the 
new virtual machine can be used to replace the existing physi 
cal machine, for example, if the existing physical machine is 
being decommissioned. In another example, the request may 
indicate that it is being made so that the new virtual machine 
may be used for DR testing purposes. In yet another example, 
the request may indicate that only certain computing func 
tionalities (e.g., only certain applications or production data) 
are to be migrated to the new virtual machine. 
0.052 The migration process 300 may not be triggered by 
an explicit request, but may be automatically triggered. For 
example, the migration system or another system component 
monitoring the physical machine may determine that a set of 
criteria associated with an information management policy 
has been met and therefore, the physical machine should be 
migrated or an administrator should be notified that a migra 
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tion is recommended. For example, a migration system may 
receive notifications that the physical machine has experi 
enced an increased number hard disk errors, has experienced 
reduced performance, is older than a threshold age or time 
(e.g., over three years old.) has lost some of its data redun 
dancy protection or a disk drive (e.g., if a RAID Volume has 
failed), has lost network connectivity, has been infected by a 
virus, or otherwise presented symptoms indicative of system, 
application, or data instability. As another example, a migra 
tion system may determine that it is time to initiate and 
perform a scheduled (e.g., periodic) DR test of the physical 
machine. 

0053 At block 310, the migration system 200 creates at 
least one non-production copy of the production data store 
109 from the physical machine 102 (or a portion thereof), 
which is typically a point-in-time copy of the production data 
and metadata of the physical machine. For example, the 
migration system may request that another system compo 
nent (e.g., a Snapshot device or utility) create a Snapshot copy 
of the data and metadata stored in the production data store 
109 that is associated with the physical machine. Taking such 
a snapshot copy typically does not substantially impact the 
performance of the physical machine because most of the 
underlying production data is not physically copied. Rather, a 
set of pointers is created that references the underlying pro 
duction data and metadata as it existed at a particular point in 
time. As another example, the migration system 200 may 
request that another system component create a backup or 
auxiliary copy of the data and metadata in a non-production 
data storage medium, Such as a backup server, which may be 
performed in whole or in part using one-touch backup and 
recovery techniques such as those described in commonly 
assigned U.S. patent application Ser. No. 13/076.792, filed 
Mar. 31, 2011, entitled “RESTORING COMPUTINGENVI 
RONMENTS, SUCHAS AUTORECOVERY OF FILE SYS 
TEMS AT CERTAIN POINTS IN TIME (attorney docket 
606928089US00) and assignee's U.S. patent application Ser. 
No. 10/989,893, filed Nov. 15, 2004, entitled “SYSTEM 
AND METHOD FOR PERFORMING INTEGRATED 
STORAGE OPERATIONS, now U.S. Pat. No. 7,734,578 
(attorney docket 606928013US01), both of which are hereby 
incorporated by reference herein in their entirety. 
0054. In some examples, the migration system uses an 
existing backup copy of the data and metadata in order to 
create another “auxiliary” backup copy that will be used by 
the new virtual machine. For example, the auxiliary copy may 
be created in a storage device accessible to the virtual 
machine host 105 or cloud service 160 that will be hosting the 
virtual machine. The auxiliary copy may be periodically or 
continuously updated to reflect ongoing changes to the exist 
ing backup copy. To illustrate, an auxiliary copy may be 
periodically or continuously updated to facilitate periodic DR 
testing of the same physical machine, e.g., with the same 
auxiliary copy updated every time a new DR test is initiated. 
The migration system may create a backup or auxiliary copy 
using Source-side deduplication techniques that only send a 
copy of the blocks that have changed since the last point-in 
time copy was made (e.g., the last time the physical machine 
was DR tested), e.g., as described in commonly-assigned 
U.S. patent application Ser. No. 12/982,087, filed Dec. 30, 
2010, entitled Systems and Methods for Retaining and Using 
Data Block Signatures in Data Protection Operations (attor 
ney docket COMMV.084A), which is hereby incorporated by 
reference herein in is entirety. As yet another example, the 
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migration system may use a hardware-based replication 
device or utility to continuously or intermittently replicate a 
copy of the physical machine’s production data and metadata 
to another destination storage device accessible to the virtual 
machine host 105 or cloud service 160 that will be hosting the 
virtual machine. 
0055 Alternatively or additionally, the migration system 
200 may identify one or more previously created non-produc 
tion copies of the data and metadata from the physical 
machine. For example the migration system may identify an 
existing Snapshot, backup, auxiliary, replica, archive, or other 
type of non-production copy of the data from the physical 
machine that was previously created at a particular point in 
time, e.g., by an information management system, as 
described in greater detail herein. In some examples, at block 
310, the migration system 200 may create or identify a non 
production copy that is also used by an information manage 
ment system for a different purpose other than just migration 
and/or DR testing. For example, the migration system 200 
may identify an existing backup copy of the physical 
machine’s data and metadata that is stored by a cloud service 
for backup and recovery purposes, and use that non-produc 
tion copy, as described further herein, for DR testing pur 
poses. 
0056. The non-production copy at block 310 may be cre 
ated in accordance with an applicable information manage 
ment policy. For example, a policy may specify that only data 
and metadata that is classified as non-confidential or high 
priority may be copied in order to be moved to a new virtual 
machine. As such, the non-production copy may be limited to 
a Subset of the data and metadata of the physical machine, 
e.g., for improved security or reduced costs. 
0057. In some examples, at block 310, more than one type 
of non-production copy may be created. For example, a 
backup or auxiliary copy may be created of the physical 
machine’s local file system and a Snapshot may be taken of a 
Volume that contains an application-specific data source (e.g., 
a snapshot may be taken of an Oracle or Exchange database), 
or vice versa. Also, at block 310, more than one information 
management agent 980 may be used to create the non-pro 
duction copy or copies (e.g., one may be used to create copies 
of a files system and another may be used to create copies of 
application-specific data source (e.g., an Oracle or Exchange 
database). 
0.058 After a non-production copy is created or identified, 
the process 300 proceeds at block 315, where the migration 
system automatically detects the configuration of the physical 
machine, which may be performed in whole or in part using 
one-touch backup techniques and kernel-based techniques 
Such as those described in commonly-assigned U.S. patent 
application Ser. Nos. 13/076.792, 10/989,893, both of which 
are incorporated by reference above, and in commonly-as 
signed U.S. patent application Ser. No. 12/895.377, filed Sep. 
30, 2010, entitled “Kernel Swapping Systems and Methods 
for Recovering a Network Device, now U.S. Patent Applica 
tion Publication No. 2012/0017111 (attorney docket 
COMMV.070A), which is also hereby incorporated by refer 
ence herein in its entirety. The configuration may be deter 
mined in conjunction with the creation of a non-production 
copy, e.g., during a backup operation. 
0059 For example, the migration system may determine 
the type and version of the operating system and the type and 
version of the applications installed on the physical machine. 
The migration system may also determine the operating sys 
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tem-specific and application-specific settings and configura 
tions, such as the host name of the file system, network 
configurations, drivers used, peripheral configurations, how 
and where drives are mounted (i.e., mount points), disk layout 
information, disk partitions, Volume manager configurations, 
Volume groups, Volume names, the IP or network address of 
the file system, file system types (e.g., NTFS, FAT32, ext), 
port assignments, where applications are installed, and reg 
istry values. The migration system may determine the con 
figuration of the physical machine as it existed at the time the 
non-production copy of the physical machine data was made. 
To do so, the migration system may mine the operating sys 
tem registry, boot sectors, partition layouts, boot.ini file, ker 
nel, and/or other files used by the operating system and/or 
applications on the physical machine 
0060. In some examples, the data storage server 110 may 
capture Some or all configuration parameters from a system 
configuration Xml file. Such as: 

<system configuration> 
<site name="client1 > 
<hosts 

<host ref name="host1 > 
</hosts 

</site 
<group name="mysql' gid="500"> 
<user name="mysqluid="500"> 

<groups 
<group ref name="mysqli 

</groups 
</users 
<host name="host1 > 
<uSerS 

<user ref name="mysql'> 
</users> 
<profiles 

<profile ref name="workstation's 
</profiles 

</host 
<profile name="workstation' > 

<components-> 
<component ref name="user-setup' > 
<component ref name="mysql-db' > 

</components-> 
</profile> 
<component name="user-setup'> 
</component> 
<component name="mysql-db'> 
</component> 

<system configuration> 

0061. As another example, at block 315, the migration 
system 200 may determine the physical hardware resources 
available to the physical machine. Such as the specifications 
of the machine's processors (e.g., number of processors, 
clock rate, manufacturer, model), memory (e.g., type, speed, 
and capacity), hard disks or other production data stores Such 
as networked storage arrays (e.g., type, speed, capacity, and 
fault tolerance), communication configurations (wired and/or 
wireless), network adapters (e.g., number and type of net 
work cards), and other hardware. The migration system may 
also determine how the physical machine presently uses or 
previously used the physical resources available to it. To 
illustrate, the migration system may determine historical 
trends in the quantity or quality of data processing, memory, 
stored production data, data throughput, and/or networking 
bandwidth used by the physical machine. 
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0062. The operating system, application, physical 
resource, and other configuration information may be 
obtained from the point-in-time non-production copy 
obtained at block 310, for example, in a snapshot, backup, 
auxiliary, replication, or other non-production copy of the 
registry, boot sectors, partition layouts, etc. The migration 
system may also mine sysfs and procfs file systems. Alterna 
tively or additionally, the migration system may determine 
such information directly from the physical machine itself. 
Alternatively or additionally, the migration system may also 
obtain configuration information that has been Stored else 
where, for example, in management data maintained by an 
information management system, described below. The 
migration system may also obtain and utilize configuration 
information using kernel-based techniques that capture and 
utilize a kernel image for recovery purposes, as described in 
commonly-assigned U.S. patent application Ser. No. 12/895, 
377, introduced and incorporated by reference above, e.g., for 
Linux-based systems. 
0063. At block 320, the migration system 200 determines 
the desired configuration and location of the new virtual 
machine that should be used to provide the requested func 
tionality. The desired configuration may describe, interalia, 
the type of operating system, the operating system-specific 
settings (e.g., disk partitions, network configuration (e.g., IP 
address), peripheral configuration, registry values), the type 
of applications, the application-specific settings/configura 
tions, and the quality and quantity of virtual resources (e.g., 
virtual disks, virtual memory, virtual processing, virtual net 
working) to deploy at the virtual machine. To make the deter 
mination, the migration system may analyze the detected 
configuration and/or usage of the physical machine described 
at block315. By default, the migration system may determine 
that the new virtual machine should have the same configu 
ration as the physical machine, including the same operating 
system, applications, data processing capability, memory, 
disk or other production data storage capacity, data input 
output throughput, and/or networking hardware capabilities. 
0064. However, as part of the analysis, the migration sys 
tem 200 may make alterations to the default configuration. As 
a first example, the migration system 200 may determine that 
the IP address or hostname of the new virtual machine should 
be different from that of the physical machine, so that the two 
machines may be run simultaneously without conflict. As 
another example, as part of the analysis, the migration system 
may determine whether there are trends in the usage of the 
physical machine that suggest that the new virtual machine 
should have a configuration different than the existing physi 
cal machine. To illustrate, the migration system may identify 
that the physical machine has experienced a trend of increas 
ing use of its hard disks or other production data stores, and 
extrapolate that trend in order to determine that the virtual 
machine should be created with a higher data storage capacity 
than the physical machine in order to accommodate a pre 
dicted higher future use. To illustrate further, the migration 
system may identify that the physical machine has experi 
enced a trend of decreasing use of its hard disks or other 
production data stores, and extrapolate that trend in order to 
determine that the virtual machine should be created with a 
lower data storage capacity than the physical machine in 
order to accommodate a predicted lower future use. Similarly, 
the migration system may identify and use trends in the physi 
cal machine’s usage in order to adjust the desired processing, 
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memory, networking, or other characteristics of the new Vir 
tual machine away from the default configuration. 
0065. As a second example, the migration system 200 may 
use information in the initial request received at block 305 to 
determine whether to adjust the desired characteristics of the 
new virtual machine away from the default configuration. To 
illustrate, the migration system may determine that the new 
virtual machine is being temporarily deployed only for DR 
testing and that the virtual machine will not replace the exist 
ing physical machine. In Such an example, the migration 
system may determine that the production data storage capac 
ity of the virtual machine should be set at approximately the 
current storage capacity usage of the existing physical 
machine because the new virtual machine will not generate a 
Substantial quantity of new production data during the DR 
testing. As another example, the migration system may deter 
mine that only a Subset of the applications installed on the 
physical machine are to be migrated, and therefore determine 
that only a Subset of the physical machine’s production data 
and metadata will be migrated, again reducing the capacity of 
production data storage needed by the virtual machine. 
0066. As a third example, the migration system may deter 
mine whether the drivers that were used on the existing physi 
cal machine will be compatible with the virtual machine or 
whether different drivers should be used. If the migration 
system determines that a particular driver is not compatible, 
the migration system may change the driver used at the virtual 
machine. For example, if a physical machine accessed a par 
ticular device via an SCSI connection using a SCSI-compat 
ible driver, but the virtual machine will access a comparable 
device via an iSCSI connection, the migration system may 
determine that it should select a different iSCSI-compatible 
driver for the virtual machine to manage the comparable 
device. 

0067. In order to determine the desired configuration and 
location of the new virtual machine, the migration system 200 
may access and implement policies, such as information man 
agement policies described further herein. For example, the 
migration system may access a policy that dictates preferred 
virtual machine hosts 105, virtual machine managers 150, 
and/or cloud services 160 to use when migrating particular 
physical machines. Alternatively, in order to determine the 
desired configuration and location of the new virtual 
machine, the migration system may use policies or prefer 
ences received from a user as part of the request received at 
block 305. 

0068. At block 325, the migration system 200 connects to 
a cloud service provider, virtual machine host, or a virtual 
machine manager and requests that they provision a new 
virtual machine with the desired configuration. To do so, the 
migration system may invoke commands specified by an API 
that are specific to the particular cloud service provider, Vir 
tual machine host, or virtual machine manager. In response, 
the cloud service provider, a virtual machine host, and/or 
virtual machine manager should provision a new virtual 
machine having the desired virtual resources and operating 
system, and that may also have some or all of the desired 
operating system configurations (e.g., disk partitions) and/or 
desired applications installed. For example, if the physical 
machine had the operating system installed on a D:/drive and 
Exchange installed on an E:/drive, the new virtual machine 
may be similarly configured. If the physical machine had 
access to an external storage array, a cloud service provider 
may also provision a similar external storage array and make 
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this array available to the new virtual machine for storage 
(e.g., via a virtual or physical RDM). The request made at 
block 325 may comprise using one or more virtual machine 
templates. In some implementations, the virtual machine is 
provisioned from an existing virtual machine. For example, 
as discussed in U.S. patent application Ser. No. 13/765.389 
filed Feb. 12, 2013, which is incorporated herein by reference 
in its entirety, the virtual machine may be created from a 
repurposed virtual machine. 
0069. At block 330, the migration system 200 may install 
an information management agent, described further herein, 
onto the provisioned virtual machine. The information man 
agement agent may be configured to, interalia, perform infor 
mation management operations on the production data of the 
provisioned virtual machine, and restore or otherwise provide 
production data to the virtual machine from a non-production 
copy of the data. In some examples, to simplify the process 
300, the information management agent may not be installed, 
for example if a data restoration operation is not performed at 
the virtual machine. 
(0070. At block 335, the migration system 200 adjusts the 
configuration of the virtual machine to match the desired 
configuration that was determined at block 320, which may 
be performed in whole or in part using one-touch recovery 
techniques such as those described in commonly-assigned 
U.S. patent application Ser. Nos. 13/076,792 and 10/989,893, 
both of which are incorporated by reference above. For 
example, using the desired configuration determined at block 
320, the migration system may replicate operating system 
specific or application-specific configurations or settings. To 
illustrate, the migration system may adjust registry values, 
disk partition information, networking configurations, and/or 
other settings or configurations of the new virtual machine to 
bring them in line with the desired configuration. 
0071. At block 340, the migration system 200 may install 
application binaries on the virtual machine and as necessary, 
reconfigure the applications. The application binaries 
installed on the virtual machine may be entirely new applica 
tion binaries or the binaries installed may be derived from a 
non-production copy of the physical machine’s production 
data that was created or identified at block 310 using restora 
tion methods similar to those described at block 345 below. If 
the application binaries are derived from a backup or other 
non-production copy, an information management agent may 
be used to derive the binaries from the non-production copy. 
The system may send a message to an information manage 
ment system to indicate a copy of an application was made so 
that the information management system can track compli 
ance with Software licenses. 
0072 At block 345, the migration system 200 makes 
application data, metadata, and/or other production data cop 
ied from the production data store 109 of the physical 
machine 102 available to the virtual machine. The data and 
metadata that is made available may be limited in accordance 
with applicable information management policies. For 
example, data that has been classified as “confidential’ under 
an information management policy may not be made avail 
able to the virtual machine. 

0073. In some examples where a snapshot was created or 
identified at block 310, in order to make the snapshot, data, 
and metadata available to the virtual machine, the migration 
system may expose or otherwise provide the virtual machine 
with access (e.g., network access) to the physical production 
data store 109 associated with the physical machine, or a 
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replica of the physical production data store. The replica may 
be a continuously-updated replica of the production data store 
109 created using a hardware-based replication technology. 
The production data store 109 or replica thereof will typically 
contain both the set of snapshot pointers or references as well 
as the underlying physical data blocks. Using API calls, the 
migration system may instruct the operating system 120 on 
the virtual machine, the virtual machine host 105, or the 
virtual machine manager 150 to mount the snapshot stored 
therein as a disk on the virtual machine. In Such examples, the 
time, bandwidth, and additional storage capacity needed to 
bring up the virtual machine may be greatly reduced, because 
there is no need to physically copy data blocks over from the 
Source physical machine and store those blocks at the desti 
nation virtual machine. 
0074. Where a backup, auxiliary, or other type of non 
production copy was created or identified at block 310, in 
order to make the data and metadata available to the virtual 
machine, the migration system may instruct an information 
management agent to restore the data and metadata from the 
backup, auxiliary, or other non-production copy to a virtual 
disk 140 or other production data store 135 of the virtual 
machine. This may require the agent to “unpack the data 
from a proprietary format (such as a proprietary backup for 
mat) into a native application format that is readable using 
conventional file system calls. Alternatively, if the non-pro 
duction copy has retained useable file system information 
(but other data is in a non-native format), the migration sys 
tem may simply use API calls to instruct the operating system 
120 on the virtual machine, the virtual machine host 105, or 
the virtual machine manager 150 to mount Such a copy as a 
disk on the virtual machine (e.g., by mounting a replication or 
auxiliary copy from a storage area network or a local disk), 
possibly via an RDM. 
0075. In some examples, at block 345, two different infor 
mation management agents may restore the data and meta 
data from backup, auxiliary, or other non-production copy to 
a virtual disk 140 or other production data store 135 of the 
virtual machine. For example, a first information manage 
mentagent may be responsible for restoring application bina 
ries and file system files to a virtual disk 140 or other produc 
tion data store 135 of the virtual machine. A second, 
application-specific information management agent (e.g., 
specific to Exchange or Oracle data) may restore application 
specific data (e.g., an Exchange or Oracle database) to a 
virtual disk 140 or other production data store 135 of the 
virtual machine and take other steps, e.g., to bring a database 
into a consistent state. 

0076. If, at block 310, more than one type of non-produc 
tion copies were created or identified (e.g., a backup copy and 
a snapshot copy), then the copied data and metadata may be 
made available to the virtual machine through more than one 
of the mechanisms described above. For example, a restora 
tion may be performed from a backup or auxiliary copy to 
make the files on the physical machine's local file system 
available to the virtual machine and a Snapshot of a Volume 
that contains application-specific data source (e.g., a Snapshot 
may be taken of an Oracle or Exchange database) may be 
mounted to the virtual machine. 
0077. At block 345, the migration system 200 may also 
play back or analyze operating system-specific or applica 
tion-specific logs or journals, e.g. logs obtained from the 
existing physical machine 102, or invoke application-specific 
update mechanisms in order to bring the operating system, 
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applications, data and metadata on the virtual machine into a 
state that is consistent with the existing physical machine. For 
example, the migration system may play back or analyze file 
system change journals, database logs or e-mail server logs or 
invoke application-specific update mechanisms by binding an 
application to the existing physical machine. As another 
example, if at block 310 a non-production copy of data and 
metadata from a physical machine was created at a first time, 
T1 and at block 345, the data and metadata was made avail 
able to the destination machine at a later time T2, the migra 
tion system may capture the logs from the physical machine 
for the window between times T1 and T2 and playback those 
captured logs. These logs may be provided by applications 
Such as Oracle or Exchange. For example, with a Snapshot, 
the system may need to access a log of changes made from 
when the Snapshot was taken to another point in time reflected 
in the log, e.g., as described in assignee's U.S. patent appli 
cation Ser. No. 12/558,947, filed Sep. 14, 2009, entitled 
“USING A SNAPSHOTASA DATA SOURCE, now U.S. 
Patent Publication No. 2010/0070726 (attorney docket 
606928.053US01); assignee's U.S. patent application Ser. 
No. 12/978,984, filed Dec. 27, 2010, entitled “SYSTEMS 
AND METHODS FOR ANALYZING SNAPSHOTS, now 
U.S. Patent Publication No. 2011/0161295 (attorney docket 
606928072US01); and assignee's U.S. patent application 
Ser. No. 12/979,101, filed Dec. 27, 2010, entitled “SYS 
TEMS AND METHODS FOR PERFORMING DATA 
MANAGEMENT OPERATIONS USING SNAPSHOTS 
now U.S. Patent Publication No. 2011/0161299 (attorney 
docket 606928.074US01). All of these applications are hereby 
incorporated by reference herein in their entirety. At block 
345, the migration system may also query the file system of 
the existing physical machine for any changes made to files or 
metadata on the physical machine that occurred between the 
time that the non-production copy was created at block 310 
and the time of the migration (e.g., using last modification 
times). The migration system may then adjust the virtual 
machine’s data or metadata to reflect these changes. 
(0078. At block 350, the migration system 200 may update 
a mapping of the IP address of the physical machine and/or 
virtual machine, so that clients 101 will be directed or routed 
to the virtual machine instead of the physical machine. For 
example, if live DR testing is being performed with the virtual 
machine, or the existing physical machine is being decom 
missioned entirely, a DNS table, routing table or similar data 
structures may be updated so that the table points to the IP 
address (or another type of address, such as a MAC address) 
of the virtual machine instead of pointing to the address of the 
existing physical machine. 
0079 At block 355, the migration system tracks, protects, 
and/or applies existing information management policies to 
the production data and metadata of the virtual machine on an 
ongoing basis. Information management policies are 
described in greater detail herein. For example, the migration 
system may apply the same or similar information manage 
ment policies to the virtual machine that were applied to the 
physical machine. To illustrate, the migration system may 
regularly back up or otherwise create non-production copies 
of the production data store 135 of the virtual machine on a 
prescribed schedule, e.g., as described in commonly-assigned 
U.S. patent application Ser. No. 12/553,294, filed Sep. 3, 
2009, entitled “SYSTEMS AND METHODS FOR MAN 
AGEMENT OF VIRTUALIZATION DATA now U.S. 
Patent Publication No. 2010/0070725 (attorney docket 
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606928.050US.01), is hereby incorporated by reference herein 
in its entirety. As another example, the migration system may 
take steps to shut down and/or archive the virtual machine if 
it becomes inactive, as described in commonly-assigned co 
pending U.S. patent application Ser. No. 13/250,962, filed 
Sep. 30, 2011, entitled “EFFICIENT DATA MANAGE 
MENT IMPROVEMENTS, SUCH AS DOCKING LIM 
ITED-FEATURE DATA MANAGEMENT MODULES TO 
A FULL-FEATURED DATA MANAGEMENT SYSTEM 
(attorney docket 606928.083US01), is hereby incorporated by 
reference herein in its entirety. 
0080 Next, at block 360, the migration system 200 may 
use the virtual machine for DR testing. For example, the 
migration system may determine whether the virtual machine 
is actually able to bring up an application (e.g., a mail server 
or database application) and retrieve certain emails or 
records, so that the application provides the same or compa 
rable level of service as it did at the source physical machine. 
As another example, the migration system may determine 
whether the virtual machine is able to access all of the same 
application data, metadata, and/or other production data that 
was available to the Source physical machine, and whether 
any data or metadata was lost in the migration process. The 
process 300 then ends. During the process 300 and in other 
processes and methods described herein, the migration sys 
tem may employ backup methods, restoration methods, 
recovery methods and other systems and methods described 
in commonly-assigned U.S. Provisional Patent Application 
61/618,579, entitled DATA STORAGE RECOVERY AUTO 
MATION, filed Mar. 30, 2012 (Atty Docket Number 
COMMV. 106PR), which is hereby incorporated by reference 
herein in its entirety. 
0081. In some examples, the process 300 permits periodic 
or scheduled DR testing. For example, a request may be 
received for DR testing to be performed on a requested peri 
odic basis or other schedule. In accordance with the schedule, 
the process 300 may be performed repeatedly. During each 
iteration of process 300 a virtual machine may be created that 
has the appropriate configuration and data access to permit 
the scheduled DR test. During the process 300, a prescribed 
DR test may be performed (e.g., using scripts) and the results 
reported, e.g., to the user who requested the DR testing. 
0082. As described in greater detail above, the process 300 
permits several different approaches to DR testing. As a first 
example, the process 300 may permit an organization to per 
form a DR test of a physical server at a particular point in 
time, including historical time points, by mounting a Snapshot 
stored on a production data store 109 on a new virtual 
machine. By exposing the production data store 109 to the 
virtual machine for this purpose, the process may avoid the 
time and bandwidth needed to transmit all or most of the 
contents of the production data store 109 over a network to the 
virtual machine being used for DR testing purposes. Instead, 
the virtual machine can use the Snapshot to retrieve only the 
Subset of data and metadata from the production data store 
109 that is needed to perform the DR test. 
0083. As a second example, the process 300 may permitan 
organization to perform a DR test of a physical server at a 
particular point in time, including historical time points, by 
mounting a Snapshot stored on a continuously updated replica 
of a production data store 109 on a new virtual machine. By 
maintaining a continuously updated replica of the production 
data store 109 for this purpose and using Snapshots, the pro 
cess may be able to initiate a DR test almost instantly, without 
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needing to first transmit all or most of the contents of the 
production data store 109 over a network to the virtual 
machine being used for DR testing purposes. In both of these 
two examples, the process can avoid having to create a virtual 
disk file (Such as a Vmdk file) containing the data and meta 
data from the production data store 109 by using a snapshot 
instead. 
I0084 As a third example, the process 300 may permit an 
organization to perform a DR test of a physical server at a 
particular point in time by mounting or restoring from a 
backup or auxiliary copy. The backup or auxiliary copy may 
be updated periodically or continuously for the purpose of 
periodic DR testing. In order to reduce the network band 
width and data storage requirements of the DR testing, the 
backup or auxiliary copy may be created by using client-side 
or other deduplication techniques that don’t require a block 
by-block copy of all of the data and metadata from the physi 
cal machine. 

Other Types of Migration 
I0085 Although FIG.3 describes a process 300 for migrat 
ing the functionality of a physical machine to a virtual 
machine, adaptations may be made to the process to instead 
migrate a source physical machine to another destination 
physical machine, migrate a source virtual machine to 
another destination virtual machine, or migrate a virtual 
machine to a physical machine. 
I0086. As a first example, to migrate the functionality of a 
source physical machine to another destination physical 
machine, the migration system may perform a process very 
similar to FIG. 3 in response to receiving a request to clone a 
Source physical machine's functionality to a destination 
physical machine. Alternatively, the migration system may do 
so automatically, e.g., upon detecting increased errors or a 
drive failure in the source physical system. However, in lieu of 
performing blocks 325-340 as shown in FIG.3, the migration 
system may additionally or alternatively perform a one-touch 
backup and recovery operation to ensure that the destination 
physical machine has an operating system and applications 
installed and configured in accordance with a desired con 
figuration by directly copying orporting the operating system 
and some or all application binaries, or application-specific 
data and configuration information from the Source physical 
machine directly to the destination physical machine. Such 
one-step migration is described further in assignee's U.S. 
patent application Ser. Nos. 13/076,792 and 10/989,893, both 
of which are incorporated by reference above. As necessary, 
the migration system may adjust the configuration of the new 
physical machine and install Some application binaries (either 
new or from a non-production copy) to ensure all of the 
desired applications are installed on the destination machine, 
e.g., as described previously with respect to blocks 335-340. 
Then, as discussed previously at block 345, the application 
data, metadata, and other files in the file system may be 
recovered from a backup or other non-production, point-in 
time copy of the source physical machine's data and meta 
data. 
I0087 Also, the migration system 200 may play back or 
analyze operating system-specific or application-specific 
logs or journals from the source physical machine, or invoke 
application-specific update mechanisms, e.g., by binding an 
application to the source physical machine. For example, if a 
non-production copy of data and metadata from a source 
physical machine was created at a first time, T1 and the data 
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and metadata was made available to the destination machine 
at a later time T2, the migration system may capture the logs 
from the source machine for the window between times T1 
and T2 that and playback those captured logs. These logs may 
be provided by applications such as Oracle or Exchange. The 
migration system may also query the file system of the Source 
physical machine for any changes made to files or metadata 
on the source physical machine that occurred between the 
time that the non-production copy was created and the time of 
the migration and adjust the destination machine's data or 
metadata to reflect these changes. Therefore, the operating 
system and applications on the destination physical machine 
may be migrated from a first location (i.e., the source physical 
machine) while most or all of the application data, metadata, 
and other files are migrated from a second, different location 
(i.e., a backup server that has a backup copy of the Source 
machine’s data and metadata). 
0088 As a second example, to migrate the functionality of 
a source virtual machine to another destination virtual 
machine, the migration system may perform a process very 
similar to FIG. 3 automatically or in response to receiving a 
request to clone a source virtual machine’s functionality to a 
destination virtual machine. At block 310, a non-production 
copy of a source virtual machine. Such as a Snapshot copy, 
may be taken, e.g. via API calls to the source machine's host 
105, a virtual machine manager 150, or by processes such as 
those described herein with respect to FIGS. 4 and 5 or in 
assignee's U.S. patent application Ser. No. 12/553,294, filed 
Sep. 3, 2009, entitled “SYSTEMS AND METHODS FOR 
MANAGEMENT OF VIRTUALIZATION DATA now U.S. 
Patent Publication No. 2010/0070725 (attorney docket 
606928.050US.01), which is incorporated by reference above. 
Alternatively or additionally, at block 315, the migration sys 
tem may automatically detect the configuration of the Source 
virtual machine via API calls to the source machine's host 105 
or the virtual machine manager 150. 
0089. As a third example, to migrate the functionality of a 
Source virtual machine to a destination physical machine, the 
migration system may perform a process very similar to FIG. 
3 automatically or in response to receiving a request to clone 
a source virtual machine’s functionality to a destination 
physical machine. For example, a user may identify, via a 
GUI of the migration system, the source virtual machine he 
intends to clone to a physical machine, and a new client name 
and hostname. After migration, the new physical machine 
may be updated to the provided new client name and may be 
registered as a client of an information management system. 
Then, the migrated virtual machine’s hostname and IP con 
figuration may be updated. 
0090 The migration methods described herein may be 
used for many purposes other than decommissioning an exist 
ing machine or disaster recovery. For example, the processes 
may be employed to create a clone machine for the purposes 
of complying with a legal hold or e-discovery request that 
requires that data or metadata be preserved as it existed at a 
particular point in time. As another example, a virtual 
machine may be migrated from one cloud service 160 to 
another cloud service 160, a virtual machine 110, or a physi 
cal machine 102 to reduce costs or improve performance. 
0091 At the conclusion of process 300 or a variant 
thereof, other steps may be performed. For example, if a 
Source physical machine is decommissioned after its func 
tionality has been migrated, the migration system may take 
other steps to dispose of the source physical machine. For 
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example, the migration system may implement a routine to 
permanently wipe the data and metadata from the source 
physical machine and notify a server (Such as an intranet site 
or auction site) that the Source physical machine is available, 
e.g., for use by other users in the organization or for sale to 
external parties, along with a description of the physical 
machine's specifications, as determined at block 315. Thus, 
the migration system may automatically post an accurate 
description of the machine's specification, which was already 
identified above, to an auction site in order to sell the physical 
machine. 
Information Management Operations on Virtual Machines 
with a Physical RDM 
0092. As described further herein, an information man 
agement system may create and use non-production copies of 
a virtual machine's data and metadata, Such as Snapshot, 
backup, or archive copies of the virtual machine's data and 
metadata. A virtual machine host 105 on which a virtual 
machine resides is typically unable to create or cause the 
creation of a snapshot of a LUN that is mapped to the resident 
virtual machine via a physical RDM (a "PRDM-mapped 
LUN). Thus, as described below, the management compo 
nent 254 may perform processes to create and use non-pro 
duction copies of the data and metadata stored on PRDM 
mapped LUNs. 
0093 FIG. 4 illustrates a process 400 for creating and 
using a non-production copy of the data and metadata of a 
virtual machine that has a mapped LUN (e.g., a PRDM 
mapped LUN). Although FIGS. 4, 5, 6A, 6B, and 7 are 
described herein for the specific example case of virtual 
machines having PRDM-mapped LUNs, it will be appreci 
ated that the processes described in these figures have broader 
applicability to virtual machines that have other mapped 
LUNs that are mapped using other types of mappings, as 
introduced above. The process begins at block 405, where the 
management component 254 discovers a virtual machine 
having a PRDM-mapped LUN. Methods for the discovery, 
detection, and/or identification of virtual machines 110 are 
described in commonly-assigned co-pending U.S. patent 
application Ser. No. 13/250,962, filed Sep. 30, 2011, entitled 
“EFFICIENT DATA MANAGEMENT IMPROVEMENTS, 
SUCH AS DOCKING LIMITED-FEATURE DATA MAN 
AGEMENT MODULES TO A FULL-FEATURED DATA 
MANAGEMENT SYSTEM (attorney docket 
606928.083US01) and commonly-assigned U.S. patent appli 
cation Ser. No. 12/553,294, filed Sep. 3, 2009, entitled “SYS 
TEMS AND METHODS FOR MANAGEMENT OF VIR 
TUALIZATION DATA now U.S. Patent Publication No. 
2010/0070725 (attorney docket 606928.050US01), both of 
which are incorporated by reference herein in their entirety. 
These methods include querying a virtual machine host 105 
or a virtual machine manager 150 via an API, crawling or 
spidering a network, and accessing a data structure that tracks 
the existence and network location of virtual machines. At 
block 410, the management component 254 discovers and 
identifies the virtual disks and the PRDM-mapped LUNs 
associated with the virtual machine, for example by using 
APIs to query the virtual machine host 105 on which the 
virtual machine resides or a virtual machine manager 150. 
0094. At block 412, the management component 254 
tracks the relationship between the virtual machine and its 
virtual disks and PRDM-mapped LUNs. For example, the 
management component may maintain, e.g., in data 220, a 
virtual machine tracking data structure. Such as that shown in 
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FIG. 7. As shown in FIG. 7, the virtual machine tracking data 
structure 700 may have a virtual machine ID column 708 that 
contains an identifier or reference for each discovered virtual 
machine, a virtual disk ID column 712 that contains an iden 
tifier or reference for each discovered virtual disk associated 
with a virtual machine, and a mapped (e.g., PRDM-mapped) 
LUN ID column 714 that contains an identifier or reference 
for each discovered PRDM-mapped LUN associated with a 
virtual machine. The virtual machine tracking data structure 
may also include a mount point column 710 that indicates the 
drive location or drive identifier (e.g. CI) where each virtual 
disk or PRDM-mapped LUN is mounted within the file sys 
tem of the virtual machine, a Snap CopyRef column 716 that 
contains a reference or pointer to Snapshot copies of each 
virtual disk or PRDM-mapped LUN (and may contain addi 
tional information Such as the time a Snapshot copy was taken 
or the type of snapshot copy taken), and an Other Copy Ref 
column 718 that contains a reference or pointer to other types 
of copies of each virtual disk or PRDM-mapped LUN such as 
backup or auxiliary copies (and may contain additional infor 
mation Such as the type of copy or the time a copy was created 
or updated). For example, rows 702 and 704 indicate that the 
management component 254 has discovered a virtual 
machine identified as “VM 1' that has a virtual disk identi 
fied as “VD 1 that is mounted at drive location “C:? and a 
PRDM-mapped LUN identified as “PL 1” that is mounted at 
drive location “D:/. 

0095. At block 415, the management component 254 
takes Snapshots of the virtual disks of the virtual machine. For 
example, the management component 254 may instruct the 
virtual machine’s host 105 or the virtual machine manager 
150 to takea snapshot of each of the virtual disks of the virtual 
machine via an API. At block 420, the management compo 
nent 254 takes a snapshot of each PRDM-mapped LUN. For 
example, the management component 254 may instruct a 
hardware or Software component of an external storage array 
to take a snapshot of the PRDM-mapped LUN. As another 
example, the management component 254 may instruct the 
virtual machine via an API to initiate a snapshot of the 
PRDM-mapped LUN. After snapshots are taken of the virtual 
disks and PRDM-mapped LUNs, the management compo 
nent 254 may update a virtual machine tracking data structure 
700, so that the data structure associates the virtual machine 
with an identifier, location, reference or pointer to each Snap 
shot taken. For example, as shown in rows 702 and 704 of 
FIG. 7, the management component may indicate that a Snap 
shot of the virtual disk identified as “VD 1 can be located 
using the reference or pointer “VD 1 Snap, and a snapshot 
of the PRDM-mapped LUN identified as “PL 1” can be can 
be located using the reference or pointer “PL 1. Snap.” 
0096. After block 420, the process 400 may take one or 
both of two different branches. The branch or branches that 
are taken may be determined by whether an administrator 
wants to effectuate an in-place reversion or a restoration to a 
new machine. In one branch, represented by block 425, the 
management component 254 preserves the Snapshots taken at 
blocks 415 and 420 to permit the virtual machine to be 
reverted in place, i.e. on the same virtual machine host 105. In 
the other branch, represented by block 430, the management 
component 254 uses the Snapshots to create or update one or 
more additional non-production copies of the virtual machine 
and its associated data and metadata, which may be per 
formed using a process such as the process 500 described 
herein with respect to FIG. 5. After additional copies are 
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created or updated, the management component 254 may 
update a virtual machine tracking data structure 700, so that 
the data structure associates the virtual machine with an iden 
tifier, location, reference or pointer to each additional copy 
created or updated. For example, as shown in rows 702 and 
704 of FIG. 7, the management component may indicate that 
a backup copy of the virtual disk identified as “VD 1 can be 
located using the reference or pointer “VD 1 bu.” and a 
backup of the PRDM-mapped LUN identified as “PL 1” can 
be can be located using the reference or pointer “PL 1 bu.” 
The process 400 concludes at block 435, where the manage 
ment component 254 uses the Snapshots and/or additional 
non-production copies to revert or restore the virtual 
machine, which may be performed using the processes 
described herein with respect to FIGS. 6A and 6B. The pro 
cess 400 then concludes. 

(0097 FIG. 5 shows a process 500 for creating one or more 
additional non-production copies of a virtual machine's data 
and metadata from snapshots. The process 500 may be per 
formed by the management component 254 or another com 
ponent. The process 500 begins at block 505, where the 
management component 254 mounts Snapshots taken of a 
virtual machine’s virtual disks onto a proxy virtual machine 
host 105. The proxy virtual machine host is typically a virtual 
machine host 105 different than the virtual machine host that 
originally hosted the virtual machine. At block 510, the man 
agement component 254 brings up an instance of the virtual 
machine (a “proxy virtual machine') from the mounted vir 
tual disk Snapshot images, e.g., via API calls to the proxy 
virtual machine host. 

(0098. At block 515, the management component 254 
mounts the snapshot of each PRDM-mapped LUN on the 
proxy virtual host. Using API calls to the proxy virtual host 
105, a virtual machine manager 150, and/or the proxy virtual 
machine, the management component maps each mounted 
snapshot of a PRDM-mapped LUN to the proxy virtual 
machine, but via a virtual RDM instead of a physical RDM. 
Each Snapshot may be mounted at the same mount point 
where the corresponding virtual disk or PRDM-mapped LUN 
was previously mounted. The mount points may be deter 
mined using virtual machine tracking data structure 700. For 
example, ifa PRDM-mapped LUN was previously mapped to 
the D:/drive of the virtual machine VM 1 as shown in row 
704, a new VRDM-mapped LUN will be mapped to the 
D:/drive of the created proxy virtual machine. Thus, effec 
tively, what was a PRDM-mapped LUN on the original vir 
tual machine is instead converted into a VRDM-mapped LUN 
on the proxy virtual machine at the same drive location or 
mount point. Doing so permits the proxy virtual machine and 
proxy virtual machine host to perform actions such as taking 
snapshots of the VRDM-mapped LUN. 
(0099. At block 520, using virtual machine host APIs oran 
installed information management agent, the management 
component 254 reads data and metadata out of the proxy 
virtual machine's virtual disks and VRDM-mapped LUNs 
that were mounted at blocks 505-520. The information man 
agement agent uses the read data and metadata to perform 
information management operations (e.g., backup operations 
or archive operations) that create additional non-production 
copies of the data and metadata, e.g., as described in com 
monly-assigned U.S. patent application Ser. No. 12/553,294, 
filed Sep. 3, 2009, entitled “SYSTEMS AND METHODS 
FOR MANAGEMENT OF VIRTUALIZATION DATA 
now U.S. Patent Publication No. 2010/0070725 (attorney 
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docket 606928.050US.01), which is incorporated by reference 
above. For example, the management component 254 may 
create a backup copy or archive copy of the data and metadata 
on a non-production storage medium such as tape. The pro 
cess 500 then ends. By using VRDM mappings and API calls 
to a proxy host, the process 500 can avoid installing informa 
tion management agents directly onto virtual machines when 
creating backup or other non-production copies of PRDM 
mapped LUNs. 
0100 FIG. 6A shows a process 600 for using snapshots to 
revert a virtual machine having a PRDM-mapped LUN to an 
earlier point in time. The process 600 may be performed by 
the management component 254 or another component. The 
process begins at block 605, where the management compo 
nent 254 reverts the virtual machine's virtual disks to an 
earlier state using a previously-acquired Snapshot of the Vir 
tual disks, e.g. via API calls to the virtual machine host 105. 
At block 610, the management component 254 reverts the 
PRDM-mapped LUN in its original location using a previ 
ously acquired snapshot of the PRDM-mapped LUN. For 
example the management component 254 may instruct a 
hardware or Software component of an external storage array 
to use a previous snapshot of the PRDM-mapped LUN in 
order to revert the PRDM-mapped LUN to an earlier state. 
Generally, no further reconfiguration of the reverted virtual 
machine is needed. The process 600 then ends. 
0101 FIG. 6B shows a process 650 for using non-produc 
tion copies other than Snapshots to restore a virtual machine 
that has one or more PRDM-mapped LUNs. The process 650 
may be performed by the management component 254 or 
another component and may be used in conjunction with the 
DR testing-related processes described herein, such as the 
process 300 of FIG.3 and its variants, in order to perform DR 
testing of virtual machines. The process 650 begins at block 
655, where the management component 254 brings up a new 
instance of the virtual machine using non-production copies 
of the machine’s virtual disks. For example, the management 
component 254 may use a virtual machine tracking data 
structure 700 to identify the location or identifiers of non 
production copies of the machine's virtual disks. Such as 
backup or archive copies stored in a non-production storage 
medium. The management component 254 may then use the 
identified non-production copies of the virtual disks to restore 
virtual disk files to a virtual machine host 105, e.g., using 
conventional data restoration methods and API calls to the 
host or a storage manager, or using the techniques described 
in commonly-assigned U.S. patent application Ser. No. 
12/553,294, filed Sep. 3, 2009, entitled “SYSTEMS AND 
METHODS FORMANAGEMENT OF VIRTUALIZATION 
DATA now U.S. Patent Publication No. 2010/0070725 (at 
torney docket 606928.050US.01), which is incorporated by 
reference above. The management component 254 may then 
bring up the virtual machine on the virtual machine host using 
API calls to the host or a virtual machine manager 150. 
0102 At block 660, the management component 254 
restores any associated LUNs that were previously associated 
with the virtual machine to a storage array or other external 
storage device using non-production copies of the LUNs. For 
example, the management component 254 may look up, in a 
virtual machine tracking data structure 700, identifiers or 
locations for PRDM-mapped LUNs that were previously 
associated with the virtual machine and/or identifiers or loca 
tions of non-production copies of those PRDM-mapped 
LUNs (e.g., that were created using the process of FIG. 5). 
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Using the identified non-production copies of the PRDM 
mapped LUNs, the management component 254 may then 
restore the LUNs data and metadata into a storage array or 
other external storage device using conventional restoration 
techniques. At block 615, the management component 254 
mounts each restored LUN on the virtual machine via a vir 
tual RDM, typically to the same mount point where the cor 
responding physical RDM had been previously mounted. For 
example, the management component 254 may instruct the 
virtual machine host 105 or a virtual machine manager 150 to 
create a new virtual RDM between the restored virtual 
machine and the restored LUN using a mount point deter 
mined from a virtual machine tracking data structure. The 
process 650 then ends. 

Information Management Environment 
0103 Aspects of the technologies described herein may be 
practiced in an information management environment 800, 
which will now be described while referencing FIG.8. As 
shown in FIG. 8, the environment 800 includes multiple com 
puting devices that execute numerous software applications 
to facilitate the operations of an organization (or multiple 
affiliated organizations). Such as a household, corporation or 
other business entity, a non-profit organization, an educa 
tional institution, or a governmental agency. The computing 
devices may include one or more: servers 805 (such as mail 
servers, file servers, database servers, print servers, and web 
servers), personal computers 810, workstations 815, or other 
types of fixed computing Systems such as mainframe com 
puters and minicomputers (not shown). The servers 805 may 
include network-attached storage (NAS) filers. 
0104. The environment 800 may include virtualized com 
puting resources, such as a virtual machine 820 provided to 
the organization by a third-party cloud service vendor or a 
virtual machine 825 running on a virtual machine host 830 
operated by the organization. For example, the organization 
may use one virtual machine 825A as a database server and 
another virtual machine 825B as a mail server. The environ 
ment 800 may also include mobile or portable computing 
devices, such as laptops 835, tablet computers 840, personal 
data assistants 845, mobile phones 852 (such as Smart 
phones), and other mobile or portable computing devices 
Such as embedded computers, set top boxes, vehicle-mounted 
devices, wearable computers, etc. 
0105. Of course, other types of computing devices may 
form part of the environment 800. As part of their function, 
each of these computing devices creates, accesses, modifies, 
writes, and otherwise uses production copies of data and 
metadata that are typically stored in a persistent storage 
medium having fast I/O times. For example, each computing 
device may regularly access and modify data files and meta 
data stored on semiconductor memory, a local disk drive or a 
network-attached storage device. Each of these computing 
devices may access data and metadata via a file system Sup 
ported by an operating system of the computing device. 
0106 The environment 800 may also include hosted ser 
vices 822 that provide various online services to the organi 
Zation or its constituent members (e.g., the organizations 
departments, employees, independent contractors, etc.) Such 
as Social networking services (e.g., Facebook, Twitter, Pin 
terest), hosted email services (e.g., Gmail, Yahoo Mail, Hot 
mail), or hosted productivity applications or other hosted 
applications (e.g., Microsoft Office365, Google Docs, Sales 
force.com). Hosted services may include Software-as-a-ser 
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Vice (SaaS), platform-as-a-service (PaaS), application ser 
vice providers (ASPs), cloud services, and all manner of 
delivering computing or functionality via a network. As it 
provides services to users, each hosted service may generate 
additional "hosted data and metadata” that is associated with 
each user. For example, Facebook may generate and store 
photos, wall posts, notes, videos, and other content that are 
associated with a particular Facebook user's account. 
0107 The organization directly or indirectly employs an 
information management system 850 to protect and manage 
the data and metadata used by the various computing devices 
in the environment 800 and the data and metadata that is 
maintained by hosted services on behalf of users associated 
with the organization. One example of an information man 
agement system is the CommVault Simpana system, avail 
able from CommVault Systems, Inc. of Oceanport, N.J. The 
information management system creates and manages non 
production copies of the data and metadata to meet informa 
tion management goals, such as: permitting the organization 
to restore data, metadata or both data and metadata if an 
original copy of the data/metadata is lost (e.g., by deletion, 
corruption, or disaster, or because of a service interruption by 
a hosted service); allowing data to be recovered from a pre 
vious time; complying with regulatory data retention and 
electronic discovery ('e-discovery’) requirements; reducing 
the amount of data storage media used; facilitating data orga 
nization and search; improving user access to data files across 
multiple computing devices and/or hosted services; and 
implementing information lifecycle management (ILM) or 
other data retention policies for the organization. The infor 
mation management system 850 may create the additional 
non-production copies of the data and metadata on any Suit 
able non-production storage medium such as magnetic disks 
855, magnetic tapes 860, other storage media 865 such as 
Solid-state storage devices or optical disks, or on cloud data 
storage sites 870 (e.g. those operated by third-party vendors). 
Further details on the information management system may 
be found in the assignee's U.S. patent application Ser. No. 
12/751,850, filed Mar. 31, 2010 entitled DATA OBJECT 
STORE AND SERVER FOR A CLOUD STORAGE ENVI 
RONMENT, INCLUDING DATA DEDUPLICATION AND 
DATA MANAGEMENT ACROSS MULTIPLE CLOUD 
STORAGE SITES, now U.S. Patent Publication No. 2010/ 
0332456 (attorney docket 606928.075US02), which is hereby 
incorporated by reference herein in its entirety. 
0108 FIG. 9 helps illustrates some differences between 
“production copies of data and metadata and “non-produc 
tion copies of data and metadata in the data management 
environment 800. As shown, each computing device 905 in 
the environment 800 has at least one operating system 910 
installed and one or more applications 915A-D, such as mail 
server applications, file server applications, mail client appli 
cations, database applications, word processing applications, 
spreadsheet applications, presentation applications, browser 
applications, mobile applications, entertainment applica 
tions, and so on. Each application can access and modify 
various production copies of files stored in a production data 
storage medium 918, which may be a network attached stor 
age filer or form part of a Hadoop distributed file system, 
OpenVMS file system, or other type of distributed file sys 
tem, simply by making conventional file system calls via the 
operating system 910, without needing the information man 
agement system 850 to intervene on behalf of the operating 
system or application. The production copies of files may 
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include structured data (e.g., database files), unstructured 
data (e.g., documents), and/or semi-structured data, and thus 
may include one or more documents 920A-B, spreadsheets 
925, presentation documents 930, video files 932, image files 
934, email mailboxes 935, html/xml or other types of markup 
language files 922, and/or databases 940. The operating sys 
tem. 910 may also access and modify production copies of 
files and other data, Such as files in a system Volume and/or 
boot volume. The hosted data and metadata used by a hosted 
service are also “production copies of data and metadata 
since the hosted service accesses and modifies the user's data 
and metadata as part of its services. Production copies of data 
may include not only files, but also subsets of files, each of 
which a related application 915 or the operating system 910 
treats as an independent functional unit, but which is not 
separately addressed in the associated file system. For 
example, a single email mailbox 935 may include multiple 
email messages 945A-C, email headers, and attachments. As 
another example, a single database 940 may include multiple 
tables 955A-C. As used herein, a “data object” refers to both 
(1) any file that is currently or previously addressable by a file 
system and (2) a functional Subset of Such a file that has a 
particular function for a related application 915A-D or the 
operating system 910. Each data object may be further 
decomposed into one or more data blocks each of which is a 
collection of data bits within the data object that may not have 
any particular function for a related application or the oper 
ating system. In addition to data objects, the operating system 
910 and applications 915A-D may also access and modify 
production copies of metadata, Such as boot sectors, partition 
layouts, file or data object metadata (e.g., file name, file size, 
creation/modification/access timestamps, file location within 
a file folder directory structure, user permissions, owners, 
groups, access control lists (ACLs)), and system metadata 
(e.g., registry information). In addition to metadata generated 
by or related to file systems and operating systems, some 
applications maintain indices of production metadata for data 
objects, e.g., metadata associated with individual email mes 
sages. Thus, as shown in FIG. 9, each data object may be 
associated with a production copy of object metadata 
("Meta1-11), which may be file system metadata and/or 
application-specific metadata. 
0109 The information management system 850 accesses 
or receives copies of the various production copies of data 
objects and metadata, and via an information management 
operation (Such as a backup operation, archive operation, or 
Snapshot operation), creates non-production copies of these 
data objects and metadata, often stored in one or more non 
production storage mediums 965 different than the produc 
tion storage medium 918 where the production copies of the 
data objects and metadata reside. A non-production copy of a 
data object represents the production data object and its asso 
ciated metadata at a particular point in time (non-production 
objects 960A-C). Since a production copy of a data object or 
metadata changes overtime as it is modified by an application 
915, hosted service 822, or the operating system 910, the 
information management system 850 may create and manage 
multiple non-production copies of a particular data object or 
metadata, each representing the state of the production data 
object or metadata at a particular point in time. Moreover, 
since a production copy of a data object may eventually be 
deleted from the production data storage medium and the file 
system from which it originated, the information manage 
ment system may continue to manage point-in-time represen 
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tations of that data object, even though a production copy of 
the data object itself no longer exists. 
0110. For virtualized computing devices, such as virtual 
machines, the operating system 910 and applications 915A-D 
may be running on top of virtualization software, and the 
production data storage medium 918 may be a virtual disk 
created on a physical medium Such as a physical disk. The 
information management system may create non-production 
copies of the discrete data objects stored in a virtual disk file 
(e.g., documents, email mailboxes, and spreadsheets) and/or 
non-production copies of the entire virtual disk file itself (e.g., 
a non-production copy of an entire Vmdk file). 
0111 Each non-production object 960A-C may contain 
copies of or otherwise represent more than one production 
data object. For example, non-production object 960A repre 
sents three separate production data objects 955C, 930 and 
945C (represented as 945C, 930' and 945", respectively). 
Moreover, as indicated by the prime mark (), a non-produc 
tion object may store a representation of a production data 
object or metadata differently than the original format of the 
data object or metadata, e.g., in a compressed, encrypted, 
deduplicated, or otherwise optimized format. Although FIG. 
9 shows that a single production data object (e.g.,955C), and 
its associated data object metadata (e.g., Meta11) are repre 
sented by the contents of only a single non-production object 
(e.g., 960A), the entire contents of a single production data 
object and/or its metadata at a particular point in time may 
instead span across numerous non-production objects. Also a 
single non-production object 960 may contain copies of or 
otherwise represent production data objects that originated 
from different computing devices. 
0112 Non-production copies include backup copies, 
archive copies, and Snapshot copies. Backup copies are gen 
erally used for shorter-term data protection and restoration 
purposes and may be in a native application format or in a 
non-native format (e.g., compressed, encrypted, dedupli 
cated, and/or otherwise modified from the original applica 
tion format). Archive copies are generally used for long-term 
data storage purposes and may be compressed, encrypted, 
deduplicated and/or otherwise modified from the original 
application format. In some examples, when an archive copy 
of a data object is made, a logical reference or stub may be 
used to replace the production copy of the data object in the 
production storage medium 918. In such examples, the stub 
may point to or otherwise reference the archive copy of the 
data object stored in the non-production storage medium so 
that the information management system can retrieve the 
archive copy if needed. The stub may also include some 
metadata associated with the data object, so that a file system 
and/or application can provide Some information about the 
data object and/or a limited-functionality version (e.g., a pre 
view) of the data object. A Snapshot copy represents a data 
object at a particular point in time. A Snapshot copy can be 
made quickly and without significantly impacting production 
computing resources because large amounts of data need not 
be copied or moved. A Snapshot copy may include a set of 
pointers derived from the file system or an application, where 
each pointer points to a respective stored data block, so col 
lectively, the set of pointers reflect the storage location and 
state of the data object at a particular point in time when the 
Snapshot copy was created. In "copy-on-write', if a block of 
data is to be deleted or changed, the Snapshot process writes 
the block to a particular data storage location, and the pointer 
for that block is now directed to that particular location. The 
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set of pointers and/or the set of blocks pointed to by a Snap 
shot may be stored within the production data storage 
medium 918. 
0113 Non-production copies of a data object or metadata 
may be distinguished from a production copy of a data object 
or metadata in several ways. First, a non-production copy of 
a data object is created to meet the different information 
management goals described above and is not directly used or 
modified by applications 915A-D, hosted services 822, or the 
operating system 910. Second, a non-production copy of a 
data object is stored as one or more non-production objects 
960 that may have a format different from the native applica 
tion format of the production copy of the data object, and thus 
often cannot be directly used by the native application or a 
hosted service 822 without first being modified. Third, non 
production objects are often stored on a non-production Stor 
age medium 965 that is inaccessible to the applications 
915A-D running on computing devices and hosted services 
822. Also, Some non-production copies may be "offline cop 
ies in that they are not readily available (e.g. not mounted 
tape or disk.) Offline copies include copies of data that the 
information management system can access without any 
human intervention (e.g. tapes within an automated tape 
library, but not yet mounted in a drive), and copies that the 
information management system 850 can access only with at 
least some human intervention (e.g. tapes located at an offsite 
storage site). 
0114. The information management system 850 also gen 
erates information management data 975. Such as indexing 
information, that permit the information management system 
to perform its various information management tasks. As 
shown in FIG.9, a computing device 905 may include one or 
more data management agents 980 that provide client-side 
functions for the information management system. 

Information Management System 

0115 FIG. 10 shows a hierarchical arrangement of 
resources that may form an information management system 
850. As shown, the information management system 850 
includes multiple information management cells 1050 
arranged in a hierarchy, with some information management 
cells (e.g., 1050D-E) subordinate to other information man 
agement cells (e.g., 1050B). A global storage manager 1005, 
which may form part of a global information cell 1050x. 
manages the overall hierarchy of information management 
cells by receiving reports from the various subordinate infor 
mation management cells related to the operation of the cells, 
determining global information management policies in light 
of received reports, and pushing information management 
policies towards subordinate cells for implementation. The 
global storage manager may also maintain and disseminate, 
to the various cells, system-wide information management 
data. A superior information management cell (e.g., 1050B), 
may perform similar tasks for its subordinate cells (e.g., 
1050D-E) and/or otherwise act as an intermediary between 
the subordinate cells and the global storage manager 1005. 

Information Management Cell 

0116 FIG. 11 shows an arrangement of resources that may 
form an information management cell 1050. As shown, the 
information management cell includes a storage manager 
1102, one or more media agents 1110A-M, one or more 
non-production storage mediums 855-870, one or more com 
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puting devices 905A-N, and one or more production data 
storage mediums 918A-N. Outside of the information man 
agement cell are hosted services 822, which may interact with 
media agents 1110 and its components, as described further 
herein. In some examples, all or a portion of an information 
management cell may be implemented as an object store, as 
described in assignee's U.S. patent application Ser. No. 
127751,850, which is incorporated by reference above. 
0117 The storage manager 1102 may be a software mod 
ule or other application that coordinates and controls infor 
mation management operations performed by one or more 
information management cells 1050 to protect and control 
copies of non-production data objects and metadata. As 
shown by the dashed lines 1116 and 1122, the storage man 
ager may communicate with some or all elements of the 
information management cell 1050. Such as the media agents 
1110 and computing devices 905, to initiate and manage 
backup operations, Snapshot operations, archive operations, 
data replication operations, data migrations, data distribu 
tions, data recovery, and other information management 
operations. The storage manager may control additional 
information management operations including ILM, dedupli 
cation, content indexing, data classification, data mining or 
searching, e-discovery management, collaborative searching, 
encryption, and compression. Alternatively or additionally, a 
storage manager may control the creation and management of 
disaster recovery copies, which are often created as second 
ary, high-availability disk copies, using auxiliary copy or 
replication technologies. 
0118. The storage manager 1102 may include a jobs agent 
1155, a management agent 1150, a network agent 1145, and 
an interface agent 1160, all of which may be implemented as 
interconnected Software modules or application programs. 
The jobs agent 1155 monitors the status of information man 
agement operations previously performed, currently being 
performed, or scheduled to be performed by the information 
management cell 1050. The management agent 1150 pro 
vides an interface that allows various management agents 
1150 in multiple information management cells 1050 (or in a 
global storage manager 1005) to communicate with one 
another. This allows each information management cell 1050 
to exchange status information, routing information, capacity 
and utilization information, and information management 
operation instructions or policies with other cells. In general, 
the network agent 1145 provides the storage manager 1102 
with the ability to communicate with other components 
within the information management cell and the larger infor 
mation management system, e.g., via proprietary or non 
proprietary network protocols and application programming 
interfaces (“APIs) (including HTTP, HTTPS, FTP. REST, 
virtualization software APIs, cloud service provider APIs, 
hosted service provider APIs). The interface agent 1160 
includes information processing and display Software. Such 
as a graphical user interface (“GUI), an API, or other inter 
active interface through which users and system processes 
can retrieve information about the status of information man 
agement operations or issue instructions to the information 
management cell and its constituent components. The storage 
manager 1102 may also track information that permits it to 
select, designate, or otherwise identify content indices, dedu 
plication databases, or similar databases within its informa 
tion management cell (or another cell) to be searched in 
response to certain queries. 

Oct. 3, 2013 

0119 The storage manager 1102 may also maintain infor 
mation management data, such as a database 1165 of man 
agement data and policies. The database 1165 may include a 
management index that stores logical associations between 
components of the system, user preferences, user profiles 
(that among other things, map particular information man 
agement users to computing devices or hosted services), man 
agement tasks, or other useful data. The database 1165 may 
also include various “information management policies.” 
which are generally data structures or other information 
Sources that each includes a set of criteria and rules associated 
with performing an information management operation. The 
criteria may be used to determine which rules apply to a 
particular data object, System component, or information 
management operation, an may include: 

0120 frequency with which a production or non-pro 
duction copy of a data object or metadata has been or is 
predicted to be used, accessed, or modified; 

0121 access control lists or other security information; 
0.122 the sensitivity (e.g., confidentiality) of a data 
object as determined by its content and/or metadata; 

0123 time-related factors: 
0.124 deduplication information; 
0.125 the computing device, hosted service, computing 
process, or user that created, modified, or accessed a 
production copy of a data object; and 

0.126 an estimated or historic usage or cost associated 
with different components. 

The rules may specify, among other things: 
0.127 a schedule for performing information manage 
ment operations, 

0128 a location (or a class or quality of storage media) 
for storing a non-production copy, 

0.129 preferences regarding the encryption, compres 
sion, or deduplication of a non-production copy, 

0.130 resource allocation between different computing 
devices or other system components (e.g., bandwidth, 
storage capacity), 

0131 whether and how to synchronize or otherwise 
distribute files or other data objects across multiple com 
puting devices or hosted services, 

0.132 network pathways and components to utilize 
(e.g., to transfer data) during an information manage 
ment operation, and 

0.133 retention policies (e.g., the length of time a non 
production copy should be retained in a particular class 
of storage media). 

I0134. As noted above, each computing device 905 may 
include one or more data management agents 980. Each data 
management agent is a Software module or component that 
helps govern communications with other system compo 
nents. For example, the data management agent receives 
commands from the storage manager 1102 and sends to and 
receives from media agents 1110 copies of data objects, meta 
data, and other payload (as indicated by the heavy arrows). 
Each data management agent accesses data and/or metadata 
stored in a production data storage medium 918 and arranges 
or packs the data and metadata in a certain format (e.g., 
backup or archive format) before it is transferred to another 
component. Each data management agent can also restore a 
production copy of a data object or metadata in a production 
data storage medium 918 from a non-production copy. A data 
management agent may perform some functions provided by 
a media agent, which are described further herein, Such as 
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compression, encryption, or deduplication. Each data man 
agement agent may be specialized for a particular application 
(e.g. a specified data managementagent customized to handle 
data generated or used by Exchange by Microsoft Corp.). 
Alternatively or additionally, a more generic data manage 
mentagent may handle data generated or used by two or more 
applications. 
0135 Each computing device 905 may also include a data 
distribution and live browsing client module 1105 (herein 
“distribution client module'). The distribution client module 
1105 is responsible for, interalia, associating mobile devices 
and/or hosted service accounts with users of the information 
management system, setting information management poli 
cies for mobile and other computing devices, pushing data 
objects to a distribution module for distribution to other com 
puting devices, providing unified access to a user's dataviaan 
interface, and providing live browsing features. The various 
functions of the distribution client module are described in 
greater detail herein. 
0136. A media agent 1110, which may be implemented as 
a software module, conveys data, as directed by the storage 
manager 1102, between a computing device 905 (or hosted 
service 822) and one or more non-production storage medi 
ums 855-870. Each media agent 1110 may control one or 
more intermediary storage devices 1118, Such as a cloud 
server or a tape or magnetic disk library management system, 
to read, write, or otherwise manipulate data stored in a non 
production storage mediums 855-870. Each media agent 
1110 may be considered to be “associated with a storage 
device and its related non-production storage media if that 
media agent is capable of routing data to and storing data in 
the storage media managed by the particular storage device. A 
media agent may communicate with computing devices 905, 
hosted services 822, storage devices 1118A-D, and the stor 
age manager 1102 via any suitable communications path, 
including SCSI, a Storage Area Network (“SAN), a Fibre 
Channel communications link, or a wired, wireless, or par 
tially wired/wireless computer or telecommunications net 
work, including the Internet. 
0.137 To perform its functions, the media agent 1110 may 
include a media file system module 1125, a data classification 
module 1135, a content indexing module 1120, a deduplica 
tion module 1130, an encryption module 1175, a compression 
module 1185, a network module 1115, a distribution module 
1190, and a media agent database 1140. The media file system 
module 1125 is responsible for reading, writing, archiving, 
copying, migrating, restoring, accessing, moving, sparsify 
ing, deleting, sanitizing, destroying, or otherwise performing 
file system operations on various non-production storage 
devices of disparate types. The media file system module may 
also instruct the storage device to use a robotic arm or other 
retrieval means to load or eject certain storage media Such as 
a tape. 
0.138. The network module 1115 permits the media agent 
to communicate with other components within the system 
and hosted services 822 via one or more proprietary and/or 
non-proprietary network protocols or APIs (including cloud 
service provider APIs, virtual machine management APIs, 
and hosted service provider APIs). The deduplication module 
1130 performs deduplication of data objects and/or data 
blocks to reduce data redundancy in the cell. The deduplica 
tion module may generate and store data structures to manage 
deduplicated data objects, such as deduplication tables, in the 
media agent database 1140. The encryption module 1175 
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performs encryption of data objects, data blocks, or non 
production objects to ensure data security in the cell. The 
compression module 1185 performs compression of data 
objects, data blocks, or non-production objects to reduce the 
data capacity needed in the cell. 
0.139. The content indexing module 1120 analyzes the 
contents of production copies or non-production copies of 
data objects and/or their associated metadata and catalogues 
the results of this analysis, along with the storage locations of 
(or references to) the production or non-production copies, in 
a content index stored within a media agent database 1140. 
The results may also be stored elsewhere in the system, e.g., 
in the storage manager 1102, along with a non-production 
copy of the data objects, and/or an index cache. Such index 
data provides the media agent 1110 or another device with an 
efficient mechanism for locating production copies and/or 
non-production copies of data objects that match particular 
criteria. The index data or other analyses of data objects or 
metadata may also be used by the data classification module 
1135 to associate data objects with classification identifiers 
(such as classification tags) in the media agent database 1140 
(or other indices) to facilitate information management poli 
cies and searches of stored data objects. 
0140. The distribution module 1190 may be a set of 
instructions that coordinates the distribution of data objects 
and indices of data objects. The distribution may occur from 
one computing device 905 to another computing device 905 
and/or from hosted services 822 to computing devices 905. 
As a first example, the distribution module may collect and 
manage data and metadata from hosted services 822 or 
mobile devices 905. As another example, the distribution 
module may synchronize data files or other data objects that 
are modified on one computing device so that the same modi 
fied files or objects are available on another computing 
device. As yet another example, the distribution module may 
distribute indices of data objects that originated from multiple 
computing devices and/or hosted services, so a user can 
access all of their data objects through a unified user interface 
or a native application on their computing device. The distri 
bution module may also initiate “live browse” sessions to 
permit communications between different computing devices 
so that the devices can interchange data and metadata or so the 
devices can provide computing resources, such as applica 
tions, to each other. The functions performed by the distribu 
tion module are described in greater detail herein. 

CONCLUSION 

0141 Systems and modules described herein may com 
prise software, firmware, hardware, or any combination(s) of 
software, firmware, or hardware suitable for the purposes 
described herein. Software and other modules may reside on 
servers, workstations, personal computers, computerized tab 
lets, PDAs, and other computing devices suitable for the 
purposes described herein. Modules described herein may be 
executed by a general-purpose computer, e.g., a server com 
puter, wireless device, or personal computer. Those skilled in 
the relevant art will appreciate that aspects of the invention 
can be practiced with other communications, data processing, 
or computer system configurations, including: Internet appli 
ances, hand-held devices (including personal digital assis 
tants (PDAs)), wearable computers, all manner of cellular or 
mobile phones, multi-processor Systems, microprocessor 
based or programmable consumer electronics, set-top boxes, 
network PCs, mini-computers, mainframe computers, and 
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the like. Furthermore, aspects of the invention can be embod 
ied in a special purpose computer or data processor that is 
specifically programmed, configured, or constructed to per 
form one or more of the computer-executable instructions 
explained in detail herein. 
0142 Software and other modules may be accessible via 
local memory, a network, a browser, or other application in an 
ASP context, or via another means suitable for the purposes 
described herein. Examples of the technology can also be 
practiced in distributed computing environments where tasks 
or modules are performed by remote processing devices, 
which are linked through a communications network, Such as 
a Local Area Network (LAN), Wide Area Network (WAN), or 
the Internet. In a distributed computing environment, pro 
gram modules may be located in both local and remote 
memory storage devices. Data structures described herein 
may comprise computer files, variables, programming arrays, 
programming structures, or any electronic information Stor 
age schemes or methods, or any combinations thereof. Suit 
able for the purposes described herein. User interface ele 
ments described herein may comprise elements from 
graphical user interfaces, command line interfaces, and other 
interfaces suitable for the purposes described herein. 
0143. Examples of the technology may be stored or dis 
tributed on computer-readable media, including magnetically 
or optically readable computer disks, hard-wired or prepro 
grammed chips (e.g., EEPROM semiconductor chips), nano 
technology memory, or other data storage media. Indeed, 
computer-implemented instructions, data structures, Screen 
displays, and other data under aspects of the invention may be 
distributed over the Internet or over other networks (including 
wireless networks), or they may be provided on any analog or 
digital network (packet Switched, circuit Switched, or other 
scheme). 
0144. Unless the context clearly requires otherwise, 
throughout the description and the claims, the words "com 
prise.” “comprising.” and the like are to be construed in an 
inclusive sense, as opposed to an exclusive or exhaustive 
sense; that is to say, in the sense of “including, but not limited 
to. As used herein, the terms “connected.” “coupled any 
variant thereof, means any connection or coupling, either 
direct or indirect, between two or more elements; the cou 
pling or connection between the elements can be physical, 
logical, or a combination thereof. Additionally, the words 
“herein.” “above.” “below, and words of similar import, 
when used in this application, refer to this application as a 
whole and not to any particular portions of this application. 
Where the context permits, words in the above Detailed 
Description using the singular or plural number may also 
include the plural or singular number respectively. The word 
“or in reference to a list of two or more items, covers all of 
the following interpretations of the word: any of the items in 
the list, all of the items in the list, and any combination of the 
items in the list. 

0145 The above Detailed Description is not intended to be 
exhaustive or to limit the invention to the precise form dis 
closed above. While specific examples for the invention are 
described above for illustrative purposes, various equivalent 
modifications are possible within the scope of the invention, 
as those skilled in the relevant art will recognize. For 
example, while processes or blocks are presented in a given 
order, alternative implementations may perform routines hav 
ing steps, or employ systems having blocks, in a different 
order, and some processes or blocks may be deleted, moved, 
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added, subdivided, combined, and/or modified to provide 
alternative or Subcombinations. Each of these processes or 
blocks may be implemented in a variety of different ways. 
Also, while processes or blocks are at times shown as being 
performed in series, these processes or blocks may instead be 
performed or implemented in parallel, or may be performed at 
different times. Further any specific numbers noted herein are 
only examples: alternative implementations may employ dif 
fering values or ranges. 
0146 The teachings of the invention provided herein can 
be applied to other systems, not necessarily the systems 
described herein. The elements and acts of the various 
examples described above can be combined to provide further 
implementations of the invention. 
0147 Any patents and applications and other references 
noted above, including any that may be listed in accompany 
ing filing papers, are incorporated herein by reference. 
Aspects of the invention can be modified, if necessary, to 
employ the systems, functions, concepts of the various refer 
ences described above to provide yet further implementations 
of the invention. 

0.148. These and other changes can be made to the inven 
tion in light of the above Detailed Description. While the 
above description describes certain examples of the inven 
tion, no matter how detailed the above appears in text, the 
invention can be practiced in many ways. Details of the sys 
tem may vary considerably in its specific implementation, 
while still being encompassed by the invention disclosed 
herein. As noted above, particular terminology used when 
describing certain features or aspects of the invention should 
not be taken to imply that the terminology is being redefined 
herein to be restricted to any specific characteristics, features, 
or aspects of the invention with which that terminology is 
associated. In general, the terms used in the following claims 
should not be construed to limit the invention to the specific 
examples disclosed in the specification, unless the above 
Detailed Description section explicitly defines such terms. 
Accordingly, the actual scope of the invention encompasses 
not only the disclosed examples, but also all equivalent ways 
of practicing or implementing the invention under the claims. 
0149. To reduce the number of claims, certain aspects of 
the invention are presented below in certain claim forms, but 
the applicant contemplates the various aspects of the inven 
tion in any number of claim forms. For example, while only 
one aspect of the invention is recited as a means-plus-function 
claim under 35 U.S.C. Sec. 112, sixth paragraph, other aspects 
may likewise be embodied as a means-plus-function claim, or 
in other forms, such as being embodied in a computer-read 
able medium. (Any claims intended to be treated under 35 
U.S.C. S112, 6 will begin with the words “means for', but 
use of the term “for” in any other context is not intended to 
invoke treatment under 35 U.S.C. S 112.6.) Accordingly, the 
applicant reserves the right to pursue additional claims after 
filing this application to pursue such additional claim forms, 
in either this application or in a continuing application. 

I/We claim: 

1. At least one tangible computer-readable storage medium 
storing instructions, which when executed by at least one data 
processing device perform a method for migrating function 
ality of a source physical computing device to a destination 
virtual machine, the method comprising: 

identifying a non-production copy of data and metadata 
associated with a source physical computing device; 
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determining a configuration of the source physical com 
puting device; 

determining or establishing a desired configuration for a 
destination virtual machine, 
wherein the configuration is based at least in part on the 

determined configuration of the source physical com 
puting device; 

creating a virtual machine; 
providing the virtual machine with access to data and meta 

data from the non-production copy of data and metadata 
associated with the source physical computing device, 
wherein the data and metadata from the non-production 

copy includes application-specific data and metadata; 
and 

modifying a configuration of the virtual machine based at 
least in part on the determined or established configura 
tion for the destination virtual machine, 
wherein modifying the virtual machine comprises modi 

fying a configuration of the virtual machine to Sub 
stantially match the determined or established con 
figuration for the destination virtual machine. 

2. The computer-readable storage medium of claim 1, fur 
ther comprising decommissioning the source physical com 
puting device after migration is complete, wherein the Source 
physical computing device is inoperable after being decom 
missioned, and wherein the non-production copy is a point 
in-time Snapshot copy. 

3. The computer-readable storage medium of claim 1, 
wherein the migration method is initiated in response to deter 
mining that the source physical computing device has lost 
Some of its data redundancy protection or a disk drive, or the 
Source physical computing device has been infected by a 
virus. 

4. The computer readable storage medium of claim 1, 
wherein the method is initiated in response to determining 
that the Source physical computing device has experienced an 
increase in frequency of errors or in response to determining 
that the source physical computing device has presented 
symptoms indicative of system instability. 

5. The computer-readable storage medium of claim 1, fur 
ther comprising updating existing IP address mapping from 
the Source physical machine to the destination virtual 
machine; and, applying existing information management 
policies from the source physical machine to the destination 
virtual machine. 

6. The computer-readable storage medium of claim 1, 
wherein the virtual machine is created by repurposing an 
existing virtual machine, and further comprising using 
another snapshot to revert the virtual machine to an earlier 
point in time, wherein the virtual machine has a physical 
compatibility mode raw device mapped logical unit number 
(LUN). 

7. The computer-readable storage medium of claim 1, fur 
ther comprising performing information management opera 
tions on the production data of the destination virtual 
machine; restoring or otherwise providing production data to 
the destination virtual machine from a non-production copy 
of the data; and installing application binaries to the destina 
tion virtual machine based on applications determined on the 
Source physical computing device. 

8. The computer-readable storage medium of claim 1, 
wherein modifying the configuration of the virtual machine 
based at least in part on the determined configuration for the 
destination virtual machine comprises adjusting the configu 
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ration of the virtual machine to match the determined con 
figuration using, at least in part, one-touch recovery tech 
niques. 

9. A method for migrating functionality of a source physi 
cal computing device to a destination virtual machine, the 
method being performed by a processor executing instruc 
tions stored in a memory, the method comprising: 

determining a configuration of the source physical com 
puting device; 

determining a configuration for a destination virtual 
machine based at least in part on the configuration of the 
Source physical computing device; 

providing the destination virtual machine with access to 
data and metadata associated with the source physical 
computing device using a non-production copy of data 
associated with the Source physical computing device; 
and 

establishing or initiating the destination virtual machine 
based on the determined configuration for the destina 
tion virtual machine and the provided access to the non 
production copy of the data and metadata associated 
with the Source physical computing device. 

10. The method of claim 9, 
wherein the non-production copy of data associated with 

the Source machine represents a Snapshot copy of data 
and metadata associated with the Source machine, and 

wherein providing the destination virtual machine with 
access to data and metadata from the Source physical 
computing device comprises mounting the Snapshot 
copy of data and metadata at the destination virtual 
machine. 

11. The method of claim 9, 
wherein the non-production copy of data associated with 

the source physical computing device comprises an aux 
iliary backup copy of data associated with the Source 
physical computing device, 

wherein the auxiliary backup copy is created using an 
existing backup copy of data associated with the source 
machine, and 

wherein the auxiliary copy is periodically or continuously 
updated to reflect ongoing changes to the existing 
backup copy of data associated with the source physical 
computing device. 

12. The method of claim 9, wherein the non-production 
copy of data associated with the Source physical computing 
device is created in accordance with an applicable informa 
tion management policy, and wherein the same applicable 
information management policy is applied to the destination 
virtual machine. 

13. The method of claim 9, wherein determining a configu 
ration of the source physical computing device includes 
determining physical hardware resources available to the 
Source physical computing device. 

14. The method of claim 9, wherein providing the destina 
tion physical computing device access to data and metadata 
associated with the Source physical computing device com 
prises providing access to only a limited Subset of data and 
metadata from the source physical computing device in 
accordance with an applicable information management 
policy. 

15. A system for migrating functionality of a source physi 
cal computing device to a destination virtual machine, the 
system comprising: 
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at least one processor; 
memory coupled to the at least one processor, 
means for creating a non-production copy of data associ 

ated with a source physical computing device; 
means for determining a configuration of the source physi 

cal computing device; 
means for determining a configuration for a destination 

virtual machine based at least in part on the configura 
tion of the source physical computing device; 

means for providing the destination virtual machine access 
to data and metadata associated with the source physical 
computing device using the non-production copy of data 
associated with the source physical computing device. 

16. The system of claim 15, 
wherein the non-production copy of data associated with 

the Source machine represents a Snapshot copy of data 
and metadata associated with the Source machine, and 

wherein the means for providing comprises means for 
mounting the Snapshot copy of data and metadata at the 
destination virtual machine. 
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17. The system of claim 15, 
wherein the non-production copy of data associated with 

the source physical computing device comprises an aux 
iliary backup copy of data associated with the Source 
physical computing device, 

wherein the auxiliary backup copy is created using an 
existing backup copy of data associated with the source 
machine, and 

wherein the auxiliary copy is periodically or continuously 
updated to reflect ongoing changes to the existing 
backup copy of data associated with the source physical 
computing device. 

18. The system of claim 15, wherein the non-production 
copy of data associated with the Source physical computing 
device is created in accordance with an applicable informa 
tion management policy. 

19. The system of claim 15, further comprising means for 
selecting one copy from multiple non-production copies of 
data and metadata associated with a source physical comput 
ing device. 


