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(57) ABSTRACT 
Methods and apparatus to manage execution of virtual 
machine workflows are described. An example method 
includes determining that an execution manager that has 
requested a first workflow for execution is tagged with a skill, 
selecting, from a queue, a virtual machine workflow that is 
tagged with the skill and that matches the requested first 
workflow; and transmitting the virtual machine workflow to 
the execution manager for execution. 
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METHODS AND APPARATUS TO MANAGE 
EXECUTION OF VIRTUAL MACHINE 

WORKFLOWS 

RELATED APPLICATION 

0001. This patent claims the benefit of U.S. Provisional 
Patent Application Ser. No. 61/736,422, filed on Dec. 12, 
2012, entitled “METHODS AND APPARATUS FOR VIR 
TUALIZED COMPUTING” and U.S. Provisional Applica 
tion Ser. No. 61/828,613, filed on May 29, 2013, entitled 
METHODS AND APPARATUS FOR VIRTUALIZED 
COMPUTING.” Both of U.S. Provisional Patent Application 
Ser. No. 61/736,422 and U.S. Provisional Application Ser. 
No. 61/828,613 are hereby incorporated herein by reference 
in their entirety. 

FIELD OF THE DISCLOSURE 

0002 This disclosure relates generally to virtual comput 
ing, and, more particularly, to methods and apparatus to man 
age virtual machines. 

BACKGROUND 

0003 Virtualizing computer systems provides benefits 
Such as the ability to execute multiple computer systems on a 
single hardware computer, replicating computer systems, 
moving computer systems among multiple hardware comput 
ers, and so forth. Example systems for virtualizing computer 
systems are described in U.S. patent application Ser. No. 
11/903,374, entitled “METHOD AND SYSTEM FOR 
MANAGING VIRTUAL AND REAL MACHINES filed 
Sep. 21, 2007, and granted as U.S. Pat. No. 8,171,485, U.S. 
Provisional Patent Application No. 60/919,965, entitled 
METHOD AND SYSTEM FOR MANAGING VIRTUAL 
AND REAL MACHINES filed Mar. 26, 2007, and U.S. 
Provisional Patent Application No. 61/736,422, entitled 
METHODS AND APPARATUS FOR VIRTUALIZED 
COMPUTING filed Dec. 12, 2012, all three of which are 
hereby incorporated herein by reference in their entirety. 
0004 “Infrastructure-as-a-Service' (also commonly 
referred to as “IaaS) generally describes a suite of technolo 
gies provided by a service provider as an integrated Solution 
to allow for elastic creation of a virtualized, networked, and 
pooled computing platform (sometimes referred to as a 
"cloud computing platform'). Enterprises may use IaaS as a 
business-internal organizational cloud computing platform 
(sometimes referred to as a “private cloud') that gives an 
application developer access to infrastructure resources. Such 
as virtualized servers, storage, and networking resources. By 
providing ready access to the hardware resources required to 
run an application, the cloud computing platform enables 
developers to build, deploy, and manage the lifecycle of a web 
application (or any other type of networked application) at a 
greater scale and at a faster pace than ever before. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0005 FIG. 1 is an illustration of an example system con 
structed in accordance with the teachings of this disclosure 
for managing a cloud computing platform. 
0006 FIG. 2 illustrates the generation of an example 
multi-machine blueprint by the example blueprint manager of 
FIG 1. 
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0007 FIG.3 is a block diagram of example components of 
an example implementation of the blueprint manager of FIG. 
1 

0008 FIG. 4 is a block diagram of an example implemen 
tation of the resource manager of FIG. 1 
0009 FIGS. 5-9 are flowcharts representative of example 
machine readable instructions that may be executed to imple 
ment the cloud manager, the blueprint manager, and/or the 
resource manager of FIGS. 1-4. 
0010 FIGS. 10-20 illustrate example graphical user inter 
faces that may be provided by the cloud manager 138 to 
facilitate configuring and operating multi-machine blue 
prints. 
0011 FIG. 21 is a block diagram of an example processing 
platform capable of executing the example machine readable 
instructions of FIGS. 5-9 to implement the example cloud 
manager of FIGS. 1, 2, 3, and/or 4. 

DETAILED DESCRIPTION 

0012 Cloud computing platforms may provide many 
powerful capabilities for performing computing operations. 
However, taking advantage of these computing capabilities 
manually may be complex and/or require significant training 
and/or expertise. Methods and apparatus disclosed herein 
facilitate the management of virtual machine resources in 
cloud computing platforms. For example, as disclosed in 
detail herein, methods and apparatus disclosed herein provide 
for automation of management tasks such as provisioning 
multiple virtual machines for a multiple-machine computing 
system (e.g., a group of servers that inter-operate), linking 
provisioned virtual machines and tasks to desired systems to 
execute those virtual machines or tasks, and/or reclaiming 
cloud computing resources that are no longer in use. The 
improvements to cloud management systems (e.g., the 
VCloud Automation Center (VCAC) from VMware(R), inter 
faces, portals, etc. disclosed herein may be utilized individu 
ally and/or in any combination. For example, all or a Subset of 
the described improvements may be utilized. 
0013 FIG. 1 depicts an example system 100 constructed 
in accordance with the teachings of this disclosure for man 
aging a cloud computing platform. The example system 100 
includes an application director 106 and a cloud manager 138 
to manage a cloud computing platform provider 110 as 
described in more detail below. As described herein, the 
example system 100 facilitates management of the cloud 
provider 110 and does not include the cloud provider 110. 
Alternatively, the system 100 could be included in the cloud 
provider 110. 
0014. The cloud computing platform provider 110 provi 
sions virtual computing resources (e.g., virtual machines, or 
“VMs. 114) that may be accessed by users of the cloud 
computing platform 110 (e.g., users associated with an 
administrator 116 and/or a developer 118) and/or other pro 
grams, software, device. etc. 
0015. An example application 102 of FIG. 1 includes mul 
tiple VMs 114. The example VMs 114 of FIG. 1 provide 
different functions within the application 102 (e.g., services, 
portions of the application 102, etc.). One or more of the VMs 
114 of the illustrated example are customized by an admin 
istrator 116 and/or a developer 118 of the application 102 
relative to a stock or out-of-the-box (e.g., commonly avail 
able purchased copy) version of the services and/or applica 
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tion components. Additionally, the services executing on the 
example VMs 114 may have dependencies on other ones of 
the VMS 114. 

0016. As illustrated in FIG. 1, the example cloud comput 
ing platform provider 110 may provide multiple deployment 
environments 112, for example, for development, testing, 
staging, and/or production of applications. The administrator 
116, the developer 118, other programs, and/or other devices 
may access services from the cloud computing platform pro 
vider 110, for example, via REST (Representational State 
Transfer) APIs (Application Programming Interface) and/or 
via any other client-server communication protocol. Example 
implementations of a REST API for cloud computing ser 
vices includes a vCloud Administrator Center (VCAC) API 
and a VCloud Director API available from VMware, Inc. The 
example cloud computing platform provider 110 provisions 
virtual computing resources (e.g., the VMS 114) to provide 
the deployment environments 112 in which the administrator 
116 and/or developer 118 can deploy multi-tier application 
(s). One particular example implementation of a deployment 
environment that may be used to implement the deployment 
environments 112 of FIG. 1 is VCloud DataCenter cloud 
computing services available from VMware, Inc. 
0017. The example application director 106 of FIG. 1, 
which may be running in one or more VMS, orchestrates 
deployment of multi-tier applications onto one of the example 
deployment environments 112. As illustrated in FIG. 1, the 
example application director 106 includes atopology genera 
tor 120, a deployment plan generator 122, and a deployment 
director 124. 
0018. The example topology generator 120 generates a 
basic blueprint 126 that specifies a logical topology of an 
application to be deployed. The example basic blueprint 126 
generally captures the structure of an application as a collec 
tion of application components executing on virtual comput 
ing resources. For example, the basic blueprint 126 generated 
by the example topology generator 120 for an online store 
application may specify a web application (e.g., in the form of 
a Java web application archive or “WAR file comprising 
dynamic web pages, static web pages, Java servlets, Java 
classes, and/or other property, configuration and/or resources 
files that make up a Java web application) executing on an 
application server (e.g., Apache Tomcat application server) 
that uses a database (e.g., MongoDB) as a data store. As used 
herein, the term “application' generally refers to a logical 
deployment unit, comprised of one or more application pack 
ages and their dependent middleware and/or operating sys 
tems. Applications may be distributed across multiple VMs. 
Thus, in the example described above, the term “application' 
refers to the entire online store application, including appli 
cation server and database components, rather than just the 
web application itself. In some instances, the application may 
include the underlying hardware (e.g., virtual computing 
hardware) utilized to implement the components. 
0019. The example basic blueprint 126 of FIG. 1 may be 
assembled from items (e.g., templates) from a catalog 130, 
which is a listing of available virtual computing resources 
(e.g., VMs, networking, storage) that may be provisioned 
from the cloud computing platform provider 110 and avail 
able application components (e.g., software services, Scripts, 
code components, application-specific packages) that may be 
installed on the provisioned virtual computing resources. The 
example catalog 130 may be pre-populated and/or custom 
ized by an administrator 116 (e.g., IT or system administra 
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tor) that enters in specifications, configurations, properties, 
and/or other details about items in the catalog 130. Based on 
the application, the example blueprints 126 may define one or 
more dependencies between application components to indi 
cate an installation order of the application components dur 
ing deployment. For example, since a load balancer usually 
cannot be configured until a web application is up and run 
ning, the developer 118 may specify a dependency from an 
Apache service to an application code package. 
0020. The example deployment plan generator 122 of the 
example application director 106 of FIG. 1 generates a 
deployment plan 128 based on the basic blueprint 126 that 
includes deployment settings for the basic blueprint 126 (e.g., 
virtual computing resources’ cluster size, CPU, memory, net 
works) and an execution plan of tasks having a specified order 
in which virtual computing resources are provisioned and 
application components are installed, configured, and started. 
The example deployment plan 128 of FIG. 1 provides an IT 
administrator with a process-oriented view of the basic blue 
print 126 that indicates discrete actions to be performed to 
deploy the application. Different deployment plans 128 may 
be generated from a single basic blueprint 126 to test proto 
types (e.g., new application versions), to scale up and/or scale 
down deployments, and/or to deploy the application to dif 
ferent deployment environments 112 (e.g., testing, staging, 
production). The deployment plan 128 is separated and dis 
tributed as local deployment plans having a series of tasks to 
be executed by the VMs 114 provisioned from the deploy 
ment environment 112. Each VM 114 coordinates execution 
of each task with a centralized deployment module (e.g., the 
deployment director 124) to ensure that tasks are executed in 
an order that complies with dependencies specified in the 
application blueprint 126. 
(0021. The example deployment director 124 of FIG. 1 
executes the deployment plan 128 by communicating with the 
cloud computing platform provider 110 via a cloud interface 
132 to provision and configure the VMs 114 in the deploy 
ment environment 112. The example cloud interface 132 of 
FIG. 1 provides a communication abstraction layer by which 
application director 106 may communicate with a heteroge 
neous mixture of cloud provider 110 and deployment envi 
ronments 112. The deployment director 124 provides each 
VM 114 with a series of tasks specific to the receiving VM 
114 (herein referred to as a “local deployment plan'). Tasks 
are executed by the VMs 114 to install, configure, and/or start 
one or more application components. For example, a task may 
be a script that, when executed by a VM 114, causes the VM 
114 to retrieve and install particular Software packages from 
a central package repository 134. The example deployment 
director 124 coordinates with the VMs 114 to execute the 
tasks in an order that observes installation dependencies 
between VMs 114 according to deployment plan 128. After 
the application has been deployed, the application director 
106 may be utilized to monitor and/or modify (e.g., scale) the 
deployment. 
0022. The example cloud manager 138 of FIG. 1 interacts 
with the components of the system 100 (e.g., the application 
director 106 and the cloud provider 110) to facilitate the 
management of the resources of the cloud provider 110. The 
example cloud manager 138 includes a blueprint manager 
140 to facilitate the creation and management of multi-ma 
chine blueprints and a resource manager 144 to reclaim 
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unused cloud resources. The cloud manager 138 may addi 
tionally include other components for managing a cloud envi 
rOnment. 

0023 The example blueprint manager 140 of the illus 
trated example manages the creation of multi-machine blue 
prints that define the attributes of multiple virtual machines as 
a single container that can be provisioned, deployed, man 
aged, etc. as a single unit. For example, a multi-machine 
blueprint may include definitions for multiple basic blue 
prints that make up a service (e.g., an e-commerce provider 
that includes web servers, application servers, and database 
servers). A basic blueprint is a definition of policies (e.g., 
hardware policies, security policies, network policies, etc.) 
for a single machine (e.g., a single virtual machine Such as a 
web server virtual machine). Accordingly, the blueprint man 
ager 140 facilitates more efficient management of multiple 
virtual machines than manually managing (e.g., deploying) 
virtual machine basic blueprints individually. The manage 
ment of multi-machine blueprints is described in further 
detail in conjunction with FIG. 2. 
0024. The example blueprint manager 140 of FIG. 1 addi 
tionally annotates basic blueprints and/or multi-machine 
blueprints to control how workflows associated with the basic 
blueprints and/or multi-machine blueprints are executed. A 
workflow is a series of actions and decisions to be executed in 
a virtual computing platform. The example system 100 
includes first and second distributed execution manager(s) 
(DEMCs)) 146A and 146B to execute workflows. According 
to the illustrated example, the first DEM 146A includes a first 
set of characteristics and is physically located at a first loca 
tion 148A. The second DEM 146B includes a second set of 
characteristics and is physically located at a second location 
148B. The location and characteristics of a DEM may make 
that DEM more suitable for performing certain workflows. 
For example, a DEM may include hardware particularly 
Suited for performance of certain tasks (e.g., high-end calcu 
lations), may be located in a desired area (e.g., for compliance 
with local laws that require certain operations to be physically 
performed within a country's boundaries), may specify a 
location or distance to other DEMS for selecting a nearby 
DEM (e.g., for reducing data transmission latency), etc. Thus, 
as described in further detail in conjunction with FIG. 3, the 
example blueprint manager 140 annotates basic blueprints 
and/or multi-machine blueprints with skills that can be per 
formed by a DEM that is labeled with the same skill. 
0025. The resource manager 144 of the illustrated 
example facilitates recovery of cloud computing resources of 
the cloud provider 110 that are no longer being activity uti 
lized. Automated reclamation may include identification, 
Verification and/or reclamation of unused, underutilized, etc. 
resources to improve the efficiency of the running cloud infra 
structure. Resource reclamation is described in further detail 
in conjunction with FIG. 4. 
0026 FIG. 2 illustrates the generation of a multi-machine 
blueprint by the example blueprint manager 140 of FIG.1. In 
the illustrated example of FIG. 2, three example basic blue 
prints (a web server blueprint 202, an application server blue 
print 204, and a database server blueprint 206) have been 
created (e.g., by the topology generator 120). For example, 
the web server blueprint 202, the application server blueprint 
204, and the database server blueprint 206 may define the 
components of an e-commerce online store. 
0027. The example blueprint manager 140 provides a user 
interface for a user of the blueprint manager 140 (e.g., the 
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administrator 116, the developer 118, etc.) to specify blue 
prints (e.g., basic blueprints and/or multi-machine blueprints) 
to be assigned to an instance of a multi-machine blueprint 
208. For example, the user interface may include a list of 
previously generated basic blueprints (e.g., the web server 
blueprint 202, the application server blueprint 204, the data 
base server blueprint 206, etc.) to allow selection of desired 
blueprints. The blueprint manager 140 combines the selected 
blueprints into the definition of the multi-machine blueprint 
208 and stores information about the blueprints in a multi 
machine blueprint record defining the multi-machine blue 
print 208. The blueprint manager 140 may additionally 
include a user interface to specify other characteristics corre 
sponding to the multi-machine blueprint 208. For example, a 
creator of the multi-machine blueprint 208 may specify a 
minimum and maximum number of each blueprint compo 
nent of the multi-machine blueprint 208 that may be provi 
Sioned during provisioning of the multi-machine blueprint 
208. 

0028. Accordingly, any number of virtual machines (e.g., 
the virtual machines associated with the blueprints in the 
multi-machine blueprint 208) may be managed collectively. 
For example, the multiple virtual machines corresponding to 
the multi-machine blueprint 208 may be provisioned based 
on an instruction to provision the multi-machine blueprint 
208, may be power cycled by an instruction, may be shut 
down by an instruction, may be booted by an instruction, etc. 
As illustrated in FIG. 2, an instruction to provision the multi 
machine blueprint 208 may result in the provisioning of a 
multi-machine service 210 that includes web server(s) 210A, 
application server(s) 210B, and database server 210C. The 
number of machines provisioned for each blueprint may be 
specified during the provisioning of the multi-machine blue 
print 208 (e.g., Subject to the limits specified during creation 
or management of the multi-machine blueprint 208). 
0029. The multi-machine blueprint 208 maintains the ref 
erence to the basic blueprints 202,204, and 206. Accordingly, 
changes made to the blueprints (e.g., by a manager of the 
blueprints different than the manager of the multi-machine 
blueprint 208) may be incorporated into future provisionings 
of the multi-machine blueprint 208. Accordingly, an admin 
istrator maintaining the source blueprints (e.g., an adminis 
trator charged with managing the web server blueprint 202) 
may change or update the source blueprint and the changes 
may be propagated to the machines provisioned from the 
multi-machine blueprint 210. For example, if an operating 
system update is applied to a disk image referenced by the 
web server blueprint 202 (e.g., a disk image embodying the 
primary disk of the web server blueprint 202), the updated 
disk image is utilized when deploying the multi-machine 
blueprint 210. Additionally, the blueprints may specify that 
the machines 210A, 210B, and 210C of the multi-machine 
service 210 provisioned from the multi-machine blueprint 
208 operate in different environments. For example, some 
components may be physical machines, some may be on 
premise virtual machines, and some may be virtual machines 
at a cloud service. 

0030 Several multi-machine blueprints may be generated 
to provide one or more varied or customized services. For 
example, if virtual machines deployed in the various States of 
the United States require different settings, a multi-machine 
blueprint could be generated for each state. The multi-ma 
chine blueprints could reference the same build profile and/or 
disk image, but may include different settings specific to each 
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state. For example, the deployment workflow may include an 
operation to set a locality setting of an operating system to 
identify a particular State in which a resource is physically 
located. Thus, a single disk image may be utilized for multiple 
multi-machine blueprints reducing the amount of storage 
space for storing disk images compared with storing a disk 
image for each customized setting. 
0031 FIG. 3 is a block diagram of an example implemen 
tation of the example blueprint manager 140 of FIG. 1. The 
example blueprint manager 140 of FIG. 3 is structured to 
manage the execution of blueprint (e.g., basic blueprint and/ 
or multi-machine blueprints) workflows by distributed execu 
tion managers (e.g., DEMs 146A and 146B). The example 
blueprint manager 140 of FIG.3 includes a user interface 302, 
a workflow manager 304, and queue manager 308. 
0032. The user interface 302 of the illustrated example 
receives information from a user (e.g., the administrator 116 
and/or the developer 118) indicating the assignment of skills 
to workflows and requests to execute workflows by DEMs. A 
skill is a characteristic, pre-requisite, capability, etc. of a 
DEM that makes it more suitable and/or desirable for execut 
ing workflows assigned the same skill. A skill may indicate 
any information that is to be matched between DEMs and 
workflows during execution of workflows by DEMs (e.g., a 
physical location, a geographical area, a computing hardware 
capability, a communication capability, an installed Software 
component, etc.). DEMs may be tagged with skills during 
their initial configuration. Tagging the DEM with the skill 
indicates that the DEM is capable of executing workflows that 
are also tagged with the skill. 
0033. The user interface 302 of the illustrated example 
passes information about skills assigned to workflows to the 
workflow manager 304. The user interface 302 also receives 
requests to remove an assignment of skills and passes the 
removal to the workflow manager 304. 
0034. The example workflow manager 304 labels, tags, or 
otherwise assigns (or removes an assignment) received work 
flow skills to an identified workflow. For example, the work 
flow manager 304 may store an indication of the skills assign 
ment in the repository 134. The workflow manager 304 passes 
workflows that have been tagged or otherwise requested for 
execution to the queue manager 308. 
0035. The queue manager 308 of the illustrated example 
stores information about workflows that are awaiting execu 
tion and provides the information to DEMs that are ready to 
execute a workflow. For example, as a DEM has availability 
to execute a workflow, the DEM contacts the blueprint man 
ager 140 and requests information about available workflows. 
The DEM of the illustrated example also provides informa 
tion about skills that have previously been assigned to the 
workflow. The example queue manager 308 of FIG. 3 
retrieves workflows that are awaiting execution and provides 
a list of workflows to the requesting DEM. The list of work 
flows may be sorted based on the skills assigned to the work 
flow and the skills assigned to the DEM, so that the DEM may 
choose to execute a workflow that is most closely matched 
with the skills of the DEM. For example, if the DEM is to 
select the first available workflow in the list, the workflow 
with the most matching skills may be first in the list. Accord 
ingly, the workflows may be executed by the first available 
DEM that is most capable of executing the workflow. Because 
the DEMs of the illustrated example contact the example 
blueprint manager 140 when they are available for executing 
workflows, a dispatcher may not be needed and the DEMs 
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may be kept busy without human intervention. Alternatively, 
workflows could be dispatched or assigned to available 
DEMs by the queue manager 308. In another alternative, 
rather than providing a list of workflows, the queue manager 
308 could provide a single workflow that has been selected as 
most desirable (e.g., based on matching skills) for execution 
by a requesting DEM. 
0036 FIG. 4 is a block diagram of an example implemen 
tation of the example resource manager 144 of FIG. 1. The 
example resource manager 144 of FIG. 4 includes a resource 
reclaimer 402, a notifier 404, a user interface 406, and an 
archiver 408. 

0037. The resource reclaimer 402 of the illustrated 
example identifies potentially inactive, unused, underused, 
etc. resources by comparing an activity time to a threshold. 
For example, the resource reclaimer 402 may identify inac 
tive resources by reviewing logs indicating the last time that a 
virtual machine was powered on, the last time that a virtual 
machine was remotely accessed, the amount of system 
resources consumed, etc. The information from the logs is 
analyzed (e.g., by comparing the information to a threshold) 
to determine if the virtual machine appears to be inactive 
and/or previsioned with excess resources (e.g., where four 
virtual machines are provisioned but only three are utilized). 
When the resource reclaimer 402 determines that a virtual 
machine may be inactive, the resource reclaimer 402 com 
municates the information to the notifier 404. Additionally or 
alternatively, the resource reclaimer 402 removes the virtual 
machine to free the computing resources currently assigned 
to the virtual machine (e.g., after a number of notifications 
have been sent and/or a user has confirmed that the virtual 
machine is no longer needed). 
0038. In some implementations, computing resources are 
assigned to virtual machines that are backups of active virtual 
machines. Ghost machines are replicas of active/live virtual 
machines. The ghost machines may be made live if the active/ 
live virtual machine terminates unexpectedly or for other 
reasons. Because the ghost machines are typically not in use, 
they might appear as unused resources that should be 
reclaimed to be used by other cloud customers. However, this 
may not be desirable where the ghost resources are utilized as 
backups to be activated when needed. The example resource 
reclaimer 402 detects tags associated with the backup virtual 
machines that indicate that the backup virtual machines 
should not be identified as inactive virtual machines. When a 
virtual machine is detected as a backup virtual machine, the 
machine is not identified as potentially inactive. 
0039. The notifier 404 of the illustrated example notifies 
an owner of a virtual machine when the resource reclaimer 
402 determines that the virtual machine is inactive. For 
example, the notifier 404 may send an email to the identified 
owner of the virtual machine. Alternatively, any other com 
munication may be sent to the owner and/or the inactive 
machine may be identified on a list without sending a separate 
communication to the owner. The message may include infor 
mation such as Machine Name, Virtual Machine Status, Rec 
lamation Requestor, Machine Owner, Request Date, Reason 
for Reclamation Request, Daily Cost, Deadline to respond, 
etc. In example, where an email and/or other message is sent, 
the message may include a link or other user interface element 
that allows the user to indicate whether or not the identified 
virtual machine should remain in use. Other parties than the 
owner of the resource may be notified. For example, a group 
owner, a manager of the owner, a system administrator, etc. 
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0040. The user interface 406 receives instructions from 
and conveys information to a user (e.g., the administrator 116 
and/or the developer 118) of the resource manager 144. For 
example, the user interface 406 may provide an interface by 
which a user is to request that reclamation processing be 
performed (e.g., inactive and/or underused virtual machine 
resources should be identified). The user interface 406 may 
also display a status of a reclamation process including virtual 
machines identified as potentially inactive. The example user 
interface 406 additionally provides an interface for a user to 
configure options associated with the reclamation. For 
example, a user may configure the amount of time between 
Successive notifications to the virtual machine owner, the 
amount of time allowed for an owner to respond before 
reclaiming resources, the amount of inactivity that will trig 
ger identification of a virtual machine as potentially inactive 
and/or under-utilized, whether or not virtual machines that 
are inactivated are archived and for how long, etc. In some 
examples, the user interface 406 prompts a user with a list of 
potentially inactive virtual machines and requests that the 
user select the virtual machines for which the ownershould be 
notified. 

0041. The archiver 408 of the illustrated example archives 
virtual machines that are reclaimed according to policies 
configured for the resource manager 144 and/or the virtual 
machine to be reclaimed (e.g., policies set in a multi-machine 
blueprint for the virtual machine). Archiving reclaimed vir 
tual machines facilitates the recovery of virtual machines that 
may later be determined to be active and/or for which the 
contents are still desired. The archiver 408 of the illustrated 
example stores a log of reclamation operations. The log mes 
sage may contain the following information: Action Date, 
Machine Name, Machine Owner, Action, User initiating 
action, Description, Prior Status of Reclamation Request, etc. 
0042. While an example manner of implementing the 
cloud manager 138, the blueprint manager 140, and the 
resource manager 144 are illustrated in FIGS. 1-4, one or 
more of the elements, processes and/or devices illustrated in 
FIGS. 1-4 may be combined, divided, re-arranged, omitted, 
eliminated and/or implemented in any other way. Further, the 
example user interface 302, the example workflow manager 
304, and the example queue manager 308 of FIG. 3 and/or, 
more generally, the blueprint manager 140, the example 
resource reclaimer 402, the example notifier 404, the example 
user interface 406, the example archiver 408 of FIG. 4 and/or, 
more generally, the example resource manager 144 may be 
implemented by hardware, Software, firmware and/or any 
combination of hardware, software and/or firmware. Thus, 
for example, any of the example user interface 302, the 
example workflow manager 304, and the example queue 
manager 308 of FIG.3 and/or, more generally, the blueprint 
manager 140, the example resource reclaimer 402, the 
example notifier 404, the example user interface 406, the 
example archiver 408 of FIG. 4 and/or, more generally, the 
example resource manager 144 could be implemented by one 
or more analog or digital circuit(s), logic circuits, program 
mable processor(s), application specific integrated circuit(s) 
(ASIC(s)), programmable logic device(s) (PLD(s)) and/or 
field programmable logic device(s) (FPLD(s)). None of the 
apparatus or system claims of this patent are to be construed 
to cover a purely software and/or firmware implementation. 
Rather, at least one of the example user interface 302, the 
example workflow manager 304, and the example queue 
manager 308 of FIG.3 and/or, more generally, the blueprint 
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manager 140, the example resource reclaimer 402, the 
example notifier 404, the example user interface 406, the 
example archiver 408 of FIG. 4 and/or, more generally, the 
example resource manager 144 is/are hereby expressly 
defined to include a tangible computer readable storage 
device or storage disk Such as a memory, a digital versatile 
disk (DVD), a compact disk (CD), a Blu-ray disk, etc. storing 
the Software and/or firmware to preclude interpreting any 
claim of this patent as purely software. Further still, the 
example machine cloud manager 138, the example blueprint 
manager 140, and/or the example resource manager 144 of 
FIG. 1 may include one or more elements, processes and/or 
devices in addition to, or instead of those illustrated in FIGS. 
1-4, and/or may include more than one of any or all of the 
illustrated elements, processes and devices. 
0043 Flowcharts representative of example machine 
readable instructions for implementing the cloud manager 
138, the blueprint manager 140, and/or the resource manager 
144 of FIGS. 1-4 are shown in FIGS.5-9. In these examples, 
the machine readable instructions comprise a program for 
execution by a processor Such as the processor 2112 shown in 
the example processor platform 2100 discussed below in 
connection with FIG. 21. The program may be embodied in 
Software stored on a tangible computer readable storage 
medium such as a CD-ROM, a floppy disk, a hard drive, a 
digital versatile disk (DVD), a Blu-ray disk, or a memory 
associated with the processor 2112, but the entire program 
and/or parts thereof could alternatively be executed by a 
device other than the processor 2112 and/or embodied in 
firmware or dedicated hardware. Further, although the 
example program is described with reference to the flow 
charts illustrated in FIGS. 5-9, many other methods of imple 
menting the example cloud manager 138, the blueprint man 
ager 140, and/or the resource manager 144 may alternatively 
be used. For example, the order of execution of the blocks 
may be changed, and/or some of the blocks described may be 
changed, eliminated, or combined. 
0044 As mentioned above, the example processes of 
FIGS. 5-9 may be implemented using coded instructions 
(e.g., computer and/or machine readable instructions) stored 
on a tangible computer readable storage medium Such as a 
hard disk drive, a flash memory, a read-only memory (ROM), 
a compact disk (CD), a digital versatile disk (DVD), a cache, 
a random-access memory (RAM) and/or any other storage 
device or storage disk in which information is stored for any 
duration (e.g., for extended time periods, permanently, for 
brief instances, for temporarily buffering, and/or for caching 
of the information). As used herein, the term tangible com 
puter readable storage medium is expressly defined to include 
any type of computer readable storage device and/or storage 
disk and to exclude propagating signals and to exclude trans 
mission media. As used herein, "tangible computer readable 
storage medium' and "tangible machine readable storage 
medium' are used interchangeably. Additionally or alterna 
tively, the example processes of FIGS. 5-9 may be imple 
mented using coded instructions (e.g., computer and/or 
machine readable instructions) stored on a non-transitory 
computer and/or machine readable medium Such as a hard 
disk drive, a flash memory, a read-only memory, a compact 
disk, a digital versatile disk, a cache, a random-access 
memory and/or any other storage device or storage disk in 
which information is stored for any duration (e.g., for 
extended time periods, permanently, for brief instances, for 
temporarily buffering, and/or for caching of the information). 
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As used herein, the term non-transitory computer readable 
medium is expressly defined to include any type of computer 
readable storage device and/or storage disk and to exclude 
propagating signals and to exclude transmission media. As 
used herein, when the phrase “at least” is used as the transition 
term in a preamble of a claim, it is open-ended in the same 
manner as the term “comprising is open ended. 
0045. The example program of FIG.5 begins at block 502 
when the blueprint manager 140 of the cloud manager 138 of 
FIG. 1 receives an instruction to create a multi-machine blue 
print (e.g., the multi-machine blueprint 208 of FIG. 2. The 
blueprint manager 140 displays a list of available blueprints 
(block504). For example, blueprint manager 140 may display 
a list including the web server blueprint 202, the application 
server blueprint 204, the database server blueprint 206, and 
other available blueprints. The blueprint manager 140 then 
receives an identification of one or more blueprints selected 
for inclusion in the multi-machine blueprint (block 506). The 
blueprint manager 140 then generates and stores the defini 
tion for the multi-machine blueprint that references the 
selected blueprints in a repository (e.g., the repository 134) 
(block 508).The program of FIG. 5 then ends. 
0046. The program of FIG. 6 begins at block 602 when the 
blueprint manager 140 receives an instruction to provision a 
multi-machine blueprint (e.g., the multi-machine blueprint 
208 of FIG. 2). The instruction may, alternatively, be any 
other instruction associated with the multi-machine blueprint 
208 (e.g., power on, reboot, shutdown, etc.). Thus, a single 
user instruction may cause an action to be performed for all of 
the machines covered by the multi-machine blueprint (e.g., 
rather than separate user instructions for each machine or 
basic blueprint). The blueprint manager 140 receives an indi 
cation of quantities of machines to be provisioned (e.g., via a 
user interface provided by the blueprint manager 140) (block 
604). The blueprint manager 140 then retrieves the first blue 
print definition included in the multi-machine blueprint 208 
(block 606). For example, the multi-machine blueprint 208 
may include an indication of the order in which the blueprints 
of the multi-machine blueprint 208 are to be provisioned. 
0047. The blueprint manager 140 then provisions the 
selected blueprint with a specified number of machines 
according to the blueprint definition (block 608). For 
example, according to the example of FIG. 2, the blueprint 
manager 140 provisions four web servers 210A based on a 
specification of four machines in the multi-machine blueprint 
208 and based on the web server blueprint 202. 
0048. The blueprint manager 140 then determines if there 
are additional blueprints to be provisioned (or another action 
instructed) (block 610). When there are additional blueprints 
to be provisioned, the blueprint manager 140 selects the next 
blueprint (block 612) and control returns to block 608 to 
provision the next blueprint. When there are no additional 
blueprints to be provisioned, the program of FIG. 6 ends. 
0049. In some examples, after provisioning of the blue 
prints, one or more of the provisioned machines may be 
encapsulated in an application collection (e.g., a VMWare 
VApp). For example, according to the example of FIG. 2, the 
machines of the web servers 210A may be collected into a 
web servers VApp, the machines of the application servers 
210B may be collected into an application servers VApp, and 
the database servers 210C may be collected into a database 
servers VApp. Further, the multiple collections associated 
with the multi-machine blueprint may be collected into a 
multi-machine collection (e.g., a multi-machine VApp). For 
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example, according to the example of FIG. 2, a multi-ma 
chine VApp may be generated based on the web servers VApp. 
the application servers VApp, and the database servers VApp. 
The multi-machine VApp may then be added to a catalog to 
allow administrators to deploy the multiple machines from a 
catalog (e.g., a VApp catalog). 
0050. In some examples, after a group of machines provi 
Sioned from a multi-machine blueprint are collected in a 
collection (e.g., a App), the collection may be migrated to a 
different computing type (e.g., from a physical computing 
type to a cloud environment). Because the components pro 
visioned from the multi-machine blueprint are converted 
individually to a collection, individual components may be 
migrated or all components may be migrated. For example, 
according to the multi-machine blueprint of FIG. 2, it may be 
determined that web traffic will increase greatly during a 
particular event. Accordingly, prior to the event, a VApp gen 
erated for the web servers 210A may be migrated from a local 
virtual computing platform to a cloud computing service to 
enable additional machines to be brought online for the web 
service. 

0051. The abstraction provided by multi-machine blue 
prints enables components of a multi-machine blueprint to be 
provisioned on different types of computing resources (e.g., 
physical resources, virtual resources, cloud resources, etc.). 
For example, according to the example of FIG. 2, the web 
servers 210A may be provisioned on physical computing 
resources while the application servers 210B are provisioned 
in a first cloud service and the database servers 210C are 
provisioned in a second cloud service. Furthermore, the com 
ponents of the multi-machine blueprint may be provisioned 
on different resources at different times. For example, during 
testing, the components of a multi-machine blueprint may be 
provisioned on virtual computing resources and, when testing 
is completed, a production system may be provisioned on 
physical computer resources. 
0052. After a multi-machine blueprint has been provi 
Sioned, the blueprint manager 140 may monitor the provi 
Sioned systems to check for compliance with the configura 
tion of the multi-machine blueprint. For example, the 
blueprint manager 140 may periodically or aperiodically 
monitor the provisioned systems for changes. When a change 
is detected, the blueprint manager 140 may automatically 
revert the change, provide a notification, etc. For example, 
when the multi-machine blueprint is provisioned utilizing the 
VCAC, a user may accidently, maliciously, etc. make changes 
via VCenter (e.g., changes to applications, changes to network 
configurations, etc.). The blueprint manager 140 may peri 
odically review the provisioned systems to determine if they 
match the multi-machine blueprint configuration and revert 
the configuration when a difference is detected (e.g., when the 
network configuration has been modified outside of the multi 
machine blueprint configuration). 
0053 FIG. 7 is a flowchart of an example program to 
assign skills to workflows and DEMs. The program of FIG.7 
begins at block 702 when the user interface 302 receives an 
identification of a skill to be assigned to a workflow. For 
example, the skill may be a location, characteristic, specifi 
cation, requirement, etc. that may be specified by selection 
from a list of skills, typed input of the name of the skill, etc. 
For example, the skill may be entered by clicking an Add 
Skill button displayed on the user interface 302. The user 
interface 302 sends the skill to the workflow manager 304. 
The workflow manager 304 tags the appropriate workflow 
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with the skill (block 706). Tagging the workflow may be 
performed by storing an association of the skill with the 
workflow in a database (e.g., the repository 134). Tagging the 
workflow with the skill indicates that the workflow is to be 
performed by a DEM that is also tagged with the skill. The 
queue manager 308 then adds the workflow to a queue for 
execution by an available DEM (block 708). 
0054 FIG. 8 is a flowchart of an example program to 
distribute workflows to DEMs for execution. The example 
program of FIG. 8 begins at block 802 when the queue man 
ager 308 receives a request to execute for an available work 
flow (e.g., a workflow that is ready for execution). The queue 
manager 308 determines if the DEM is tagged with a skill 
(block 804). When the DEM is tagged with a skill, the queue 
manager 308 retrieves workflows that have been tagged with 
the skill(s) tagged to the DEM (block 806). The queue man 
ager 308 then transmits a list of the retrieved workflows to the 
DEM (block 808). Returning to block 804, if the queue man 
ager 308 determines that a DEM is not tagged with a skill, the 
queue manager 308 transmits a list of workflows that are not 
tagged with skills to the DEM (block 810). While the forego 
ing example transmits only workflows with matching skills 
(or no skills) to the requesting DEM, other arrangements may 
be utilized. For example, a list of all available workflows 
ordered or ranked by the matching skills may be transmitted 
to the DEM, a single workflow that has been matched to the 
DEM based on the skills may be transmitted to the DEM, etc. 
In other example, if skills may be labeled as mandatory or 
optional, workflows having a mandatory skill may be 
included in a list of available workflows sent to DEMs match 
ing the mandatory skill and may not be included in a list of 
available workflows sent to DEMs that do not match the 
mandatory skill. In such an example, workflows having skills 
identified as desirable but not mandatory may be included in 
a list of available workflows sent to DEMs that do not match 
the desirable skill. The list of available workflows may be 
ranked based on the desirable skill to increase the chances that 
a DEM having the matching skills will select the workflow for 
execution. 

0055. After the workflows have been transmitted to the 
requesting DEM (block 808 or block 810), the queue manager 
308 receives an identification of workflow selected for execu 
tion by the requesting DEM (block 812). The queue manager 
308 then removes the workflow from the queue to ensure that 
the workflow is not selected by execution by another DEM 
(block 814). 
0056 FIG. 9 is a flowchart of an example program to 
reclaim virtual machine computing resources from inactive 
virtual machines. The example program of FIG. 9 begins 
when the user interface 406 receives an instruction to perform 
a reclamation (block 902). For example, the reclamation may 
be a workflow for which execution is requested. 
0057 The resource reclaimer 402 selects a first virtual 
machine in a provisioned pool of virtual machines (block 
904). The example resource reclaimer 402 then determines if 
characteristics associated with the virtual machine indicate 
that the virtual machine may be inactive (block 906). For 
example, the resource reclaimer 402 may determine if an 
action (e.g., power on, reboot, perform operation) has not 
been performed within a threshold period of time. When the 
characteristics do not meet the threshold, control proceeds to 
block 916, which is described below. When the characteris 
tics meet (or exceed) the threshold, the notifier 404 deter 
mines if a notification has already been sent to the owner of 
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the virtual machine (block 908). When a notification has not 
been sent, the notifier 404 sends a communication to the 
owner of the virtual machine indicating that the virtual 
machine is Suspected of being inactive and requesting that the 
owner take action to maintain the virtual machine (block 
918). 
0.058 When a notification has already been sent (block 
908), the notifier 404 determines if a notification period has 
expired (block 910). For example, a user (e.g., the user 
requesting the reclamation) may specify parameters indicat 
ing the amount of time that the system should wait following 
notification before determining that no response will be 
received and de-provisioning the virtual machine computing 
resources. When the notification period has not expired, con 
trol proceeds to block 916, which is described below. 
0059. When the notification period has expired (block 
910), the resource reclaimer 402 reclaims the computing 
resources assigned to the inactive virtual machine by de 
provisioning or uninstalling the inactive virtual machine 
(block 912). For example, resource reclaimer 402 may return 
the computing resources to a pool of resources available to 
other existing and new virtual machines (e.g., virtual 
machines in a cloud). The archiver 408 archives the inactive 
virtual machine in case the owner of the virtual machine or 
anotherparty determines that the information contained in the 
virtual machine is wanted (block 914). The archiving may be 
performed according to archiving policies identified in a blue 
print associated with the virtual machine, according to 
instructions from a user received via the user interface 406, 
and/or according to a policy for the resource manager 144. 
Control then proceeds to block 916. 
0060. After determining that the characteristics of the 
selected virtual machine do not meet (or exceed) the threshold 
(block 906), after determining that the notification period has 
not expired (block 910), and/or after archiving the virtual 
machine (or reclaiming the virtual machine resources if 
archiving is not performed), resource reclaimer 402 deter 
mines if there are additional virtual machines to be checked 
for inactivity. When there are additional virtual machines, the 
next virtual machine is selected and control returns to block 
906 to analyze the next virtual machine for inactivity. When 
there are no additional virtual machines, the program of FIG. 
9 ends. 

0061 FIGS. 10-12 illustrate example graphical user inter 
faces that may be provided by the cloud manager 138 to 
facilitate creation of a multi-machine blueprint. An example 
graphical user interface 1000 illustrated in FIG. 10 includes a 
user input 1002 for requesting addition of a blueprint to a new 
multi-machine blueprint. For example, when the user input 
1002 is selected, a listing of available blueprints in a catalog 
may be displayed and a user (e.g., an administrator) may 
select blueprint(s) for addition to the multi-machine blue 
print. The example graphical user interface 1000 includes a 
listing 1004 of the blueprints that have been added to the 
multi-machine blueprint being generated. The listing 1004 
additionally includes user interface elements 1006 for allow 
ing a user to specify configuration parameters for each of the 
added blueprints. According to the example of FIG. 10, a user 
may specify a component name, a minimum number of 
machines, a maximum number of machines, a startup order 
ing, and/or a shutdown ordering. According to the illustrated 
example, after adding the desired blueprints and configura 
tion parameters, a user selects an OK button 1008 to proceed 
to the example user interface 1100 of FIG. 11. 
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0062. The example user interface 1100 includes user inter 
face elements 1102 to allow a user to specify provisioning 
processing scripts to be performed during provisioning, user 
interface elements 1104 to allow a user to specify startup 
processing scripts to be performed upon startup of the multi 
machines, and user interface elements 1106 to allow a user to 
specify shutdown processing scripts to be performed upon 
shutdown of the multi-machines. According to the illustrated 
example, after specifying the scripts, a user selects an OK 
button 1108 to proceed to the example user interface 1200 of 
FIG. 12. 

0063. The example user interface 1200 includes user inter 
face elements 1202 to allow a user to specify security settings 
for the multi-machine blueprint that is being generated. While 
example security settings are illustrated, any number or type 
(s) of security settings may be provided. According to the 
illustrated example, after specifying the security settings, a 
user selects an OK button 1208 to cause the multi-machine 
blueprint generation to be completed. For example, in 
response to selection of the OK button 1208, the multi-ma 
chine blueprint may be generated and stored in a catalog to 
allow a user to select to provision the multi-machine blue 
print. 
0064 FIGS. 13-17 illustrate example graphical user inter 
faces that may be provided by the cloud manager 138 to 
facilitate provisioning and configuration of a provisioned 
multi-machine blueprint. An example graphical user inter 
face 1300 illustrated in FIG. 13 provides a listing of available 
resources (including multi-machine blueprints) that may be 
provisioned. After selecting a resource that is a multi-ma 
chine blueprint, the cloud manager 138 displays the user 
interface 1400 of FIG. 14 to allow configuration of the pro 
visioning. The example illustrated in FIG. 14 includes the 
same components as the multi-machine blueprint 208 illus 
trated in FIG. 2. The user interface 1400 includes user inter 
face elements 1402, 1404, and 1406 for specifying the set 
tings to be used in provisioning the components of the multi 
machine blueprint. The example, user interface elements 
1402, 1404, and 1406 allow a user to specify a number of 
machines to be provisioned, a number of CPUs to be 
included, an amount of memory to be included, and an 
amount of storage to be included in each of the components of 
the multi-machine blueprint. The available options may be 
controlled by the administrator that built the multi-machine 
blueprint (e.g., by specifying the minimum and maximum 
number of machines with the user interface elements 1006). 
According to the illustrated example, after specifying the 
settings for the components of the multi-machine blueprint, a 
user selects a NEXT button 1408 to proceed to the example 
user interface 1500 of FIG. 15. 

0065. The example user interface 1500 displays a confir 
mation of the selections made by the user prior to the user 
selecting a FINISH button 1502 to provision the machines 
based on the settings for the components of the multi-ma 
chine blueprint. 
0066 FIG. 16 illustrates an example graphical user inter 
face 1600 that may be provided by the cloud manager 138 to 
facilitate configuration of a provisioned multi-machine blue 
print. The graphical user interface 1600 displays of list of 
provisioned virtual machines, including machines provi 
Sioned from a multi-machine blueprint. A user may select a 
particular provisioned multi-machine blueprint (e.g., 
MMS2608-33 in the illustrated example that is provisioned 
from the multi-machine blueprint 208 of FIG. 2) and perform 
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operations provided in an operation menu 1602. For example, 
a user (e.g., an administrator) may select to edit the virtual 
machine, add additional machines, power cycle the virtual 
machines, reboot the virtual machines, change the terms of a 
lease, delete/destroy the virtual machines, power off the vir 
tual machines, shutdown the virtual machines, etc. Because 
the virtual machines are linked to a multi-machine blueprint 
or service, a single operation request from the operation menu 
1602 (e.g., a selection of the shutdown command) is applied 
to all of the machines in a service. Thus, a user may select 
shutdown from the operations menu 1602 (e.g., with a single 
(i.e., one) selection) and all corresponding virtual machines 
referenced by the multi-machine blueprint will be shut down 
without the userspecifying a separate shutdown command for 
each virtual machine provisioned from the multi-machine 
blueprint. While example operations are identified in the 
example operation menu 1602, any other operations may be 
included. For example, the operation menu 1602 may include 
an operation to perform a backup that, when selected, may 
cause all of the multiple machines provisioned from the 
multi-machine blueprint to be backed up. The operation menu 
1602 may additionally include a network configuration action 
that enables a user to reconfigure the network operations, 
change load balancer settings, etc. The operation menu 1602 
may also include user defined operations (e.g., Scripts, tasks, 
etc.) created by a user for performing operations on the 
machines provisioned from the multi-machine blueprint. 
0067. When a user selects to add components to virtual 
machines provisioned from a multi-machine blueprint (e.g., 
using the operation menu 1602 in the example user interface 
1600 of FIG. 16), the cloud manager 138 displays the 
example user interface 1700 of FIG. 17. The example user 
interface 1700 provides user interface elements to specify a 
desired number of additional machines to be added to the 
provisioned virtual machines. In examples where a maximum 
number of allowable machines has been specified, the user 
interface 1700 may restrict the number of additional 
machines added to remain within the specified limits (e.g., by 
not allowing selection of a number of machines that would 
exceed the maximum, by displaying an error messages when 
too many machines are selected, etc.). Adding or removing 
machines from the provisioned multi-machine blueprint 
allows for scaling up and/or down of the systems. When 
components are added and/or removed, the system configu 
rations are updated. For example, a new web server may be 
brought online by provisioning the virtual hardware for the 
web server, configuring the network settings for the new web 
server, and adding the network information to a load balancer 
for adding the new web server to a pool of web servers that 
may be utilized in the application. 
0068 FIG. 18 illustrates an example graphical user inter 
face 1800 that may be provided by the cloud manager 138 to 
configure network information for a multi-machine blueprint. 
According to the illustrated example, the multi-machine blue 
print includes settings for an internal network (Internal Appli 
cation Network) and a public network (NAT to Shared Net 
work Template). Assigning network information to a multi 
machine blueprint facilitates management of the network 
configuration for the machines provisioned from the multi 
machine blueprint without the need to configure each 
machine individually. Accordingly, when machines are pro 
visioned, the networks are provisioned and the provisioned 
machines can communicate with the other provisioned 
machines, load balancers, etc. In addition, load balancer 
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information may be configured with the network information. 
FIG. 19 illustrates an example graphical user interface 1900 
that may be provided by the cloud manager 138 to configure 
load balancer settings for a particular network configuration 
(e.g., the NAT to Shared Network Template of FIG. 18). 
Having a load balancer configured for the network enables 
changes to provisioned machines (e.g., after provisioning a 
multi-machine blueprint, after adding components, after 
removing components, etc.) to be managed by the load bal 
ancer. For example, after a new component is added to an 
application, the new component may be utilized as work is 
distributed by the load balancer (e.g., web requests may be 
handled by a newly added web server virtual machine as they 
are distributed by the load balancer). 
0069 FIG. 20 illustrates an example graphical user inter 
face 2000 that may be provided by the cloud manager 138 to 
configure network information for reservations for a cloud 
infrastructure. Reservations provide a means for dividing the 
resources of the cloud among different groups of users. For 
example, cloud resources may be divided between a devel 
opment group, a testing group, and a production group. 
According to Such an example, computing resources (e.g., 
processor time, memory, storage space, network resources, 
etc.) could be divided such that the development group is 
allocated 15% of the resources, the testing group could be 
allocated 10% of the resources, and the production group 
could be allocated 75% of the resources. Additionally, mul 
tiple network paths may be created and allocated among the 
groups. For example, a first network path may be shared 
between the development group and the testing group while a 
second network path is exclusively used by the production 
group and not available to the development group or the 
testing group to ensure the integrity of the production system. 
Reservations record the allocation of resources as set by an 
administrator of the infrastructure. 

0070. The example user interface 2000 allows a user to 
input network resources that may be utilized by the group for 
which the reservation is assigned. For example, if the reser 
Vation is for the development group and a member of the 
development group selects to provision a particular multi 
machine blueprint, the machines of the multi-machine blue 
print will be allowed to utilize the Share Network Application 
network and, for example, will not be allowed to utilize the 
Share App Tier network. The reservations may override a 
blueprint where the configurations conflict and may supple 
ment the blueprint where a blueprint does not have a configu 
ration value that is included in the reservation. For example, if 
a multi-machine blueprint requests a particular network that 
is not allowed by the reservation, the reservation will override 
and cause the provisioned machines to utilize an allowed 
network. In Such an example, the multi-machine blueprint 
might specify a network that is not available in the system on 
which the basic blueprints of the multi-machine blueprint are 
to be provisioned. 
0071 Reservations may override and/or supplement set 
tings other than the network settings. For example, a multi 
machine blueprint may be generated with a default set of 
policies (e.g., a database storage policy that does not include 
encryption of credit card numbers). The same multi-machine 
blueprint may be provisioned in multiple localities (e.g., to 
avoid the need for developing a separate multi-machine blue 
print for each locality). Reservations associated with systems 
at each of the localities may include settings related to gov 
ernmental policies at the localities (e.g., a policy that requires 
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that credit card information is encrypted before storage in a 
database). For example, when the multi-machine blueprint 
having the default policies is provisioned in a locality wherein 
the reservation specifies a credit card encryption policy, the 
credit card encryption policy overrides the default policy of 
the multi-machine blueprint so that Systems provisioned from 
the multi-machine blueprint in the locality will comply with 
the local laws. Accordingly, a single multi-machine blueprint 
could be created and deployed to multiple environments that 
include overriding or Supplemental configurations. 
0072 FIG. 21 is a block diagram of an example processor 
platform 2100 capable of executing the instructions of FIGS. 
5-9 to implement the cloud manager 138 of FIGS. 1-4. The 
processor platform 2100 can be, for example, a server or any 
other type of computing device. 
(0073. The processor platform 2100 of the illustrated 
example includes a processor 2112. The processor 2112 of the 
illustrated example is hardware. For example, the processor 
2112 can be implemented by one or more integrated circuits, 
logic circuits, microprocessors or controllers from any 
desired family or manufacturer. 
0074 The processor 2112 of the illustrated example 
includes a local memory 2113 (e.g., a cache). The processor 
2112 of the illustrated example is in communication with a 
main memory including a volatile memory 2114 and a non 
volatile memory 2116 via a bus 2118. The volatile memory 
2114 may be implemented by Synchronous Dynamic Ran 
dom. Access Memory (SDRAM), Dynamic Random Access 
Memory (DRAM), RAMBUS Dynamic Random Access 
Memory (RDRAM) and/or any other type of random access 
memory device. The non-volatile memory 2116 may be 
implemented by flash memory and/or any other desired type 
of memory device. Access to the main memory 2114, 2116 is 
controlled by a memory controller. 
(0075. The processor platform 2100 of the illustrated 
example also includes an interface circuit 2120. The interface 
circuit 2120 may be implemented by any type of interface 
standard, such as an Ethernet interface, a universal serial bus 
(USB), and/or a PCI express interface. 
0076. In the illustrated example, one or more input devices 
2122 are connected to the interface circuit 2120. The input 
device(s) 2122 permit(s) a user to enter data and commands 
into the processor 2112. The input device(s) can be imple 
mented by, for example, an audio sensor, a microphone, a 
camera (still or video), a keyboard, a button, a mouse, a 
touchscreen, a track-pad, a trackball, isopoint and/or a voice 
recognition system. 
0077 One or more output devices 2124 are also connected 
to the interface circuit 2120 of the illustrated example. The 
output devices 2124 can be implemented, for example, by 
display devices (e.g., a light emitting diode (LED), an organic 
light emitting diode (OLED), a liquid crystal display, a cath 
ode ray tube display (CRT), a touchscreen, a tactile output 
device, a printer and/or speakers). The interface circuit 2120 
of the illustrated example, thus, typically includes a graphics 
driver card, a graphics driver chip or a graphics driver pro 
CSSO. 

(0078. The interface circuit 2120 of the illustrated example 
also includes a communication device Such as a transmitter, a 
receiver, a transceiver, a modem and/or network interface 
card to facilitate exchange of data with external machines 
(e.g., computing devices of any kind) via a network 2126 
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(e.g., an Ethernet connection, a digital Subscriber line (DSL). 
a telephone line, coaxial cable, a cellular telephone system, 
etc.). 
0079. The processor platform 2100 of the illustrated 
example also includes one or more mass storage devices 2128 
for storing Software and/or data. Examples of Such mass 
storage devices 2128 include floppy disk drives, hard drive 
disks, compact disk drives, Blu-ray disk drives, RAID sys 
tems, and digital versatile disk (DVD) drives. 
0080. The coded instructions 2132 of FIGS. 5-9 may be 
stored in the mass storage device 2128, in the volatile memory 
2114, in the non-volatile memory 2116, and/or on a remov 
able tangible computer readable storage medium Such as a 
CD or DVD. 
0081. While several graphical user interfaces are provided 
as example interfaces for obtaining user input, any other type 
of user interface and/or control may be provided (e.g., a 
command line interface, text based interface, slider, textbox, 
etc.). Additionally or alternatively, any of the methods and 
apparatus described herein may be accessed programmati 
cally (e.g., using an API of the cloud manager 138 (e.g., a 
VCAC API)) by another program or device. 
0082 Although certain example methods, apparatus and 
articles of manufacture have been disclosed herein, the scope 
of coverage of this patent is not limited thereto. On the con 
trary, this patent covers all methods, apparatus and articles of 
manufacture fairly falling within the scope of the claims of 
this patent. 
What is claimed is: 
1. A method comprising: 
determining that an execution manager that has requested a 

first workflow for execution is tagged with a skill; 
Selecting, from a queue, a virtual machine workflow that is 

tagged with the skill and that matches the requested first 
workflow; and 

transmitting the virtual machine workflow to the execution 
manager for execution. 

2. A method as defined in claim 1, wherein the skill iden 
tifies a geographical area and the execution manager is 
located within the geographical area. 

3. A method as defined in claim 1, wherein the skill is a 
computing hardware capability. 

4. A method as defined in claim 1, further comprising 
tagging the virtual machine workflow with the skill by storing 
an association of the skill and the virtual machine workflow in 
a database. 

5. A method as defined in claim 1, wherein the queue 
includes a plurality of virtual machine workflows including 
the first virtual machine workflow. 

6. A method as defined in claim 5, further comprising 
transmitting a list of the workflows in the queue that have 
been tagged with the skill. 

7. A method as defined in claim 5, further comprising 
transmitting a list of the workflows in the queue, wherein the 
list of workflows is sorted to give priority to the workflows 
that include the skill tagged to the execution manager. 

8. An apparatus comprising: 
a user interface to receive a request for a workflow from an 

execution manager, and 
a queue manager to: 

determine that the execution manager is tagged with a 
skill; and 
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in response to determining that the execution manager is 
tagged with the skill and transmit a virtual machine 
workflow tagged with the skill to the execution man 
ager for execution. 

9. An apparatus as defined in claim 8, wherein the skill 
identifies a geographical area and the execution manager is 
located within the geographical area. 

10. An apparatus as defined in claim 8, wherein the skill is 
a computing hardware capability. 

11. An apparatus as defined in claim 8, further comprising 
a workflow manager to tag the virtual machine workflow with 
the skill by storing an association of the skill and the virtual 
machine workflow in a database. 

12. An apparatus as defined in claim 8, wherein the queue 
includes a plurality of virtual machine workflows including 
the first virtual machine workflow. 

13. An apparatus as defined in claim 8, wherein the queue 
manager is to transmit a list of workflows that are tagged with 
the skill to the execution manager in response to request. 

14. An apparatus as defined in claim 8, wherein the queue 
manager is to transmit a list of workflows, including the 
virtual machine workflow, the list of workflows in the list 
being sorted to give priority to the workflows that include the 
skill tagged to the execution manager. 

15. A tangible computer readable storage medium includ 
ing instructions that, when executed, cause a machine to at 
least: 

determine that an execution manager that has requested a 
first workflow for execution is tagged with a skill; and 

select, from a queue, a virtual machine workflow that is 
tagged with the skill and that matches the requested first 
workflow; and 

transmit the virtual machine workflow to the execution 
manager for execution. 

16. A tangible computer readable storage medium as 
defined in claim 15, wherein the skill identifies a geographical 
area and the execution manager is located within the geo 
graphical area. 

17. A tangible computer readable storage medium as 
defined in claim 15, wherein the skill is a computing hardware 
capability. 

18. A tangible computer readable storage medium as 
defined in claim 15, wherein the instructions, when executed, 
cause the machine to tag the virtual machine workflow with 
the skill by storing an association of the skill and the virtual 
machine workflow in a database. 

19. A tangible computer readable storage medium as 
defined in claim 15, wherein the queue includes a plurality of 
virtual machine workflows including the first virtual machine 
workflow. 

20. A tangible computer readable storage medium as 
defined in claim 19, wherein the instructions, when executed, 
cause the machine to transmit a list of the workflows in the 
queue that have been tagged with the skill. 

21. A tangible computer readable storage medium as 
defined in claim 19, wherein the instructions, when executed, 
cause the machine to transmit a list of the workflows in the 
queue, wherein the list of workflows is sorted to give priority 
to the workflows that include the skill tagged to the execution 
manager. 


