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(57) ABSTRACT 

One embodiment in accordance with the invention is a 
method for enabling dynamic performance management for 
virtual servers. The method can include automatically 
detecting when a first physical server is operating beyond a 
threshold. Note that a plurality of virtual servers is operating 
on the first physical server. Also, it can be automatically 
determined which virtual server of the plurality of virtual 
servers is associated with the first physical server operating 
beyond the threshold. The virtual server associated with the 
first physical server operating beyond the threshold can be 
automatically moved to a second physical server to operate 
thereon. 
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DYNAMIC PERFORMANCE MANAGEMENT FOR 
VIRTUAL SERVERS 

BACKGROUND 

0001. It is common for a company to purchase a physical 
server which is utilized in association with their business. 
However, one of the disadvantages is that only about 5-10% 
of the capabilities of the physical server may be utilized by 
that company. As such, the physical server is under-utilized. 
However, the use of virtual servers is slowly gaining accep 
tance. For example, instead often people buying ten physi 
cal servers, ten people can buy one server and split its cost 
ten ways. As such, each of the ten owners can have their own 
virtual server Software operating on the commonly owned 
physical server. However, user acceptance of this situation is 
still inhibited due to concerns over shared server resources 
not being available during a peak load requirement for any 
given virtual server. 
0002 One conventional solution for providing for virtual 
server peak loads is to ensure that each host physical server 
has the resource capacity local to the physical system. As 
Such, the number of virtual servers on any given host is 
usually limited such that if a majority of virtual servers 
required additional resources, those resources would nor 
mally be available. However, this conventional solution 
leads to the general under-utilization of the host. 
0003. It is understood that if more virtual servers were 
placed onto their host, the average utilization of the host 
would increase. However, the additional headroom available 
for peak capacity would also decrease, limiting the ability 
for a virtual server to obtain additional resources during 
peak usage. As more virtual servers are loaded onto a host, 
the headroom slowly disappears until there is no longer any 
capacity for peak loads on any given virtual server. 
0004 If a host server was loaded to this point and a 
virtual server experienced the need for additional resources, 
one of two side-effect conditions typically occurs. For 
example, if the virtual server experiencing peak usage 
requirements were a higher priority than other virtual servers 
on the host, it would obtain its required resource at the 
expense of the rest of the virtual servers on the host (e.g., 
which may be limited by user-defined minimums set for all 
virtual servers). Alternatively, if the virtual server experi 
encing peak usage requirements were the same priority as 
the rest, it could be blocked and not be assigned additional 
resources. Given either side-effect condition, the result is 
unpredictable and inconsistent performance characteristics 
for any given virtual server on a host and leads to the 
perception of resources not being available when they may 
be required. 
0005 The present invention may address one or more of 
the above issues. 

SUMMARY 

0006. One embodiment in accordance with the invention 
is a method for enabling dynamic performance management 
for virtual servers. The method can include automatically 
detecting when a first physical server is operating beyond a 
threshold. Note that a plurality of virtual servers is operating 
on the first physical server. Also, it can be automatically 
determined which virtual server of the plurality of virtual 
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servers is associated with the first physical server operating 
beyond the threshold. The virtual server associated with the 
first physical server operating beyond the threshold can be 
automatically moved to a second physical server to operate 
thereon. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0007 FIG. 1A is a block diagram of an exemplary system 
in accordance with various embodiments of the invention. 

0008 FIG. 1B is a block diagram showing exemplary 
movement of a virtual server in accordance with various 
embodiments of the invention. 

0009 FIG. 1C is a block diagram showing additional 
exemplary movement of a virtual server in accordance with 
various embodiments of the invention. 

0010 FIG. 2 is a flowchart of an exemplary method in 
accordance with various embodiments of the invention. 

0011 FIG. 3 is a block diagram of another exemplary 
system in accordance with various embodiments of the 
invention. 

0012 FIG. 4 is a flowchart of another exemplary method 
in accordance with various embodiments of the invention. 

0013 FIG. 5 is a flowchart of yet another exemplary 
method in accordance with various embodiments of the 
invention. 

DETAILED DESCRIPTION 

0014) Reference will now be made in detail to various 
embodiments in accordance with the invention, examples of 
which are illustrated in the accompanying drawings. While 
the invention will be described in conjunction with various 
embodiments, it will be understood that these various 
embodiments are not intended to limit the invention. On the 
contrary, the invention is intended to cover alternatives, 
modifications and equivalents, which may be included 
within the scope of the invention as construed according to 
the Claims. Furthermore, in the following detailed descrip 
tion of various embodiments in accordance with the inven 
tion, numerous specific details are set forth in order to 
provide a thorough understanding of the invention. How 
ever, it will be evident to one of ordinary skill in the art that 
the invention may be practiced without these specific details. 
In other instances, well known methods, procedures, com 
ponents, and circuits have not been described in detail as not 
to unnecessarily obscure aspects of the invention. 
0015 FIG. 1A is a block diagram of a shared environ 
ment system 100 wherein dynamic performance manage 
ment can be implemented in accordance with various 
embodiments of the invention. Note that system 100 can 
provide a methodology that applies to any system where the 
host/instance relationship exists and can eliminate the mutu 
ally exclusive nature associated with resource balancing. It 
is understood that an instance can be an object that accom 
plishes some form of work, wherein an instance can be 
implemented as, but is not limited to, an application, a 
Software application, a virtual server, and the like. A host can 
be an item that enables one or more instances to operate or 
function, wherein a host can be implemented as, but is not 
limited to, a physical server, a computing device, a computer 
system, and the like. Understand that system 100 can 
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consolidate spare capacity and/or resources into one or more 
overhead hosts (e.g., 110), rather than having them spread 
throughout a collection of physical server hosts (e.g., 104. 
106 and 108), thus significantly reducing the overhead in 
system 100 in general. 

0016 For example, all existing instances (e.g., 112, 114, 
116, 118, 120, 122, 124, 126, 128, 130, 132 and 134) can be 
placed onto normal physical server hosts (e.g., 104, 106 and 
108) which can be fully utilized without concern for spare 
capacity and/or resources. When any given instance (e.g., 
128) experiences unexpected resource requirements, a man 
ager module 102 of system 100 can migrate the instance 
from its host (e.g., 106) to an overhead host (e.g., 110). Since 
the load of the overhead host 110 can be closely monitored 
by the manager module 102, the instance can be provided 
the additional capacity it desires. However, when the 
instance no longer needs the additional capacity, it can be 
moved back to a normal host (e.g., 104,106 or 108). 
0017 Specifically, system 100 of FIG. 1A includes a 
manager module 102 that can automatically monitor the 
performance, capabilities, and/or the available resources of 
a plurality of physical host servers, such as, but not limited 
to, physical host servers 104, 106 and 108 that each has a 
plurality of virtual servers operating thereon. When the 
manager module 102 automatically detects that one or more 
of the physical servers 104-108 are adversely operating 
beyond a predefined threshold level, the manager module 
102 can automatically determine which virtual server or 
virtual servers are causing and/or associated with the physi 
cal server operating beyond the threshold level. Once the 
manager module 102 determines which virtual servers are 
adversely affecting the operation of the physical server, the 
manager module 102 can automatically and transparently 
move or migrate any of those virtual servers from its current 
host physical server to the overhead server 110 in order to 
operation thereon. It is noted that the overhead server 110 is 
specifically under-utilized thereby enabling it to handle 
those virtual servers that are currently requiring more server 
resources and/or capabilities. It is pointed out that the 
migration of any virtual server from its host server to the 
overhead server 110 can be invisible to that virtual server. 

0018. The manager module 102 can be coupled with host 
physical servers 104, 106 and 108. As such, the manager 
module 102 can monitor the performance, capabilities, and/ 
or the available resources of physical host servers 104-108 
as virtual servers operate on each of them. For example, 
virtual servers 112, 114, 116 and 118 are operating and/or 
resident on host physical server 104 while virtual servers 
120, 122, 124, 126 and 128 are operating and/or resident on 
host physical server 106. Moreover, virtual servers 130, 132 
and 134 are operating and/or resident on host physical server 
108. Specifically, the manager module 102 can automati 
cally monitor the host physical servers 104-108 in order to 
make sure each of them are able to handle the demands of 
the virtual servers operating on each of them. 

0.019 For example, within FIG. 1A, assume that the 
monitor module 102 automatically detects an increased 
utilization of the resources and/or capabilities of host physi 
cal server 106. As such, the monitor module 102 can 
automatically determine which one or more of the virtual 
servers 120-128 operating thereon are causing the increased 
utilization of physical server 106. For instance, the virtual 
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server 128 could be operating at a higher than normal 
volume of operation because it is involved with selling toys 
over the Internet (not shown) and the Christmas season is 
fast approaching. Once the manager module 102 automati 
cally identifies (or determines) that the virtual server 128 is 
causing the increased utilization of physical server 106, the 
manager module 102 can automatically initiate and cause 
the move or migration of the virtual server 128 to the 
overhead physical server 110 as shown in FIG. 1B. 
0020 FIG. 1B is a block diagram showing movement of 
virtual server 128 within system 100 in accordance with 
various embodiments of the invention. Specifically, dashed 
arrow 140 indicates the migration of virtual server 128 from 
its host physical server 106 to the overhead server 108 that 
can occur under the direction of the manager module 102. It 
is understood that there are a wide variety of ways that 
virtual server 128 can be moved or migrated by the manager 
module 102 from the physical server 106 to overhead server 
110. For example, one or more software applications can be 
utilized by the manager module 102 to move or migrate 
virtual server 128 from physical server 106 to overhead 
server 110 such that virtual server 128 would be operating 
and/or resident thereon. In one embodiment in accordance 
with the invention, manager module 102 of system 100 can 
utilize VMware VirtualCenter and VMware VMotion tech 
nologies to migrate or move a virtual server (e.g., 128) from 
one physical server host (e.g., 106) to an extra capacity 
physical server (e.g., 110). However, any type of virtual 
server management application can be utilized within sys 
tem 100 in order to move or migrate one or more virtual 
servers from one physical server host to an extra capacity 
physical server. 
0021. It is noted that manager module 102 can be coupled 
to the overhead server 110 thereby enabling module 102 to 
automatically monitor and determine when one or more 
virtual servers operating on capacity server 110 are operat 
ing beneath (or beyond) one or more functional thresholds. 
For example, referring to FIG. 1B, the manager module 102 
can automatically monitor and determine when the virtual 
server 128 is operating near its normal activity level, which 
can be associated with a functional threshold. Note that the 
one or more functional thresholds can be associated with, 
but is not limited to, memory utilization, network utilization, 
central processing unit (CPU) utilization, disk drive utiliza 
tion, and/or any combination thereof performed by virtual 
server 128 while operating on overhead server 110. It is 
further understood that a threshold usage level can be 
associated with, but is not limited to, memory utilization, 
network utilization, CPU utilization, disk drive utilization, 
and/or any combination thereof. If the manager module 102 
determines that the virtual server 128 is operating beneath 
(or beyond) one or more thresholds while operating on extra 
capacity server 110, the manager module 102 can automati 
cally initiate and cause the move or migration of the virtual 
server 128 to a physical server host, as shown in FIG. 1C. 
0022 FIG. 1C is a block diagram showing the automati 
cally movement of virtual server 128 from the overhead 
server 110 to a physical server host in accordance with 
various embodiments of the invention. For example, dashed 
arrow 142 indicates the automatically migration of virtual 
server 128 from overhead server 110 back to the host 
physical server 106, which can occur under the direction of 
the manager module 102. Alternatively, instead of being 
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moved or migrated back to physical server 106, dashed 
arrow 144 indicates the automatically migration of virtual 
server 128 from overhead server 110 to the host physical 
server 108, which can occur under the direction of the 
manager module 102. As such, manager module 102 can 
automatically initiate and cause the migration of virtual 
server 128 from extra capacity server 110 to any one of the 
physical servers 104-108 of system 100. Therefore, a virtual 
server (e.g., 128) does not have to be returned by the 
manager module 102 to the physical server (e.g., 106) that 
it was removed from originally. Note that there are a wide 
variety of ways that virtual server 128 can be moved or 
migrated from overhead server 110 to physical server 106. 
For example, the migration of virtual server 128 can be 
implemented in any manner similar to that described herein, 
but is not limited to such. 

0023. Within FIG. 1C, it is understood that as a protection 
against inappropriate vacillation of virtual servers (e.g., 128) 
from one host (e.g., 106) to another host (e.g., 110), the 
manager module 102 can ensure that performance aspects of 
the virtual server are consistent for a set (or predefined) 
period of time before any action is taken. 
0024. It is noted that system 100 of FIGS. 1A-1C can 
dramatically increase utilization of physical host servers 
(e.g., 104-108) and improve server performance while han 
dling dynamic virtual server peak loads without negative 
impact to other virtual servers in the shared environment 
100. Additionally, more virtual servers can be operating on 
each physical server host thereby resulting in increased host 
utilization. As such, there can be a decrease in administra 
tion costs since fewer host servers allow for a decrease in 
monthly support costs. Furthermore, there can be a reduced 
cost for future investments since fewer host servers are 
needed to handle virtual servers. 

0.025 Capacity required for the growth of any given 
virtual server within system 100 is provided by a shared 
resource (e.g., overhead server 110); outside the scope of the 
original location the virtual server was hosted. Since this 
capacity is shared, it is available to a wide collection of host 
servers (e.g., 104-108), removing the problem of wasted or 
Stranded capacity on each of those hosts. The aggregation of 
this overhead into one or more separate overhead hosts (e.g., 
110) allows the overall overhead to shrink since it is used 
more effectively. This reduces the overall number of hosts 
that would typically exist to provide a similar level of 
capacity. 

0026 Furthermore, since it can almost be guaranteed that 
any given virtual server (or instance) will be provided the 
additional capacity it desires on an overhead host (e.g., 110) 
other than its original host, the original host may be fully 
utilized, thereby gaining a much higher average utilization 
rate. This results in lowering investment costs and increasing 
capacity. 

0027. Within system 100 of FIGS. 1A-1C, it is noted that 
the manager module 102 is self-optimizing. For example, it 
can be implemented to understand the maximum levels that 
any given physical server host can provide, and can place 
virtual servers (or instances) on each host up to the point 
where it reaches those maximums. When any of those virtual 
servers (or instances) needs additional capacity, they can be 
moved to the overhead host 110. When the virtual server (or 
instance) is no longer needing additional capacity, it can be 
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moved back to a normal server host, though not necessarily 
to the original host that hosted the virtual server (or 
instance). Over time, each host can be utilized to the 
maximum extent it can Support without human intervention. 
0028. It is appreciated that the manager module 102 of 
system 100 can automatically and dynamically provide 
additional capacity, as needed, to any given virtual server (or 
instance), by moving the virtual server (or instance) to the 
overhead server 110 rather than attempting to extract the 
needed capacity from that owned by existing virtual servers 
(or instances). This allows the virtual servers (or instances), 
regardless of where they are physically hosted, to be assured 
that the capacity they have at a minimum can always be 
available. The increased capacity needs of one virtual server 
(or instance) will not negatively impact the existing 
resources being used by any other virtual server (or instance) 
in the system 100. 
0029. One of the advantages associated with system 100 
of FIGS. 1A-1C is that it can provide a higher return on the 
asset investment. For example, by removing the need to 
maintain overhead capacity on the majority of physical 
server hosts (e.g., 104-108) allows each host to be utilized 
more heavily, knowing that additional capacity needs can be 
shunted to one or more specific overhead host servers (e.g., 
110). Moreover, the higher utilization of host assets can 
translate into the need to purchase fewer assets to achieve 
the same result as before, thereby lowering the original 
investment costs of a given system. 
0030. Another advantage associated with system 100 is 
that it can provide additional server capacity and/or 
resources. For example, the ability to fully load up any given 
physical server host, while simultaneously guaranteeing the 
availability of peak resource needs for any given virtual 
server (or instance), can translate into the generation of 
additional server capacity compared to a conventionally 
managed system. 

0031 Yet another advantage associated with system 100 
of FIGS. 1A-1C is that it includes automated management. 
For example, there is no human intervention needed once the 
original parameters for a given system (e.g., 100) are 
defined, such as, maximum host capacity, minimum virtual 
server or instance requirements, hysteresis values (or thresh 
olds) to eliminate oscillation between a physical server host 
and the overhead server 110, etc. Once these parameters are 
set, the manager module 102 and system 100 can be self 
balancing. 

0032 Still another advantage associated with system 100 
is its scalability. For example, system 100 can be scaled to 
whatever level is desired, as long as any given physical 
server host can migrate its virtual server (or instances) to any 
given overhead server (e.g., 110) or any other given host. It 
is noted that as long as a communication channel can exist, 
system 100 can be scaled up as much as desired. 
0033. Another advantage associated with system 100 of 
FIGS. 1A-1C is that it can be integrated into existing 
infrastructures that have the capability to be virtualized, or 
are already virtualized. For example, manager module 102 
can begin by simply being pointed at existing physical 
server hosts that are to be identified as normal servers and 
other physical server hosts that are to be identified as 
overhead servers. Manager module 102 could then migrate 
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any virtual server (or instance) on an overhead host (e.g., 
110) to the normal hosts (e.g., 104-108) that were not 
experiencing the need for additional resources and/or capac 
ity. Virtual servers (or instances) operating on the normal 
hosts could begin to be monitored for additional capacity 
needs and temporarily migrated to one or more overhead 
hosts as needed, as described herein, but not limited to such. 

0034). Yet another advantage associated with system 100 
is that once one or more virtual servers (e.g., 128) are moved 
from their physical server host (e.g., 106) to an overhead 
server (e.g., 110), the resources and/or capacity previously 
used by them can now potentially be used (if needed) by 
other virtual servers (e.g., 120-126) remaining on the host. 

0035). Within FIGS. 1A-1C, system 100 can include the 
manager module 102, the host servers 104-108, and the 
overhead server 100. It is appreciated that the manager 
module 102 can be coupled to each of host servers 104-108 
and can be coupled to overhead server 110. Note that system 
100 can include a greater or fewer number of physical host 
servers than the shown host servers 104-108. Additionally, 
system 100 can include a greater number of overhead 
servers than the shown overhead server 110. Furthermore, it 
is understood that any number of virtual servers (or 
instances) can be resident and/or operating on each of the 
host servers 104-108. Also, it is appreciated that any number 
of virtual servers (or instances), including none, may be 
resident and/or operating on the overhead server 110. 

0036) Note that the overhead server 110 can be imple 
mented in a wide variety of ways. For example in one 
embodiment, the overhead server 110 can have similar 
operational performance as the host servers 104-108. In 
another embodiment, the overhead server 110 can have 
better operational performance than the host servers 104 
108. For instance, the overhead server 110 can be imple 
mented with, but is not limited to, more volatile and/or 
non-volatile memory capacity, faster disk drive I/O, faster 
network I/O, faster CPU clock speed, more CPUs, and/or 
any combination thereof, when compared to host servers 
104-108. In this manner, the performance of system 100 may 
be improved just by investing in one or more hardware 
upgrades for overhead server 110. In yet another embodi 
ment, each of the host servers 104-108 can have better 
operational performance than the overhead server 110. For 
example, each of the host servers 104-108 can be imple 
mented with, but is not limited to, more volatile and/or 
non-volatile memory capacity, faster disk drive I/O, faster 
network I/O, faster CPU clock speed, more CPUs, and/or 
any combination thereof, when compared to overhead server 
110. 

0037) System 100 of FIGS. 1A-1C can also include a 
greater number of manager modules than the shown man 
ager module 102. Furthermore, manager module 102 can be 
implemented with, but is not limited to, software, firmware, 
electronic hardware, or any combination thereof. Note that 
host servers 104-108 and overhead server 110 can each be 
implemented with, but is not limited to, a server computer 
System, a computing System, a computing device, a main 
frame computer system, a portable computing device, a 
portable computer system, or the like. It is understood that 
system 100 may not include all of the elements shown in 
FIGS. 1A-1C. Additionally, system 100 can include one or 
more elements that are not shown in FIGS. 1A-1C. 
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0038 FIG. 2 is a flowchart of a method 200 for enabling 
dynamic performance management of virtual servers in 
accordance with various embodiments of the invention. 
Method 200 includes exemplary processes of various 
embodiments of the invention which can be carried out by 
a processor(s) and electrical components under the control 
of computing device readable and executable instructions 
(or code), e.g., Software. The computing device readable and 
executable instructions (or code) may reside, for example, in 
data storage features such as volatile memory, non-volatile 
memory and/or mass data storage that are usable by a 
computing device. However, the computing device readable 
and executable instructions (or code) may reside in any type 
of computing device readable medium. Although specific 
operations are disclosed in method 200, such operations are 
exemplary. That is, method 200 may not include all of the 
operations illustrated by FIG. 2. Also, method 200 may 
include various other operations and/or variations of the 
operations shown by FIG. 2. Likewise, the sequence of the 
operations of method 200 can be modified. It is noted that 
the operations of method 200 can be performed by software, 
by firmware, by electronic hardware, or by any combination 
thereof. 

0039 Specifically, method 200 can include automatically 
monitoring the overall capabilities of each host physical 
server having one or more virtual servers operating thereon. 
A determination can be automatically made to determine if 
any host physical server is operating below (or beyond) a 
performance threshold. If not, method 200 returns to con 
tinue to monitor the overall capabilities of each physical 
server host. However, if any host is operating below (or 
beyond) the performance threshold, an automatic determi 
nation can be made to determine which virtual server or 
virtual servers are negatively affecting the hosts perfor 
mance. Once the one or more virtual servers are determined 
or identified, each can automatically and transparently be 
moved or migrated from their current physical server host to 
an overhead or extra capacity server to operate thereon. A 
determination can be automatically made to determine if any 
virtual servers operating on the overhead server are operat 
ing at a “normal” or non-demanding or non-peak load. If not, 
this automatic determination can be repeated. However, if it 
is determined that one or more of the virtual servers are 
operating at a normal load, each virtual servers can auto 
matically be moved or migrated from their current overhead 
server host to a host physical server to operate thereon. As 
Such, once each virtual server has returned to a less capacity 
demanding operation or non-peak load, it can be moved 
from the extra capacity server to a host physical server. 

0040. At operation 202 of FIG. 2, the overall capabilities 
and/or resources of each host physical server (e.g., 106) 
having one or more virtual servers (e.g., 120-128) operating 
thereon can be automatically monitored. For example in one 
embodiment, a manager module (e.g., 102) can automati 
cally monitor at operation 202 the overall capabilities and/or 
resources of each host physical server having one or more 
virtual servers operating thereon. Understand that the overall 
capabilities and/or resources of each host physical server can 
include, but is not limited to, memory utilization, network 
utilization, CPU utilization, disk drive utilization, and/or any 
combination thereof associated with one or more virtual 
servers operating on the host physical server. It is noted that 
operation 202 can be implemented in a wide variety of ways. 
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For example, operation 202 can be implemented in any 
manner similar to that described herein, but is not limited to 
Such. 

0041 At operation 204, a determination can be automati 
cally made to determine if any host physical server is 
operating below (or beyond) a performance threshold. If not, 
method 200 can proceed to the beginning of operation 202 
to continue automatically monitoring the overall capabilities 
of each physical server host. However, if it is determined at 
operation 204 that any host is operating below (or beyond) 
the performance threshold, methods 200 proceeds to opera 
tion 206. Understand that the performance threshold can be 
related to (or associated with), but is not limited to, memory 
utilization, network utilization, CPU utilization, disk drive 
utilization, and/or any combination thereof associated with 
one or more virtual servers operating on the host physical 
server. It is understood that operation 204 can be imple 
mented in a wide variety of ways. For example, operation 
204 can be implemented in any manner similar to that 
described herein, but is not limited to such. 
0.042 At operation 206 of FIG. 2, an automatic determi 
nation can be made to determine which virtual server or 
virtual servers (e.g., 120-128) are negatively affecting the 
host’s performance. For example in one embodiment, a 
manager module (e.g., 102) can automatically determine at 
operation 206 which virtual server or virtual servers are 
negatively affecting the host's performance. It is appreciated 
that operation 206 can be implemented in a wide variety of 
ways. For example, operation 206 can be implemented in 
any manner similar to that described herein, but is not 
limited to such. 

0043. At operation 208, each determined or identified 
virtual server (e.g., 128) can automatically and transparently 
be moved or migrated from its current physical server host 
(e.g., 106) to an overhead or extra capacity server (e.g., 110) 
to operate thereon. For example, a manager module (e.g., 
102) can automatically move each virtual server from its 
current physical server host to an overhead server. It is noted 
that operation 208 can be implemented in a wide variety of 
ways. For example, operation 208 can be implemented in 
any manner similar to that described herein, but is not 
limited to such. 

0044) At operation 210 of FIG. 2, a determination can be 
automatically made to determine if any virtual servers (e.g., 
128) operating on the overhead server (e.g., 110) are oper 
ating at a "normal” or non-demanding or non-peak load. If 
not, process 200 can proceed to the beginning of operation 
210 to repeat that operation. However, if it is determined at 
operation 210 that one or more of the virtual servers are 
operating at a normal or under-demanding or non-peak load, 
process 200 can proceeds to operation 212. It is noted that 
the normal load or non-demanding load or non-peak load 
can be related to memory utilization, network utilization, 
CPU utilization, disk drive utilization, and/or any combina 
tion thereof associated with one or more virtual servers 
operating on the overhead server. It is understood that 
operation 210 can be implemented in a wide variety of ways. 
For example, operation 210 can be implemented in any 
manner similar to that described herein, but is not limited to 
Such. 

0045. At operation 212, each virtual server (e.g., 128) 
operating at a normal or non-demanding or non-peak load 
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can automatically be moved or migrated from the current 
overhead server host to a host physical server (e.g., 104,106 
or 108) to operate thereon. Note that the each virtual server 
can be moved at operation 212 to any host physical server. 
As such, each virtual server may not be moved to the host 
physical server that it was originally removed from. It is 
appreciated that operation 212 can be implemented in a wide 
variety of ways. For example, operation 212 can be imple 
mented in any manner similar to that described herein, but 
is not limited to such. At the completion of operation 212, 
process 200 can proceed to the beginning of operation 202. 
0046 FIG. 3 is a block diagram of a dynamic perfor 
mance management system 300 in accordance with various 
embodiments of the invention. System 300 can include an 
infrastructure of overhead or extra capacity host servers 
(e.g., 338, 340, 342, 348, 350 and 352) such that a small 
number can be physically tuned to reduce the impact of one 
of four areas of common server bottlenecks, while the rest 
of the physical server hosts (e.g., 344 and 354) can be 
configured for normal usage. In addition, system 300 can 
include a management layer that can dynamically monitor 
the resource needs of any given virtual server (not shown) 
and can migrate virtual servers (not shown) experiencing 
resource pressure to overhead or extra capacity hosts (e.g., 
338-342 and 348-352) that are tuned to eliminate that 
pressure. Note that the virtual servers of system 300 can 
each be moved or migrated in any manner similar to that 
described herein, but is not limited to such. 

0047 Since system 300 provides a favorable solution for 
handling virtual servers that need additional capacity, it is 
possible to dramatically raise the minimum level of opera 
tion or utilization of any given normal host server (e.g., one 
of servers 344 and 354). Within system 300, when a virtual 
server operating on a normal physical host (e.g., one of hosts 
344) needs significant additional capacity, it can be moved 
or migrated to a completely different overhead host (e.g., 
338,340 or 342) that is tuned specifically to meet the current 
needs of the virtual server. Note that the virtual servers can 
be migrated from host to host without concern or impact to 
the applications running within the virtual server. In addi 
tion, a characteristic of virtual servers in general is that the 
hardware layer is abstracted and presented to the outside 
world as though it is a physical server. This means that the 
virtual server's external characteristics (e.g., IP (Internet 
Protocol) address, MAC (Media Access Control) address, 
and server name) are the same regardless of the physical host 
upon which it resides. 
0.048. Within system 300 of FIG. 3, a VMotion web 
service 324 can be utilized to migrate virtual servers from 
one host to another host. Within one embodiment, the 
migration employed by VMotion 324 can occur in, but is not 
limited to, three stages. For example, in the first stage, a 
VirtualCenter web service 318 can automatically verify that 
the existing virtual server is in a stable state within its 
current host (e.g., one of hosts 354). In the second stage, the 
virtual server State information (e.g., memory, registers, and 
network connections) can be automatically copied to the 
target overhead or extra capacity host (e.g., 348,350 or 352). 
In the third stage, prior to the final transfer of control, the 
virtual server's current memory state can be automatically 
swapped from its current host (e.g., one of hosts 354) to the 
overhead host (e.g., 348, 350 or 352) and then it is auto 
matically set running on the overhead host. It is noted that 
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in one embodiment, there can be a moment of “glitch' time 
that exists when the final transition occurs between the hosts. 
However, this “glitch' time can be limited to milliseconds 
(ms), e.g., about 25 ms. 
0049. Within system 300, in one embodiment, the infra 
structure portion of it focuses on physically configuring a 
small number of overhead servers for higher performance or 
additional capacity in network resources, disk resources, 
CPU resources, random access memory (RAM) resources, 
and/or any combination thereof. For example, a host server 
farm 336 can include a CPU/memory (CPU/Mem) overhead 
server 338, a disk (Disk) overhead server 340, and a network 
(Net) overhead server 342. Furthermore, a host server farm 
346 can include a CPU/memory overhead server 348, a disk 
overhead server 350, and a network overhead server 352. It 
is understood that each of the overhead servers 338-342 and 
348-352 can be implemented in a wide variety of ways. 
0050 For example, within FIG. 3, the extra capacity 
network servers 342 and 352 can each be implemented with, 
but not limited to, gigabyte (GB) network interface cards 
(NICs) instead of 10/100 NICs, with no sharing of network 
ports among virtual servers. In this manner, this can provide 
the potential for the same number of virtual servers on an 
overhead host at any given time as the number of network 
ports that can exist on an exemplary overhead server. 

0051. Furthermore, the extra capacity disk servers 340 
and 350 can each be implemented with, but not limited to, 
two gigabit connections instead of one gigabit connection, 
with no sharing of ports among virtual servers. In this 
fashion, this can provide the potential for the same number 
of virtual servers on an overhead host at any given time as 
the number of fiber ports that can exist on an exemplary 
overhead server. 

0.052 Additionally, within FIG. 3, the extra capacity 
CPU/memory servers 338 and 348 can each be implemented 
with, but not limited to, increased overhead host memory to 
64 GB of random access memory (RAM), with 4 GB per 
virtual server and no CPU sharing among virtual servers. In 
this manner, this can provide the potential for, but not 
limited to, 7 to 15 virtual servers on each overhead host at 
any given time. For example, this range can exist because 
CPU-blocked virtual servers can be assigned a dedicated 
CPU, limiting the maximum to 7 virtual servers. However, 
memory-blocked virtual servers can be assigned a full 4 GB 
of memory space, allowing up to 15 per overhead host, and 
will not be assigned a dedicated CPU. 
0053. It is appreciated that a benefit of assigning fewer 
virtual servers to the network overhead servers 342 and 352 
along with disk overhead servers 340 and 350 is that each 
virtual server on those overhead hosts can have a much 
higher level of access to memory and the CPU. As such, this 
can resolve issues that may exist when there is a combina 
tion of bottlenecks to resolve (e.g. network and CPU pres 
sure, disk and memory pressure). System 300 can inherently 
deal with these types of combination bottlenecks. 
0054) Within system 300 of FIG. 3, in one embodiment, 
a Software component can monitor and move the virtual 
servers from host to host depending on the dynamic needs of 
each virtual server. Once a collection of overhead host 
servers (e.g., 338, 340 and 342) has been configured as 
described herein, Software (e.g., Scripts) in accordance with 
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various embodiments of the invention can be installed on the 
VirtualCenter console 332 and Hewlett-Packard (HP) Open 
View Operations management console 334 that have vis 
ibility to all the virtual server hosts (e.g., server farms 336 
and/or 346). At a very high level, Software (e.g., manager 
module 102, which can include scripts) in accordance with 
various embodiments of the invention can perform a col 
lection of functions. For example, in one embodiment, the 
Software can monitor the performance of running virtual 
servers on the managed server hosts (e.g., 344 and 354) for 
indications that they are experiencing pressure in one of the 
four bottleneck categories described (e.g., network, disk, 
CPU, and/or memory). 
0055 Additionally, in one embodiment, when a through 
put threshold is breached, the software can identify the 
physical resource that is being blocked, and then migrate the 
virtual server to the appropriately overhead host (e.g., 338, 
340, 342, 348, 350 or 352). Moreover, in one embodiment, 
when a virtual server is operating or resident on an overhead 
server, it can be monitored for a normal or non-peak load 
state. When this occurs, the virtual server can be migrated 
back to a normally configured server host (e.g., one of server 
hosts 344 or 354). It is understood that as a protection 
against inappropriate vacillation of virtual servers from host 
to host, the Software in accordance with an embodiment can 
ensure that performance aspects of the virtual server are 
consistent for a set or predefined period of time before any 
action is taken. Additionally, when multiple roadblocks are 
identified, the software in accordance with an embodiment 
can manage priorities to ensure that the highest need is 
resolved. It is appreciated that software scripts in accordance 
with various embodiment of the invention can be created 
using, but is not limited to, the VMware VirtualCenter SDK 
(software development kit) and HP OpenView APIs (appli 
cation program interfaces) to control the virtual servers and 
their hosts. 

0056. Within FIG. 3, the orchestration of system 300 can 
be triggered by a monitoring and alarming system. For 
example, the monitoring and alarming can be done by both 
VMware Virtual Center 332 and HP OpenView 334 using 
specific metrics monitored within Virtual Center 332 (e.g., 
CPU and Memory) and with HP OpenView 334 (e.g., 
Network and Disk). Note that as additional tools become 
available, or a need exists to use other existing tools, web 
services can be written that allow them to be plugged into 
the orchestration process. 
0057) System 300 can include managed services appli 
cations (Apps) 356 that can include, but is not limited to, a 
billing module 302, a self-healing and help desk module 
304, an asset management module 306, along with other 
managed server applications 308. System 300 can include a 
workflow orchestration engine 310 that can be coupled with 
modules 302-308. Additionally, system 300 can include 
technology sub-orchestration 358 that can include, but is not 
limited to, a monitoring module 312, a moving module 314 
and a database module 316, which can each be coupled to 
the workflow orchestration engine 310. The system 300 can 
also include technology web services 360 that can include, 
but is not limited to, a VirtualCenter web service 318, a HP 
OpenView web service 320, and other web services 322, 
which can be coupled to the monitoring module 312. The 
technology web services 360 can also include, but is not 
limited to, a VMotion web service 324 and other web service 
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326, which can be coupled to the moving module 314. The 
technology web services 360 that can also include, but is not 
limited to, a Dynamic Performance Management database 
(DPMDB) 328 that can be coupled to the database module 
316. Note that the Dynamic Performance Management data 
base 328 can include a collection of data specific to the 
overall dynamic performance management system 300. 

0.058 Within FIG. 3, system 300 can include host server 
farms 336 and 346, which can be coupled to the VMotion 
web service 324. In this manner, the VMotion web service 
324 can move or migrate virtual servers from host to host 
within server farms 336 and 346. Note that server farm 336 
can include one or more physical server hosts 344 along with 
overhead servers 338-342. Even though it is not shown, 
understand that the one or more physical server hosts 344 
can be coupled to overhead servers 338-342. In accordance 
with various embodiments of the invention, server farm 336 
can include, but is not limited to, one or more CPU/memory 
overhead servers 338, one or more disk overhead servers 
340, one or more network overhead servers 342, and/or any 
combination thereof. 

0059. It is appreciated that server farm 346 can include 
one or more physical server hosts 354 along with overhead 
servers 348-352. Even though it is not shown, understand 
that the one or more physical server hosts 354 can be 
coupled to overhead servers 348-352. In accordance with 
various embodiments of the invention, server farm 346 can 
include, but is not limited to, one or more CPU/memory 
overhead servers 348, one or more disk overhead servers 
350, one or more network overhead servers 352, and/or any 
combination thereof. The VirtualCenter 332 and HP Open 
View 334 can be coupled to server farms 336 and 346 in 
order to monitor the virtual servers operating on host servers 
344 and 354 along with overhead servers 338-342 and 
348-352. It is understood that VirtualCenter 332 and HP 
OpenView 334 can be coupled with the workflow orches 
tration engine 310 in order to communicate sustained bottle 
necks 330 associated with virtual servers operating within 
server farms 336 and 346. 

0060. It is understood that system 300 may not include all 
of the elements shown in FIG. 3. Additionally, system 300 
can include one or more elements that are not shown in FIG. 
3. 

0061 FIG. 4 is a flowchart of a method 400 for enabling 
dynamic performance management of virtual servers in 
accordance with various embodiments of the invention. 
Method 400 includes exemplary processes of various 
embodiments of the invention which can be carried out by 
a processor(s) and electrical components under the control 
of computing device readable and executable instructions 
(or code), e.g., Software. The computing device readable and 
executable instructions (or code) may reside, for example, in 
data storage features such as volatile memory, non-volatile 
memory and/or mass data storage that are usable by a 
computing device. However, the computing device readable 
and executable instructions (or code) may reside in any type 
of computing device readable medium. Although specific 
operations are disclosed in method 400. Such operations are 
exemplary. That is, method 400 may not include all of the 
operations illustrated by FIG. 4. Also, method 400 may 
include various other operations and/or variations of the 
operations shown by FIG. 4. Likewise, the sequence of the 
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operations of method 400 can be modified. It is noted that 
the operations of method 400 can be performed by software, 
by firmware, by electronic hardware, or by any combination 
thereof. 

0062 Specifically, method 400 can include automatically 
monitoring one or more physical server hosts for virtual 
server performance issues. A determination can be automati 
cally made to determine if any performance alerts have been 
received from a virtual server operating on one of the 
physical server hosts. If not, method 400 can return to 
monitor the physical server hosts for virtual server perfor 
mance issues. However, if it is determined that a perfor 
mance alert has been received from a virtual server, a 
determination can be automatically made to determine if 
enough time has elapsed since the last alert was received 
from the same virtual server. If not, method 400 can return 
to monitor the physical server hosts for virtual server 
performance issues. However, if enough time has elapsed 
since the last alert from the same virtual server, it can be 
automatically determined what type of alert was received 
and the location of the virtual server that generated the alert. 

0063 Method 400 of FIG. 4 can automatically deter 
mined if the received alert is CPU related. If so, the one or 
more overhead host servers can be automatically identified 
that are optimized for CPU/memory performance. However, 
if the received alert is not CPU related, it can be automati 
cally determined if the received alert is disk drive related. If 
So, the one or more overhead host servers can be automati 
cally identified that are optimized for disk drive input and 
output (I/O) performance. However, if the received alert is 
not disk drive related, it can be automatically determined if 
the received alert is network related. If so, the one or more 
overhead host servers can be automatically identified that 
are optimized for network I/O performance. However, if the 
received alert is not network related, it can be automatically 
determined if the received alert is memory related. If so, the 
one or more overhead host servers can be automatically 
identified that are optimized for CPU/memory capacity. 
However, if the received alert is not memory related, a 
system administrator can be notified that a non-standard 
alert occurred. The alert state can then be reset and then 
method 400 can return to monitor the physical server hosts 
for virtual server performance issues. 

0064. Within method 400, a determination can be auto 
matically made to determine if capacity exists on an over 
head server for the new virtual server that generated the 
alert. If so, the virtual server can be automatically moved or 
migrated from its current physical server host to a new 
overhead server host. The alert state can then be reset and 
then method 400 can return to monitor the physical server 
hosts for virtual server performance issues. However, if 
there is no capacity that exists on an overhead server for the 
new virtual server that generated the alert, it can be auto 
matically determined if there are one or more other alerts in 
a reception queue. If not, a system administrator can be 
automatically notified that an alert occurred but no overhead 
host capacity exists to service the alert. The alert state can 
then be reset and then method 400 can return to monitor the 
physical server hosts for virtual server performance issues. 
However, if there are one or more other alerts in the 
reception queue, the next alert in the reception queue can be 
automatically selected. Method 400 can then return to auto 
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matically determine what type of alert was received and the 
location of the virtual server that generated that alert. 
0065. At operation 402 of FIG. 4, one or more physical 
server hosts (e.g., 344 and 354) can be automatically moni 
tored for virtual server performance issues. It is appreciated 
that operation 402 can be implemented in a wide variety of 
ways. For example, operation 402 can be implemented in 
any manner similar to that described herein, but is not 
limited to such. 

0066. At operation 404, it can be automatically deter 
mined if any performance alerts have been received from a 
virtual server operating on one of the physical server hosts 
(e.g., 344 and 354). If not, method 400 can return to 
operation 402. However, if it is determined at operation 404 
that a performance alert has been received from a virtual 
server, process 400 can proceed to operation 406. It is 
understood that operation 404 can be implemented in a wide 
variety of ways. For example, operation 404 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0067. At operation 406 of FIG. 4, it can be automatically 
determined if enough (or a set) time has elapsed since the 
last alert was received from the same virtual server. If not, 
process 400 can proceed to operation 402. However, if it is 
determined at operation 406 that enough (or a set) time has 
elapsed since the last alert was received from the same 
virtual server, method 400 can proceed to operation 408. It 
is noted that operation 406 can be implemented in a wide 
variety of ways. For example, operation 406 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0068. At operation 408, it can be automatically deter 
mined what type of alert was received and the location of the 
virtual server that generated the alert. It is appreciated that 
operation 408 can be implemented in a wide variety of ways. 
For example, operation 408 can be implemented in any 
manner similar to that described herein, but is not limited to 
Such. 

0069. At operation 410 of FIG. 4, it can be automatically 
determined if the received alert is CPU related. If not, 
process 400 can proceed to operation 412. However, if it is 
determined at operation 410 that the received alert is CPU 
related, process 400 can proceed to operation 422. It is 
understood that operation 410 can be implemented in a wide 
variety of ways. For example, operation 410 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0070. At operation 412, it can be automatically deter 
mined if the received alert is disk drive related. If not, 
process 400 can proceed to operation 414. However, if it is 
determined at operation 412 that the received alert is disk 
drive related, process 400 can proceed to operation 424. It is 
noted that operation 412 can be implemented in a wide 
variety of ways. For example, operation 412 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0071 At operation 414 of FIG. 4, it can be automatically 
determined if the received alert is network related. If not, 
process 400 can proceed to operation 416. However, if it is 
determined at operation 414 that the received alert is net 
work related, process 400 can proceed to operation 426. It is 
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appreciated that operation 414 can be implemented in a wide 
variety of ways. For example, operation 414 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0072 At operation 416, it can be automatically deter 
mined if the received alert is memory related. If not, process 
400 can proceed to operation 418. However, if it is deter 
mined at operation 416 that the received alert is memory 
related, process 400 can proceed to operation 428. It is 
understood that operation 416 can be implemented in a wide 
variety of ways. For example, operation 416 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0073. At operation 418 of FIG. 4, a system administrator 
can be automatically notified that a non-standard alert 
occurred. Note that operation 418 can be implemented in a 
wide variety of ways. For example, operation 418 can be 
implemented in any manner similar to that described herein, 
but is not limited to such. 

0074 At operation 420, an alert state can then be auto 
matically reset. Upon completion of operation 420, process 
400 can proceed to operation 402. It is appreciated that 
operation 420 can be implemented in a wide variety of ways. 
For example, operation 420 can be implemented in any 
manner similar to that described herein, but is not limited to 
Such. 

0075. At operation 422 of FIG.4, one or more overhead 
host servers (e.g., 338 and/or 348) can be automatically 
identified that are optimized for CPU/memory performance. 
Understand that operation 422 can be implemented in a wide 
variety of ways. For example, operation 422 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0076. At operation 424, one or more overhead host 
servers (e.g., 340 and/or 350) can be automatically identified 
that are optimized for disk drive input and output (I/O) 
performance. It is noted that operation 424 can be imple 
mented in a wide variety of ways. For example, operation 
424 can be implemented in any manner similar to that 
described herein, but is not limited to such. 

0077. At operation 426 of FIG. 4, one or more overhead 
host servers (e.g., 342 and/or 352) can be automatically 
identified that are optimized for network I/O performance. 
Appreciate that operation 426 can be implemented in a wide 
variety of ways. For example, operation 426 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0078. At operation 428, one or more overhead host 
servers (e.g., 338 and/or 348) can be automatically identified 
that are optimized for CPU/memory capacity. It is under 
stood that operation 428 can be implemented in a wide 
variety of ways. For example, operation 428 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0079 At operation 430 of FIG.4, it can be automatically 
determined if capacity exists on an overhead server (e.g., 
338, 340, 342, 348, 350 or 352) for the new virtual server 
that generated the alert. If not, process 400 can proceed to 
operation 434. However, if capacity exists on an overhead 
server for the new virtual server that generated the alert, 
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process 400 can proceed to operation 432. It is noted that 
operation 430 can be implemented in a wide variety of ways. 
For example, operation 430 can be implemented in any 
manner similar to that described herein, but is not limited to 
Such. 

0080. At operation 432, the virtual server can be auto 
matically moved or migrated from its current physical server 
host to a new overhead server host (e.g., 338, 340, 342, 348, 
350 or 352). Upon completion of operation 432, process 400 
can proceed to operation 420. It is appreciated that operation 
432 can be implemented in a wide variety of ways. For 
example, operation 432 can be implemented in any manner 
similar to that described herein, but is not limited to such. 
0081. At operation 434 of FIG. 4, it can be automatically 
determined if there are one or more other alerts in a 
reception queue. If so, process 400 can proceed to operation 
438. However, if there are no other alerts in the reception 
queue, process 400 can proceed to operation 436. Under 
stand that operation 434 can be implemented in a wide 
variety of ways. For example, operation 434 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0082. At operation 436, a system administrator can be 
automatically notified that an alert occurred but no overhead 
host capacity exists to service the alert. Upon completion of 
operation 436, process 400 can proceed to operation 420. 
Note that operation 436 can be implemented in a wide 
variety of ways. For example, operation 436 can be imple 
mented in any manner similar to that described herein, but 
is not limited to Such. 

0083. At operation 438 of FIG. 4, the next alert in the 
reception queue can be automatically selected. Upon 
completion of operation 438, process 400 can proceed to 
operation 408. It is appreciated that operation 438 can be 
implemented in a wide variety of ways. For example, 
operation 438 can be implemented in any manner similar to 
that described herein, but is not limited to such. 
0084 FIG. 5 is a flowchart of a method 500 for enabling 
dynamic performance management for virtual servers in 
accordance with various embodiments of the invention. 
Method 500 includes exemplary processes of various 
embodiments of the invention which can be carried out by 
a processor(s) and electrical components under the control 
of computing device readable and executable instructions 
(or code), e.g., Software. The computing device readable and 
executable instructions (or code) may reside, for example, in 
data storage features such as volatile memory, non-volatile 
memory and/or mass data storage that are usable by a 
computing device. However, the computing device readable 
and executable instructions (or code) may reside in any type 
of computing device readable medium. Although specific 
operations are disclosed in method 500, such operations are 
exemplary. That is, method 500 may not include all of the 
operations illustrated by FIG. 5. Also, method 500 may 
include various other operations and/or variations of the 
operations shown by FIG. 5. Likewise, the sequence of the 
operations of method 500 can be modified. It is noted that 
the operations of method 500 can be performed by software, 
by firmware, by electronic hardware, or by any combination 
thereof. 

0085 Specifically, method 500 can include automatically 
detecting when a first physical server is operating beyond a 
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threshold. It is noted that a plurality of virtual servers are 
operating on the first physical server. Additionally, it can be 
automatically determined which virtual server of the plural 
ity of virtual servers is associated with the first physical 
server operating beyond the threshold. The virtual server 
associated with the first physical server that is operating 
beyond the threshold can be automatically moved to a 
second physical server to operate thereon. It can be auto 
matically determined when the virtual server operating on 
the second physical server is operating beneath a functional 
threshold. Provided the virtual server is operating beneath 
the functional threshold, the virtual server can be automati 
cally moved to the first physical server to operate thereon. 
0086). At operation 502 of FIG. 5, it can be automatically 
detected when a first physical server is operating beyond a 
threshold. Understand that that a plurality of virtual servers 
can be operating and/or resident on the first physical server. 
It is appreciated that operation 502 can be implemented in a 
wide variety of ways. For example, operation 502 can be 
implemented in any manner similar to that described herein, 
but is not limited to such. 

0087. At operation 504, it can be automatically deter 
mined which virtual server of the plurality of virtual servers 
is associated with the first physical server operating beyond 
the threshold. It is noted that operation 504 can be imple 
mented in a wide variety of ways. For example, operation 
504 can be implemented in any manner similar to that 
described herein, but is not limited to such. 

0088 At operation 506 of FIG. 5, the virtual server 
associated with the first physical server operating beyond the 
threshold can be automatically (and transparently) moved to 
a second physical server to operate thereon. It is understood 
that operation 506 can be implemented in a wide variety of 
ways. For example, operation 506 can be implemented in 
any manner similar to that described herein, but is not 
limited to such. 

0089 At operation 508, it can be automatically deter 
mined when the virtual server operating on the second 
physical server is operating beneath (or beyond) a functional 
threshold. It is appreciated that operation 508 can be imple 
mented in a wide variety of ways. For example, operation 
508 can be implemented in any manner similar to that 
described herein, but is not limited to such. 

0090. At operation 510 of FIG. 5, provided the virtual 
server is operating beneath (or beyond) the functional 
threshold, the virtual server can be automatically moved to 
the first physical server to operate thereon. It is noted that 
operation 510 can be implemented in a wide variety of ways. 
For example, operation 510 can be implemented in any 
manner similar to that described herein, but is not limited to 
such. At the completion of operation 510, process 500 can be 
exited. 

0091) Note that system 100 of FIGS. 1A-1C, method 200 
of FIG. 2, system 300 of FIG. 3, method 400 of FIG. 4, and 
method 500 of FIG. 5 are not limited to just operate with (or 
involve) one or more virtual servers. For example, in accor 
dance with various embodiments, system 100, method 200, 
system 300, method 400 and method 500 can each operate 
with (or involve) one or more instances, as defined herein, 
but not limited to such. Additionally, in accordance with 
various embodiments, system 100, method 200, system 300, 
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method 400 and method 500 can each operate with (or 
involve) one or more virtual servers in combination with one 
or more instances, as defined herein, but not limited to such. 
0092. The foregoing descriptions of various specific 
embodiments in accordance with the invention have been 
presented for purposes of illustration and description. They 
are not intended to be exhaustive or to limit the invention to 
the precise forms disclosed, and obviously many modifica 
tions and variations are possible in light of the above 
teaching. The invention can be construed according to the 
Claims and their equivalents. 
What is claimed is: 

1. A method comprising: 
detecting automatically when a first physical server is 

operating beyond a threshold, wherein a plurality of 
virtual servers are operating on said first physical 
server; 

determining automatically which virtual server of said 
plurality of virtual servers is associated with said first 
physical server operating beyond said threshold; and 

moving automatically said virtual server associated with 
said first physical server operating beyond said thresh 
old to a second physical server to operate thereon. 

2. The method as recited in claim 1, further comprising: 
determining automatically when said virtual server oper 

ating on said second physical server is operating 
beneath a functional threshold. 

3. The method as recited in claim 2, further comprising: 
provided said virtual server is operating beneath said 

functional threshold, moving automatically said virtual 
server to said first physical server to operate thereon. 

4. The method as recited in claim 1, wherein said thresh 
old comprises network utilization. 

5. The method as recited in claim 1, wherein said thresh 
old comprises disk drive utilization. 

6. The method as recited in claim 1, wherein said thresh 
old comprises memory utilization. 

7. The method as recited in claim 1, wherein said thresh 
old comprises processor utilization. 

8. A computer readable medium having computer read 
able code stored thereon for causing a computing device to 
perform a method comprising: 

detecting automatically when a first physical server is 
operating beyond a threshold, wherein a plurality of 
virtual servers are operating on said first physical 
server; 

determining automatically which virtual server of said 
plurality of virtual servers is associated with said first 
physical server operating beyond said threshold; and 

moving automatically said virtual server associated with 
said first physical server operating beyond said thresh 
old to a second physical server to operate thereon. 
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9. The computer readable medium of claim 8, wherein 
said method further comprising: 

determining automatically when said virtual server oper 
ating on said second physical server is operating 
beneath a functional threshold. 

10. The computer readable medium of claim 9, wherein 
said method further comprising: 

provided said virtual server is operating beneath said 
functional threshold, moving automatically said virtual 
server to said first physical server to operate thereon. 

11. The computer readable medium of claim 8, wherein 
said threshold comprises network utilization. 

12. The computer readable medium of claim 8, wherein 
said threshold comprises memory utilization. 

13. The computer readable medium of claim 8, wherein 
said threshold comprises processor utilization. 

14. A method comprising: 
receiving a performance alert from a virtual server oper 

ating on a first physical server, wherein a plurality of 
virtual servers are operating on said first physical 
server; 

determining automatically location of said virtual server; 
determining automatically what issue said performance 

alert is related to: 
identifying automatically a second physical server opti 

mized for said issue; and 
moving automatically said virtual server from said first 

physical server to said second physical server to oper 
ate thereon. 

15. The method of claim 14, wherein said issue comprises 
network utilization. 

16. The method of claim 14, wherein said issue comprises 
memory utilization. 

17. The method of claim 14, wherein said issue comprises 
processor utilization. 

18. The method of claim 14, wherein said issue comprises 
disk drive utilization. 

19. The method of claim 14, further comprising: 
determining automatically when said virtual server oper 

ating on said second physical server is operating 
beneath a functional threshold. 

20. The method of claim 19, further comprising: 
provided said virtual server is operating beneath said 

functional threshold, moving automatically said virtual 
server to said first physical server to operate thereon. 

21. The method of claim 14, further comprising: 
verifying automatically that said virtual server is in a 

stable state within said first physical server before said 
moving. 


