INTERNATIONAL APPLICATION PUBLISHED UNDER THE PATENT COOPERATION TREATY (PCT)

(19) World Intellectual Property Organization
International Bureau

(43) International Publication Date
16 April 2009 (16.04.2009)

(21) International Application Number:
PCT/US2008/079349

(22) International Filing Date:
9 October 2008 (09.10.2008)

(25) Filing Language:
English

(26) Publication Language:
English

(30) Priority Data:
60/978,643 9 October 2007 (09.10.2007) US
60/978,628 9 October 2007 (09.10.2007) US
61/030,739 22 February 2008 (22.02.2008) US
61/059,134 5 June 2008 (05.06.2008) US

(51) International Patent Classification:
G06F 17/28 (2006.01)

(54) Title: METHOD AND SYSTEM FOR ADAPTIVE TRANSLITERATION

(57) Abstract: A system and method for transliteration between two different character-based languages is provided. In some embodiments, the system and method provide transliteration from the Arabic language into Roman-based languages such as English. In some embodiments this system and method allows a user to more easily produce Arabic text on English or Roman-based computer hardware and software.

(74) Agent: HALLAJ, Ibrahim; Pepper Hamilton LLP, 50th Floor, 500 Grant Street, Pittsburgh, Pennsylvania 15219-2502 (US).


(72) Inventors and
(75) Inventors/Applicants (for US only): HADDAD, Habib [LB/US]; 6 Quirk Street, Watertown, Massachusetts 02472 (US). JUREIDINI, Imad [US/US]; 60 Maple Avenue, #3, Cambridge, Massachusetts 02139 (US).


(71) Designated States (unless otherwise indicated, for every kind of regional protection available): ARIPO (BW, GH, GM, KE, LS, MW, MZ, NA, SD, SL, SZ, TZ, UG, ZM, ZW), Eurasian (AM, AZ, BY, KG, KZ, MD, RU, TJ, TM), European (AT, BE, BG, CH, CY, CZ, DE, DK, EE, ES, FI, FR, GB, GR, HR, HU, IE, IS, IT, LT, LU, LV, MC, MT, NL, NO, PL, PT, RO, SE, SI, SK, TR), OAPI (BF, BJ, CF, CG, CI, CM, GA, GN, GQ, GW, ML, MR, NE, SN, TD, TG).
METHOD AND SYSTEM FOR ADAPTIVE TRANSLITERATION

I. TECHNICAL FIELD

[0001] The present disclosure relates to systems and methods for transliterating text, and in particular to transliteration between non-Roman character-based languages, such as Arabic, and Roman character-based languages, such as English.

II. RELATED APPLICATIONS


III. BACKGROUND

[0009] Now that computer use has become global, it is a technical challenge to provide speakers and readers of various languages with hardware and software adapted for use in their native languages and written character sets. Modern (e.g., personal) computing systems and other electronic information and communication devices typically include a processor, storage apparatus, and input/output apparatus through which the user of a device interacts to input or enter information into the device, and with which the device displays or outputs information back to the user.

[0004] One input apparatus is a keyboard, which generally includes a plurality of keys or buttons corresponding to the letters of an alphabet and other common numerals or characters. In the United States and most other countries, computer systems including an English-based keyboard with the letters of die
English alphabet and the decimal numbers and other punctuation characters are available, and many major manufacturers of computing equipment produce products in English or Roman-based character sets only. Furthermore, most computer software and system and application programs are also created today with English speakers primarily or only in mind.

[0005] However, for users in locations where the local language is not based on the same Rotnao character set as English, this requires adaptation of the keyboard, altering the user operation of the keyboard, customizing the system and application software, or all of the foregoing, to allow entry of information into the computer in the local native language. In many areas of the world, native keyboards and system and application software does not exist or is cumbersome to learn and use or is inadequate to provide natural and easy means for input and output of information to the computer in the native format or character set.

[0006] One way non-Roman character users have adapted to the use of Roman based computing infrastructures is by way of transliteration. Transliteration is a process used to transcribe text written in a character set into another character set. Transliteration allows users of computers or other electronic devices to express themselves in a language that is difficult to input into Roman-based computing systems for a number of reasons, including for example: the keyboard may not include the characters of the language; even if the keyboard includes the native language's characters, a user may not be familiar with the keyboard layout; and a user may not be fluent in the language, but knows the transliteration of certain names or phrases.

[0007] There still exists a need for better systems and techniques for transliteration between languages with different character sets. This includes in the apparatus for transliteration and underlying methods, as well as improvements in all ways of interacting with the transliteration system, including its user interface and architecture and design.

IV. SUMMARY

[0008] Transliteration relates to conversion of text or character sets from one set to another, for example, form Arabic to Roman character-based languages such as English, and the reverse process (e.g., Roman to Arabic). Some transliteration systems use a one-to-one mapping from one character set to die
other. However, most people are not trained in these rigid transliteration systems, and the systems and processes for using them remain inadequate and difficult to implement and use. Nonetheless ad-hoc transliteration systems are commonly used, relying on loose mappings. These mappings are generally based on phonetic similarities between Arabic and a Roman language the user is familiar with (for example English or French). Where phonetic mappings don't exist (for example in Arabic certain sounds have no equivalents in English, users tend to fall back on one or more commonly understood mappings, which can use alphabetic characters, numbers and/or punctuation (for example, "3" is commonly understood to be a transliteration for the Arabic "£")

[0009] In the absence of an input mechanism for entering a language in its native character set, users sometimes type equivalent or known code characters in the Roman character set to represent the non-Roman characters. This process is referred to herein as "romanization." Note that the present disclosure is described in the context of an example of transliteration between the Arabic and Roman character-based (e.g., English) languages, but the present concepts can be extended to other schemes and character sets. For example, aspects of the present disclosure can be extended to Arabic-French, Farsi-Spanish, or other transliteration pairs.

[0010] Romanization can be performed in a number of ways. Converting Romanized text back into its original character set is difficult because multiple solutions may be available. In some embodiments, the system includes a flexible transliteration system that, when given a Romanized word (non-Roman text written using Roman characters), produces a list of ranked transliteration candidates.

[0011] The present disclosure, in a preferred embodiment, provides a system and method for transliterating a Romanized Arabic word or phrase into its Arabic form in the Arabic character set. The present discussion should be understood to be extendable to transliteration between other character set pairs as well. In some embodiments, the system's input includes a Roman character string. In some embodiments, the system's output includes a list of Arabic word candidates ranked according to a score, ranking, or other quantitative metric.

[0012] As discussed in greater detail elsewhere in this disclosure, a "score" or quantitative measure of confidence can be assigned to one or more of a list of
output candidate words or phrases. The score describes a level of confidence that a given output word is the Arabic word that the user meant to express using the Romanized input.

[0013] Different users might use a range of inputs to express the same desired output. The present system can be "fuzzy" because it is able to produce the same best guesses for a variety of reasonable inputs.

[0014] In other aspects, the present system and method allow a user to input Arabic text without learning specific transliteration rules, and allow the system to improve its accuracy and efficiency for the same user in future uses as well as for other users if such information is used in more than one session or between sessions of multiple users.

[0015] Some embodiments of the present system offer users a choice of Arabic word candidates. The user selects which output word they wish to use. The system can use statistical information about these selections to refine the scoring system. This produces output rankings more in line with the users' expectations. The system is therefore adaptive.

[0016] In one or more embodiments, a user interface is provided which has the following properties: it gives immediate feedback by showing transliteration candidates as the user types; it can display the meaning of the Arabic transliteration candidates; it allows the user to correct mistakes by modifying their transliteration selections at any time; it can automatically provide a best-guess transliteration if the user doesn't actively choose a transliteration; it remembers the user's previous transliteration selections; the transliteration rankings can be customized to a particular user, and; it can provide user selection feedback that can be used to improve the rankings of the transliteration system. Some or all of these features can be implemented in a computing system including a processor, memory, input/output structures, and executing programmed instructions.

[0017] One or more embodiments hereof can also be used to input non-Roman text in a number of applications, such as, but not limited to: inputting non-Roman text in a desktop computer application; inputting non-Roman text in a web-based application; and inputting non-Roman text on a mobile device, such as a cell phone.

V. BRIEF DESCRIPTION OF THE DRAWINGS
For a fuller understanding of the nature and advantages of the present invention, reference is made to the following detailed description of preferred embodiments in connection with the accompanying drawings, in which:

- Fig. 1 illustrates an exemplary flowchart of acts in a process for transliteration;
- Fig. 2 illustrates an exemplary weighted scoring method;
- Fig. 3 illustrates an exemplary selection post-processing method;
- Fig. 4 illustrates an exemplary selected Roman word and die candidate transliterations returned by the transliteration system;
- Fig. 5 illustrates an exemplary selected Roman word and die candidate transliterations returned by the transliteration system, including word meanings;
- Fig. 6 illustrates an exemplary selected Arabic word and die candidate transliterations obtained from the transliteration cache; and
- Fig. 7 illustrates an exemplary sequence of acts from a method implemented in a system for transliteration input and output.

VI. DETAILED DESCRIPTION

The present invention should not be considered limited to the particular embodiments described above, but rather should be understood to cover all aspects of the invention as fairly set out in the attached claims. Various modifications, equivalent processes, as well as numerous structures to which the present invention may be applicable, will be readily apparent to those skilled in the art upon review of the present disclosure. The claims are therefore intended to cover such modifications.

As mentioned earlier, the present system and method provide for transliteration between two character systems, for example a Roman-based character system and the Arabic language. Some terms used herein are presented below, not by way of limitation or exhaustion, but rather as exemplary of the use of the terms, which several of are known to those of skill in the art, and are intended to be taken as such where consistent therewith and where such differing usage is not required by the present illustrative examples.

String, a sequence of characters.
[0029] Roman word, a suing consisting of a combination of: lower case Roman alphabet characters; upper case Roman alphabet characters; roman numbers; and certain punctuation characters, such as the apostrophe.

[0030] Transliteration: The process of converting a Roman string into an Arabic string.

Examples include:

fOOSl “mathaba” مرحبًا;
[0032] “ph” → "ف"; and
[0033] “ma3” → “مع”.

[0034] Harakat. The Arabic language uses diactridc marks called harakat. Other non-Roman languages have similar annotations to differentiate sounds and meanings of similar tokeos or strings. The harakat are often omitted from written Arabic, but are spoken. As a result, they play a rote in die Romanization of Arabic words. Table I illustrates some common harakat from the example of the Arabic language.

<table>
<thead>
<tr>
<th>Harakat</th>
<th>Phonetic equivalent</th>
</tr>
</thead>
<tbody>
<tr>
<td>Fatha:</td>
<td>“а” vowel</td>
</tr>
<tr>
<td>Damma:</td>
<td>“у” vowel</td>
</tr>
<tr>
<td>Kasra:</td>
<td>“ї” vowel</td>
</tr>
<tr>
<td>Shadda:</td>
<td>Stressed consonant</td>
</tr>
<tr>
<td>Madda:</td>
<td>Glottal stop followed by long “а”</td>
</tr>
</tbody>
</table>

Table I

[0035] Token-. A data structure comprising one or more of: a Roman string, e.g., "ph": a transliteration, e.g., an Arabic string which is a plausible transliteration of the Roman string, including harakat, e.g., "ϕ"; or apositionfläg expressing how the token’s Roman string can be positioned in a Romanized string. For example in die: Start; Middle; End; Alone; Prefix; or Suffix.

[0036] A "start" token in some embodiments is followed by a "middle" or "end" token. A "prefix" token is similar, but can also be followed by another "prefix" or "beginning" token. A "prefix" token is typically not part of the stem.
of the word. A "suffix" token is similar to an "end" token, but it indicates that the token is typically not part of the stem of the word.

[0057] It is noted that multiple tokens may exist for a given Roman string, since multiple plausible transliterations are possible, and since the positioning flag may vary for a given Roman string and transliteration pair. For example:

[0038] “th” [as in ‘three’] → "ث";
[0039] “th” [as in ‘thus’] → "ث", and
[0040] “th” [as in ‘thus’] → "ث".

[0041] In some embodiments, metadata can be associated with a token or with each token, including:

[0042] a quality score. Used to distinguish between tokens that are based on same Romanized string. For example: “ئ” → “ة” has a higher quality score than “ئ” → “ه”; and “إ” → “إ” has a higher quality score than “إ” → “ة”;

[0043] a token length store. Longer tokens tend to more specifically capture the intent of the end user, and are therefore assigned a larger score. For example:

“kh” → “ع” scores better than "k" + "h" → “ع" + “ه"; and

[0044] a popularity score. Comprises a score that expresses how often a particular token is used. The value can be derived from collecting statistics from the user input patterns, or from analyzing Romanized Arabic text, in print or electronic form.

[0045] In addition, embodiments hereof employ some or all of the following elements.

(0046) A token database. This comprises a collection of tokens. Token databases are typically optimized for a particular usage scenario. A database can contain tokens optimized for the user's Roman language of choice. In one example, Spanish speakers may use different mappings from Roman to Arabic, compared to English speakers, because of phonetic differences between their two languages. For Spanish, a “j” [kh] → “ع” token makes sense, but not for English.

[0047] The token database may also be optimized for differences within Arabic itself (for example Lebanese colloquial versus classical Arabic), or for differences according to a particular user's preferences.

[0048] Intermediate transliteration quality database comprises a database of transliterations and their respective quality scores. These scores can be positive or negative. In some embodiments, the score is derived from the input language
rules or Arabic spelling rules. Many alternative scoring techniques can be employed, and the present discussion is meant to comprehend such other variations and possible implementations. Note that in the case of the Arabic spelling rules, database entries may be generated according to a set of rules. For example:

[0049] "ph" → "e\text{"e\text{"v}}" has a negative quality score, because the English pronunciation would oevei match the transliteration;

[0050] "ca" → "\text{"\text{"s}} has a high quality score because its English pronunciation and transliteration are unambiguous; and

[0051] "u\text{"e\text{"e\text{"s}}" → "l" has a high quality score because the transliteration follows a common Arabic spelling rule.

[0052] Arabic word database, comprises a database of Arabic words, which can optionally include harakats. In some instances the database includes a large (or even all) words of the language. Each word can optionally be assigned a popularity score as described above.

[0053] In some embodiments, the popularity score may be determined by a combination of the following factors, such as: the frequency a word occurs in a set of Arabic publications, in print or electronic form; the frequency the English word is input by the users; dialect variations. For example, Lebanese colloquial may have words with differing popularity scores than classical Arabic; and application contextual information. For example, a popularity database may be compiled that is geared towards technical users. In this case, technical words, uncommon in everyday usage, would be given a higher popularity score than otherwise.

[0054] Transliteration popularity database, this database can associate a popularity score with Romanized string/Arabic transliteration pair. The score captures how often a Roman string is input to produce the Arabic output. The transliteration popularity score can be compiled from a number of sources, such as: a statistical analysis of users' input and selected output transliterations; or a statistical analysis of Romanized Arabic text, derived in paper or electronic form.

[0055] An interface between the present system and external components is made possible in some embodiments to receive or otherwise exchange such information between the present system for transliteration and the outside world. In some embodiments, an Internet or similar local or remote networks are coupled.
to the present transliteration system to send and/or receive information to and/or from the network.

[0056] The present system and method can include some portions based on or including a scheme or algorithm, but are not necessarily so restricted, and the present disclosure is not directed strictly to algorithms as such, but may employ algorithms in various forms and embodiments embodied by the totality of the present systems and methods. In some embodiments, hardware executing programmed instructions is implemented as part of the system and to carry out the present method.

[0057] Specific embodiments employ the following token database. In addition, the algoridun can optionally use an intermediate transliteration quality database and/or an Arabic word database, which may be generalized to other languages than Arabic of course. In addition, a transliteration popularity database can be employed.

[0058] In some embodiments, the input to the algorithm comprises a Romanized Arabic word which the user wants to convert to native Arabic characters. The present system includes a processor that can execute stored instructions on data available to the system or stored thereon. In specific examples, the system includes a computer processor or similar apparatus such as those found on a personal computer (PQ or a handheld device like a personal digital assistant (PDA), smartphone, or other embedded system. The system may include hardware, firmware, and software in any combination. Various parts of the system can be included within one unit, in a box, or provided separately or obtained from different sources.

[0059] Referring to Fig. 1, a process is disclosed where an input is received at 100 (in a first character set). The input may be received from a human user or a machine (computer, software). The input is tokenized at 110 and the resultant tokens are scored at 120 according to any useful method, including the exemplary ones illustrated above. A sorting is done at 130 to arrange (sort) the possible outputs according to some criteria, including the exemplary ones illustrated above. An output is provided at 140 so that a human user or a machine (computer, software) obtains the sorted output. In one example, the highest scored result is presented first or as a default in a list of possible outputs. The user (again, can be a human user or a machine) provides some feedback at 150 by
indicating which output choice was selected. This feedback is used to update a database at 160 so that a database containing information can be more useful in future scoring acts. Also, the feedback can provide other new information to build up the database and expand it.

[0060] This feedback feature provides an adaptive aspect to the present system and method. It should be understood that the present schemes can be adapted for use with a number of front-end programming interfaces or user interfaces for inputting and outputting information therefrom.

[0061] The present system employs a method that can be programmed into a computing device to accomplish the present transliteration. In some embodiments, an exemplary method includes the following steps, which are not necessarily performed in the order presented for all instances:

[0062] (1) Tokenization. The present exemplary method finds the possible tokenizations of the input Roman word. Each tokenization in some instances fulfills the following conditions: the concatenation of the tokens' Roman strings must match the input word; and a token can only be used if its positioning requirements are met. Again, these steps are presented for an exemplary embodiment or more of the present system and method and are not exhaustive or limiting of other possible examples. Nonetheless, in the exemplary embodiment here, Table II shows one possible tokenization for the input word "khawf":

<table>
<thead>
<tr>
<th>Tokens</th>
<th>Token Roman string</th>
<th>Token position flag</th>
<th>Token transliteration</th>
</tr>
</thead>
<tbody>
<tr>
<td>Token #1</td>
<td>kh</td>
<td>start</td>
<td>خ</td>
</tr>
<tr>
<td>Token #2</td>
<td>a</td>
<td>middle</td>
<td></td>
</tr>
<tr>
<td>Token #3</td>
<td>w</td>
<td>middle</td>
<td>و</td>
</tr>
<tr>
<td>Token #4</td>
<td>f</td>
<td>end</td>
<td>ف</td>
</tr>
</tbody>
</table>

Table II

[0065] This tokenization yields the transliteration (khawfj) "حَوَف".

[0064] (2) Tokenization scoring, an aggregate score is determined for each tokenization produced. This score is the weighted sum of multiple sub-scores. Sub-scores can be generated at three levels: a) token level, b) intermediate level, and c) word level. Each of these is discussed in more detail below for the present exemplary embodiment:
Token level sub-scores are computed by examining the properties of the tokenization's constituent tokens. A token quality sub-score may be obtained by combining the individual tokens' quality scores; a token length sub-score may be obtained by combining the individual tokens' length scores; and a token popularity sub-score may be obtained by combining the individual tokens' popularity scores. Note that any or all of the foregoing can be used in any combination, depending on the performance and implementation desired.

Intermediate level scoring is computed by examining groups of tokens in the tokenization. Each group corresponds to a Roman substring and an Arabic transliteration substring. The pair's score is obtained from the intermediate transliteration quality database. Sub-scores for all possible subgroups are combined to form an overall intermediate sub-score.

Word level sub-scores are computed by examining the tokenization's transliteration as a whole, ignoring the specific tokenization, with the exception of prefixes. If the tokenization includes one or more prefix tokens, they may be stripped when calculating word level sub-scores. Similarly, a suffix token may be stripped from the tokenization when computing word-level sub-score.

In word-level scoring, a (positive) dictionary match sub-score may be assigned if the tokenization's transliteration has a strict match in the Arabic word database. When looking for a strict match, prefixes and suffixes can be stripped from the transliteration. A smaller (positive) sub-score may be assigned if the transliteration has a loose match in the Arabic word database.

Fig. 2 illustrates an exemplary outline of a scoring process employing token level scoring 200 that includes token quality score 202, token length score 204, and token popularity (or frequency) score 206. Also, an intermediate level scoring 210 includes scoring an intermediate transliteration quality 212. A word level scoring 220 includes a dictionary match score 222, an Arabic word popularity (or frequency) score 224, and a transliteration popularity score 226. Weighting of the scores can be applied at any stage that is useful, for example at 230. An aggregate score is obtained after weighting at 240. The weighted score can be used to determine an ordering or sorting of possible matches and outputs to be presented to a user.
In some embodiments, a loose dictionary match can be found by removing one or more short vowels (fatba, katra, damma). For example, if the user enters "kabada" the system will produce (among others) the transliterations (kabada) "کبادا". This transliteration may not be found in the word database with the short vowels. Stripping them gives (k-b-d) "KB4", which may exist in the word database. This is a loose match.

In other embodiments, a loose dictionary match may also be obtained by removing one or more shadads (stress characters), e.g., (berri) "<J" may not be in the word database, but (beri) "ترنت" may be.

In yet other embodiments, a loose dictionary match may further be obtained by removing one or more maddas (extenders), or replacing one or more akj-maddai (CHAR al) with alef-bamas (CHAR-a2), e.g., (aameen) "امين" may not be in the word database, but (ameen) "JH" or famee α) "<>" may be.

In still other embodiments, a loose dictionary match may be obtained by replacing one or more akf-batw as (CKAR-a2] with aitf (CHAR-aJ, e.g., (alula) "JSL" may not be in the word database, but (akalj) "JSL" may be.

According to some exemplary implementations, a score of 0 (zero) may be assigned if no matches for the transliteration can be found in the Arabic word database.

A non-Roman, e.g., Arabic, word popularity sub-score may be obtained from the popularity score of the transliteration in the Arabic word database. The score is higher with higher popularity, although the relation between the popularity and the score need not be linear (it can be logarithmic, have steps, etc.). As in the case of the existence sub-score, the popularity score is higher if the match is strict. This score uses the same strict/loose matching rules as the existence score. For example, when the user enters "ana" the system will produce (among others) the transcriptions (ana-1) "ا" and (ana-2) "&". However, the use of (ana-2) "&" is much more frequent than (ana-1) "<" according to the Arabic word database and is therefore given a higher sub-score.

A transliteration popularity sub-score may be obtained by looking up the Roman input/Arabic transliteration pair in the transliteration popularity database. The sub-score is 0 (zero) if the pair is not found in the database according to some embodiments. For example, "marhaba" "مرحبا" has a high
sub-score, because if is very commonly used, whereas "marrhaba" → "مَرَحَبَة" has a low sub-score, because it is not commonly used.

[0077] The sub-score weights are preferably chosen to optimize or maximize the system’s ability to produce a best-guess transliteration from a predefined database of frequently used Romanized Arabic words and their transliterations. Again, similar notions can be applied for other non-Roman alphabets and vocabularies.

[0078] (5) Tokenization sorting. The list of tokenizations is sorted according to each tokenization’s aggregate score.

[0079] (4) Output. A new list is generated from the sorted tokenization list. This list contains the transliteration of each tokenization, as well as its associated score. Typically the transliteration is stripped of its harakats, since they are not typically used in written Arabic. However, the transliteration can be provided with harakats, or with different combinations of harakats. If multiple harakat combinations are output, they can be ranked by order of popularity in the Arabic word database. The output is provided to the user in the form of a choice of transliterations.

[0080] (5) User action analysis. The user of the present system makes a selection of which candidate transliteration he or she wants to use. These steps can be carried out by a human, a machine in a system, or a combination of the two. A statistical analysis of the user’s selections can be used to refine data.

[0081] Examples of the data that can be refined in this process include: the token popularity scores in the token database, reflecting e.g., how popular is the "th" (as in 'this') → "ث" token versus the "th" (as in 'thus!') → "ث" token; the Arabic word popularity scores in the Arabic word database, reflecting e.g., how popular is the use of the word (keefik) "<i>كيفك"; the transliteration popularity score in the transliteration database, reflecting e.g., how popular is it to input "allah" to mean "الله".

[0082] If the Arabic word database does not include harakat information, the user selections can be used to infer the proper harakat form of a word. For example, if users frequently use "kabada" → "کبادة". one can infer that the word (kabada) is written (k-b-d) "کبادة" with harakats. The Arabic word database can subsequently be updated to include this information. Additionally, frequently
occurring input/output selection pain can be added to the transliteration database used for optimizing the weights used in the scoring process.

[0083] Fig. 3 illustrates an exemplary process for die post-processing of user selections in the present system and method. At 300, the user (man or machine) selects a selection from a list of presented transliteration candidates output to die user. The user selection is post-processed at 310 in any of several ways that result in enhancements to the system, database, algorithms, and future performance thereof. For example, the post-processing 310 can result in additions, modifications, deletions, or improvements to a token database 320, an Arabic word database 330, a transliteration popularity (or frequency) database 340, and a transliteration database for scoring weight optimization 350.

[0084] As mentioned earlier, the present system and method provide for transliteration between two character systems, for example a Roman-based character system and the Arabic language. In one or more exemplary embodiments, an input method can be used in any user interface element that allows textual input and selection. For example, this can be an HTML INPUT element or an HTML TEXTAREA element. We will refer to the input user interface element as a textbox, but other user interface elements can be employed as well.

[0085] In some aspects, the present system and method provides a transliteration system that, given a Romanized word, produces a list of ranked transliteration candidates. In some embodiments this includes translations of selected words or phrases. The transliteration system can optionally provide the meaning of each transliteration candidate. Some embodiments of the system use a transliteration cache to locally store the transliteration candidates that are returned from the transliteration system for quick access.

[0086] Fig. 4 illustrates an exemplary user interface 400 for presenting transliteration candidate outputs to a user. An output window 40S, which can be displayed on a computer or hand-held device display monitor, holds visible information to convey the outputs to the user. Note that audible alternatives can be used instead of or in conjunction with the presently described visual output interface 400 to accommodate those with disabilities or other needs.

[0087] An input "marhaba" is shown at 410. The interface includes a highlighting element, such as a text highlighter 420 to show the presently-selected
option 430. Other options 432, 434, and 436 are available and shown, but not presently selected. The user can select the other options 432, 434, or 436 by using an input interface (e.g., touch screen, scroll wheel, mouse, keyboard, voice input, etc.) to move the highlighting 420 to the user's desired selection. Note that the output options can be sorted as described herein by ordering them for example.

[0088] Fig. 5 illustrates an exemplary user interface 500 that provides a transliteration feature. For a given input 510, the system provides a list of sorted possible outputs. In this case, each possible output is given in its Arabic form (520 - 526) and also along with its corresponding English translation (530 - 536) respectively.

[0089] Fig. 6 illustrates another exemplary user interface 600 that provides a root input word in a first character set and associates it with a group of outputs beneath a corresponding word in a second character set. The outputs are obtained from a cache as described above.

[0090] Now referring to Fig. 7, an exemplary system's logic flow is described below. It should be appreciated that the interface presents an exemplary and illustrative embodiment of the steps in a method, not intended to be limiting or exhaustive of other embodiments, where additional steps can be performed, or some of the indicated steps removed as appropriate.

[0091] At 700, the user enters, or selects text in the textbox. This can include typing with the keyboard into the textbox, copying and pasting text into the textbox, or selecting existing text in the textbox, or other ways of entering information into a place adapted to receive user input.

[0092] At 702, the selected word is identified. When typing, the currently typed word is considered to be selected. If multiple words are selected, the system does nothing further; if a single word is selected, the system proceeds.

[0093] At 704, the system determines whether the selected word is comprised of exclusively Arabic characters, exclusively Roman characters, or neither of those two cases. If the selected word is neither, the system does nothing further; if the selected word is purely Roman, proceed to step 4; if the selected word is purely Arabic, the system proceeds as indicated; if the selected word is purely Roman, it is looked up in the Transliteration Cache. If transliteration candidates are found in the cache, the system proceeds as indicated.
[0094] At 706, the system requests the transliteration candidates from the transliteration system. Once the transliteration candidates are received, they are stored in the transliteration cache at 708, along with their meanings if available. If the selected word is Arabic, the system looks it up in the transliteration cache; if it is not found in the cache, the system does nothing further. Output messages and signals may be delivered from the system to another component or module or to a user (e.g., through a readable display) to indicate the progress at each step of the process. If the selected word is found, the system retrieves the transliteration candidates from the cache.

[0095] At 710, the system displays a user interface element listing the Romanized word and transliteration candidates. Each entry is selectable by the user. If available, the Arabic word's meaning can be displayed next to it.

[0096] When the user makes a selection the original word is replaced by the new selection; the selection is stored, either locally or remotely. This will allow the selection to be remembered if the same word is input at a later time.

[0097] Feedback can be provided to the transliteration system regarding the user selection. This feedback can help improve the accuracy of the transliteration system.

[0098] In some embodiments, the user may input special characters or key combinations into the textbox. One of these can be used to prevent the automatic transliteration of the preceding word. For example, if a user were to input CTRL-SPACE, the system could input a space character without automatically transliterating the preceding word.

[0099] The system can also provide the user with a method to disable transliterations altogether. This can be in the form of a user interface element, such as a button, and/or a special character or key combination input into the textbox. A method can also be provided to re-enable the transliteration functionality.

[0100] Textboxes in software applications can have a text direction setting. The text direction is either left-to-right or right-to-left. An application can either impose a text direction on a user, or it may provide a mechanism to switch the text direction, such as a button. When a textbox has a left-to-right text direction, one may infer that either the application developer or the user intends to use the textbox for text written mostly in a left-to-right language, and vice-versa.
The system can therefore detect the text-direction of the textbox, and automatically enable or disable the automatic transliteration features of the user interface.

(00101) In some specific embodiments, if the textbox direction is left-to-right, the system can infer than the user intends to input mostly roman text. It can therefore disable the automatic transliteration which would normally take place when punctuation is input. In other specific embodiments, if the textbox direction is right-to-left, the system can infer than the user intends to input mostly Arabic text, and can enable the automatic transliteration.

[00102] One or more embodiments of the present system and method can further accomplish ranking of transliteration options. The transliteration system can take into account one or more of the following factors when determining the transliteration candidates and their ranking, for example, in one or more embodiments:

[00103] The user's native language. This can be determined by the user actively choosing what language he or she prefers; the user's locale can be determined by examining the "Accept-Language" header in an HTTP request made by the user's browser; and/or the browser language setting, obtained for example using javascript.

[00104] The transliteration language, including dialect variations. This can be based on the user's previous selections and/or the selections of a population of users. For example: users from the same geographic location, users using the same input language; and/or users of a certain age group, or sharing other demographic attributes.

[00105] In addition, the present system and method can provide communication functions. The transliteration system can run either locally or remotely. A remote transliteration system can be hosted on one or more servers. The request and response can be encoded in many different forms.

[00106] In some embodiments, the transliteration system can be hosted on a web server. A hyper text transfer protocol (HTTP) request can ask the web server for transliterations of a given word. This word, and other relevant information, such as a user id, language, or other preferences, can be encoded in the uniform resource locator (URL), a cookie, HTTP POST header or body, SOAP transaction, XML document, etc. The list of transliteration candidates can
be returned in the HTTP response's body, encoded in any number of formats, such as plain text, JSON, XML, SOAP, etc.

[00107] Some embodiments hereof include the use of a textbox to accomplish a data input function. The textbox can be any user interface element that receives text as input. For example: an HTML or XHTML input element; an HTML or XHTML text area element; or a textbox or rich textbox control; and a custom text input element that allows text input and selection, such as a word processor or email editor.

[00108] It can be seen that the present system and method can be applied to provide input and/or output to/from a transliterator. It should be also seen that the actual and precise nature of the transliterator or transliteration system associated with the present input and output system is not limiting of the present input and output system. That is, a number of transliteration engines, programs, machines, and algorithms are potentially suited for use herewith.

[00109] We claim:
VII. CLAIMS

1. A method for adaptive transliteration between a first and a second character set, comprising:
   receiving an input comprising a set of input tokens in a first character set;
   processing a subset of said input tokens substantially in real-time as said input tokens are received by comparing said subset of the input tokens against a database of known tokens in a second character set;
   determining a set of output tokens in said second character set; and
   providing an output representative of said output tokens.

2. The method of claim 1, said input tokens comprising a plurality of characters from said first character set.

3. The method of claim 1, said output tokens comprising a plurality of characters from said second character set.

4. The method of claim 1, said comparing step comprising comparing the input tokens with a corresponding group of possible entries in a database associating said input and said output tokens.

5. The method of claim 1, said receiving comprising receiving typed characters entered by a user into an input element of a user interface.

6. The method of claim 5, said input element comprising a text box adapted for receiving said input token.

7. The method of claim 1, said providing an output comprising providing an output to an output element of a user interface.

8. The method of claim 7, further comprising accepting a user selection from a plurality of possible options available to said user from said output.
9. The method of claim 8, further comprising processing said use selection and providing a result of said processing to affect future transliteration operations.

10. A system for transliteration between a first character set and a second character set, comprising:
    
an input element for receiving input token entries in a first character set;
    
a processor for processing at least some of said input tokens substantially in real-time;
    
an output element for providing an output comprising at least one output token in said second character set, corresponding to said input tokens, substantially in real-time.

11. The system of claim 10, further comprising a database, coupled to said processor, for storing tokens in said first and second characters sets.

12. The system of claim 10, said input element comprising a text box for receiving said input tokens from a user.

13. The system of claim 10, said output element comprising an area for display of said output tokens to a user.

14. The system of claim 10, further comprising a transliteration score engine that receives a pair of associated tokens and provides an output indicative of a quantitative measure of the correlation between said pair of associated tokens.

15. The system of claim 10, further comprising a transliteration popularity database that receives a possible transliteration input and provides an output dependent on a metric indicative of the popularity of said possible transliteration.

16. A method for transliterating information, comprising:
    
    converting an input set of characters in a first character set into a set of input tokens in said first character set;
determining at least one match to said input tokens from a possible set of output tokens in a second character set;

scoring said at least one match to determine a best match between said input tokens and said output tokens; and

presenting said output tokens based on said scoring such that a best suggested output token is preferentially presented.

17. The method of claim 16, said preferentially presenting of said best suggested output token further comprising sorting said output tokens so that said best suggested output token takes a primary place in said sorting.

18. The method of claim 16, further comprising analyzing a user selection of one of a plurality of presented output tokens.

19. The method of claim 18, further comprising storing a result of said user selection in a database for improving future transliteration operations.
Fig. 2

SUBSTITUTE SHEET (RULE 26)
User types in the textbox

Is the input punctuation?

Yes

Identify the word before the punctuation

Word in Arabic or Roman Characters?

If roman

Do nothing

If arabic or neither

Do nothing

No

Is the input a special character used to enter a space without automatically transliterating?

Yes

The selected word is identified

If multiple words are selected

No

User pastes text into the textbox

User selects text in the textbox

Selected word in Arabic or Roman Characters?

If arabic

Do nothing

If neither

Do nothing

If roman

Fig. 7A
INTERNATIONAL SEARCH REPORT

International application No.
PCT/US 08/79349

A CLASSIFICATION OF SUBJECT MATTER
IPC(8) - G06F 17/28 (2008.04)
USPC - 704/2

According to International Patent Classification (IPC) or to both national classification and IPC

B. FIELDS SEARCHED

Minimum documentation searched (classification system followed by classification symbols)
USPC - 704/2

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched
USPC - 704/8; 704/9; 704/EI 5.003; 715/264; 382/185

Electronic data base consulted during the international search (name of data base and, where practicable, search terms used)
DialogWEB; Google
Search Terms Used: transliteration, token, database, output, sort, sort, compar, data, base, data-base, display, prompt, popular, correlat, real-time, real, time, realtime, automatic, synch, simultaneous, text, string, character

C. DOCUMENTS CONSIDERED TO BE RELEVANT

<table>
<thead>
<tr>
<th>Category*</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No</th>
</tr>
</thead>
<tbody>
<tr>
<td>X</td>
<td>US 5,432,948 A (DAVIS et al.) 11 July 1995 (11.07.1995), Abs. Col 2 Ins 18-22, Ins 61-62, Col 3 Ins 19-22, Col 6 Ins 25-31, Col 7 Ins 4-5, Col 8 Ins 7-8, Ins 43-45, Col 9 Ins 41-42, Col 10 Ins 5-7 and Ins 15-17</td>
<td>1-7, 10-14, and 16-17</td>
</tr>
<tr>
<td>Y</td>
<td>US 6,546,388 B1 (EDLUND et al.) 08 April 2003 (08.04.2003), Col 6 Ins 65-66</td>
<td>15</td>
</tr>
</tbody>
</table>

Further documents are listed in the continuation of Box C.

* Special categories of cited documents
"A" document defining the general state of the art which is not considered to be of particular relevance
"E" earlier application or patent but published on or after the international filing date
"L" document which may throw doubts on priority claim(s) or which is cited to establish the publication date of another citation or other special reason (as specified)
"O" document referring to an oral disclosure, use, exhibition or other means
"P" document published prior to the international filing date but later than the priority date claimed

D later document published after the international filing date or priority date and not in conflict with the application but cited to understand the principle or theory underlying the invention

Y document of particular relevance, the claimed invention cannot be considered novel or cannot be considered to involve an inventive step when the document is taken alone

Y document of particular relevance, the claimed invention cannot be considered to involve an inventive step when the document is combined with one or more other such documents, such combination being obvious to a person skilled in the art

& member of the same patent family

Date of the actual completion of the international search
02 December 2008 (02.12.2008)

Date of mailing of the international search report
18 DEG 2008

Name and mailing address of the ISA/US
Mail Stop PCT, Attn: ISA/US, Commissioner for Patents
P.O. Box 1450, Alexandria, Virginia 22313-1450
Facsimile No. 571-273-3201

Authorized officer: Lee W. Young
PCT Helpdesk 571-272-4300
PCT OSP 571-272-7774

Form PCT/ISA/210 (second sheet) (April 2007)