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(57) ABSTRACT 

The present invention relates to a method and apparatus for 
assembling a set of documents related to a triggering item. 
One embodiment of a method for assembling a set of elec 
tronic documents related to an electronic triggering item 
detected by a computing device being operated by a user 
includes automatically extracting by the computing device a 
set of features from the triggering item, without receiving a 
request by the user to assemble the set of electronic docu 
ments, and assembling as the set of electronic documents a 
plurality of documents that is relevant to the set of features, 
wherein the plurality of documents is retrieved from a plural 
ity of different types of electronic sources. 
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METHOD AND APPARATUS FOR 
ASSEMBLING ASET OF DOCUMENTS 
RELATED TO A TRIGGERING TEM 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

0001. This application claims the priority of U.S. Provi 
sional Patent Application Ser. No. 61/415,722, filed Nov. 19, 
2010, which is herein incorporated by reference in its entirety. 

REFERENCE TO GOVERNMENT FUNDING 

0002 This application was made with Government Sup 
port under contract no. FA8750-07-D-0185 awarded by the 
Air Force Research Laboratory. The Government has certain 
rights in this invention. 

FIELD OF THE INVENTION 

0003. The present invention relates generally to data man 
agement, and relates more particularly to technology for 
assisting in data management. 

BACKGROUND OF THE DISCLOSURE 

0004. Events such as business trips, employment inter 
views, proposal activities, technical paper reviews, and the 
like often require that an individual review a set of documents 
related to the event. For example, interviewing a job candi 
date may require review of the candidate's resume, tran 
Scripts, writing samples, and other documents. 
0005. These relevant documents are typically collected by 
performing a desktop search that requires several iterations. 
Such searches rely heavily on what the searcher knows and 
what he finds during the search. For example, the searcher 
may need to know where on his desktop the relevant docu 
ments reside (e.g., in a desktop folder, in an email message, 
on a networked server, etc.). Thus, such searches are time 
consuming and do not guarantee that the searcher will locate 
all relevant documents even after many iterations of search 
1ng. 

SUMMARY OF THE INVENTION 

0006. The present invention relates to a method and appa 
ratus for assembling a set of documents related to a triggering 
item. One embodiment of a method for assembling a set of 
electronic documents related to an electronic triggering item 
detected by a computing device being operated by a user 
includes automatically extracting by the computing device a 
set of features from the triggering item, without receiving a 
request by the user to assemble the set of electronic docu 
ments, and assembling as the set of electronic documents a 
plurality of documents that is relevant to the set of features, 
wherein the plurality of documents is retrieved from a plural 
ity of different types of electronic sources. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0007. The teachings of the present invention can be readily 
understood by considering the following detailed description 
in conjunction with the accompanying drawings, in which: 
0008 FIG. 1 is a schematic diagram illustrating one 
embodiment of a system for assembling a set of documents 
related to a triggering item, according to the present inven 
tion; 
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0009 FIG. 2 is a schematic diagram illustrating a second 
embodiment of a system for assembling a set of documents 
related to a triggering item, according to the present inven 
tion; 
0010 FIG. 3 is a flow diagram illustrating one embodi 
ment of a method for assembling a set of documents related to 
a triggering item, according to the present invention; and 
0011 FIG. 4 is a high level block diagram of the present 
invention implemented using a general purpose computing 
device. 
0012 To facilitate understanding, identical reference 
numerals have been used, where possible, to designate iden 
tical elements that are common to the figures. 

DETAILED DESCRIPTION 

0013 The present invention relates to a method and appa 
ratus for assembling a set of documents related to a triggering 
item. The triggering item may be, for example, an event or a 
document that is relevant to the user. In particular, embodi 
ments of the invention harvest documents from a plurality of 
sources and then estimate the relevancy of the harvested 
documents to the triggering item. Once the relevancies are 
estimated, the harvested documents are ranked and/or filtered 
based on relevancy to produce the set of documents. The set of 
documents is then delivered to the user, who may provide 
feedback that helps guide the assembly of future document 
sets. Within the context of the present invention, a “docu 
ment” refers to any sort of information that can be harvested 
from a computing device or network. Thus, a set of docu 
ments might include things like emails, white papers, and 
contracts as well as flight information, news articles, and 
weather data. 
0014 FIG. 1 is a schematic diagram illustrating one 
embodiment of a system 100 for assembling a set of docu 
ments related to a triggering item, according to the present 
invention. The system 100 is implemented within a comput 
ing device that is operated by a user. The computing device 
may comprise, for example, a desktop computer, a lap top 
computer, a tablet computer, a server, a Smartphone, a gam 
ing device, a set top box, a digital media receiver, or the like. 
The computing device may or may not be connected to a 
network. 
0015. In general, the inputs to the system 100 comprise a 
set of documents and a triggering item. In turn, the system 
outputs a subset of the documents that is relevant to the 
triggering item. As illustrated, the system 100 comprises five 
main components: a harvester 102, a full text query (FTQ) 
processor 104, a classifier 106, a set builder 108, and a plu 
rality of templates 110. 
0016. The harvester 102 indexes and processes documents 
including files (e.g., word processing files, spreadsheet files, 
presentation files, individual slides in presentation files, audio 
files, video files, etc.), calendar events, to do lists, notes, 
emails, and email attachments. These documents may be 
retrieved locally from the user's computer and/or remotely 
from network storage (e.g., a server that stores documents 
produced by a plurality of users). In the latter case, the har 
vester 102 may also retrieve documents from the World Wide 
Web (e.g., web pages). The harvester 102 is coupled to the 
FTQ processor 104 and the classifier 106, such that the har 
vester 102 may provide harvested documents to the FTQ 
processor 104 and the classifier 106. 
0017. The FTQ processor 104, as discussed above, is 
coupled to the harvester 102. In addition to the harvested 
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documents, the FTQ processor also receives triggering items 
from the computing device. As discussed above, a triggering 
item may comprise an event (e.g., a calendar item, a business 
trip, an employment interview, a proposal activity, a technical 
paper review, etc.) or a document (e.g., an email message, a 
word processing document, a spreadsheet, a slideshow pre 
sentation, a text file, a web page, a chat message, etc.). The 
triggering item may be entered automatically by an applica 
tion running on the computing device (e.g., a scheduling 
application). 
0018. The FTQ processor 104 estimates the relevancy of 
the triggering item to the harvested documents. In one 
embodiment, the FTQ processor extracts features from the 
triggering item (such as keywords, people, dates, locations, 
acronyms, or the like) and then builds a query around these 
features. In one embodiment, the features are assigned 
weights in the query. The query is then run against a search 
(e.g., a LUCENE full text query) over the harvested docu 
ments. This produces a list of ranked documents based upon 
the features (words) and document frequency. The FTQ pro 
cessor 104 is coupled to the set builder 108 and provides this 
ranked list to the set builder 108. 
0019. The classifier 106 also receives the triggering item. 
The classifier 106 uses information about the triggering item 
to select a template from the templates 110. Specifically, the 
classifier 106 extracts an activity type from the triggering 
item, and then selects the template that most closely matches 
the activity type. As discussed in further detail below, the 
activity type guides the identification of relevant documents. 
That is, for certain events and documents (e.g., business 
trips), the same types of documents must typically be gath 
ered (e.g., flight details, hotel and car reservations, weather 
forecast, itinerary, etc.). The template identifies these types of 
documents. 

0020. As discussed above, the classifier also receives the 
harvested documents. The classifier 106 extracts an activity 
type from each harvested document, much in the same way 
that the classifier 106 extracts the activity type from the trig 
gering item. In one embodiment, the classifier 106 is a maxi 
mum entropy classifier. The classifier 106 is coupled to the set 
builder 108 and provides the selected template and the docu 
ment activity types to the set builder. 
0021. The set builder 108 is coupled to the FTQ processor 
104 and to the classifier 106 and receives the list of ranked 
documents and the selected template from the FTQ processor 
104 and the classifier 106, respectively. The set builder 108 
uses the. Selected template and the activity types to re-rank 
and filter the list of ranked documents. In particular, the set 
builder 108 re-ranks the documents based on those whose 
activity type most closely matches the activity type of the 
selected template. The set builder 108 outputs a final set of 
documents relevant to the triggering item. In one embodi 
ment, the set builder 108 receives user feedback regarding the 
final set of documents. The user feedback may be used to 
refine the assembly of future sets of documents, as discussed 
in further detail below. 
0022. Those skilled in the art will appreciate that FIG. 1 
illustrates only one possible configuration of the system 100. 
In alternative configurations, for example, two or more of the 
individual system components could be replaced by a single 
component. Conversely, any single one of the system com 
ponents could be replaced by multiple components. 
0023 FIG. 2 is a schematic diagram illustrating a second 
embodiment of a system 200 for assembling a set of docu 
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ments related to a triggering item, according to the present 
invention. Like the system 100, the system 200 is imple 
mented within a computing device that is operated by a user 
and that may or may not be connected to a network. 
0024. As above, the inputs to the system 200 comprise a 
set of documents and a triggering item. In turn, the system 
outputs a subset of the documents that is relevant to the 
triggering item. As illustrated, the system 200 comprises four 
main components: a harvester 202, a full text query (FTQ) 
processor 204, a pipeline 206 comprising a plurality of pro 
cessors 210-210, (hereinafter collectively referred to as 
“processors 210'), and a set builder 208. 
0025. The harvester 202 indexes and processes documents 
including files, calendar events, to do lists, notes, emails, and 
email attachments. These documents may be retrieved locally 
from the user's computer and/or remotely from network stor 
age. In the latter case, the harvester 202 may also retrieve 
documents from the World WideWeb (e.g., web pages). The 
harvester 202 is coupled to the FTQ processor 204 and the 
pipeline 206, such that the harvester 202 may provide har 
vested documents to the FTQ processor 204 and the pipeline 
206. (0026) The FTQ processor 204, as discussed above, is 
coupled to the harvester 202. In addition to the harvested 
documents, the FTQ processor also receives triggering items 
from the computing device. As discussed above, a triggering 
item may comprise an event or a document. The triggering 
item may be entered directly by the user or may be entered 
automatically by an application running on the computing 
device. 

0026. The FTQ processor 204 estimates the relevancy of 
the triggering item to the harvested documents. In one 
embodiment, the FTQ processor extracts features from the 
triggering item (such as keywords, people, dates, locations, 
acronyms, or the like) and then builds a query around these 
features. In one embodiment, the features are assigned 
weights in the query. The query is then run against a search 
(e.g., a LUCENE full text query) over the harvested docu 
ments. This produces a set of raw data that can be used to 
relate the harvested documents to the triggering item. In an 
alternative embodiment, the FTQ processor may also rank the 
harvested documents based upon the features (words) and 
document frequency. The FTQ processor 204 is coupled to 
the pipeline 206 and provides the raw data (or the ranked list) 
to the pipeline 206. 
0027. The pipeline 206 also receives the triggering item. 
The pipeline 206 uses information about the triggering item 
and the raw data (or the ranked list of documents) produced 
by the FTQ processor 204 to filter and rank (or re-rank) the 
documents. As discussed above, the pipeline 206 comprises a 
plurality of pipelined processors 210 (i.e., the output of one 
processor 210 passes as input to the next processor in the 
series). In one embodiment, each of the processors 210 con 
tains its own persistent state (model, classifier, etc.). The 
processors 210 are arranged such that the first processor 210 
establishes an initial set of Scores or rankings for the docu 
ments, and the Subsequent processors 210-210, adjust these 
scores. Each of the processors 210 may adjust the scores 
based on a different algorithm or model. For example, the 
processors 210 adjust the scores based on text frequency/ 
inverse document frequency, proximity, or object recency, 
among other criteria. The pipeline 206 is coupled to the set 
builder 208 and provides the list of filtered and re-ranked 
documents to the set builder. 
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0028. The set builder 208 is coupled to the pipeline 206 
and receives the list offiltered and ranked documents from the 
pipeline 206. The set builder 208 outputs a final set of docu 
ments relevant to the triggering item. 
0029. In one embodiment, the system 200 additionally 
comprises a feedback bus 212 that receives user feedback 
regarding the final set of documents. The feedback bus is 
coupled to at least one of the processors 210 in the pipeline 
206 and to the set builder 208. In this way, the set builder 208 
or any coupled processor 210 may access the user feedback 
that is available via the feedbackbus 212. The user feedback 
may be used to refine the assembly of future sets of docu 
ments. For example, the user feedback may be provided to 
any one or more of the processors 210 (e.g., automatically or 
responsive to a request from one or more of the processors 
210). Where the processors 210 are capable of maintaining 
their own persistent states, the user feedback can be used to 
help train or adjust the algorithms or models used by the 
processors 210. 
0030 Those skilled in the art will appreciate that FIG. 2 
illustrates only one possible configuration of the system 200. 
In alternative configurations, for example, two or more of the 
individual system components could be replaced by a single 
component. Conversely, any single one of the system com 
ponents could be replaced by multiple components. 
0031 FIG. 3 is a flow diagram illustrating one embodi 
ment of a method 300 for assembling a set of documents 
related to a triggering item, according to the present inven 
tion. The method 300 may be implemented, for example, by 
the systems 100 and 200 illustrated in FIGS. 1 and 2. As such, 
reference is made in the discussion of FIG. 3 to various 
elements of FIGS. 1 and 2. It will be appreciated, however, 
that the method 300 is not limited to execution within a 
system configured exactly as illustrated in FIG. 1 or FIG. 2 
and, may, in fact, execute within systems having alternative 
configurations. 
0032. The method 300 is initialized at step 302 and pro 
ceeds to step 304, where the harvester 102 (or 202) harvests 
documents including files (e.g., word processing files, 
spreadsheet files, presentation files, individual slides in pre 
sentation files, etc.), calendar events, to do lists, notes, emails, 
and email attachments. These documents may be retrieved 
locally from the user's computer and/or remotely from net 
work storage. In the latter case, the harvested documents may 
also include documents retrieved from the World Wide Web 
(e.g., Web pages). 
0033. In step 306, the FTQ processor 104 and the classifier 
106 (or FTQ processor 204 and pipeline 206) receive a trig 
gering item (e.g., a document or event). In one embodiment, 
the system 100 (or 200) proactively detects the triggering 
item and assembles the documents (i.e., without receiving a 
request from the user to assemble the documents). For 
example, the system 100 (or 200) may detect the addition of 
a new item to the user's calendar and automatically assemble 
a set of relevant documents. In yet another embodiment, the 
triggering event comprises the user accessing an application 
that assembles the set of documents. 
0034. In step 308, the classifier 106 extracts an activity 
type from the triggering item and from each of the harvested 
documents. It should be noted that the activity type may be 
extracted from the harvested documents in advance of the 
receipt of the triggering item (i.e., the activity type is not 
necessarily extracted from the harvested documents simulta 
neously with the extraction of the activity type from the 
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triggering item). For instance, in one embodiment, harvesting 
and classification of documents is performed Substantially 
continuously (e.g., on a long-term basis), even when there are 
no triggering items on which to operate. In one embodiment, 
the activity type is determined by first parsing the text of the 
triggering item or the document into separate words (remov 
ing punctuation and stop words). An information or semantic 
extraction algorithm may be used to find word types. The 
classifier 106 then determines the activity type by classifying 
the triggering item or the document in accordance with the 
parsed words. In one embodiment, the classification is per 
formed in accordance with a maximum entropy classifier. In 
another embodiment (e.g., where the method 300 executes 
within the system 200 illustrated in FIG. 2, one or more of the 
processors 210 may extract the activity type). 
0035. In step 310, the FTQ processor 104 (or 204) builds a 
query in accordance with features extracted from the trigger 
ing item. The features may be, but are not necessarily, the 
same as the words that are parsed for classification purposes. 
In one embodiment, the extracted features include at least one 
of a keyword, a person, a date, a location, or an acronym. 
Stop words are discarded. In one embodiment, the query is 
built by assigning weights to the extracted features. In one 
embodiment, the query is a Lucene full text query. 
0036. In step 312, the FTQ processor 104 (or 204) runs the 
query against a search over the harvested documents. This 
produces a list of ranked documents based upon the extracted 
features (words) and document frequency. 
0037. In step 314, the classifier 106 selects a template in 
accordance with the activity type of the triggering item. The 
set of templates 110 includes a plurality of templates associ 
ated with different activity types. A given template identifies, 
for the associated activity type, the kinds of documents that a 
user would typically wish to gather. For example, a template 
for the activity type “business trip’ might list the following 
types of documents: flight information, hotel reservation, car 
reservation, weather forecast, contact information, and the 
like. In one embodiment, the system 100 is pre-trained with 
knowledge of certain activity types and their associated tem 
plates; however, the system 100 can also be trained to learn 
new activity types and their associated templates. In one 
embodiment, the classifier 106 selects the appropriate tem 
plate by using the triggering items activity type as a key into 
a template hash table. 
0038. In step 316, the set builder 108 re-ranks and filters 
the list of ranked documents produced by the FTQ processor 
104, in accordance with the template selected by the classifier 
106 and the activity types of the documents in the list of 
ranked documents. In one embodiment, the set builder 108 
does this by comparing the activity type of each document to 
the activity type of the selected template. The ranks of the 
documents whose activity types match the activity type of the 
template are increased, while the ranks of the documents 
whose activity types do not match the activity type of the 
template are reduced (or the documents are removed from the 
list). In the case of the system 200, the re-ranking and filtering 
is performed by the pipeline 206, in accordance with the 
algorithms or models implemented in each of the processors 
210. In this instance, it is possible that no templates may be 
used. 

0039. In one embodiment, ranking the documents 
includes recency ranking, word popularity, and learning. An 
initial ranking may be based on a combination of recency 
ranking and word popularity. Recency ranking assigns a 
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higher weight to documents having later modification dates, 
access dates, and/or number of accesses. Word popularity 
uses a global dictionary containing high frequency words and 
weights. The number of high frequency words is user-config 
urable and may be set to a finite number of words (e.g., fifty 
thousand). When a new document is harvested, keywords that 
do not exist in the dictionary are added to the dictionary. 
0040. In a further embodiment, stemming is applied to 
obtain root words, and all words are converted to the lower 
case letters. Weights in the dictionary may be updated con 
tinuously as the system 100 (or 200) operates. Keywords 
appearing in frequently accesses documents may be assigned 
higher weights, while keywords appearing in less frequently 
accessed documents may be assigned lower weights. In this 
way, the system 100 (or 200) has access to an up-to-date and 
accurate model of the user's universe and behavior. 
0041. The re-ranking and filtering performed in step 316 
produces a final set of documents. The final set of documents 
comprises at least one document that the system 100 (or 200) 
believes is relevant to the triggering item. In one embodiment, 
the final set of documents may also include an alert to notify 
the user of potentially missing information (e.g., no hotel 
reservation was located for a business trip). Alternatively, the 
system 100 (or 200) could interface with a task learning 
application that determines the appropriate procedure to 
execute to retrieve the missing document. The final set of 
documents is output by the set builder 108 (or 208) in step 
318. 

0042. In step 320, the set builder 108 optionally receives 
user feedback regarding the final set of documents. The user 
feedback may be implicit or explicit. Explicit feedback might 
include, for example, a user command to keep a given docu 
ment in the final set of documents or to remove a given 
document from the final set of documents. Implicit feedback 
might include, for example, the fact the a user did or did not 
open a given document in the final set of documents, that the 
user opened a folder containing a given document in the final 
set of documents, or asked for items that are similar to a given 
document in the final set of documents. 

0043. In step 322, the set builder 108 (or 208) stores the 
user feedback. Storage of the user feedback involves adjust 
ing the way in which the set builder 108 builds sets of docu 
ments. In one embodiment, the set builder 108 (or 208) 
updates the global dictionary (discussed above) at the word 
level. For example, the weights of the most significant words 
in the document corresponding to the user feedback may be 
increased if the user feedback is positive, or decreased if the 
user feedback is negative. Additionally, keywords from the 
query built in step 310 may be added to the document as 
metadata. If the keywords also exist in the global dictionary, 
their weights may also be adjusted as described above. The 
global dictionary may then be used to re-rank sets of docu 
ments assembled in response to future queries. The metadata 
stored with the documents may also be used to increase the 
rank of the documents (e.g., when the metadata matches 
future query keywords, the documents ranks are increased). 
0044) In another embodiment, the set builder 108 (or 208) 
makes updates at the document level. For example, each 
document in the final set of documents may be associated 
with a signature of the triggering item, where the signature 
also indicates whether the user feedback with respect to the 
document was positive or negative. If the document then 
shows up in a future list of ranked documents, the set builder 
108 (or 208) will compare the signature to the signature of the 
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current triggering item. If the signatures match and the user 
feedback was positive, the document's ranking is increased; if 
the signatures match and the user feedback was negative, the 
document's ranking is decreased. In one embodiment, 
explicit feedback has a more significant effect on ranking than 
implicit feedback. 
0045. In the case of the system 200, the set builder 208 
may provide the user feedback to one or more of the proces 
sors 210. As discussed above, any of the processors 210 may 
adjust the algorithms or models implemented therein in 
accordance with the user feedback. 
0046. The method 300 terminates in step 324. 
0047. As discussed above, the system 100 may be pre 
trained with knowledge of certain activity types and their 
associated templates. However, the system 100 can also be 
trained by the user to learn other activity types and their 
associated templates. To do this, the user identifies a new 
document and its associated activity type. This information is 
fed to the classifier 106, which subsequently parses the new 
document for words and word types (e.g., dates, times, 
names, etc.). An information or semantic extraction algorithm 
may be used. The activity type, words, and word types are 
then stored by the classifier 106 as a new class. 
0048. In a similar manner, the system 100 can also be 
trained to recognize new documents of a known activity type. 
A new document is parsed into words and word types as 
described above. These words and word types are used, along 
with the known activity type, as training data for the classifier 
106. 
0049. As discussed above, the systems 100 and 200 and 
associated method 300 may be deployed in substantially any 
computing device or network. Although the examples dis 
cussed above relate mostly to desk top applications, other 
applications are envisioned. For example, the system 100 or 
200 may be deployed in a home or office network. In such a 
case, the system 100 or 200 can interact with other “smart' 
devices. For instance, a “smart” refrigerator that is connected 
to a home network may be able to detect what grocery items 
are in short Supply, or a printer may be able to detect when it 
is about to run out of ink. In this case, the user may query the 
system 100 or 200 for a shopping list (e.g., where the trigger 
ing item is the event “grocery shopping'). The system 100 or 
200 may further search for coupons for the items on the 
shopping list or for prices. Thus, the final set of documents 
presented to the user might include a shopping list, a set of 
coupons, and a list of stores advertising the lowest prices for 
the items on the shopping list. 
0050. In further embodiments still, the system 100 or 200 
may be configured to continuously update the user with infor 
mation that is relevant to his interests. For example, the trig 
gering item may be the user's musical interests, the user's 
children's extracurricular activities, the users upcoming 
vacation, the user's favorite sports teams, the user's current 
location, or the like. In this case, the user does not have to 
search for this information; rather, the information is auto 
matically delivered by the system 100 or 200, which proac 
tively assembles a set of personalized documents relating to 
current information that is of interest to the user. 
0051 Sorting and/or ranking of this information may be 
based on the time of day and/or the user's interest level (e.g., 
as expressed in a user profile). For instance, if the current time 
of day falls within the user's normal working hours, work 
related information (e.g., “John just scheduled a meeting for 
2:00 P.M. tomorrow’) might be ranked more highly than 
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information that is not work related (e.g., “Tickets go on sale 
for the Giants game in ten minutes'). The type of information 
provided, as well as the manner and time in which the infor 
mation is provided, may by learned dynamically based on 
user feedback or based on a user profile. 
0052. In one embodiment, the set of personalized docu 
ments is assembled on a periodic basis (e.g., every thirty 
minutes). In another embodiment, the set of personalized 
documents is assembled as new relevant information is 
detected. Time sensitive documents may be removed from the 
set as they become outdated, so that the storage required by 
the system 100 or 200 is relatively low. In one embodiment, 
this service is activated only when the user accesses the sys 
tem 100 or 200. Thus, the user's activity need not be con 
stantly monitored. Rather, the set of personalized documents 
could be stored (e.g., on a web site) for viewing at a time of the 
user's choosing. In another embodiment, the set of personal 
ized documents is provided as part of a notification service 
that notifies the user when new documents are available. 
0053. The set of personalized documents may also include 
hyperlinks or other executable code that allows the user to 
share one or more documents in an email or on a Social 
networking site (e.g., email a family member to let them know 
that a flight has been delayed), to add an event to the user's 
calendar (e.g., add an entry for a child’s upcoming Soccer 
game), to initiate a commercial transaction (e.g., purchase 
tickets to an upcoming concert), or to simply obtain more 
information about a given document (e.g., read the full news 
article about a particular event). 
0054 Thus, the set of personalized documents might 
resemble the following: 

0055. It is 11:45 A.M., cloudy, and 76 degrees Fahren 
heit 

0056 Your son scheduled a soccer game on Saturday at 
2:00 P.M. 

0057 Your flight to Denver has been delayed by 50 
minutes 

0.058 Brad Paisley is playing a concert nearby next 
week (Buy tickets?) 

0059. The Giants won (Email your friends?) 
0060 You have two new email messages from your 
boss 

0061. In another embodiment, this information may be 
grouped and/or ranked. In this case, the above set of person 
alized documents might resemble the following: 

General 

0062. It is 11:45 A.M., cloudy, and 76 degrees Fahrenheit 

Business 

0063 Your flight to Denver has been delayed by 50 min 
utes 

0064. You have two new email messages from your boss 

Family 

0065 Your son scheduled a soccer game on Saturday at 
2:00 P.M. 

Entertainment 

0066 Brad Paisley is playing a concert nearby next week 
(Buy tickets?) 
0067. The Giants won (Email your friends?) 
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0068 FIG. 4 is a high level block diagram of the present 
invention implemented using a general purpose computing 
device 400. It should be understood that embodiments of the 
invention can be implemented as a physical device or Sub 
system that is coupled to a processor through a communica 
tion channel. Therefore, in one embodiment, a general pur 
pose computing device 400 comprises a processor 402, a 
memory 404, a document assembly module 405, and various 
input/output (I/O) devices 406 such as a display, a keyboard, 
a mouse, a modem, a microphone, speakers, a touch screen, 
and the like. In one embodiment, at least one I/O device is a 
storage device (e.g., a disk drive, an optical disk drive, a flash 
drive). 
0069. Alternatively, embodiments of the present invention 
(e.g., document assembly module 405) can be represented by 
one or more software applications (or even a combination of 
Software and hardware, e.g., using Application Specific Inte 
grated Circuits (ASIC)), where the software is loaded from a 
storage medium (e.g., I/O devices 406) and operated by the 
processor 402 in the memory 404 of the general purpose 
computing device 400. Thus, in one embodiment, the docu 
ment assembly module 405 for assembling a set of documents 
related to a triggering item described herein with reference to 
the preceding Figures can be stored on a non-transitory com 
puter readable medium (e.g., RAM, magnetic or optical drive 
or diskette, and the like). 
0070. It should be noted that although not explicitly speci 
fied, one or more steps of the methods described herein may 
include a storing, displaying and/or outputting step as 
required for a particular application. In other words, any data, 
records, fields, and/or intermediate results discussed in the 
methods can be stored, displayed, and/or outputted to another 
device as required for a particular application. Furthermore, 
steps or blocks in the accompanying Figures that recite a 
determining operation or involve a decision, do not necessar 
ily require that both branches of the determining operation be 
practiced. In other words, one of the branches of the deter 
mining operation can be deemed as an optional step. 
0071 Although various embodiments which incorporate 
the teachings of the present invention have been shown and 
described in detail herein, those skilled in the art can readily 
devise many other varied embodiments that still incorporate 
these teachings. 
What is claimed is: 

1. A method for assembling a set of electronic documents 
related to an electronic triggering item detected by a comput 
ing device being operated by a user, the method comprising: 

automatically extracting by the computing device a set of 
features from the triggering item, without receiving a 
request by the user to assemble the set of electronic 
documents; and 

assembling as the set of electronic documents a plurality of 
documents that is relevant to the set of features, wherein 
the plurality of documents is retrieved from a plurality of 
different types of electronic sources. 

2. The method of claim 1, wherein the triggering item 
comprises an electronic reference to at least one user activity, 
and the set of features relates to the at least one user activity. 

3. The method of claim 2, wherein the triggering item 
comprises an electronic mail message received or sent by the 
USC. 

4. The method of claim 2, wherein the triggering item 
comprises a document accessed by the user. 
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5. The method of claim 2, wherein the triggering item 
comprises an entry in a calendar application associated with 
the user. 

6. The method of claim 2, wherein the at least one user 
activity comprises a trip to be taken by the user. 

7. The method of claim 2, wherein the at least one user 
activity comprises a meeting in which the user is scheduled to 
participate. 

8. The method of claim 7, wherein the meeting comprises 
an employment interview. 

9. The method of claim 2, wherein the at least one user 
activity comprises a proposal activity in which the user is 
involved. 

10. The method of claim 2, wherein the at least one user 
activity comprises a review of a technical paper. 

11. The method of claim 1, wherein the set of features 
comprises at least one of a keyword, a person, a date, a 
location, or an acronym. 

12. The method of claim 1, wherein the set of features 
defines an activity type associated with the triggering item. 

13. The method of claim 1, wherein the assembling com 
prises: 

automatically building a query in accordance with the set 
of features; and 

running a search using the query over a plurality of avail 
able documents from the plurality of different types of 
electronic sources. 

14. The method of claim 13, wherein the query comprises 
a weight associated with one or more features in the set of 
features. 

15. The method of claim 13, wherein the running produces 
a list of documents ranked according to relevance to the set of 
features and document frequency. 

16. The method of claim 13, wherein the assembling fur 
ther comprises: 

extracting an activity type from the triggering event; 
identifying a template corresponding to the activity type, 

wherein the template identifies one or more types of 
documents associated with the activity type; and 

determining a ranking of each document in the list of 
documents based on how closely each document in the 
list of documents matches the activity type correspond 
ing to the template. 

17. The method of claim 16, further comprising: 
re-ranking the list of documents. 
18. The method of claim 17, wherein the re-ranking com 

prises: 
increasing the ranking of each document in the list of 

documents whose activity type matches the activity type 
corresponding to the template; and 

decreasing the ranking of each document in the list of 
documents whose activity type does not match the activ 
ity type corresponding to the template. 
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19. The method of claim 13, further comprising: 
automatically harvesting the plurality of available docu 

ments using a classifier. 
20. The method of claim 1, further comprising: 
outputting the plurality of documents to a user. 
21. The method of claim 20, further comprising: 
receiving user feedback relating to at least one document in 

the plurality of documents. 
22. The method of claim 21, further comprising: 
adjusting the assembling in accordance with the user feed 

back. 
23. The method of claim 22, wherein the adjusting com 

prises updating a global dictionary used to guide the assem 
bling. 

24. The method of claim 22, wherein the adjusting com 
prises associating each of the plurality of documents with a 
signature of the triggering item. 

25. The method of claim 22, wherein the adjusting com 
prises adjusting an algorithm or model used to assign a score 
to each of the plurality of documents. 

26. The method of claim 1, wherein the plurality of differ 
ent types of electronic sources includes a local storage of the 
computing device. 

27. The method of claim 1, wherein the plurality of docu 
ments includes at least one document that is personal to the 
USC. 

28. The method of claim 1, wherein the triggering item is a 
single item detected by the computing device. 

29. A non-transitory computer readable medium contain 
ing an executable program for assembling a set of electronic 
documents related to an electronic triggering item detected by 
a computing device being operated by a user, where the 
program performs steps comprising: 

automatically extracting by the computing device a set of 
features from the triggering item, without receiving a 
request by the user to assemble the set of electronic 
documents; and 

assembling as the set of electronic documents a plurality of 
documents that is relevant to the set of features, wherein 
the plurality of documents is retrieved from a plurality of 
different types of electronic sources. 

30. A system for assembling a set of electronic documents 
related to an electronic triggering item detected by a comput 
ing device being operated by a user, the system comprising: 

a query processor for automatically extracting a set of 
features from the triggering item, without receiving a 
request by the user to assemble the set of electronic 
documents; and 

a set builder coupled to the query processor for assembling 
as the set of electronic documents a plurality of docu 
ments that is relevant to the set of features, wherein the 
plurality of documents is retrieved from a plurality of 
different types of electronic sources. 
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