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A METHOD AND MECHANISM FOR DELIVERING APPLICATIONS OVER A WAN

FIELD OF THE INVENTION

[0001] The invention relates to the field of remote graphics rendering.

BACKGROUND

[0002] 3D graphics rendering systems, such as gaming PCs and gaming devices follow a

standard architecture that typically includes:

1. CPU subsystem - it includes the main processor, memory and storage

2 . Graphics subsystem - it includes the graphics processor (GPU) and associated

memory.

3 . A Display subsystem that is connected to the GPU

[0003] The CPU subsystem and the GPU subsystem are typically connected through a high

speed bus, such as PCI, AGP or PCI-Express. The GPU subsystem is typically connected to the

Display through another high speed interface such as HDMI, DVI, or Display Port. The role of

these components can be thought of as the CPU being responsible for describing the content at

an abstract level and the GPU being responsible for rendering the content in pixel form. The

Display is then responsible for visually displaying the pixels to the user.

[0004] Typically, the main program generating the graphics, such as a game program, is run

on the CPU where the game program listens to user input from keyboard or game pad. The

game program executes the game logic and then sends commands to the GPU telling the GPU

how to create a picture (also called a frame or image) that will be shown on the Display. This

process is repeated several times every second to create an appearance of smooth motion on the

Display. Typically it is repeated 30 times a second. This figure is also known as refresh rate.

[0005] It is the GPU's job to execute the commands sent by the CPU. Commands can be

roughly categorized as "simple commands" that the GPU can execute by itself, "indirect

commands" that refer to data residing in the CPU's memory (known as System Memory), or



commands that read data generated by the GPU.

[0006] Typically the volume of data going from the CPU to GPU, and the system memory to

GPU, far outweighs the data going from the GPU to CPU. The performance of the GPU, and

therefore the quality of the gaming experience, is directly proportional to the number of frames

the GPU can process per second. Thus, the data transfer bandwidth between the CPU/System

Memory and the GPU plays a crucial role in this performance. If the interface between the CPU

and GPU is constrained, this data transfer can be a bottleneck that will hurt performance. The

pace of innovation in this interface (ISA, PCI, AGP, PCIE 1.0, PCIE 2.0, PCIE 3.0) has been

brisk. A typical gaming system today has bandwidth of up to 4 Gbytes/Second.

[0007] The nature of the CPU-GPU and the GPU-Display interface has required that the

CPU, GPU and Display be part of the same system to guarantee the best performance. This

limitation has implications for system design, such as power consumption, size, portability,

cooling requirements and noise. For these and other reasons, there is interest in the graphics

community to find ways to physically separate the CPU, GPU and Display, in a way that does

not require re-writing of applications. Possible solutions range from physical separation at the

electrical level, to software solutions that operate at higher levels.

[0008] An example solution involves housing the GPU in a separate chassis from the CPU,

while continuing to use the PCIE interface to form a connection between the CPU and GPU.

This allows the GPU to be scaled independently of the CPU. The drawback, however, is that the

electrical requirements of this interface are such that the cable that connects the CPU to GPU

cannot be longer than a few feet.

[0009] Another possible solution works as follows. In this approach, a portion of the

graphics processing takes place at a server system and the remainder of the processing takes

place at a client system. A server thin software layer accesses a server GPU's Frame Buffer (the

memory where the pixels reside). The pixels in the server GPU's Frame Buffer are then

compressed and sent to the client system. The compression is typically lossy because the

bandwidth requirement for lossless compression is too high. At the client system, a client piece



of software puts the pixels in the client GPU Frame Buffer. The client Display then displays

these pixels. This approach is known as Frame Buffer Remoting. The obvious disadvantage of

this approach is the loss of visual quality that results from lossy compression.

[0010] Yet another solution exists, that delivers better visual fidelity than Frame Buffer

Remoting. In this approach, a portion of the graphics processing again takes place at a server

system and the remainder of the processing again takes place at a client system. A server thin

software layer intercepts graphics commands that go from the server CPU to the server GPU.

The graphics command stream is optionally compressed. The compressed graphics commands

are sent over an IP network to the client system. A client software layer retrieves the compressed

graphics commands and sends them to a client GPU. The client GPU then executes these

commands and displays the picture on a client display. One disadvantage of this approach is that

the bandwidth requirement can become very high because the data transfer rate requirement from

the server to the client is very high. Another drawback of this approach is that the client CPU is

mostly wasted, because the server CPU is doing most of the work.

[001 1] When looking at these approaches, it becomes obvious that it is not possible for these

approaches to satisfy both visual quality and low bandwidth constraints simultaneously. That

makes it infeasible to deploy these approaches for demanding applications such as games,

especially on today's broadband networks where the bandwidth is limited. Even where it is

possible to deploy such approaches without bandwidth constraints, such approaches will result in

wasting the CPU capacity of the client system.



SUMMARY

[0012] The present invention presents methods, systems, and computer program products for

implementing a method for implementing a remote graphics rendering system. The invention

utilizes both server-side processing and client-side processing to implement the graphics

rendering system.

[0013] In accordance with some embodiments, a method for implementing a remote graphics

rendering system involves: generating, at a server CPU, a set of graphics command data to be

transmitted from a server to a client; optimizing the set of graphics command data at the server

CPU by: eliminating some or all data, that is not needed by a client CPU to render one or more

images, from the set of graphics command data to be transmitted to the client; applying precision

changes to the set of graphics command data to be transmitted to the client; and performing one

or more data type compression algorithms on the set of graphics command data; and transmitting

the optimized set of graphics command data to the client, wherein the optimized set of graphics

command data is used by the client GPU to render the one or more images.

[0014] In one or more embodiments, eliminating data that is not needed by the client GPU to

render the one or more images may include: identifying data to be eliminated from the set of

graphics command data to be sent to the client device, marking the data to be eliminated in the

set of graphics command data to be sent to the client device, and removing the data to be

eliminated from the set of graphics command data to be sent to the client device.

[0015] Additional objectives and advantages may be realized when identifying data to be

eliminated includes identifying a primitive that is facing away from a camera. Additional

objectives and advantages may also be realized when identifying data to be eliminated includes

identifying a primitive that is occluded from a camera. Additional objectives and advantages

may also be realized when identifying data to be eliminated includes identifying a primitive that

falls outside of a view frustum of a camera. Additional objectives and advantages may also be

realized when identifying data to be eliminated includes identifying vertex information for a

primitive that is to be sent to the client device but never rendered. Additional objectives and

advantages may also be realized when identifying data to be eliminated includes identifying an

entire render target that is not changing.



[0016] In one or more embodiments, applying precision changes to the set of graphics

command data includes: evaluating an object in the set of graphics command data to determine a

ratio between a screen area of the object and an amount of data in the set of graphics command

data used to create the object; comparing the ratio to a threshold value; and reducing a precision

requirement for the object if the ratio is above the threshold value.

[00 1 ] Additional obj ectives and advantages may be realized when reducing a precision

requirement for the object includes reducing vertex attribute precision. Additional objectives

and advantages may also be realized when reducing a precision requirement for the object

includes reducing texture image precision. Additional objectives and advantages may be

realized when reducing a precision requirement for the object includes reducing object mesh

precision.

[0018] In one or more embodiments, performing one or more data type compression

algorithms on the set of graphics command data includes: separating the set of graphics

command data into one or more data types and performing a particular compression algorithm on

the one or more data type compression algorithms on a particular data type.

[0019] Additional objectives and advantages may be realized when separating the set of

graphics command data into one or more data types includes separating the set of graphics

command data into vertex position data, API calls, and texture coordinate data. Additional

objectives and advantages may also be realized when performing one or more compression

algorithms on the one or more data types includes performing lossless compression on API calls.

Additional objectives and advantages may also be realized when performing one or more

compression algorithms on the one or more data types includes performing lossy compression on

texture coordinate data. Additional objectives and advantages may also be realized when

performing one or more compression algorithms on the one or more data types comprises

performing transform matrix based compression on vertex position data.

[0020] In one or more embodiments, the method further comprises the steps of: initializing a

reference device and pre-rendering the set of graphics command data using the reference device

to derive information to be used by the server CPU for: eliminating data, that is not needed by

the client GPU to render the one or more images, from the set of graphics command data; or

applying precision changes to the set of graphics command data.



[0021] In accordance with other embodiments, a method for implementing remote graphics

rendering involves: receiving, at a client, a set of optimized graphics command data from a

server; parsing the received set of optimized graphics command data to separate the set of

optimized graphics command data into data types; applying one or more decompression

algorithms based at least in part on data type to the received set of optimized graphics command

data to form a set of uncompressed optimized graphics command data; and assembling API

streams for the uncompressed optimized graphics command data.

[0022] In one or more embodiments, the method further comprises sending the

uncompressed optimized graphics command data to a client GPU; processing the uncompressed

optimized graphics command data with the client GPU; and displaying an image associated with

the uncompressed optimized graphics command data.



BRIEF DESCRIPTION OF THE DRAWINGS

[0023] FIG. 1 illustrates a block diagram of a traditional gaming system.

[0024] FIG. 2 illustrates a block diagram of an alternative client-server based gaming system

architecture.

[0025] FIG. 3 illustrates a block diagram of an embodiment of the alternative architecture in

FIG. 2 .

[0026] FIG. 4 illustrates examples of unnecessary graphics command data.

[0027] FIG. 5 illustrates a flowchart of an example approach for eliminating some or all data,

that is not needed by a client GPU to render one or more images, from the set of graphics

command data.

[0028] FIG. 6 illustrates a flowchart of an example approach for applying precision changes

to a set of graphics command data being transmitted to the client.

[0029] FIG. 7 illustrates a flowchart of an example approach for performing one or more

data type compression algorithms on a set of graphics command data.

[0030] FIG. 8 illustrates a flowchart of an example approach for implementing remote

graphics rendering at a server.

[003 1] FIG. 9 illustrates a flowchart of an example approach for implementing remote

graphics rendering at a client.

[0032] FIG. 10 depicts a computerized system on which a method for implementing remote

graphics rendering may be implemented.



DETAILED DESCRIPTION

[0033] Some embodiments of the present invention are directed to an improved approach for

implementing a remote graphics rendering system that can utilize both server-side processing

and client-side processing for the same display frame. Some embodiments of the present

invention describe techniques for optimizing a set of graphics command data to be sent from the

server to the client. Some embodiments of the present invention describe techniques for

optimizing a set of graphics command data for a single frame. While the following embodiments

may be applied to any visual computing program that uses a GPU for rendering images, for the

purpose of illustration, the remainder of this discussion will be presented in the context of 3-D

games.

[0034] FIG. 1 illustrates a block diagram of an example gaming system. A game program

100 resides in a system memory 110, which is attached to a CPU 120. The CPU 120 fetches

instructions from the system memory 110 and executes those instructions. The CPU 120 is

further connected to a GPU 140 over a high speed PCI Express bus 130. As a result of the

instruction execution, the CPU 120 sends graphics commands to the GPU 140 over the PCI

Express bus 130.

[0035] The GPU 140 then executes those graphics commands. The GPU 140 may need

access to some of the system memory 110 contents in order to execute some or all of the

graphics commands. In that case, the GPU 140 fetches the contents from system memory 110.

The GPU 140 is connected to the monitor 160 using a Display connection 150 such as VGA,

HDMI or DisplayPort. When the graphics command execution completes, the GPU 140 sends

the resulting pixels to a monitor 160 using a connection 150. The process of displaying pixels is

repeated many times a second. The rate at which this happens is known as the Frame Rate or the

Frames per Second (FPS). User experience begins to deteriorate as the FPS decreases.

[0036] A user of the gaming system may give inputs to the game program 100 by way of

input devices 170 such as a keyboard, mouse or game pad connected to the gaming system. The

game program 100 modifies the graphics command stream in response to the user input. The

image displayed on the monitor 160 changes accordingly. This process typically happens very



fast, normally taking no more than 100 milliseconds for a given input.

[0037] While the traditional architecture gaming system has worked well for a long time,

technological advances have made possible an alternative architecture that offers additional

benefits. This new architecture is illustrated in FIG. 2, where there are multiple clients 110, 120,

130 connected to a server 100 over a Wide Area Network 140. The server 100 and client devices

110, 120, 130 may all be in different geographical locations. The game binary (e.g., game

program) 150 resides on the server 100. The clients 110, 120, 130 each have an input device

160, 170, 180 and monitor 190, 200, 210. Although the game is running on the server, users are

seeing the images on their corresponding client and interacting with the game using the input

device connected to their corresponding client.

[0038] FIG. 3 shows an embodiment of this architectural innovation. A powerful CPU 100

is located in the cloud data center. The powerful CPU 100 generates graphics command data for

the GPU (not shown) that are intercepted by software layer 110 and compressed. The

compressed graphics command data is then sent over a network to the CPU 120 in the client.

The client CPU 120 can be a low power CPU because the amount of work it has to do is limited,

as the application is running on the cloud CPU 100. The client CPU 120 is further connected to

the client GPU 130. The client GPU 130 creates an image for display on the client monitor 140.

[0039] The CPU, software layer, and GPU in the cloud server may also be referred to as the

server CPU, server software layer, and server GPU respectively. Similarly, the CPU, GPU, and

monitor in the client may be referred to as the client CPU, client GPU, and client monitor

respectively.

[0040] By effectively separating the CPU and GPU, this architecture offers the following

benefits:

1. Cost of the client system can be significantly reduced, because it does not need

require a powerful CPU subsystem.

2 . No loss in visual quality of images during transmission from the server to the

client, because the image is created by the client GPU rather than the server GPU.



3 . The server CPU is no longer bound by the client's size and power budget. It can

be scaled independently.

[0041] Several techniques exist for optimizing the set of graphics command data being sent

from the server CPU to the client CPU/GPU. These techniques may include: eliminating some

or all data, that is not needed by a client GPU to render one or more images, from the set of

graphics command data; applying precision changes to the set of graphics command data; and

performing one or more data type compression algorithms on the set of graphics command data.

The technique of eliminating some or all data, that is not needed by a client GPU to render one or

more images, from the set of graphics command data may also be referred to herein as

eliminating unnecessary information. The technique of applying precision changes to the set of

graphics command data may also be referred to herein as applying dynamic precision changes.

The technique of performing one or more data type compression algorithms on the set of

graphics command data may also be referred to herein as performing custom compression

algorithms. Each of these techniques will be discussed in detail below.

[0042] In some embodiments, optimization for the set of graphics command data may be

implemented for a single display frame. In other embodiments, optimization for the set of

graphics command data may be implemented for more than one display frame.

ELIMINATING UNNECESSARY INFORMATION

[0043] In the architecture outlined in FIG. 1, there is a well-defined distribution of work

between the CPU and the GPU. The CPU creates a model of a 3D world. The GPU then

translates the model into pixels that can be displayed on the monitor. This 3-D world may be

made from graphics primitives such as triangles. When the CPU communicates with the GPU, it

does not know how much of the information being sent to the GPU is useful in creating the final

frame. The GPU consumes the information sent by the CPU, discards the unnecessary

information, and uses the remaining information to create the final image.

[0044] The information being communicated between the CPU and the GPU may be

graphics command data. Such graphics command data allows the GPU to render pixels in



accordance with the 3-D world for display.

[0045] The obvious disadvantage here is that the CPU is sending more information than

necessary to the GPU. The key insight behind this invention is that by utilizing slightly more

CPU computational power, it is possible locate and discard this unnecessary information. There

is no reason to do this in the traditional architecture, since the GPU is better suited for this job

when compared to the CPU. However, by exploiting this insight in the new architecture (e.g.,

system depicted in FIG. 3) and having the server CPU discard this information, we manage to

reduce the data transfer from the server CPU to the client GPU

[0046] A 3-D world corresponding to a game program is composed of graphics primitives

such as triangles. When a CPU transmits graphics command data to a GPU, information

associated with such primitives is transmitted as part of the graphics command data. However,

the GPU may not use all of the information associated with primitives when rendering pixels for

the 3-D world. Some examples of when primitive information can be discarded by the CPU

include:

1. A primitive is facing away from the camera, i.e. it is back-facing.

2 . A primitive is occluded (covered) by another primitive that's in front of it, so it can't

be seen by the camera.

3 . A primitive falls outside the view frustum of the camera

4 . Vertex information for a primitive is being sent, but the primitive is never rendered

5 . An entire render target (i.e., plurality of primitives) is not changing

[0047] FIG. 4 illustrates 3 of these cases. FIG. 4 provides examples where information

associated with a primitive is not needed in the graphics command data to accurately render an

image. FIG. 4 illustrates an object (i.e., one or more primitives) with a primitive that is facing

away from the camera. Information associated with the back-facing primitive may be eliminated

from the graphics command data without affecting the accurateness of the 3-D world. FIG. 4

also illustrates an occluded object (i.e., one or more primitives) that is not within a user's view

when interacting with the 3-D world. Information associated with such an object may be

eliminated from the graphics command data without affecting the accurateness of the 3-D world.



FIG. 4 additionally illustrates an object (i.e., one or more primitives) that falls outside the view

frustum of a camera associated with the 3-D world. Information associated with such an object

may be eliminated from the graphics command data without affecting the accurateness of the 3-

D world.

[0048] There are several ways of implementing this kind of processing on the server side.

One implementation is illustrated in the FIG. 5 . FIG. 5 illustrates a flowchart of an example

approach for eliminating some or all data, that is not needed by a client GPU to render one or

more images, from the set of graphics command data.

[0049] The process begins by opening a software based "Reference" device on the server

CPU as shown in step 100. This "Reference" device is set up exactly as a hardware GPU device.

In the next step 110, the graphics command data coming from the application are sent to this

"Reference" device. In the next step 120, the "Reference" device performs steps to identify

unnecessary information including but not limited to clipped objects, back facing primitives and

occluded objects. The "Reference" device then marks unnecessary information as shown in step

130. It can do so using a custom shader program, for example. In step 140, the software layer

removes the unnecessary information and in step 150, the software layer sends the command

stream to the client.

[0050] This approach for eliminating unnecessary information takes place in the server. The

"Reference" device mimics a hardware GPU that runs on a client. The unnecessary information

being eliminated may be some or all data, that is not needed by a client GPU to render one or

more images, from the set of graphics command data to be transmitted to the client.

[005 1] The framework described in this implementation can be used in other ways. An

example is to have a client device report to the server software layer whenever a specific render

target (e.g., plurality of primitives) is unchanged. Based on the rate of change of render target

content, the server software layer may choose to not send the render target information every

frame. In this example, the unnecessary information being eliminated may be graphics

command data corresponding to information associated with a render target that need not be sent



every frame.

[0052] An obvious benefit of this invention is that the client GPU does not have to process

any unnecessary information. This results in improved performance and power consumption in

the client GPU. An additional benefit results from decreased bandwidth consumption when

transmitting graphics command data from the server to the client.

[0053] In some embodiments, the technique of eliminating unnecessary information for a set

of graphics command data may be applied to a set of graphics command data corresponding to a

single display frame. In other embodiments, the technique of eliminating unnecessary

information for a set of graphics command data may be applied to a set of graphics command

data corresponding to more than one display frame.

APPLYING DYNAMIC PRECISION CHANGES

[0054] Another technique for optimizing the set of graphics command data being sent from

the server to the client involves performance of dynamic precision changes to the graphics

command data. In any gaming system, the CPU sends several different kinds of data to the GPU.

Some kinds of data may include vertex data, index data, and texture data. The precision for these

data types are typically statically determined in the beginning. This determination is made based

on a worst case requirement of the game graphics. The data transfer bandwidth grows in

proportion to precision requirement.

[0055] The key insight of this invention is that the precision requirement is not static. The

precision requirement may depend upon what is happening within the game. For example,

consider an object that is close to the user's eye. Such an object can occupy a large part of the

screen and details of the object will be visible to the user. The game may change, such as when

the camera moves far from the object. In this case the object becomes smaller and smaller in

size and several details of the object get blurred.

[0056] When an object occupies a large portion of the screen the precision requirements may

be increased for the object to improve the visual quality of the image perceived by the user.



When the object becomes smaller, the precision requirements of the object may be decreased

without hindering the visual quality of the image perceived by the user.

[0057] The CPU, however, is typically not equipped to know in advance which details

become unimportant as the game set up changes. The invention allows dynamic change to the

precision based on analysis of the graphics command data. The list below includes some of the

places where precision can be changed dynamically.

1. Vertex attribute precision can be reduced

2 . Texture image precision can be reduced

3 . Object mesh precision can be reduced (by algorithms such as Progressive Mesh).

[0058] Various methods can be employed to make a decision about precision reduction. An

example heuristic follows. The key parameter is to evaluate the ratio of an object's screen area

and the amount of data being sent to create that object. A threshold can be determined by

empirical analysis. If the object falls above this threshold, i.e., if there is too much data being

sent for a given screen size, then the precision of vertex and mesh can be reduced by a fixed

amount. A similar threshold can be applied to a textured object. If the textured object is

showing a rapidly changing texture, video compression can be used to optimize the bandwidth

requirement of texture image transfer from CPU to GPU.

[0059] FIG. 6 shows a practical implementation of this technique. FIG. 6 illustrates a

flowchart of an example approach for applying precision changes to a set of graphics command

data being transmitted to the client. A set of graphics command data may be generated by a

server as shown in step 601 . The graphics command data may then undergo object analysis to

determine whether a precision change should be applied to objects associated with the graphics

command data as shown in step 603. Determining when to apply a precision change for a given

object is involves determining the object footprint (the ratio of the object's screen area to an

amount of data being sent to create that object). A threshold value can be determined by

empirical analysis. If the object footprint falls above this threshold, i.e. if there is too much data

being sent for a given screen size, then the precision of vertex attribute and object mesh may be

reduced by a fixed amount. A similar threshold evaluation can also be applied to a textured



object in order to determine appropriate dynamic precision changes to be made to the texture

data. After object analysis has been performed on the graphics command data, the graphics

command data is modified in accordance with the object analysis as shown in step 605. Such

modification may include any of the precision reduction techniques discussed above (e.g., vertex

attribute precision reduction, texture image precision reduction, object mesh precision reduction)

[0060] In some embodiments, the graphics command data may be received by and undergo

object analysis by a "Reference" device similar to the one discussed above with respect to FIG.

5 . In some embodiments, the "Reference" device may implement the precision change technique

concurrently with the elimination of unnecessary information. Alternatively, in some

embodiments, the "Reference" device may implement the precision change technique separately

from the elimination of unnecessary information.

[0061] In some embodiments, the technique of applying dynamic precision changes for a set

of graphics command data may be applied to a set of graphics command data corresponding to a

single display frame. In other embodiments, the technique of applying dynamic precision

changes for a set of graphics command data may be applied to a set of graphics command data

corresponding to more than one display frame.

PERFORMING CUSTOM COMPRESSION ALGORITHMS

[0062] Another technique for optimizing the set of graphics command data being sent from

the server to the client involves applying data type compression algorithms (e.g., custom

compression algorithms) to the graphics command data. The graphics command data going from

CPU to GPU consists of various kinds of data as mentioned above. Such data may include vertex

data, index data, texture data, and API calls.

[0063] Some of this data can tolerate lossy compression, and some cannot. For example,

lossy compression of API calls will result in wrong function calls being made, that will result in

incorrect operation. However, loss of precision in vertex data is tolerable up to a limit.



[0064] Even for a particular data type inside a data stream such as vertex data, the various

quantities being sent have their own characteristics. For example, the position data associated

with a vertex is typically generated algorithmically by the game. Understanding the structure of

the algorithm that generates this data can help us compress it better. Consider a solid object

composed of many vertices moving through space. The position of each vertex is evaluated by

multiplying the original vertex position by a transform matrix. The position for each vertex

changes from frame to frame. If we were to compress each vertex individually, the bandwidth

requirement would scale in proportion to the number of vertices. But by knowing the transform

matrix, the vertex position can be recreated on the client side CPU without having to compress

each vertex individually.

[0065] This key insight here is that by understanding the constraints and properties for each

data type generated by the CPU, we can use various algorithms for compressing that data

effectively.

[0066] FIG. 7 illustrates an example implementation. FIG. 7 illustrates a flowchart of an

example approach for performing one or more data type compression algorithms on a set of

graphics command data. At step 701, the graphics command data is analyzed. The data is then

separated into various streams, such as Vertex Position, API calls, and Texture coordinates as

shown in step 703. Custom compression algorithms may then be performed on the various data

types of the graphics command data as shown in step 705. For example, vertex position data can

be compressed by working out the transform matrix. API calls may be compressed losslessly.

Texture coordinates may be compressed with a lossy algorithm that can tolerate small changes.

The compressed graphics command data may then be reassembled and sent to the client as

shown in step 707.

[0067] In some embodiments, the technique of performing data type compression algorithms

for a set of graphics command data may be applied to a set of graphics command data

corresponding to a single display frame. In other embodiments, the technique of performing data

type compression algorithms for a set of graphics command data may be applied to a set of

graphics command data corresponding to more than one display frame.



[0068] Various combinations of the three techniques for optimizing the compressed graphics

command data being sent from the server to the client discussed above may be applied to any set

of graphics command data. FIG. 8 illustrates a flowchart of an example approach for

implementing remote graphics rendering at a server. A "reference" device as discussed above

may be initialized in the server as shown in step 801 . A set of graphics command data generated

by a server CPU may then be received by the "reference" device for processing as shown in step

803. The set of graphics command data may then be pre-rendered by the "reference" device as

shown in step 805. Some or all data, that is not needed by a client GPU to render one or more

images, may be eliminated from the set of graphics command data to be transmitted to the client

by the server CPU using information obtained from pre-rendering the graphics command data as

shown in step 807. Additionally, precision changes may be applied to the set of graphics

command data by the server CPU also using information obtained from pre-rendering the set of

graphics command data as shown in step 809. The set of graphics command data may then be

separated by data type using the server CPU as shown in step 8 11. Data type compression

algorithms may then be applied to the set of graphics command data as shown in step 813.

Finally the optimized graphics command data may be sent to the client as shown in step 815.

[0069] While the above example uses a "reference device" to pre-render graphics command

data in order to derive information that may be used to eliminate some or all data, that is not

needed by a client GPU to render one or more images, from the set of graphics command data to

be transmitted to the client and to apply precision changes to the set of graphics command data,

one ordinarily skilled in the art will understand that there are various other ways to derive

information that may be used to eliminate some or all data, that is not needed by a client GPU to

render one or more images, from the set of graphics command data to be transmitted to the client

or used to apply precision changes to the set of graphics command data.

[0070] Once a client has received a set of optimized graphics command data, it may perform

a series of steps to transform the optimized graphics command data into an image to be perceived

by a user of the client. FIG. 9 illustrates a flowchart of an example approach for implementing

remote graphics rendering at a client. Initially, the set optimized graphics command data is

received by the client CPU as shown in step 901 . The client CPU then parses the set of



optimized graphics command data to separate the optimized graphics command data into data

types as shown in step 903. The client CPU then applies one or more decompression algorithms

based at least in part on data type to the received set of optimized graphics command data to

form a set of uncompressed optimized graphics command data as shown in step 905. Once

decompression is completed, the client CPU assembles API streams for the uncompressed

optimized graphics command data as shown in step 907 and sends the uncompressed optimized

graphics command data to the client GPU as shown in step 909. The client GPU may then

render an image using the graphics command data and display the associated image to the user as

shown in step 9 11.

SYSTEM ARCHITECTURE OVERVIEW

[0071] FIG. 10 is a block diagram of an illustrative computing system 1400 suitable for

implementing an embodiment of the present invention. Computer system 1400 includes a bus

1406 or other communication mechanism for communicating information, which interconnects

subsystems and devices, such as processor 1407, system memory 1408 (e.g., RAM), static

storage device 1409 (e.g., ROM), disk drive 1410 (e.g., magnetic or optical), communication

interface 1414 (e.g., modem or Ethernet card), display 141 1 (e.g., CRT or LCD), input device

1412 (e.g., keyboard), and cursor control.

[0072] According to one embodiment of the invention, computer system 1400 performs

specific operations by processor 1407 executing one or more sequences of one or more

instructions contained in system memory 1408. Such instructions may be read into system

memory 1408 from another computer readable/usable medium, such as static storage device

1408 or disk drive 1410. In alternative embodiments, hard-wired circuitry may be used in place

of or in combination with software instructions to implement the invention. Thus, embodiments

of the invention are not limited to any specific combination of hardware circuitry and/or

software. In one embodiment, the term "logic" shall mean any combination of software or

hardware that is used to implement all or part of the invention.

[0073] The term "computer readable medium" or "computer usable medium" as used herein

refers to any medium that participates in providing instructions to process 1407 for execution.



Such a medium may take many forms, including but not limited to, non-volatile media and

volatile media. Non-volatile media includes, for example, optical or magnetic disks, such as disk

drive 1410. Volatile media includes dynamic memory, such as system memory 1408.

[0074] Common forms of computer readable media includes, for example, floppy disk,

flexible disk, hard disk, magnetic tape, any other magnetic medium, CD-ROM, any other optical

medium, punch cards, paper tape, any other physical medium with patterns of holes, RAM,

PROM, EPROM, FLASH-EPROM, any other memory chip or cartridge, or any other medium

from which a computer can read.

[0075] In an embodiment of the invention, execution of the sequences of instructions to

practice the invention is performed by a single computer system 1400. According to other

embodiments of the invention, two or more computer systems 1400 coupled by communication

link 1415 (e.g., LAN, PTSN, or wireless network) may perform the sequence of instructions

required to practice the invention in coordination with one another.

[0076] Computer system 1400 may transmit and receive messages, data, and instructions,

including program, i.e., application code, through communication link 1415 and communication

interface 1414. Received program code may be executed by processor 1407 as it is received,

and/or stored in disk drive 1410, or other non-volatile storage for later execution. Computer

system 1400 may communicate through a data interface 1433 to a database 1432 on an external

storage device 1431.

[0077] In the foregoing specification, the invention has been described with reference to

specific embodiments thereof. It will, however, be evident that various modifications and

changes may be made thereto without departing from the broader spirit and scope of the

invention. For example, the above-described process flows are described with reference to a

particular ordering of process actions. However, the ordering of many of the described process

actions may be changed without affecting the scope or operation of the invention. The

specification and drawings are, accordingly, to be regarded in an illustrative rather than

restrictive sense.



CLAIMS

What is claimed is:

1. A computer implemented method for implementing remote graphics rendering,

comprising:

a) generating, at a server CPU, a set of graphics command data to be transmitted

from a server to a client;

b) optimizing the set of graphics command data at the server CPU by:

1) eliminating some or all data, that is not needed by a client GPU to

render one or more images, from the set of graphics command data

to be transmitted to the client;

2) applying precision changes to the set of graphics command data to be

transmitted to the client; and

3) performing one or more data type compression algorithms on the set of

graphics command data; and

c) transmitting the optimized set of graphics command data to the client, wherein

the optimized set of graphics command data is used by the client GPU to

render the one or more images.

2 . The computer implemented method of claim 1, wherein eliminating some or all data

that is not needed by the client GPU to render the one or more images comprises:

identifying data to be eliminated from the set of graphics command data to be sent

to the client device;

marking the data to be eliminated in the set of graphics command data to be sent

to the client device;

removing the data to be eliminated from the set of graphics command data to be

sent to the client device.

3 . The computer implemented method of claim 2, wherein identifying data to be

eliminated comprises identifying a primitive that is facing away from a camera.



4 . The computer implemented method of claim 2, wherein identifying data to be

eliminated comprises identifying a primitive that is occluded from a camera.

5 . The computer implemented method of claim 2, wherein identifying data to be

eliminated comprises identifying a primitive that falls outside of a view frustum of a

camera.

6 . The computer implemented method of claim 2, wherein identifying data to be

eliminated comprises identifying vertex information for a primitive that is to be sent

to the client device but never rendered.

7 . The computer implemented method of claim 2, wherein identifying data to be

eliminated comprises identifying an entire render target that is not changing.

8. The computer implemented method of claim 1, wherein applying precision changes to

the set of graphics command data comprises:

evaluating an object in the set of graphics command data to determine a ratio

between a screen area of the object and an amount of data in the set of

graphics command data used to create the object;

comparing the ratio to a threshold value; and

reducing a precision requirement for the object if the ratio is above the threshold

value.

9 . The computer implemented method of claim 8, wherein reducing a precision

requirement for the object comprises reducing vertex attribute precision.

10. The computer implemented method of claim 8, wherein reducing a precision

requirement for the object comprises reducing texture image precision.

11. The computer implemented method of claim 8, wherein reducing a precision

requirement for the object comprises reducing object mesh precision.



12. The computer implemented method of claim 1, wherein performing one or more data

type compression algorithms on the set of graphics command data comprises:

separating the set of graphics command data into one or more data types; and

performing a particular compression algorithm of the one or more data type

compression algorithms on a particular data type.

13. The method of claim 12, wherein separating the set of graphics command data into

one or more data types comprises separating the set of graphics command data into

vertex position data, API calls, and texture coordinate data.

14. The method of claim 12, wherein performing a particular compression algorithm of

the one or more data type compression algorithms on a particular data type comprises

performing lossless compression on API calls.

15. The method of claim 12, wherein performing a particular compression algorithm of

the one or more data type compression algorithms on a particular data type comprises

performing lossy compression on texture coordinate data.

16. The method of claim 12, wherein performing a particular compression algorithm of

the one or more data type compression algorithms on a particular data type comprises

performing transform matrix based compression on vertex position data.

17. The computer implemented method of claim 1, wherein the method further comprises

the steps of:

initializing a reference device; and

pre-rendering the set of graphics command data using the reference device to

derive information to be used by the server CPU for:

eliminating data, that is not needed by the client GPU to render the

one or more images, from the set of graphics command

data; or

applying precision changes to the set of graphics command data.



18. The computer implemented method of claim 1, wherein the set of graphics command

data corresponds to a single display frame.

19. The method of claims 1-18 implemented as a system having means for implementing

the method steps or as a computer program product comprising a computer-usable

storage medium having executable code to execute the method steps.

20. A computer implemented method for implementing remote graphics rendering,

comprising:

a) receiving, at a client, a set of optimized graphics command data from a server;

b) parsing the received set of optimized graphics command data to separate the set

of optimized graphics command data into data types; and

c) applying one or more decompression algorithms based at least in part on data

type to the received set of optimized graphics command to form a set of

uncompressed optimized graphics command data; and

d) assembling API streams for the uncompressed optimized graphics command

data.

21. The computer implemented method of claim 20, further comprising:

sending the uncompressed optimized graphics command data to a client GPU;

processing the uncompressed optimized graphics command data with the client

GPU; and

displaying an image associated with the uncompressed optimized graphics

command data.

22. The computer implemented method of claim 20, wherein the set of graphics

command data corresponds to a single display frame.

23. The method of claims 20-22 implemented as a system having means for

implementing the method steps or as a computer program product comprising a



computer-usable storage medium having executable code to execute the method

steps.
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