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(57) ABSTRACT 

Records in databases or unstructured files are enriched with 
metadata and are indexed for retrieval by a search engine. In 
response to a search request, a graphical user interface (GUI) 
control based on the metadata associated with the search hits 
is constructed and displayed with the search results in a stan 
dard view. Selection of a metadata value via the GUI control 
filters the previously matched records down to those match 
ing the value selected via the GUI control. The metadata in the 
search results is arranged in a tabular view which is embedded 
in the display of search results and rendered invisible until 
selected by the user. Reports can be constructed from an 
identifier each returned record set for presenting, analyzing 
and modifying the data, and for generating further reports. 
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APPARATUS AND METHOD FOR 
CONDUCTING SEARCHES WITH ASEARCH 
ENGINE FOR UNSTRUCTURED DATA TO 
RETRIEVE RECORDS ENRCHED WITH 
STRUCTURED DATA AND GENERATE 

REPORTS BASED THEREON 

BACKGROUND OF THE INVENTION 

0001. The present invention provides a method for 
searching an index of structured and unstructured incoming 
data received from remote locations on a wide area network 
or global network, e.g. the Internet or an enterprise intranet. 
More specifically, the invention provides for capturing and 
enriching data records with metadata or appended data, and 
accessing the data through the use of a search engine 
designed for searching unstructured or free-form data. 
0002. Such search engines are in common use. Examples 
presented herein have been specifically tested for use with 
the familiar Google R search appliance and Internet search 
engine. However, the teachings herein are adaptable for use 
with other search appliances and engines useful in searching 
records on the Internet and on private intranets, often 
configured by business enterprises to enable access to data 
from diverse locations, e.g., the open source Lucene search 
engine licensed by the Apache Software Foundation. 
0003 Referring to FIG. 1 of the drawings, Internet search 
engines, such as Google R's, typically index information that 
is unstructured. Each record has information of a different 
type than the next record. Such search engines can also 
index the fields in structured databases but treat the data 
similar to unstructured text. 
0004 To conduct a search users type a word or a set of 
keywords and then Submit their natural language query to 
the search engine. The search engine returns a set of results, 
known as “hits’, each of which contains: 

0005 a uniform resource locator (URL) for the source 
document which can be either unstructured data (text or 
word processor document) or structured data (database 
record); 

0006 a snippet the description of the search result, 
and a link, for example, to the cached source in the 
index. 

0007 Some search engines return all records found in a 
search of an index, but others, e.g., Google R, generally 
return only a subset of the most relevant results (URLS)— 
usually up to 1000 hits. For example, even though a search 
query may have one million hits, the engine will return only 
the first 1000 most relevant search results. If a user needs 
additional results, i.e., if the user was not able to find what 
was sought within the first 1000 results, the user would have 
to refine the search words by adding or replacing words and 
Submit them as a new query. This limitation is pragmatic 
since the expectation is that if a user does not find the results 
within the top most relevant hits, it will be more efficient to 
refine the query than to page through all one million hits. 
0008 Search engines typically display approximately 10 
search results per page. Usability studies indicate that the 
majority of the users, especially enterprise users, expect to 
find what they are looking for within the first 3 pages (30 
search results). If they do not find it, they resubmit the query. 
This process is inefficient, because: 
0009. The user has no other way to gain insight about 
what may be in the search results except by reading the 
Snippets of all of the results. Snippets are generated by 
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algorithms. Sometimes they are not understandable. Such 
Snippets can also be misleading. 
0010. There is no guarantee that replacing the old results 
with new results will be more useful given that the user 
refines the search without much knowledge about the struc 
ture content of all 1000 previous results. 
0011 Unlike unstructured information, structured infor 
mation has the property that the information is all of the 
same type, and the components of the information can be 
identified by tags or field names. The information that is 
structured may be intended for storage in relational data 
bases for example. For each data element that is described 
by a fieldname, there is a fieldvalue. 
0012 Structured databases contain uniformly structured 
records, each of which has the same named categories of 
information, referred to as fields, and one or more values for 
each field in the records. That is, records are each composed 
of fieldname-value pairs, sometimes herein referred to as 
tag-value pairs, name-value pairs, or FIELD Name, Field 
Value pairs, such as those shown in Table 1 below. 

TABLE 1. 

Fieldname Value 

ACCIDENTDATE O901.06 
TYPE OF ACCIDENT auto crash 
COUNTY HUDSON 
INTURED 1 
NAME OF INJUREDO1 JOHN SMITH 
HOSPITAL Hackensack General 
ADMITTING DOCTOR ROBERT JONES 

0013 Users of a search engine find information by enter 
ing a search term. This is usually on one or more data values. 
For example, if a user enters the search information as 
“Smith', among the “hits” (search engine answer set) would 
be the sample record shown in Table 1 above. 
0014. However, the sample record of Table 1 would be 
included in the hits no matter which field had the value 
“Smith'. That is, “Smith' could be the value of the field 
ADMITTING DOCTOR, or of the field NAMEOF IN 
JURED, or of the field COUNTY. Hence a search for 
hospital records with a patient’s name of “Smith' would find 
records where the patient’s name was “Jones' if the doctor's 
name was “Smith'. Or a search for hospital records with a 
patient’s name of “Smith' would find records where the 
patient's name was "Adams' if the patient was in an 
automobile accident in Smith County. 
00.15 Even though the number of records having infor 
mation of interest to a searcher might be very Small, the 
number of hits could occupy many pages, most containing 
irrelevant information, making it very difficult for the 
searcher to find what was wanted. Some filtering may, 
therefore, be appropriate. 
0016 Search results are usually displayed in a static 
form, giving users almost no ability to analyze or perform 
any manipulation of the returned results within the search 
results page. At most, users can sort the results by relevance 
or by date, and they can do this only when they are 
connected to the server. If they are offline, they loose even 
the ability to sort by relevance or date, hence storing search 
results has little usefulness. These limitations severely con 
strain the ability of users to efficiently analyze and manipu 
late search results to make faster and more informed deci 
S1O.S. 
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0017 While this limitation may not be as obvious when 
searching completely unstructured data, Such as word pro 
cessing documents, it becomes quickly apparent when users 
search structured data sources. 
0018. An example of such application would be the 
search of retail or inventory databases. In both cases the 
search engine may return hundreds of records within differ 
ent categories and different price ranges. A mere sequential 
listing of these records is not very useful. A tabular view 
would be more appropriate. 
0019 Users want to manipulate tabular data as well as 
transform it in order to make informed decisions. A dynamic 
tabular view offers the user the ability to sort the data by any 
of the available categories, such as gender, product category, 
Sub-category, price range, price, color, etc. 
0020. In a dynamic table a user can quickly find not only 
the minimum price, but also the minimum price within each 
category. A user can also pivot the data, i.e., display product 
prices by brand and category in order to compare and 
contrast. An inventory manager can Sum the quantities 
directly in the search results, instead of having to go to other 
applications to perform this task. The prior art offers no 
search tool having analytic capabilities and a facility for data 
transformation within the search results. Prior art search 
systems fail to make analysis, manipulation and storing of 
search results meaningful. 

SUMMARY OF THE INVENTION 

0021. The present invention overcomes the aforemen 
tioned problems of prior art search engines in providing a 
method for Zeroing in on the hits returned by a search that 
are most relevant to the user. The method of the invention 
winnows down the number of hits returned by a search 
request thereby enabling the user to find only the one or 
more relevant items from a potentially much larger list of 
search results obtained from an inquiry to a search engine. 
0022. In order to structure the data of interest for being 
able to isolate the records of information containing Subsets 
of that data, the data of interest is indexed by embedding tags 
corresponding to field names in association with each value 
for the field name. Thus, at least some items in the result list 
will have embedded tags that were placed there during the 
indexing process. 
0023. As part of the indexing process, and prior to the 
indexing itself, a database record or a transaction that is 
being entered in the database is enriched with metadata. The 
metadata comes from the database as FIELD Name, Field 
Value pair. The “Field Name” is the name of the database 
field, and the “Field Value” is the corresponding value for 
the particular record being passed through the process flow. 
0024 For example, a particular employee expense trans 
action having unique ID-10 can be passed through the 
process flow and enriched with Department information that 
is retrieved from the field DEPARTMENT and the field 
value corresponds to the department to which the employee 
belongs, e.g., MARKETING. 
0025. The Field/Value pair is passed and encoded in the 
search results URL. Any number of Field/Value pairs can be 
passed and encoded in the URL. Field descriptions can also 
be passed if the field names are not self-explanatory. 
0026. The metadata encoded in the URLs is used to build 
a graphical user interface (GUI) control, e.g., a navigation 
tree, for the search results. Although the navigation tree has 
been found to have the broadest application and is most 
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widely used, other GUI controls may also be used to refine 
searches by searching metadata with which indexed records 
have been enriched. Such controls include, without limita 
tion, accordions, calendars, e.g., for specifying dates, clocks, 
e.g., for specifying time, sliders, e.g. for specifying numeri 
cal ranges, and maps, e.g., for specifying geographic loca 
tions. Two or more such controls can be displayed simulta 
neously and each can be activated to refine the searches. 
0027. The field name or description is used to build the 
nodes of the tree, and the values are used to construct the 
leaves within each node. The tree is initially presented to the 
user in a collapsed form, e.g., only the nodes are visible. The 
user can expand the tree one node at a time. The tree can 
have multi-level nodes if the data is hierarchical. 
0028. When the user clicks on a value within a node, the 
search results, which can number 1000 or more snippets 
corresponding to 1000 or more respective records, are 
filtered by passing a further search request as a meta query, 
i.e., a query to search for the selected tag-value pairs in the 
metadata with which the records have been enriched, and 
only the URLS containing that value remain displayed. 
Hence, the user is able to narrow the search results based on 
data contained in the search results, without having to 
further refine the original search request. Using the metadata 
to construct a search results navigation tree allows the end 
user to immediately perceive the underlying structure of the 
search results and to leverage the knowledge of the data to 
refine the initial search. 
0029. Initially, a search is commenced by entering one or 
more words in a search engine's text box. The data in the 
records of the set of hits returned by the search engine are 
scanned for embedded tags, and the data values for each tag 
are itemized in a collapsible GUI control that is presented to 
the user. The user may then use the tree or other GUI control 
to refine the search by narrowing the number of hits pre 
sented, for example, by using a pointing device. Such as a 
mouse, track ball, touch pad, pressure Stick, or keystroke on 
a keyboard to select a specific value, e.g., by "clicking” or 
pressing a key. Searches initiated through the aforemen 
tioned use of the tree or other GUI control are limited to the 
metadata with which the records have been enriched and do 
not return records which contain no metadata. It is possible 
to search for records containing unstructured text and meta 
data by entering a search request in the search engine's text 
box using appropriate codes to indicate which of the terms 
are to be searched only in the metadata. 
0030. In response, the hits returned are limited to those 
records which include the "clicked' value in association 
with the tag to which the value is linked in the GUI control. 
0031. The selection of a data value within a tag results in 
another inquiry to the search engine where the selected value 
is appended to the original search term and other prior data 
value selections. Unless the searched database is expanded, 
the new search results are fewer than or equal in number to 
the prior number of search results and a new tree or other 
user interface control is created. The new GUI control lists 
only the tags found in the records which satisfy the previous 
query. 

0032 Each time a value in the GUI control is “clicked’, 
the list of hits is narrowed and a new GUI control is 
presented which has tags and corresponding values limited 
to those found on the pages of the narrowed list of hits. 
0033. The invention further provides a method for pre 
paring a report from a database using the original search 
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terms and information from data values selected from a GUI 
control containing tags and values. When a particular search 
result is chosen for preparation of a report, the words or 
phrases that formed the original search request are matched 
with tags that have been provided for those words or phrases 
during indexing of the data to form tag-value pairs. These 
tag-value pairs are appended to the URL for the set of hits 
returned by the search engine in response to the original 
search request. 
0034. The modified URL, i.e., with the appended tag 
value pairs, is passed to a report server program for defining 
the Subset of data which is to appear in a report having a 
format specified by the report preparation program. The 
tag-value pairs that have been appended to the URL for the 
set of hits returned by the search engine in response to the 
original search request act as filters for narrowing the 
original list of hits to the subset of records that have been 
selected by clicking the GUI control. 
0035. The method of the invention is not limited to 
information in a single data source. The invention provides 
for collecting information from multiple data sources with 
different tags. Multiple data sources are joined to act as a 
single collection and a cumulative selection GUI control 
having all values in the collection that are paired with 
embedded tags is created. When a report server program is 
requested the tag name in the tag-value pairs is provided 
with the name of the data collection. 
0036 Providing reports of the search results in dynamic 
tables allows a user to analyze the search results while not 
connected to the Internet or other network, and also allows 
a user to email the dynamic table to other users who can 
perform further analysis on the search results. In this way, 
the usefulness of the search results is extended beyond mere 
observation of the results to analysis of the results and 
retrieval of further relevant information. 

DESCRIPTION OF THE DRAWINGS 

0037 FIG. 1 is a schematic block diagram showing a 
prior art method of searching for records of interest in a 
search engine index. 
0038 FIG. 2 is a schematic block diagram showing the 
apparatus of the preferred embodiment of the invention. 
0039 FIG. 3 is a block diagram showing a method of 
searching for records of interest in accordance with the 
preferred embodiment of the invention. 
0040 FIG. 4 is a block diagram showing, in detail, a step 
in the method in accordance with the preferred embodiment 
of the invention. 

0041 FIG. 5 is a view of a display of a search result in 
accordance with the preferred embodiment of the invention. 
0042 FIG. 6 is a view of a further display of the search 
result shown in FIG. 5 in accordance with the preferred 
embodiment of the invention. 

0043 FIG. 7 is a view of a further display of the search 
result shown in FIG. 6 in accordance with the preferred 
embodiment of the invention. 

0044 FIG. 8 is a view of a display of another search 
result in accordance with the preferred embodiment of the 
invention. 

0045 FIG. 9 is a block diagram showing, in detail, 
another step in the method in accordance with the preferred 
embodiment of the invention. 
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0046 FIG. 10 is a block diagram showing, in detail, still 
another a step in the method in accordance with the preferred 
embodiment of the invention. 
0047 FIG. 11 is a block diagram showing, in detail, a 
further step in the method in accordance with the preferred 
embodiment of the invention. 
0048 FIG. 12 is a block diagram showing, in detail, still 
a further step in the method in accordance with the preferred 
embodiment of the invention. 
0049 FIG. 13 is a view of a display of still another search 
result in accordance with the preferred embodiment of the 
invention. 
0050 FIG. 14 is a view of a display of a modification of 
the search result of FIG. 13 in accordance with the preferred 
embodiment of the invention. 
0051 FIG. 15 is a view of a display of a modification of 
the search result of FIG. 14 in accordance with the preferred 
embodiment of the invention. 

DESCRIPTION OF THE PREFERRED 
EMBODIMENT 

0.052 Referring now to FIG. 2 of the drawings there is 
illustrated a system for improving searches in a search 
engine index by enabling the number of “hits’ returned by 
a search to be winnowed down until the number is manage 
able and contains the records of greatest importance to the 
searcher. 
0053) One or more operational data stores 1a, 1b. . . 1n, 
each of which can be a fixed computer disc or other 
magnetic or optical storage medium, stores a population of 
records, which may be structured or unstructured, in which 
the searches are to be conducted. 
0054. A transaction manager 2 has a Listener 4 which 
“listens' to the input/output activity in the database storage 
component 1 to determine each event in which a new record 
is added to the operational data store 1 or a record existing 
in the data store 1 is modified. A metadata enricher compo 
nent 3 receives metadata from a metadata storage compo 
nent 8 which can also be a fixed computer disc or other 
magnetic or optical storage medium and enriches each new 
record with metadata including relevant tag-value pairs. 
That is, the text in each new record is examined for 
correspondence to the metadata values in the metadata 
storage 8. Metadata enricher 3 can be a computer having, 
input, output, storage, memory and display devices. Meta 
data enricher 3 enriches at least some, if not all, of the 
records in the population of records in operational data store 
1 with metadata indicative of a least one field name and at 
least one value for a field identified by the field name. 
0055. During enrichment, the following functions may be 
performed. A key may be assigned to one or more fields. 
Field values may be transformed or replaced. Field values 
may be replaced with lookup values. e.g., field values which 
constitute abbreviations may be expanded. Field values may 
be calculated, e.g., to convert one type of currency to 
another. New fields may be appended to the metadata by 
joining fields from other tables in a relational database. 
Integration of disparate data sources or applications which 
do not reside in the original data source may also take place. 
0056. After each record is processed by the metadata 
enricher 4, it is passed to a record transformer 12 where the 
records are formatted for indexing in accordance with 
parameters dictated by a search appliance 14 in which 
indexing is to take place. 
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0057. A search appliance 10 has an indexer 5 which 
receives formatted records from the record transformer 12. 
Indexer 5 creates a searchable index Summarizing the con 
tent of the population of records in data store 1. A search 
engine 9 in search appliance 14 receives search requests and 
searches the index for records matching criteria set forth in 
each search request. 
0058 When a search is to be conducted by a user, the user 
enters a search request into a user interface 7 in the form of 
a computer or terminal equipped with browser Software. A 
search processor 16 is operatively connected to the search 
engine 9 and user interface 7. The search processor 16 parses 
and formats the search request entered by the user and then 
applies the search request to the search engine 9. The search 
engine 9 compares the text values entered by the user with 
the index in the search engine 9 to determine which records 
match the search request. Identifiers for a matching Subset of 
records are then returned to the user interface terminal or 
computer 7 via the search processor 16 in the form of 
Snippets showing the searched text in the context of excerpts 
from the corresponding full indexed records. A URL for the 
full corresponding record appears as a link with each Snip 
pet. 
0059 A GUI control construction or builder component 
13 presents on a display component 11 of the interface 7, a 
GUI control, e.g., a tree, adapted to display the field names 
and values, i.e., the tag-value pairs, in the metadata with 
which the records identified by the returned search results 
have been enriched by the enricher 3. 
0060. The GUI control construction component is opera 
tively connected to the search engine 9. Each time a user 
selects a field value displayed on the tree or other GUI 
control, the search processor generates a new search request 
and then applies the search request to the search engine 9. 
The search engine 9 then runs a new search in which a new 
subset of records is selected for identification from a popu 
lation of records including the last subset of records 
0061 Thereafter, the user display 11 presents a list of 
identifiers for the respective records in the new subset, and 
the GUI builder 13 presents, on the user display 11, a GUI 
control modified to display only the field names and values 
in the metadata of the records of the new subset. The newly 
displayed values on the GUI control are selectable to further 
cause the search engine to select a new Subset of records 
from the population of records which now includes the last 
subset of records. 

0062. A counter 19 counts the number of records in the 
returned search results having each value with which the 
found records have been enriched by the metadata. The 
counts are displayed next to the value and field name labels 
on the tree or other GUI control. 
0063 A dynamic table builder or construction component 
15 presents the tag-value pairs in the GUI control in tabular 
form. That is, the tags are shown as field names in column 
headers in a table and the values for each tag are lists below 
each field header in cells. That is, the field names are in the 
header row, and the tag values are in rows beneath their 
respective corresponding field names. 
0064. In addition to presenting the tag-value pairs in a 
tabular view, the dynamic table builder 15 supplements the 
tabular view with operational controls for operating on the 
data displayed in the tabular view, e.g., manipulation of the 
data returned by the search, display of the data, and manipu 
lation of files containing the data. Preferably, the tabular 
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view is hidden while the search hits are presented in a 
'standard View' accompanied by a GUI control, e.g., a tree 
of tag-value pairs. 
0065. A GUI switch control, is preferably provided for 
toggling between a “standard view’ or “search results view’ 
(see FIG. 7) in which the list of hits (snippets) is shown with 
the GUI control (e.g., tree) and the table is hidden, and 
“dynamic display view in which the table is shown and the 
list of hits and the GUI control is hidden. The Switch control 
appears with the words “dynamic display view” when the 
search results are shown in standard view, and with the 
words “standard view' when the search results are shown in 
dynamic display view. The user may simply click on the 
Switch control to toggle the display from one view to the 
other. 
0066. A report generator 20 is provided for querying a 
structured database to obtain reports on information located 
in the course of the search conducted in the search appli 
ance's index. Metadata tag-value pairs returned as the result 
of a search in the search engine's index are used in meta 
queries. That is, a relational database of structured data, 
separate from the records indexed by the search engine, can 
be queried to locate records containing fields with values 
corresponding to the metadata tag-value pairs with which 
one or more records returned by the search engine have been 
enriched. 

0067 Tag-value pairs used to formulate queries to the 
structured database may be supplemented by the user with 
additional search criteria. Because the structured relational 
database may contain records having information not 
included in the data store 1 and, hence, not found in the 
search engine's index, the number of hits returned in a 
search of the structured relational database may result in 
more hits than were generated when the same tag-value pairs 
were selected to winnow down the results of the search in 
the search engine. Accordingly it is possible to search an 
index of a large number of records to obtain the few most 
highly pertinent records, and to then obtain a report of data 
based on a large number of records all of which share the 
same high level of pertinence. 
0068 A search result storage device 17 is provided for 
storing a reference (e.g., URL) to each Subset of records 
returned by each search in order to permit the user to 
reaccess the results of a search or display the results in a 
dynamic report, i.e., analogous to leaving a "bread crumb'. 
0069. An overview of the method of the invention is 
illustrated in FIG. 3 of the drawings. According to the 
invention, all of the information presented to a search engine 
for indexing has a set of metadata composed of tags and 
values for each record that describe the type of information 
being indexed. Both the data and metadata are indexed. The 
Source of the information may come from a transaction 
process, a database, or an application on a network. The 
informational transaction or record is enhanced to add any 
textual or other useful information to the transaction or 
record before it is indexed. 

0070 Before indexing a population of records for text 
searching by a search engine, the records are enriched with 
metadata containing key words or phrases which are values 
for tags corresponding to field names in a database. More 
than one level of field names or tags may be included in the 
metadata. A single tag for one records may have more than 
one value. 
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0071 Hence, a field name or tag may indicate a category. 
Still lower level field names or tags may fall under the 
subfield names or tags. There is no limit to the hierarchy of 
field names or tags. The lowest level field names or tags are 
paired with one or more values. For example a tag named 
“building may have a subtag named “hotel' with a value of 
“luxury”. 
0072 The records, enriched with metadata including field 
name-value (tag-value) pairs is then Submitted to a standard 
search engine, e.g., that provided by the Google R. Search 
Appliance, or the open source Lucene search engine, for 
indexing in much the same way that unstructured records, 
files and documents not stored in a database and not enriched 
with metadata are indexed. 
0073. When a textual search request is entered into the 
search engine, the search is conducted across the entire 
population of records in the search engine's data source, 
irrespective of whether the records are enriched with tag 
value pair metadata or not. 
0074. Upon completion of a search, the results of the 
search, in the form of Snippets from the records containing 
text that matches the search request, are listed on Successive 
pages. Initially, only the first page of hits is displayed. The 
user may select or page through Subsequent pages to see all 
of the hits. The matched text in the records may appear in the 
body of the record, or in its metadata. 
0075. The tag-value pairs collectively found in the meta 
data of the entire search results are displayed on a GUI 
control, e.g., a tree, alongside the Snippets corresponding to 
the list of hits on each page of the list of search results. Each 
value for a tag (field name) is listed below the tag. In the case 
of hierarchal metadata, each tag is listed below its parent tag, 
if any. The highest level tags correspond to nodes of the tree. 
Lower level tags correspond to branches on the tree. The 
values correspond to leaves of the tree. The tree remains 
constant as the user pages through the hits resulting from the 
last search. That is, as the user pages through the hits, the 
Snippets which reflect only some of the search results change 
while the GUI tree which reflects the entire search results 
does not change unless the search engine discards hits from 
previously viewed pages. If previously viewed hits are 
discarded, the tree will be updated to reflect only the 
remaining hits, i.e., the hits which have not been discarded. 
Whether or not previously viewed hits are discarded 
depends on the nature of the search engine. 
0076. As the GUI control is constructed, the records 
having each tag-value pair are counted, and the count is 
displayed as a number adjacent each value and each tag. 
0077. A user can inspect the hits, i.e., the snippets, on the 

first page of the search results and, concurrently, view the 
GUI control which summarizes all of the metadata enriched 
records. Each tag having one or more lower level tags 
(Subtags) may be selected for expanding or contracting the 
list of Subtags and/or values under it. 
0078 Instead of sequentially reading each page of hits, 
the user can filter the entire search results by selecting a 
value on the control. Depending on the nature of the control, 
the user may be limited to a single value selection at a time, 
or may be able to select more than one value before 
requesting the filtered search results. 
0079 A request for filtered search results initiates a new 
search request for records having tags with values newly 
selected via the GUI control. When the search is being 
conducted in the index by means of the search engine, the 
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population of records for the filtered search will normally be 
the same as the collection of records constituting the result 
of the last search. In that case, the selected tag value pairs are 
appended to the URL for the last search. Assuming that the 
tag-value pairs selected for the filtered search are not found 
in all of the records returned by the last search, the filtered 
search results will have a number of records less than the 
number of records in the last search. 

0080. In accordance with the invention, it is possible to 
generate a report by querying a database from within the 
search results presented to the user by actuating, e.g., 
clicking, a report request control. In this case, a meta query 
is generated from the tag-value pairs found in the search 
result. The meta query may be modified by the user to add, 
change, or remove the search criteria in the meta query 
before the database is queried. 
I0081. The database(s) to which the query is directed may 
contain a population of records broader in number and/or 
Scope than the population of records to which the original 
search was directed. In this case, the names of the other 
databases can be passed to the meta query by appending the 
names to the URL for the last search result. In the case of a 
filtered search in an expanded database, it is possible for the 
number of hits for which data is displayed in a report to 
exceed the number of hits in the index search from which the 
meta query was generated. 
0082 Each time a new filtered search is conducted in the 
index, the URL for the previous search is saved as a “bread 
crumb' to enable the previous search to be reexecuted 
without having to remember or reenter the text for the search 
request. The is particularly useful for requesting reports 
from a report generator, e.g., a report server, showing the 
results from the various levels of filtered searches. That is, 
the results of each index search that is repeated via use of the 
bread crumbs provide parameters which are pass to meta 
queries or filters for generating a report from a database. 
0083. Each time a search is run the GUI control can be 
utilized to further narrow or redirect the next search until a 
manageable number of records is returned. This provides a 
highly effective way of quickly obtaining a search result 
limited to those records having information of greatest 
interest to the searcher while sparing the searcher the need 
to peruse each record returned by the original search request. 
I0084 FIG. 4 of the drawings illustrates the preparation of 
data for indexing by a search engine appliance, e.g., one 
available from Google, Inc. under the registered trademark 
GoogleR or the open data source Lucene search engine. As 
data is added to a data source, it is monitored by a listener 
which produces a document containing the information in 
each newly detected record. Each document is preferably 
produced in XML format. Data pertaining to the information 
in each document may optionally be added to each docu 
ment from other sources as may be desired. 
I0085 Metadata tags and their values, relevant to the 
information in each document, are added to, i.e., embedded 
in, each document. The documents are then translated from 
XML to a language understood by the search engine appli 
ance. For example, in the case of a Google R search engine, 
the XML documents are translated into HTML. 

0.086 A URL is then created for each document. The 
URL includes references to the tag-value pairs. 
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0087 Finally, each document is passed to the search 
engine appliance for indexing in much the same way that the 
search engine appliance indexes documents containing only 
unstructured data. 

EXAMPLE 1. 

0088 An example of the preparation of data for indexing 
and searching in accordance with the invention follows in 
the context of a sporting goods business that wants to make 
its merchandise searchable. 

I0089 First the following information is gathered. 
(0090) 1. An example of the XML file generated by the 

listener on the database from which the data will be 
selected. 

0091 2. The name of the database, in this case, 
retaildb. 

0092. 3. The type of report to be called from the search 
result link, in this case, proddet.fex focexec, which 
resides in the retail application using the retaildb data 
base. 

0093 4. Any links which are desired to appear below 
the main results link for calling the reports. Here there 
will be two links. The first will read “Product Sheet', 
a link which displays a PDF version of the report. For 
this, proddet2.fex focexec, which resides in the retail 
application using the retaildb database, is used. The 
second link will read “Summary Report', which dis 
plays a parameterized report. For this, prodsum.feX 
focexec, which resides in the retail application using 
the retaildb database, is used. 

0094 FIG. 5 shows how the search results page will look 
when a search against the index of the search appliance is 
performed on the word “baseball'. The elements to be 
configured are items in the “Categories' tree, the search 
results links with an image of the related shoe, and two 
additional links for each search result entitled “Product 
Sheet' and "Summary Report'. Any number of additional 
report links can be configured and provided with the hits 
returned by an index search. 
0095. The following is an XML file that has been cap 
tured by the listener. This file contains a single record about 
a sports shoe and is representative of the XML format the 
listener will create from the database structure. The data 
includes information about the shoe. Such as, the brand, the 
style, the department with which it is associated, the price 
range into which it falls, the actual price of the shoe, a 
textual description of the shoe, and a reference to an image 
of the shoe. 

<?xml version=“1.0" encoding=“ISO-8591 ?) 
<RetailDB table="retaildb'D 
srows 

<retaildb.ImgQRL 
type="12"> 
http://vlamdemo.ibi.com:8080/ibi apps/retail/101.gif 

</retaildb.ImgQRL> 
<retaildb.Department 
type="12"> Footwears/retaildb.Departments 
<retaildb.Category 
type="12"> Shoes </retaildb.Category) 
<retaildb.Sports 
type="12">Baseballs/retaildb.SportsD 
<retaildb.Gender type="12">Men's </retaildb.Gender) 
<retaildb.Brand type="12">Mizuno </retaildb.Brand D 
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-continued 

<retaildb.Style type="12">Mid-cuts/retaildb. Styled 
<retaildb.Color type="12">Reds/retaildb.Colorid 
<retaildb.Name type="12">Mizuno 9 Spike Classic 
Mid G4 Metal 

Baseball Spike Mens </retaildb.Name> 
<retaildb.Description type="-1">This men's Mizuno (R) 
9-Spike? 

Classic Mid G4 baseball cleat showcases Mizuno Wave (R) 
which disperses impact forces, providing exceptional 
cushioning. Proflex? promotes a controlled flex for 
all three primary baseball movements: running, 
batting, and throwing,while the Spike? technology 
enhances lateral stability and traction. 

</retaildb.Description> 
<retaildb.Price type="2">94.99.</retaildb.Price.> 
<retaildb.PriceRange type="12">S75.00 – 
$99.99.<retaildb.PriceRanged 
<retaildb.Promotion type="12">Regular 
Prices/retaildb.Promotion> 
<retaildb.updated null=“y” type=“-6"/> 
<retaildb.productid type="4">1</retaildb-productids 
<retaildb.ImgHTML type="12"> <img src= 

http://vlamdemo.ibi.com:8080/ibi apps/retail? 
101.gif"> 

</retaildb.ImgHTMLD 
</row > 

</RetailDB) 

0096. From this XML document, the fields to appear in 
the Categories tree on the search results page are identified 
and stored using metadata parameters. The fields in the 
present example are: 

Brand 

Category 
Color 

Department 
Gender 

Price Range 
Promotion 

Price 

Sports 
Style 

0097. These items, which are database field names, are 
defined using the metadata parameter FXVn, where n is the 
sequential number assigned for the field name being iden 
tified. In the present example, the parameters to be used are: 

FXV1=Brand 

FXV2=Category 
FXV3=Color 

(0098 and so on through FXV10–Style 
(0099. It is also preferable to determine which field to use 
as the unique identifier (key) for this record. For this 
example, the metadata parameter FXK is used for this 
identifier. The productid field is chosen as the name, i.e., 
FXK productid. The key can be made up of several field 
names, i.e., the key can be multi-column. 
0100. The XML document is next transformed into an 
HTML document, which the search engine appliance (in this 
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example the Google R search appliance) requires for its 
indexing. Also included in the HTML document are the 
parameters for the two additional results links, “Product 
Sheet” and “Summary Report”. 
0101 The following is the transformed HTML docu 
ment. It follows a specific structure required by the Google(R) 
search appliance, that is, HTML, HEAD, TITLE, META 
tags, and BODY Tag. 

<?xml version=“1.0 encoding=UTF-8 2D 
<HTMLD 
<HEADD 
<TITLED Mizuno 9 Spike Classic Mid G4 Metal Baseball Spike 

Mens 
<FTITLED 
<METANAME=“Department content=“Footwear /> 
<METANAME=“Category content=“Shoes' ?id 
<METANAME=“Sports' content=“Baseball /> 
<METANAME=“Gender' content=Men's D 
<METANAME=Brand content-Mizuno' > 
<METANAME="FOCEXEC FOR TITLE content="prddet /> 
<METANAME=FOCSOURCEDATABASE FOR TITLE 

content=RetailDB' > 
<METANAME=FOCEXECAPPNAME FOR TITLE 

content=retails 
<METANAME=LINK DISPLAY NAME2 content=“Summary 

Report' /> 
<META name="FOCEXEC2 content="prdsum. /> <META 

NAME =FOCSOURCEDATABASE2 content—Retail DB is 
<METANAME=FOCEXECAPPNAME2 content—retail is 
<METANAME="Style” content=“Mid-cut" /> 
<METANAME=“Color content=Red D 
<METANAME=“PriceRange' content=“S75.00 - $99.99 /> 
<METANAME=“Promotion content=“Regular Price ?id 
<METANAME=LINK DISPLAY NAME1 content=Product 

Sheet Kimg src=" http://vlamdemo.ibi.com:8080/ibi. html/ 
javaassist images/mrimr ex pdf.gif:border='' 
O"> is 
<METANAME="FOCEXEC1 content="prddet2 /> 
<METANAME=FOCSOURCEDATABASE1 
content=RetailDB' D 
<METANAME=FOCEXECAPPNAME1 content—retail is 
<METANAME=“HTML LEFT OF SNIPPET content=“<img 

src=" http://vlamdemo.ibi.com:8080/ibi apps/ 
retail 101.gif"> /> 
<META name="Price' content="94.99’ > 

<AHEADD 
<BODYDFootwear Shoes Baseball Men's Mizuno Mid-cut Red 
Mizuno 9 Spike Classic Mid G4 Metal Baseball Spike Mens 
This men's Mizuno (R) 9-Spike? Classic Mid G4 baseball cleat 
showcases Mizuno Wave (R) which disperses impact forces, 
providing exceptional cushioning. Proflex promotes a 
controlled flex for all three primary baseball movements: 
running, batting, and throwing, while the 9 Spike? 
technology enhances lateral stability and traction. 94.99 
S75.00-$99.99 Regular Price 1 Sporting 
</BODYs 
<AHTMLD 

0102. In the HTML document of the above example 
record, the following items have been entered: 
(0103 1. The title of the search results link (<TITLED 
</TITLED) 
0104 2. The category field values which were stored for 
the Categories list are entered in the META tags, using the 
format: 

<META name="Brand content=''Mizuno'/> 

<Meta name="Category' content="Shoes/> 
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0105. The values determined earlier for the report that is 
called when the search results link is clicked are put into the 
following format: 

<META name = “FOCEXEC FOR TITLE content = “proddet (D 
<META name = “FOCSOURCEDATABASE content F. “RetailDB' D 
<META name = “FOCEXECAPPNAME content - retail D 

0106. The additional links for Product Sheet and Sum 
mary Report reside in the following Meta tags. The path to 
the image of the PDF icon appears in the Product Sheet tag. 

<META name = “LINK DISPLAY NAME1 content = “Product 
Sheet' <img src=" http://vlamdemo.ibi.com:8080/ibi html/ 
javaassist images/mrimr ex pdf.gif:border=" O' 

<META name="FOCEXEC1 content="prddet2 /> 
<META name="FOCSOURCEDATABASE1' content=RetailDB' > 
<META name="FOCEXECAPPNAME1 content=retail D 

0107 The following Meta tag adds the image of the shoe 
next to the main results link: 
0108 <META name="HTML LEFT OF SNIPPET 
content="<img src=" http://vlamdemo.ibicom:8080/ibiapps/ 
retail 101.gif"> 
0109 The Body tag contains anything for which a user is 
to be able to search. For example, the only way a search for 
“Nike' will return this record in the result is if the word 
“Nike' is included in the body tag. The search may be 
limited to the body of each record. Alternatively, depending 
on the search engine, the body may be searched as text, and 
the metadata may be searched for tag-value pairs (with 
Google) or the metadata may, like the body, may be searched 
as text (with Lucene). 
0110. In this example, all fields have been included in this 
record so that all values are searchable. 
0111 Finally, it is necessary to include the category 
fields, chosen from the record for the Categories tree, into a 
feed to search appliance object. The following uses the 
Brand category to show the format used: 

FXF1 = Brand, FXT1 = Brand, FXV1 = SREG(FXV1) 
FXF2 = Category, FXT2 = Category, FXV2 = SREG(FXV2) 

(O112 The FXFn parameter is the record field, and FXTn 
parameter is the field name. 
0113. The SREG(FXV1) is derived from the values 
entered in the Store Metadata Values object. The values 
should match those that were created in the Store Values 
object. 
0114. If desired, the name that appears in the Categories 
tree can be changed by entering another value in the FXTn 
parameter. For instance, in the example above, FXT1=Brand 
Name could be entered. 
0115 The ability to provide a tag name FXT as an alias 
for each field name FXF enables a merger of common values 
from fields in different data sources, irrespective of whether 
or not there is a relationship between the fields or the data 
Sources. For example, let dataSource be a database having 
a table that appears as follows. 
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TABLE 2 

Sales by Country 

Sales by Country Dollar amount 

US $40,000,000 

0116 Let datasource be a database having a table that 
appears as follows. 

TABLE 3 

Returns by Country 

Returns by Country No. of Units 

US 20,000 

0117 If the tag value for each data sources is the same as 
the field name, i.e., FXT-FXF, a GUI control tree will list 
“Sales by Country” and “Returns by Country” as two 
separate nodes under each of which the value “U.S. will 
appear with a of “1” corresponding to the one record in each 
respective database. 
0118. By setting “Sales by Country'—"Country” in data 
source and “Returns by Country’="Country” in data 
source, the GUI control tree will list “Country” as a single 
node under which the value “U.S. will appear with a of “2 
corresponding to the sum of the number of records with the 
value “U.S. for the tag “Country’ in each of the respective 
databases. 
0119. At this point, the HTML document contains the 
parameters necessary to meet the requirements for being 
searched. The feed to search appliance object then sends this 
document on to the indexer to be indexed. Once indexed, the 
document is ready to be discovered in the course of a search 
by a user. 
0120 When a user poses a search term to a body of 
indexed records (documents), the results page(s) which are 
relevant to the search terms is displayed. For the hits that 
have tags, a GUI control, e.g., a tree, is also displayed to one 
side of the results page. 
0121 The GUI control is constructed by examining each 

hit and extracting its metadata tags, if any are present. When 
a new tag is found it is made the first level of the GUI 
control. The value of the tag is made the second level of the 
GUI control. Hence, the completed GUI control for a given 
search term has Summarized all of the hits, including those 
that do not appear on the unscrolled screen, into a structure 
that can be examined by the user. When there are many types 
of structured records in the index the GUI control provides 
a global view of the returned search results, that is, a 
representation of all records from all data sources in the 
index. 
0122 Consider a user searching a data source populated 
with documents indexed as described above, that is, one 
containing information on athletic footwear. Assume the 
user initially enters “baseball as a search term in a search 
engine Such as the Google R search engine. The resulting 
display appears as shown in FIG. 5. 
0123. The search request for documents with the term 
“baseball' has returned 10 hits. Three snippits correspond 
ing to three of the hits are shown on the right side of FIG. 
5. Aheading of a snippit for the fourth hit is shown. Scrolling 
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down the screen will permit the user to see the remainder of 
the snippit for the fourth hit plus the succeeding snippits for 
the next six hits. Had the search returned 1000 hits, the user 
would have to spend much time paging and reading the 
snippits to determine whether the sought after information 
was disclosed by the search. 
(0.124. To the left of the snippits in the display of FIG. 5 
is a GUI control, in this case a tree. The tree summarizes all 
of the information contained in the metadata within the 10 
documents disclosed by the search. 
0.125. A high level tag entitled “Categories' is presented 
at the top of the tree. Beneath the “Categories’ tag is a list 
of 10 second level tags which identify the categories for 
which values have been entered in the metadata. Next to 
each tag, in parentheses, is the number of values for the each 
category that appear in the 10 records. 
0.126 In this case, each of the 10 documents has one 
value for each of the ten categories. Hence, the number 10 
appears in parentheses next to each category tag name. The 
user can now open a tag of the first level of the tree and will 
see all of the field values of the search result hits for that tag. 
I0127. The results of the search can also be displayed in a 
dynamic tabular view by selecting the “tabular view” link in 
the display. As can be seen in FIG. 6, the metadata tag-value 
pairs found in the selected records, i.e., hits, can be dis 
played in tabular form. The tables can be provided with their 
own GUI controls to enable various functions to be per 
formed on the data that appears in the records of greatest 
interest, i.e., the records corresponding to the hits still 
displayed after the search results have been sufficiently 
winnowed down by iteratively selecting values from the 
tag-value pairs on the GUI control tree. Users are, therefore, 
able to analyze search results, even when not connected to 
the Internet. They can also email a dynamic table to other 
users, who can further analyze the results. 
I0128. The user may click on the column headed “Price' 
to open a floating menu with options to analyze the data in 
the table as shown in FIG. 7. Operations such as “sort' 
(ascending or descending), filter, calculate and the like can 
be performed on the result data illustrated in the dynamic 
report table shown in FIGS. 6 and 7. 
I0129 Referring now to FIGS. 5 and 7, it is seen how a 
user can change the display of search results from standard 
to dynamic tabular view. A search is initiated from a Web 
page accessible via a URL that contains at least one text 
input box where a user can type one or more key words. The 
key words define the query parameters. The query is Sub 
mitted to a search engine via a standard Submit process 
triggered by a user "click” on a submit button on the Web 
page. 
0.130. The search engine returns a set of results to the 
browser and displays them in a standard view designated 
(FIG. 5). Before the results are displayed, the URL for each 
hit is inspected, and extracted from the individual URLs are 
all the elements used to construct the GUI tree, and also the 
title of the hit. Other elements can also be included, e.g., 
links to the reports. In addition, an invisible tabular view of 
the returned a set of results is embedded in the page with still 
other elements. 
I0131 The standard display of the search results includes: 
(1) a GUI tree or alternative GUI control and (2) the 
individual hits displayed as a Snippet of each record returned 
by the search engine. Each hit Snippet contains a title, 
description, links to its corresponding record or other 
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reports, and other elements. The Snippets, as displayed, are 
ranked by the relevancy of their records to the user query. 
The hits can span multiple web pages. Also embedded in the 
page, but not yet visible to the user area tabular view of the 
set of results and links to the standard view and external 
reports. 
0.132. After the search results have been displayed in 
standard view, the user has an option to Switch to the 
embedded dynamic tabular view. The selection of dynamic 
tabular view is made via a button, a submit link or other 
standard web mechanism to Submit a user request for action. 
The submit button can be positioned anywhere on the web 
page that displays the search result. 
0133. The submission by a user of a request to display the 
search results in a tabular view (FIG. 7) renders the GUI tree 
control, search result Snippets and corresponding report and 
tabular view links on the page invisible, and makes visible, 
the embedded but previously invisible dynamic tabular view 
and the standard view or search results view link as well as 
other relevant functional links, e.g., "sort’. 
0134. The name-value pair for each element to appear in 
the dynamic table is extracted from the URL for each hit. An 
array is then created with rows, each of which corresponds 
to, i.e., displays the data in, a separate hit. 
0135 The names in the name-value pairs appear as 
column names in the dynamic table. The values in the 
name-value pairs of each hit appear in cells within the same 
row, each value of a name-value pair being within a column 
headed by its name. 
0.136 Table 2 below provides a logical view of the final 
array constructed during the transformation of the search 
results to a dynamic tabular view. 

TABLE 2 

Hit Results 
Elements (i,j) Element 1 Name Element 2 Name Element j Name 

Result 1 Value (1, 1) Value (1,2) Value (1,j) 
Result 2 Value (2, 1) Value (2, 2) Value (2,j) 
Resulti Value (i, 1) Value (I, 2) Value (I, j) 

0.137 The transformation process also allows the nesting 
of Subarrays within the cells of the main array for more 
complex data structures. 
0.138. The URL for each hit is essentially a long text 
string. In order to extract the name/value pairs required to 
construct the array, the tags that were created and placed in 
the URL when the data was prepared for indexing are 
programmatically identified. That is, as the program goes 
through the URL it recognizes strings such as Category 
Name=Country and Category Value=USA, and constructs 
the name-value pair for the array. The program ignores all 
other characters in the URL. Any element from the URL can 
be included in the array. 
0.139. After the name-value tags for each of the resulting 

hits of a search have been extracted, they are passed, as raw 
data, i.e. without any formatting or other features, along with 
the analytic/interactive engine, in a single HTML file that is 
sent back to the user for display in the browser. 
0140. The analytic/interactive engine applies formatting 
and styling to the name-value pair data, title of the hit and 
other data specified by the systems architect, including links 
to reports, as it renders the dynamic table in the browser. The 
dynamic table is embedded in the original search page thus 
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forming the dynamic tabular view. The analytic/interactive 
engine can apply different fonts, styles and colors to each 
row, column and cell in the dynamic table via configurable 
style sheet options which can be set by a programmer. 
0.141. The dynamic tabular view includes an analytic/ 
interactive engine and data packaged into a single HTML 
file that can be displayed in any browser. The interactive 
engine can be written in JavaScript(R) or any similar Internet 
web programming language, and controls the manipulation 
and display of the data in the browser. 
0.142 For example, users can trigger commands via a pop 
up menu to sort the data in the dynamic table based on any 
of the columns. Common use will be to sort search results 
by category, such as price range, for example, in commercial 
applications, or just price. Users can also apply calculations, 
visualization, create charts, roll up the data or pivot it. In 
other words they can manipulate the data as needed to find 
what is of interest. This ability is specifically useful when 
searching structured data sources. 
0.143 Users can also use the analytic engine to save their 
interactions or to email the dynamic table to other users. The 
latter feature is particularly useful for sharing search results. 
For example, if an analyst finds results that may be benefi 
cial to another analyst, both can share an analyzed/shortened 
list of data. 
0144. The dynamic table acts much like other software 
applications for data manipulation, e.g. spreadsheet or data 
base application software. The most significant difference, 
however, between the dynamic table of the invention and 
application software is that, with the dynamic table, all 
program features are embedded in the user file, rather than 
being installed as an application on the computer. This is 
akin to using a spreadsheet file on a computer without 
having the spreadsheet application installed on the com 
puter. The entire user interaction is conducted within the 
browser without any server or other external technology to 
process the user actions. 

EXAMPLE 2 

0145 Another example of the preparation of data for 
indexing and searching in accordance with the invention 
follows in the context of an enterprise that wants to make 
information on its employees searchable. 
0146 Metadata containing name-value pairs is added to 
each record as follows. 

<HTMLD 
<HEADD 

<-- Comment: The text below defines the metadata 
that will be used to construct the navigation tree. 
Name' stands for FIELD NAME and “Content is the 

value retrieved from the field for each indexed 
record. Each Field/Value pair is encoded in the URL 
for the search results --> 
<TITLED Employee Data for HENRY CHISOLM</TITLED 
<META content=Report on Employees' 

name="description'? D 
<META content=“SALES’ name="dept/> 
<META content=SALES SPECIALIST name=title's 
<META content="CE name="div'D 
<META content="CENTRAL' name=area. D 
<META content=MA name="destination state's 

<AHEADD 
<-- Comment: The text below is indexed by the 

Google (R) appliance for search. This text is retrieved 
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-continued 

from any number of fields from the database. --> 
<BODYe360 20041228 978-46S-6080 MA NEWBURYPT 13:48:28 

O.S. O.O2 O 188 CHISOLM HENRY CE SALES 257PRB SALES 
SPECIALIST 43OOOOOOO 1990-02-07 OO:OOOOO CENTRAL 1 
</BODYS 

<AHTMLD 

0147 During the pre-indexing preparation of the records 
in the population to be searched, a retrieval URL is gener 
ated for each indexed record with the metadata encoded in 
the URL. 
0148. The search results URL can appear as follows. 

http://vlamxp.ibi.com:8080/WFServlet?FOCCAT999 = Data Source& 
FOCVAL999= Employee%20Calls&FOCVAL1 = CORP&FOCCAT2= 
TITLE&FOCCAT1 =DEPT&FOCVAL2 = 
MARKETING9.62OEXECUTIVE&SOURCE=EMPCALLS&FOCVAL3 = 
CORP&FOCCAT3 =DIV&FOCVALS =MA&FOCTITLE999 = 
Data Source Title&KEY=3&FOCCAT4 
AREA&FOCCATS=DESTINATION STATE&FOCVAL4= 
CORPORATE 

014.9 The field/value pairs are parsed in the URL as: 
0150. FOCCAT1=DEPT&FOCVAL2=MARKETING 
0151. This pair comes from the following line in the 
HTML message: 
0152 <META content="SALES SPECIALIST 
name="title/> 
0153. The GUI navigation tree is built from the set of all 
field-value pairs in the URL, using a standard program to 
loop through the URL string and collect the data required to 
build the tree. A standard GUI tree control is used to display 
the metadata as shown in FIG. 8. 
0154) Referring now to FIG. 9 of the drawings, the 
process by which a user executes a search is shown. Initially, 
the user formulates a query in the form of one or more words 
or phrases or logical statements, in text form. The search 
query is passed, as is, to the search engine. 
0155 If the query is the first one to be executed in the 
course of a search, the search proxy is routed directly to the 
search engine. The search engine aggregates previously 
conducted search. A URL is generated for each search result. 
A link applies the URL to the report generator in a meta 
query for reporting on data in a structured database as a 
function of the results of the search in the search appliance 
index. 
0156 The process by which a user may interact with the 
dynamic tabular view that is embedded in a search result 
page is illustrated in FIG. 10. The search page presented to 
the user has a text input box control for entering a search 
request and a button control for Submitting the search 
request to the search engine. Another button control is 
provided for enabling the user to display a dynamic report of 
the search results in the form of a dynamic table. 
O157. When the search is executed, both the conventional 
standard view of the search results and a dynamic tabular 
view are embedded in the search page. The dynamic tabular 
view is made visible on the search result page in response to 
actuation of the dynamic tabular view button by the user. 
The data from the tag-value pairs is displayed in the cells of 
the table which is formatted in accordance with style sheets 
which are also embedded in the search result page. 
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0158 Controls are provided for manipulation of the data 
in the tag-value pairs returned by the search, display each of 
the records which satisfy the search query into a list of 
search results. A count of the tag-value pairs in the records 
returned by the search is tabulated. Snippets of the records 
which are to be displayed in the search result are ranked, 
e.g., by relevance, by date, or alphabetically. 
0159. A GUI control, e.g., a tree, is then constructed in 
accordance with the tag-value pairs found in the records 
returned by the search. A URL for the search result is 
generated at the same time. 
0160 A style sheet is applied to the results which are then 
displayed. preferably on a computer video monitor. The 
generated URL is also constructed and displayed with the 
search results. 
0.161 Upon viewing the displayed search results the user 
may further refine the search by selecting a value on the GUI 
control in which case metadata tags corresponding to the 
tag-value pair of the selection are appended to the URL for 
the search result and resubmitted to the search engine as a 
new search query. 
(0162. If the user does not select a value on the GUI 
control, he or she may request a report based on the records 
in the search result, may exit the search and stop, or may 
enter a new search that is independent of the of the data, and 
manipulation of files containing the data. For example, the 
data may be manipulated by sorting on one or more columns 
of the tabular view, filtering to reduce the number of records 
shown to those having a particular property, calculation of 
values for new fields as a function of the values returned by 
the search, calculation of Summary information, e.g., totals, 
averages, altering the appearance of the data in accordance 
with various conditions, e.g., changes in font color, size or 
weight, pivoting of data, and the like. Unlike the GUI 
controls which are actuated for sending a new query to the 
Search engine, e.g., accordions, calendars, clocks, sliders, 
and maps, these controls merely hide the records returned by 
the search which do not satisfy the filter criteria. 
0163 Provision is also made for controls affecting the 
display of the table in the tabular view. Columns may be 
hidden. Rows may be frozen so as not to scroll with other 
rows. Data may be split among pages. Tabs may be provided 
to access pages. A status bar may be displayed to show 
Summary information. 
0164. Further controls can be included for file manipu 
lation. Data may be saved in a file on the user's computer, 
emailed for access by another computer, exported as input to 
an external computer program e.g., for data analysis or 
inclusion in a word processing document, in a format 
compatible with the receiving program, e.g., HTML, Xls, 
.db, .doc. 
0.165 A GUI control can cause a filter to be applied 
against the data in a search result table for filtering the data 
in the table without querying the index. A GUI control can 
enable the generation of query to the search result table to 
transform the form of the data in the search result table to 
that of a chart. A GUI control can enable the generation of 
query to the search result table to perform calculations on the 
data in the search result table. A GUI control can enable the 
generation of query to the search result table to display a 
ranking of the data in the search result table. A GUI control 
can enable the generation of query to the search result table 
to save the search result table or to save a modified table 
derived from the search result table, e.g., by use of another 
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GUI control. A GUI control can enable the generation of 
query to the search result table to email the search result 
table or a modified table derived from the search result table. 
A GUI control can enable the generation of query to the 
search result table to export the search result table or a 
modified table derived from the search result table to another 
application. 
0166 Moreover, the data presented in the tabular view 
may be narrowed in a manner similar to the way the number 
of hits is narrowed through the use of a GUI control, i.e., by 
selecting tag-value pairs to send a new query to the search 
engine to return records having the selected tag-value pairs. 
0167 Referring now to FIG. 11, the process of narrowing 
the search results displayed in a dynamic tabular view is 
illustrated. As in the case of a search which returns hits in 
standard view, that is with snippets for hits listed on suc 
cessive pages and tag-value pairs selectable from a GUI 
control, so too can the data in a dynamic tabular view be 
narrowed by the selection of a cell containing a field value. 
0168 A search request is entered in a text box and the 
search is commenced by actuation of a push button control. 
The search request is Submitted to a search engine which 
returns a list of hits. If the data disclosed by the search 
satisfies the user, the URL for the result may be sent to a 
report server to retrieve a report or a record. 
0169. To narrow the search, the user has the option of 
actuating a control to display a dynamic tabular view of the 
search results. The tabular view includes the controls 
described above by which the user can narrow the search 
request. That is, in response to the user's selection of cells 
containing values for fields in the displayed tabular data, the 
URL for the search result is supplemented with metadata 
containing the selected field-value pairs and a new search is 
executed. 
0170 The URL for each previous search is saved as a 
bread crumb for enabling the user to return to a previous set 
of search results. 
0171 After the dynamic table is rendered in the result 
page on the web browser, the user can Switch back to 
standard view by Submitting a request via a click on a button 
or link. 
0172. The use of a dynamic categorization of data, by 
means of a GUI control presented with search results in a 
standard view to filter the search results, is not limited to 
selection of a single tag-value pair each time an iteration of 
a search is performed. Referring to FIG. 12, there is shown 
a process similar to the one in FIG. 11, wherein the user may 
select multiple tag value pairs by opening more than one 
node and selecting a value for each opened node. In the 
preferred embodiment of the invention, the selected tag 
value pairs are logically combined in an “AND” statement 
that is appended to the URL for the last search result to 
derive a URL for a new search. The user can be provided 
with one more controls or other input fields or devices to 
change the operation by which the selected tag value pairs 
are logically combined. For example, values within the same 
field, i.e., having the same tag, can be combined in an “OR” 
operation while values in different fields, i.e., having differ 
ent tags, can be concatenated, i.e., combined in an “AND” 
operation. 
0173 The number of values for each field or name in a 
search result need not be the same. In FIG. 13, the results of 
a search for the name “Smith’ conducted on the accident 
database pertaining to table 1 above are shown. A URL for 
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the search result appears in the “Address' window of the 
search engine. The number of hits is indicated to be “about 
81. 
0.174. A GUI control in the form of a tree has been 
constructed from the URL for the search result. From the 
tree, which appears to the left of the Snippits corresponding 
to the hits, it is seen that of the approximately 81 hits 
returned for the search, no category appears in more than 4 
of the 81 hits. 
0.175. The first category, “Admitting Hospital, has the 
number'2' next to it which indicates that 2 of the 81 hits are 
tagged with the category “Admitting Hospital'. If “Admit 
ting Hospital' is selected, e.g., by clicking on it with a 
mouse, a meta search is performed in which all of the values 
of “Admitting Hospital' which collectively appear in the 
metadata for the 81 hits are listed beneath it. 
0176 Referring now to FIG. 14, it is seen that there is 
only one admitting hospital named among the 81 hits, i.e., 
“Hackensack General'. The number '2' next "Hackensack 
General indicates that the value "Hackensack General’ for 
the tag “Admitting Hospital appears in 2 of the 81 hits. 
0177. If “Hackensack General is selected, e.g., by click 
ing on it with a mouse, the previous search request is 
narrowed by appending the restriction, Admitting 
Hospital="Hackensack General', to the URL for the search 
result and a new search is executed. 
0.178 When the new search result is displayed, only the 
hits in which the tag “Admitting Hospital’ has been matched 
with the name “Hackensack General appear in the accom 
panying Snippits. All hits which do not contain the tag 
“Admitting Hospital” and the value for it of “Hackensack 
General have been eliminated from the display. This 
includes all of the hits which contain no metadata. Hence the 
search has been narrowed to only 2 hits as can be seen in 
FIG. 15. 
0179 Since search engines only display a few lines of 
output it is likely that the user would not have seen all of the 
information in the original 81 results records. However, the 
GUI control, in this case a tree, has identified all of the 
relevant hits, including those that are not shown on the initial 
SCC. 

0180. In this way the user was able to winnow down the 
search in a guided manner until only the few hits of interest 
were displayed. The process of using the GUI control to 
select values appearing in the hits could be continued until 
the number of hits is one, and a particular record is found. 
0181. The user can, at any time, elect to use an option that 
appears beneath each hit. These options generally result in a 
display of information. In the example shown, there are two 
options, VIEW RESULT, and REPORT on RESULT. 
0182. The first option displays the information in the 
original record that the search engine indexed. The second 
option goes to the storage device and storage system where 
the original indexed structured data resides, for example, to 
a program that can query a relational database. 
0183 The selection of one of the foregoing options is 
passed to a control program which prepares a URL to be sent 
to a program on the reporting server. The first process that 
the control program performs is to identify which tags had 
data in the original search term or phrase that caused the 
selected hit to appear. 
0.184 In the foregoing example a search was done on 
“Smith'. In the records (hits) that were returned, “John 
Smith' was a data value for the tag, NAME OF IN 
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JURED01. The tag-value pair, NAME OF INJURED01, 
“John Smith', is sent to the control program. Also sent to the 
control program is each tag-value pair that the user selected 
during iterative use of the GUI control, i.e., the tree. In this 
case HOSPITAL “Hackensack General' is also returned to 
the Control program. If more than one tag contains the 
original search term both are passed to the Control program 
to be OR'ed together. The Control program now has: 

NAME OF INJURED01 John Smith 
HOSPITAL Hackensack General 

0185. This information is passed to the Report Server 
program to formulate a database query in which the selected 
values are used in a filter to be applied to the database for 
generating a report. The report is formatted and then 
returned to the user, or the report server program can request 
the user to provide more information for use in preparing a 
meaningful report. For example, a report server program 
might ask the user for the time period during which an 
accident took place. 
0186. It will be recalled that in the searching stage, each 
selection of a value for a tag on the tree or other GUI control 
resulted in a further restriction being appended to the search 
URL, and fewer hits in the next iteration of the search. This 
is not necessarily the case when the search engine returns 
fewer than all of the pages or records which satisfy the 
search request. For example, as previously noted, the 
Google search appliance may limit the number of hits to 
approximately 1000 even though more records or pages in 
the index satisfy the search request. As the search request is 
refined is further restricted by the addition of further tag 
value pairs, Snippets of pages or records previously excluded 
by the numerical page/record limitation may appear in the 
list of hits. 
0187. During report generation, a query constructed from 
the user's selection of values in the GUI control may be 
applied to a data source broader than the original one. That 
is, the data Source to which the original search was directed 
may be a relational database that can be joined with one or 
more external databases through a common field. The exter 
nal databases may contain records with additional instances 
of the tag-value pairs that were selected in the original 
database. The end result would be a report from a compound 
database that could contain more information than was 
originally indexed, but which always uses the values 
obtained from the dynamically constructed trees or other 
GUI controls. 
0188 Although a preferred embodiment of the present 
invention has been described for illustrative purposes, those 
skilled in the art will appreciate that various modifications, 
additions and Substitutions are possible, without departing 
from the scope and spirit of the invention which is described 
in the following claims. 
What is claimed is: 
1. A method of winnowing down a list of search results, 

identifying records in one or more data sources, returned by 
a search for matches between a search criterion and an index 
of a population of records stored in machine readable form, 
comprising 

a. enriching each of said records with metadata compris 
ing the name of a tag and at least one value of for said 
tag, each name of a tag and corresponding value 
forming a tag-value pair, 
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b. comparing the content of the index with said search 
criterion, 

c. displaying said list of search results which satisfy said 
search criterion, 

d. displaying tag names and corresponding tag values in 
the metadata of the records and, until said search is to 
be discontinued, performing a further iteration of said 
search by 

e. Selecting a tag value, 
f. modifying said search criterion as a function of the 

Selected tag value, and 
g. repeating steps b, c and d. 
2. A method according to claim 1 wherein step c further 

comprises displaying said list of search results in a standard 
view, step d. further comprises displaying a GUI control 
labeled with said tag names and said corresponding tag 
values in the metadata of the records, and step e. further 
comprises selecting a tag value on said GUI control. 

3. A method according to claim 1 wherein said enriching 
each of said records further comprises integration of dispar 
ate data sources or applications which do not reside in said 
data source. 

4. A method according to claim 1 comprising generating 
a URL for each search result. 

5. A method according to claim 1 wherein said URL is 
modified as a function of the selected tag value. 

6. A method according to claim 4 further comprising 
constructing a data query as a function of said URL, 

applying said query to a database for obtaining an answer 
set of records satisfying said query, and 

generating a report as a function of information contained 
in said answer set of records. 

7. A method according to claim 5 further comprising 
adding to said URL the identity of an external set of records 
not included in said list of records for including in said 
report information not contained in said list of records. 

8. A method according to claim 1 further comprising, for 
each displayed tag name assigned to one field in each of two 
or more of said data sources, merging the lists values for said 
field in each of said data sources and displaying said list of 
values under a single tag name. 

9. A method according to claim 1 further comprising, for 
each displayed tag name, counting the number of records 
having metadata including said tag name and displaying said 
number in association with said tag name. 

10. A method according to claim 9 wherein said records 
are distributed among two or more of said data sources and 
the same tag name is used to identify one field in each of said 
data sources. 

11. A method according to claim 1 further comprising, for 
each displayed tag value, counting the number of records 
having metadata including said tag value and displaying said 
number in association with said tag value. 

12. A method according to claim 4 further comprising 
storing each URL before it is modified for enabling the list 
of the records which satisfy each search to be accessed. 

13. A method according to claim 1 further comprising 
displaying in a tabular view of said search results a search 
result table having columns of cells identified by the tag 
names in the metadata of said list of records, each cell 
displaying a value for the tag name that identifies its column. 

14. A method according to claim 13 further comprising 
displaying in said tabular view of said search results the title 
of each search result. 
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15. A method according to claim 13 further comprising 
displaying with each of the search results of said list at least 
one link to a corresponding meta query, 

applying each meta query selected by actuating its cor 
responding link to a database, and 

preparing a report which is a function of the records in 
said database returned by said actuated meta query. 

16. A method according to claim 13 wherein step e. 
further comprises selecting a tag value in a cell in said search 
result table. 

17. A method according to claim 13 further comprising 
rendering said tabular view invisible when said standard 

view is visible, 
rendering said standard view invisible when said tabular 

view is visible, 
and providing a control for selectively rendering one of 

said standard view and said tabular view visible. 
18. A method according to claim 13 further comprising 

displaying with said search result table at least one further 
GUI control for operating on said search result table and/or 
the data contained therein. 

19. A method according to claim 18 wherein said one 
further GUI control enables the generation of a filter to be 
applied against the data in said search result table for 
filtering said data without querying said index. 

20. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to said 
search result table to transform the form of the data in said 
search result table to that of a chart. 

21. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to said 
table to perform calculations on the data in said search result 
table. 

22. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to said 
search result table to display a ranking of the data in said 
search result table. 

23. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to said 
search result table to save said search result table. 

24. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to said 
search result table to save a modified table derived from in 
said search result table. 

25. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to said 
search result table to email said search result table. 

26. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to said 
search result table to email a modified table derived from 
said search result table. 

27. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to 
export said search result table to another application. 

28. A method according to claim 18 wherein said one 
further GUI control enables the generation of query to 
export a modified table derived from said search result table 
to another application. 

29. A method according to claim 1 wherein said metadata 
comprises a hierarchy of tag names, each lowest level tag 
name being paired with at least one value, and each tag name 
having a higher level than the lowest level identifying a 
category of which said each immediately lower level tag 
name is a member. 
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30. A method according to claim 1 further comprising 
displaying with each of the search results of said list a link 
to at least one meta query, 

applying each meta query selected by actuating its cor 
responding link to a database, and 

preparing a report which is a function of the records in 
said database returned by said actuated meta query. 

31. Method according to claim 12 further comprising 
generating a meta query as a function of said stored URL, 
applying said meta query to a database, and 
preparing a report which is a function of the records in 

said database returned by said meta query. 
32. A system for searching in an index of a population of 

records for a subset of said records, each record of said 
Subset having indexed content which matches the content of 
a search request, comprising, 

one or more data storage components for storing said 
population of records, 

a data enrichment component operatively connected to 
said data storage component for enriching at least some 
of the records of said population with metadata indica 
tive of a least one tag name and at least one value for 
a tag identified by said tag name, 

an indexing component operatively connected to said data 
enrichment component for Summarizing the content of 
said population of records in an index, 

a search request input component for receiving said 
search request, 

a search engine component operatively connected to said 
indexing component and said search request input 
component for returning from said index identifiers for 
said Subset of records from said population of records, 

a user interface component operatively connected to said 
search engine and including a display component for 
presenting a list of said identifiers, 

a GUI control construction component for presenting on 
said user display component a GUI control adapted to 
display the tag names and values in the metadata of the 
records of said subset, 

said GUI control construction component being opera 
tively connected to said search engine component for, 
in response to selection of a displayed tag value on said 
GUI control, causing said search engine component to 
Select a new Subset of records from a population of 
records including the last Subset of records, said user 
display component presenting a list of identifiers for the 
respective records in said new subset, and said GUI 
control construction component presenting on said user 
display component a GUI control adapted to display the 
tag names and values in the metadata of the records of 
said new subset which values are selectable to further 
cause said search engine component to select a new 
subset of records from a population of records includ 
ing the last Subset of records. 

33. A system according to claim 32 further comprising a 
record transformer operatively connected between said 
indexing component and said data enrichment component 
for formatting said records for indexing. 

34. Apparatus according to claim 32 further comprising a 
listener operatively connected between said data storage 
component and said data enrichment component for deter 
mining each event in which a new record is added to said 
data storage component or a record existing in said data 
storage component is modified, and 
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in response to said determination, Submitting said added 
or modified record to said data enrichment component. 

35. Apparatus according to claim 32 further comprising a 
dynamic tabular view construction component for present 
ing on said user display component a tabular view of the tag 
names and values in the metadata of the records of each 
subset of records. 

36. Apparatus according to claim 32 further comprising a 
counter for counting the number of records having a value 
which is displayed on said GUI control, said user display 
component being operatively connected to said counter for 
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displaying next to each value and/or tag name the number of 
records which include said value and/or tag name in its 
metadata. 

37. Apparatus according to claim 36 further comprising 
search result storage means for storing a reference to each 
subset of records returned by an iteration of said search, said 
search result storage means being operatively connected to 
said search engine for selectively causing said search engine 
to return an identifier for each subset of records. 

38. Apparatus according to claim 37 wherein said iden 
tifier comprises a URL. 
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