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MOOD MONITORING OF BIPOLAR DISORDER USING SPEECH ANALYSIS

Cross Reference to Related Application

[0001] This application claims the benefit of U.S. Provisional Patent Application No.

61/987,871 entitled "Mood Monitoring Of Bipolar Disorder Using Speech Analysis," filed May

2, 2014, the disclosure of which is hereby expressly incorporated by reference in its entirety.

Statement of Governmental Interest

[0002] This invention was made with government support under MH100404 and TR000433

awarded by the National Institutes of Health. The Government has certain rights in the

invention.

Field of the Invention

[0003] The present disclosure relates to assessing patients with speech-identifiable disorders

and, more particularly, to monitoring mood of patients with bipolar disorder through speech

analysis.

Background

[0004] The background description provided herein is for the purpose of generally presenting

the context of the disclosure. Work of the presently named inventor, to the extent it is described

in this background section, as well as aspects of the description that may not otherwise qualify as

prior art at the time of filing, are neither expressly nor impliedly admitted as prior art against the

present disclosure.

[0005] Bipolar disorder (BP) is a common and severe psychiatric illness characterized by

pathological swings of mania and depression and is associated with devastating personal, social,

and vocational consequences (suicide occurs in up to 20% of cases, by some reports). Bipolar

disorder is among the leading causes of disability worldwide. The cost in the United States alone

was estimated at $45 billion annually (in 1991 dollars). These economic and human costs, along

with the rapidly increasing price of health care provide the impetus for a major paradigm shift in

health care service delivery, namely to monitor and prioritize care with a focus on prevention.

[0006] Speech patterns have been effectively used in clinical assessment for both medical and

psychiatric disorders. Clinicians are trained to record their observations of speech and language,

which become a critical component of the diagnostic process. Recently, there have been research



efforts exploring computational speech analysis as a way to assess and monitor the mental state

of individuals suffering from a variety of psychological illnesses, specifically major depression

(MD), autism, and post-traumatic stress disorder (PTSD).

[0007] For example, stress and anxiety have been studied extensively and elements of speech

have been correlated with subjectively reported stress in PTSD. Other research efforts have

demonstrated the efficacy of speech-based assessments for autism focusing on diagnosis, in

addition to predicting the course and severity of the illness. Variations in speech patterns have

also been used for computational detection and severity assessment in major depressive disorder.

[0008] However, most work in these areas focuses on the assessment of participants over short

periods of time, at most several weeks, rendering it challenging to measure the natural

fluctuations that accompany illness trajectories. Additionally, the speech input is often highly

structured and collected in controlled environments. This limitation in speech collection

precludes an understanding of how acoustic patterns characteristic of natural speech variation

correlate with mood symptomology.

Summary

[0009] The present techniques provide for estimating the mood state (including affect) of

individuals with neurological disorders, like bipolar disorder (BP). Bipolar disorder is

characterized by fluctuating mood state, including periods of depression (lowered mood state),

mania (elevated mood state), and euthymia (neither mania nor depression). We monitored

patients over the course of six months to a year, using normal conversation analysis, to assess the

dynamic nature of the symptoms of BP. In addition to mood state, the present techniques can

identify, more broadly, the mental state or neurophysiological state of a subject associated with

speech-identifiable conditions.

[0010] As we show, the techniques were successful in detecting the presence of mania and

depression in normal, unobtrusive, and unstructured speech-based communications of

individuals. We were able to assess the underlying mood of the individual from the speech

collected. As described, the techniques, as applied, provide evidence that mood-related variations

recorded both from structured and unstructured speech-based communications (e.g., cell phone

conversation data) are reflective of underlying mood symptomology and that the acoustic

variations indicative of mood patterns across these conversation types differ.



[0011] The present techniques are also able to highlight the features of the speech that are

most correlated with the clinical assessment of manic and depressive mood states.

[0012] The techniques herein provide for longitudinal, ecological (e.g., with minimally added

effort and fitting within the daily routine of the subject), and continuous collection of

unstructured speech in diverse environments and in the acoustic analysis of the BP participant

population that exhibit dimensional mood-states with two extremes of a continuous mood-state

spectrum: depression and mania. These results show that this style of data collection can be

effectively used, highlighting the potential for autonomous ecologically valid monitoring for

mental health assessment.

[0013] In accordance with an example, a method of detecting a speech-identifiable condition

of a subject, the method comprises: receiving speech data of the subject; performing, in a feature

extraction module, a low-level feature extraction on the speech data over a plurality of short-time

segments to develop low-level feature data; performing, in the feature extraction module, a

statistical analysis of the low-level feature data over a window of time to develop segment-level

feature data, where the window of time comprises the plurality of low-level feature time

segments contained therein, and wherein the segment-level feature data is non-lexical data;

applying the segment-level feature data to a decision module having a database of one or more

classification rules, each classification rule corresponding to a different classification of the

speech-identifiable condition; and determining, in the decision module, the classification of the

speech-identifiable condition of the subject from the segment-level feature data.

[0014] In accordance with another example, a system to detect a speech-identifiable condition

of a subject, the system comprises: a processor; a memory; a feature extraction module stored on

the memory and adapted to cause the processor to, perform, on speech data, a low-level feature

extraction over a plurality short-time segments to develop low-level feature data, and performing

a statistical analysis of the low-level feature data over a window of time to develop segment-

level feature data, where the window of time comprises the plurality of low-level feature time

segments contained therein, and wherein the segment-level feature data is non-lexical data; and a

decision module stored on the memory and adapted to cause the processor to, access a database

of one or more classification rules, each classification rule corresponding to a different



classification of the speech-identifiable condition; and determining the classification of the

speech-identifiable condition of the subject from the segment-level feature data.

Brief Description of the Drawings

[0015] Fig. 1 illustrates an example system for mood detection that analyzes speech data from

a subject and determines a subject's mood based on classifiers determined by or accessed by the

system, in accordance with an example.

[0016] Fig. 2 illustrates a process, implemented by the system of Fig. 1, to develop classifiers

(i.e., classification rules) for analyzing speech data.

[0017] Fig. 3 illustrates example speech data that is used by the system of Fig. 1 in performing

low-level feature extraction using millisecond time measurement filters for mood classification,

in accordance with an example.

[0018] Fig. 4 is an illustration of a plot indicating an example classifier (i.e., classification

rule) as determined by the system of Fig. 1 during a training procedure, in an example.

Detailed Description

[0019] Described herein is a new framework for ecological long-term monitoring of mood

states for individuals with bipolar disorder. The techniques provide ecological data collection

that does not request subjects to interact in constrained clinical environments but rather monitors

subjects during normal conversation. The techniques, unlike speech recognition (and related

technologies), provide non-lexical monitoring and analysis of subjects. Speech data is analyzed

over short-time windows and then a statistical analysis is applied that makes lexical

reconstruction either extremely difficult or not available. This provides subjects with a level of

privacy against speech (lexical) reconstruction, which may also allow for more natural speech for

the subject and thus more accurate monitoring and assessment of mood state. This promotes

more continuous use of the techniques, which allows for increased probability of predicting a

mood shift, as the subject will be encouraged to use the technique all the time. The techniques

here promote personalized classifiers of mood state, allowing subjects to have tailored

monitoring and assessment of current and predicted future mood states. Moreover, the

techniques are extensible to any number of speech-identifiable ailments and conditions.



[0020] More specifically, the techniques herein involve collecting speech data, using a

collection paradigm and developing a classification rule (or vector or separator or hyperplane or

decision boundary) or set of classification rules to classify one or more mood states of the subject

providing that speech data. The classification rule may then be used to assess current mood state

or, in some instances, predicted instability or a change in future mood state. The results, as we

show for example subjects with bipolar disorder, demonstrate that mania, hypomania (i.e., a

lower level of intensity of manic symptoms), and depression can be differentiated from euthymia

using speech-based classifiers trained on both structured interactions (e.g., monitoring weekly

clinical speech-based interactions) and unstructured (e.g., monitoring normal patient telephone

calls) cell phone recordings. By assessing structured interactions to identify a patient's mood and

labeling those moods, we demonstrate that the present techniques can produce classification

rules that detect (or classifications that indicate) the presence of hypomania when performing

speech-analysis of only unstructured data collected. Classification rules for mania, hypomania,

and depression have been developed. The classification rule is an example of a classifier; and

the techniques herein may be used to train classifiers more broadly.

Example - Experimental Setup

[0021] In developing the assessment method and systems herein, we developed an acoustic

database (termed UM-AD herein), which contains longitudinally collected speech from individ

uals diagnosed with bipolar disorder participating as part of a bipolar longitudinal study (the

Prechter BP Longitudinal Study), which is a multi-year study that takes a multidimensional,

biological, clinical, and environmental, approach to the study of bipolar disorder.

[0022] UM-AD includes speech data collected from six participants, four women and two men

(average age 4 1 + 11.2) diagnosed with bipolar disorder type I and with a history of rapid

cycling, characterized by 4 or more episodes per year of mania, hypomania, or depression.

Participants are recruited from the BP longitudinal study and enrolled for 6 months to a year.

[0023] For the initial protocol, each participant was provided with a smart phone mobile

device and an unlimited call/data plan for personal use and encouraged to use the phone as their

primary mode of contact. While a smart-phone was used in the described example, the present

techniques may be implemented through any speech-based device, whether involving

conversational speech, between two people, or a device measuring speech of a single person, for



example, talking into a recording device. The speech device may be self-contained, that is,

performing recording, storage, and speech analysis. But in the examples detailed below, one or

more of these operations (recording, storage, or analysis) is performed over distributed

processing devices/systems connected to each other over a network, wired or wireless

connection. Some example speech-based devices include are illustrated in Fig. 1.

[0024] In any event, for this discussed example, a smart phone was pre-loaded with an

application (stored on a computer readable memory in the smart phone and executable by one or

more processors therein) that instructs the smart phone to record only the participant's outgoing

speech (i.e., no incoming speech is captured or recorded). The application automatically

launches on the smart phone and runs persistently. The speech is stored on the smart phone at a

recorded frequency, e.g., 8 KHz, and occurs whenever the participant makes or receives a phone

call. The collected speech is then encrypted on the smart phone and securely transmitted over a

network to an external processing system for analysis. The application, data transfer, and data

handling followed strict security and encryption guidelines to ensure that the integrity and

privacy of the collected data is not compromised.

[0025] During a training/testing protocol, weekly mood-state labels were determined for

subjects. For example, ground truth measures of a participant's mood-state were obtained using

weekly phone-based interactions with a clinician associated with this project. These interactions

were structured (also termed constrained) and involved a clinician administering a twenty-minute

recorded assessment that measured the mood-state of the participant over the past week. The

assessments included the 17-item Hamilton Rating Scale for Depression (HAMD) as well as the

Young Mania Rating Scale (YMRS) to assess the level of depression and mania, respectively. In

the example experiment, no participant exhibited symptom severity associated with a manic

episode. Therefore, for this particular implementation, detection of hypomania (elevated mood

state not reaching the severity of mania) was the objective.

[0026] The mood assessment labels were categorized using thresholds set by the clinical team.

The final labels were as follows: Hypomanic: YMRS> 10 and HAMD < 10. Depressed: HAMD>

10 and YMRS < 10. Euthymic: YMRS< 6 and HAMD< 6 . Mixed: YMRS> 10 and HAMD> 10.

The mixed mood-state was not included in this particular example, due to its rarity in the

collected data.



[0027] The weekly clinical assessments ("evaluation call") provide a measure both of the

participant's mood-state over the past week and of the clinician's perception of the participant's

current (during evaluation call) mood-state. From this data, we sought to examine the hypothesis

that the labels obtained during an evaluation call will be most strongly associated with the

participant' s mood during that evaluation call and thus with the mood-related modulations of the

speech recorded during the call. We further sought to examine the hypothesis that the set of calls

disjoint from the evaluation calls, i.e., the unstructured calls recorded outside of a clinical

interaction, will possess a more subtle expression of mood symptomology, may involve masking

of symptomology, but will, under our examination techniques, correlate (albeit less strongly)

with the clinically assessed labels.

[0028] Statistics on Recorded Calls: A total of 221.2 hours was recorded from 3,588 phone

calls. On average participants made 4.9 + 4.3 calls per day, with an average duration of 222.0 +

480.7 seconds and a median of 67.4 seconds.

[0029] The number of weeks of data available varied by participant: participant 1 had 3 1

weeks of data, while participant 5 had 6 weeks of data, for example. Each participant's data

included euthymic weeks and at least one hypomanic and/or depressive week. Table 1 provides

an overview of the collected data for each participant, showing the number of weeks of collected

data with categorized assessment labels of euthymic, hypomanic, and depressive.

Table 1. Summary of collected data. #E, #H, #D are the number of weeks in Euthymic,
Hypomanic, and Depressive states.

[0030] The experiment sought to use the speech data collected in an unobtrusive manner and

in unstructured environments to: (1) estimate the clinical assessment made during the participant-

clinician weekly evaluation call; (2) determine the feasibility of detecting the mood state

assessed during the evaluation call using unstructured personal cell phone (i.e., "smart phone")

recordings from the same day as the evaluation call; and (3) apply this detection to cell phone

recordings from days preceding or following the evaluation call. The experiment also conducted

feature analyses to identify the speech features that are most informative for mood classification.



[0031] Datasets: The UM-AD dataset was partitioned based on proximity to evaluation call.

Recall that the evaluation calls are the only recordings that are labeled. Further, the temporal

consistency of mania and depression are variable and person dependent. Therefore, it was

expected that the labels of the evaluation call are more strongly associated with calls recorded on

the day of the evaluation as opposed to the day(s) before or after it.

[0032] The data was partitioned into the following disjoint datasets. Table 2 describes the per-

participant summary of the number of calls assigned each of the three labels. The datasets

include:

• Evaluation calls: Speech collected during evaluation calls labeled as

hypomanic/depressed/euthymic based on the clinical assessment.

• Day-of calls: Speech collected from all calls recorded on the day of the clinical assessment,

excluding the evaluation call.

• Day before/after (B/A) calls: Speech collected from all calls made or received only on the

adjacent day (before or after).

Table 2 . Number of calls assigned each of the categorical labels:



[0033] Training Methodology: The techniques included training classification algorithms

based collected data, including the labels of the structured speech data. In this example

implementation, the classification algorithms were trained using participant-independent

modeling, capturing the variations associated with populations of individuals, rather than specific

individuals. For the initial test of viability, the goal of participant-independent modeling was to

understand how speech is modulated as a function of mood state while mitigating the effects of

individual variability. We tested our models using the leave-one -participant-out cross-validation

framework, where each participant is held out for testing and the remaining participants are used

for training. The validation set is obtained using leave-one-training-participant out cross-

validation within the training set. We trained the models using all data from the categories of

euthymia, hypomania, and depression. We evaluated the performance of our depression and

hypomania classifiers only for participants with at least two weeks of evaluation calls labeled as

either depressed or hypomanic.

[0034] We protected the privacy of the participants given the sensitive nature of speech

collected from personal phone calls. This was done through the use of statistics extracted from

low-level audio features, rather than from using the features themselves. The statistics were cal

culated over windows of time longer than approximately 3 seconds, and in some examples from

3 seconds to 30 seconds, although the exact statistical window is not limited to this range. By

applying a statistical window to our extraction and classification modeling, we developed a

technique that obscured the lexical content of the original speech, rendering it extremely

challenging to reconstruct the individual words. In some instances, reconstruction is not

possible.

[0035] As discussed further below, we use a feature extraction module to extract low-level

features. For example, in an implementation, we extracted 23 low-level features (LLF) using the

openSMILE toolkit. For each recorded call, the speech data was first windowed into 25ms

frames overlapping by 15ms, with the following (short- time) features extracted per frame:

• Pitch, computed using the autocorrelation/cep strum method, which yields the pitch over

voiced windows. For unvoiced windows the pitch was set to 0 . Whether a window was

voiced was determined by a voicing probability measure, which we also include in the LLF.



• RMS energy, zero-crossing rate, and the maximum and minimum value of the amplitude of

the speech waveform.

• Three voiced activity detection (VAD) measures: fuzzy, smoothed, binary. The fuzzy

measure is computed using line-spectral frequencies, Mel spectra, and energy. The smoothed

measure is the result of smoothing the fuzzy measure using a 10-point moving average. The

binary measure is a 1/0 feature, determined by thresholding the fuzzy measure to assess

presence of speech. The magnitude of Mel spectrum over 14 bands ranged from 50Hz to

4KHz.

[0036] The low-level (short time) (LLF) features include pitch, voicing probability, RMS

energy, zero-crossing rate, max/min amplitude, fuzzy voiced activity detection (VAD), smoothed

VAD, binary VAD, + 14 features from 14 band Mel-spectrum.

[0037] From these low-level feature extractions, statistical extractions were performed (what

we term segment-level feature extractions). The VAD measures and voicing probability provide

an estimate of the location of speech and silence regions of the input speech waveform. We used

these measures to group the speech into contiguous segments of participant speech ranging from

3 seconds to at most 30 seconds. We divided the call into segments by finding non-overlapping

regions of at least 3 seconds. We first identified 3 consecutive frames whose energy, voicing

probability, and fuzzy VAD were all above the 40th percentile of their values over the whole call.

We ended a segment when 30 consecutive frames had energy, voicing probability, and fuzzy

VAD measures that fell below the 40th percentile of their values over the whole call. If the

segment length exceeded 30-seconds before reaching the stopping criteria, then the segment was

ended and a new one started; this occurred for less than 3.5% of the segments. Each call had on

average 24.3 + 46.6 segments with a median of 8.

[0038] We represented each segment by a 5 1-dimensional feature vector obtained from the

statistics of the LLFs over the segment. This included 46 mean and standard deviation values of

each LLF computed over the segment (for the pitch, these were computed only for frames with

voiced speech), the segment length, and 4 segment-level features: relative and absolute jitter and

shimmer measures. Each recorded call, , is represented by N i feature vectors, where is the

number of segments for call .



[0039] Analysis of the segment-level features led to the development of classifier rules to

determine the mood state of a subject. The classifier used in this example analysis was a support

vector machine (SVM) with linear and radial-basis-function (RBF) kernels, implemented using

LIBLINEAR and LIBSVM, respectively. The RBF kernel parameter was tuned over the range γ

£ {0.0001, 0.001, 0.01, 0.1, 1 } on the participant-independent validation set. The regularization

values were tuned for both the linear and RBF implementations over the set C £ {100, 10, 1, 0.1,

0.01}. The classifiers were trained on the segment-level 5 1-dimensional features.

[0040] For each test call ( ), we independently classified each of its N i segments ¾ (j = ,

...Ni). A test call could be either 1) a structured assessment call that is used to gather objective

clinical assessment data for the purpose of establishing ground truth, or 2) an unstructured

personal call that occurs "ecologically" in the course of daily life of the individual. For each

segment, we calculated its signed distance to the hyperplane, dy . We aggregated each distance

into a vector Z) . The score for each call was associated with the pt percentile of Z) . The

percentile was chosen using the validation set over the range p £ {10, 20, 30, 40, 50, 60, 70, 80,

90}.

[0041] The techniques demonstrated efficacy in differentiating between hypomanic and

euthymic as well as depressed and euthymic speech using a participant-independent training,

testing, and validation methodology. Performance was evaluated using the call-level area under

the receiver operating characteristic curve (AUC).

[0042] Evaluation of Datasets: Table 3 presents the results across the three datasets. The

results demonstrate that we are able to detect the mood state of individuals for calls recorded

during the clinical interactions. For the first call type, i.e., the structured assessment call speech

data, we obtained an average AUC of 0.81 + 0.17 in detecting hypomania and an average AUC

of 0.67 + 0.18 in detecting depression across all participants.

[0043] We use two training scenarios for the calls recorded on the day of the evaluation and

the days before/after the evaluation (the unstructured datasets): (1) classifier training using only

the evaluation call dataset, testing on both unstructured datasets; and (2) classifier training over

each unstructured dataset individually and testing with held out parts of the same dataset (e.g.,

training and testing on the day-of assessment calls). Method one asserts that the acoustic

modulations that are indicative of mood state in the evaluation call will also be present in the



unstructured calls, even if they are subtler. Method two asserts that even if the symptomology is

present in the unstructured calls, the modulations may be different from those exhibited in the

evaluation call. Therefore, in order to detect the mood state, the acoustic patterns in the

unstructured data must be modeled directly. If the performance between methods one and two is

similar, there is evidence for modulation consistency. If method two outperforms method one,

there is evidence for modulation variability.



Table 3 . Call-level AUC of binary modd-state classification. Train:Test indicates which dataset
(Evaluation (Eval), Day-of (DOf), Day-B/A (BD/A)), was used for training and which for
testing:

[0044] The results in Table 3 demonstrate that both method one and method two can be used

to detect hypomania during the second call type data (i.e., unstructured personal calls) recorded

on the day of the evaluation with an AUC of 0.61 + 0.09 and 0.65+0.14, respectively. The AUC

for detecting depression was 0.49+ 0.08 and 0.59 + 0.13, for methods one and two, respectively.

The results suggest that most individuals express mania and depression differently in clinical

interactions compared to their personal life.

[0045] Most Informative Features: We examined the segment-level features that are most

informative for classification using feature selection to further our understanding for how speech

is affected by hypomanic and depressed mood states. To increase the robustness of the feature

selection, we combined the two best performing datasets: evaluation calls and day-of calls, into a



single set that contains all calls recorded on the day of the assessment. We performed feature

selection using the leave-one-subject-out cross-validation paradigm using greedy forward feature

selection for each of the hypomanic vs. euthymic and the depressed vs. euthymic classification

problems. The selection only includes features that improve the average and minimum training

participant segment-level AUCs and terminates when a further addition no longer yields

improvement. The selected features were then used to train a classifier which was evaluated on

the held out test participant.

[0046] The feature selection process yields different sets of features for each held out

participant. Overall, the hypomanic vs. euthymic selection yields an average of 8.3 + 5.7 features

and depressed vs. euthymic 5.2 + 4.0 features. Of the selected features, the segment-average of

the binary VAD was common to all cross-validation folds for both hypomanic and depressed vs.

euthymic. An additional three features were common to 3 out of 4 folds of hypomanic classifica

tion: standard deviation of the pitch, segment-average of the zero-crossing rate and of the

smoothed VAD. While there were two additional features common to 3 of the 5 folds in the

depressed classification: absolute jitter and the segment-average of the magnitude of Mel

spectrum over the first band. Table 4 presents the resulting call-level AUCs for classifiers trained

with only the selected features as well as those trained with all 5 1 features. The 5 1 segment-

level features include mean of each of the LLF features, standard deviation of each of the LLF

features, segment length, relative jitter, absolute jitter, relative shimmer, and absolute shimmer.

Table 4 . Call-level AUC of binary mood-state classification using all features or only selected
features:



[0047] The results demonstrate that with robust feature selection it is possible to separate

euthymic speech from hypomanic and depressed mood states using on average approximately

5-8 segment-level features. Thus, feature selection improves our ability to detect depression,

while reducing the variance across participants in the detection of hypomania, and thus improves

the classification rules we develop.

[0048] The feature selection results highlight the importance of the average binary VAD for

the detection of hypomanic and depressed moods. The mean binary VAD is correlated with the

vocalization/pause ratio measure, which has been shown to be lower for depressed speech. Our

examination of this measure showed a similar pattern for depressed speech, and also that it tends

to be higher for hypomanic speech: we do this by first removing all instances of the feature >

90% since a majority of the segments tend to be significantly voiced regardless of the label, and

find that the feature is lowest for depressed (median(M) = .51 µ + σ = .46+32), higher for

euthymic (M = .63 µ + σ = .52 + .33), and the highest for hypomanic (M = .76 µ + σ = .69 + .21).

[0049] As we show, the techniques provide a cost effective way to collect and scale

continuous, unobtrusive speech data, from which the techniques monitor and assess mood of a

subject. We can analyze non-clinical speech data, i.e., normal phone calls of a subject. In the

discussed examples, subjects with bipolar disorder were examined, and different rules for mood

states for hypomania, mania, and depression were developed. However, the above

implementations are provided by way of example. The present techniques may be implemented

in other ways and to identify any number of speech-affected conditions using rules based or

other classifiers. Moreover, classification rules are developed for determining mood states in

these examples; however, the classification rules may be to detect any number of states of health

of patient. Such detections can be affected from using one or both of a low-level and segment-

level feature extraction and analysis. The present techniques are extensible and may be used to

develop classification rules for other conditions, including psychiatrically diagnosed conditions,

pain, depression, physical conditions such as asthma, congenital heart disorders, coughing, lung

related disorders, lung cancer, oncological disorders, grave's disease, hearing impairment,

neuromuscular disorders, and neurological disorders.

[0050] The techniques can be used to produce a personalized signature, as a classification rule

tailored for each subject. The techniques operate from statistical analysis over long



chronological periods of very short time-interval measurements. In this way, the techniques may

be lexicon-neutral - they don't need a patient to speak specific words or words at all.

Classification rules can look at private, non-lexical speech data, from statistical measures over

longer windows of time of features extracted from miniature milliseconds of filtered speech

within that window. The techniques can monitor and assess changes in speech over the window

periods of time, without doing any speech recognition or short-time speech pattern matching and

lexical information analysis. And the techniques are able to do this from ecological speech data,

i.e., collected during normal speech and daily life of the subject.

[0051] The techniques allow for near real time predictions of current mood state and can be

used to predict the onset of changes in mood state with suitable classification rules developed

from the speech data. This ability to predict mood onset can be used to flag health care providers

and subjects themselves (and family and friends) when their speech data from normal

conversations suggests that a change in mood is approaching, whether at that moment, an hour

into the future, a day, several days, or otherwise.

[0052] Fig. 1 illustrates an example system 100 for mood detection of a subject 102. In the

illustrated example, the subject 102 is described as having diagnosed bipolar disorder, although

the system may be used to detect mood and other speech-identifiable condition state for any

subject. The subject 102 communicates via speech through a communication device 104 that is

adapted to collect and store speech data, for communication to a mood detection machine 106,

through a network 108. The communication device 104 may be a cellular or mobile phone 104a,

smart phone 104b, or landline telephone 104c. In other examples, the device 104 may be a

laptop computer 104d or desktop computer 104e, 104f, with speech collection capabilities, e.g., a

microphone. The device 104 may store the speech data and encrypt that speech data, e.g., using

a public-key encryption protocol, before transmitting it to the detection machine 106.

[0053] The mood detection machine 106 contains a communication interface 110 for

communicating over the network 108 and collecting speech data collected from the device 104.

The machine 106 further includes a central processing unit 112 for executing instructions such as

those from applications stored on a memory 114. The memory 114 includes a feature extraction

module 116, a mood-state classification module 118, ground truth module 120, and mood-state

decision module 122. The memory further includes a speech data memory 124 that stores



received speech data from the device 104, such as, for example, structure and unstructured voice

call recordings. The recordings can be created at the device 104 and transmitted over the

network 108 to the machine 106; while in other examples, such as for analysis of real time phone

calls, speech (i.e., voice) data may be received at the communication interface 110 continuously

during a conversation, albeit preferably still by using encryption to deliver the data in real time.

From here, the module 116 may store, in real time, the received speech data in the memory 124.

In some examples the machine 106 and the device 104 may be integrated as part of a single

device. For example, all recording, feature extraction, and classification processes herein may be

performed on a smart phone.

[0054] Fig. 2 illustrates a process 200 that may be implemented by the system 100 of Fig. 1,

specifically in a training example, where the system 100 is developing classification rules to be

applied to ecological speech data. The process 200 includes a training procedure by which a first

call type is used and assessed to determine a baseline mood state correlating to collected speech

data, i.e., the mood state for the subject 102 with BP. At a block 202, the process 200 begins by

conducting the first call type. This call may be a voice call where the speech of the participant is

examined in a structured (i.e., constrained) environment, meaning an environment in which the

nature of the call and at least some of what is discussed or elicited is established in a pre-

structured manner, by a health care professional or other professional charged with assisting in

the direct examination of the subject 102. The block 202 may be implemented by the subject

102 calling in to a professional using the device 104, where the professional is connected to the

network 108 separately or through the machine 106. When a structured call, the first call type

will be designed to allow the professional sufficient data to assess the mood state. For example,

the structured call may be set to a predetermined minimum length, may include a structured

conversation, questions/answers, uttering a given phrase, using a long set of vowels, etc. to allow

for assessment.

[0055] While a call is illustrated (at the block 202), instead the speech may be from direct, in-

person interaction between the subject and the professional, for example, having the subject 102

visit the offices of the professional using the machine 106.

[0056] In any event, at a block 204, the process 200 enters into a baselining procedure, where

the process 200 determines a ground truth or initial mood state of the individual. For example, at



the block 204, the process 200 may assess a first call to identify a mood state of the subject. This

may occur in a completely manual process, with the professional making an objective

determination of mood state from their professional experience in assessing speech patterns and

making such diagnoses. In other examples, the block 204 may be implemented in a partially

manual and partially automated manner, for example, with the professional collecting speech

information and providing some guidelines to a detection system (such as the system 106) that

then determines the mood state based on the speech data and the professional's input. In yet

other examples, the block 204 may be implemented entirely automatically, as occurs with the

block 214 described further below. In the example of ground truth, the mood state data can be

obtained by short messaging service (SMS) or email questionnaire or through an application on

the device 104, e.g., that shows different pictures and asks which picture best represents how the

subject feels.

[0057] The ground truth assessment module 120 assesses the first call type and provides an

identified mood state (e.g., for bipolar subjects - depression (lowered mood state), and

hypomania (elevated mood state)) to the mood-state classification module 118 which stores the

identified mood state. The ground truth assessment may be from an expert assessment, self-

assessment of the subject, from a hospitalization assessment of the subject, or otherwise.

[0058] The blocks 202-206 provide a baselining portion of a training mode of the process 200.

[0059] Later, a second call type data is received at a block 208. This call type data can result

from an actual phone call, i.e., with the subject 102 using the device 104 and calling over the

network 108. Such data may be received real time, where the system device 104 is adapted to

monitor, record, and transmit over the network 108 the speech of the subject 102 in real time.

The call data may be speech data stored on the device 104 and encrypted and sent to the machine

106 at period times or in response from polling from the machine, either automatically in

response to polling or after the device receives the polling request, notifies the subject, and the

subject authorizes transmission. The call data may result from an evaluation call or a personal

call of the subject.

[0060] In any event, the device 104 may be adapted to send only the speech of the subject 102

and not that of the other person (or persons) on the telephone call with the subject. This will not

only avoid privacy concerns, and some limitations against recording of others, but it will provide



cleaner speech data, data without need of specific voice filtering or removal. If the device 104 is

recording a live conversation between the subject in-person with another, then the device 104

may be adapted to record only the speech of the subject (e.g., through collecting speech data

using a wireless or wired headset and microphone). In other examples, all speech data from the

call may be recorded, whether structured or unstructured, for all the subjects and then the desired

subject speech data is filtered out for analysis. It is noted that the reference to speech data as used

herein includes all voice related data for a subject, whether that voice data is in discernible

speech or fragments of discernible speech, or other audible cues that can provide sufficient

speech data for analysis. In any event, in examples where the machine 106 is integrated into

existing wireless (or wired) phone networking equipment, then the monitoring and recording of

the speech can be done at the machine 106, for example, in the extraction module 116. In other

examples, as note, the machine 106 may be incorporated into the device 104

[0061] Through the feature extraction module 116 (blocks 210 and 212), the process 200 then

performs the low-level and segment-level feature extraction on the second call data from block

208. For example, in reference to Fig. 3, speech data 300 from a second call is provided to the

engine 116, where at the block 210, the engine performs initial low-level feature extraction using

millisecond short-time measurements 302 (only some of which are labeled). Example low-level

features include pitch of the speech data 302, the energy, spectrum, amplitude, zero crossing rate,

voice activity level, and others mentioned herein or otherwise known.

[0062] The feature extraction module 116 also performs segment-level (or statistical) feature

extraction over a window of time 304, at a block 212. Example statistical feature extractions

include long-time frame metrics include mean, variance, jitter, shimmer, entropy, kurtosis, any

measure of fluctuations in the LLF over the window, and others mentioned herein or otherwise

known. Other segment-level features include entropy, kurtosis, skew, or any other measures of

fluctuations in the low-level features over the window. An advantage of this procedure of going

from block 210 to 212 is that data is further privatized against lexical reconstruction. By

performing low-level feature extraction at block 210 and then higher-level (statistical) feature

extraction of that data, the process 200 does not examine raw speech data. The actual words

used by the subject are essentially masked out by the blocks 210 and 212, in this particular

implementation. In other examples, the processes herein may use feature extraction at the



segment level that do not result from feature extraction at the low level, for example, by doing an

analysis over an entire 3-30 second window.

[0063] The feature extraction module 116 provides the extracted segment-level (statistics or

long-time) features data to the classification module 118, which along with the mood-state

classification data from the ground truth assessment module 120, passes the data to a mood-state

decision module 112. Both data may be transmitted in a training mode, when the device 116 is

training its classification rules. Once the device 116 has classification rules in place these

algorithms may be applied directly to extracted low-level and segment-level data received

directly from the module 116, from received, unstructured speech data.

[0064] The mood state decision module (block 214) assesses the received data and develops

classification rules, for example training a support vector machine (SVM) that, when applied to

extracted speech data, automatically identifies, with a desired level of certainty, a determined

mood state of the subject from the unstructured speech data. The resulting trained SVM

classification rules are developed and stored at block 214 for later use by the machine 116.

[0065] The term second call type includes a call type that is different than first. An example

would be when the second call is an unstructured call, such as a normal call from the subject to a

non-professional or not explicitly for the purposes of mood-state assessment. The term second

call type, however, may include a second call that is of the same type as the first (i.e., where both

are structure or unstructured). After the training procedure now described, any speech data from

a subject (unstructured, structured, some combination thereof, etc.) may be analyzed by the

machine 106 and trained mood-state decision module 122 may assess mood state. The trained

classification rules are stored at a rules database 126. Fig. 4 illustrates an example SVM based

classification rule, specifically for assessing hypomanic versus euthymic mood state, using

statistical feature extractions of average energy and average speaking rate over a sample window.

[0066] Actual future mood determinations are made by the module 122 accessing the

classification rules from database 126. Depending on the nature of the classification rules, and

the desired certainty of their determinations, the module 122 may not only be able to assess

current mood state but predict upcoming changes in mood state, as well.

[0067] The automatically determined mood state data may be communicated to the subject,

health care professional, hospital administration system, pharmacy prescription system,



insurance processing system, or other external system or entity. The mood state data may be

communicated to family or personal support network. Additionally the mood state may be used

to take action: for example schedule an appointment, ask the subject questions about sleep

patterns and stress levels, launch an application designed to reduce mood-states, send email/SMS

or notification suggestions reminding the subject to take medication sleep well eat well exercise.

[0068] It will be appreciated that the above descriptions are provided by way of example and

that numerous modifications may be made within context of the present techniques.

[0069] More generally, the various blocks, operations, and techniques described above may be

implemented in hardware, firmware, software, or any combination of hardware, firmware, and/or

software. When implemented in hardware, some or all of the blocks, operations, techniques, etc.

may be implemented in, for example, a custom integrated circuit (IC), an application specific

integrated circuit (ASIC), a field programmable logic array (FPGA), a programmable logic array

(PLA), etc.

[0070] When implemented in software, the software may be stored in any computer readable

memory such as on a magnetic disk, an optical disk, or other storage medium, in a RAM or

ROM or flash memory of a computer, processor, hard disk drive, optical disk drive, tape drive,

etc. Likewise, the software may be delivered to a user or a system via any known or desired

delivery method including, for example, on a computer readable disk or other transportable

computer storage mechanism or via communication media. Communication media typically

embodies computer readable instructions, data structures, program modules or other data in a

modulated data signal such as a carrier wave or other transport mechanism. The term "modulated

data signal" means a signal that has one or more of its characteristics set or changed in such a

manner as to encode information in the signal. By way of example, and not limitation,

communication media includes wired media such as a wired network or direct-wired connection,

and wireless media such as acoustic, radio frequency, infrared and other wireless media. Thus,

the software may be delivered to a user or a system via a communication channel such as a

telephone line, a DSL line, a cable television line, a wireless communication channel, the

Internet, etc. (which are viewed as being the same as or interchangeable with providing such

software via a transportable storage medium).



[0071] Moreover, while the present invention has been described with reference to specific

examples, which are intended to be illustrative only and not to be limiting of the invention, it will

be apparent to those of ordinary skill in the art that changes, additions and/or deletions may be

made to the disclosed embodiments without departing from the spirit and scope of the invention.

[0072] Thus, although certain apparatus constructed in accordance with the teachings of the

invention have been described herein, the scope of coverage of this patent is not limited thereto.

On the contrary, this patent covers all embodiments of the teachings of the invention fairly

falling within the scope of the appended claims either literally or under the doctrine of

equivalents.



WHAT IS CLAIMED:

1. A method of detecting a speech-identifiable condition of a subject, the method

comprising:

receiving speech data of the subject;

performing, in a feature extraction module, a low-level feature extraction on the speech

data over a plurality of short-time segments to develop low-level feature data;

performing, in the feature extraction module, a statistical analysis of the low-level feature

data over a window of time to develop segment-level feature data, where the window of time

comprises the plurality of short time segments, and wherein the segment-level feature data is

non-lexical data;

applying the segment-level feature data to a decision module having a database of one or

more classification rules, each classification rule corresponding to a different classification of the

speech-identifiable condition; and

determining, in the decision module, the classification of the speech-identifiable

condition of the subject from the segment-level feature data.

2 . The method of claim 1, wherein the speech-identifiable condition is a mood state

of the subject.

3 . The method of claim 2, wherein the subject has bipolar disorder and the mood

state comprises one or more of depression, hypomania/mania, and euthymia.

4 . The method of claim 3, wherein the one or more classification rules comprises a

classification rule for identifying each of depression, hypomania/mania, and euthymia from the

speech data.

5 . The method of claim 1, wherein the speech data is unstructured speech data.

6 . The method of claim 1, wherein the speech data is structured speech data.

7 . The method of claim 1, wherein the low-level feature data comprises pitch,

energy, spectrum, zero-crossing rate, maximum waveform amplitude value, and/or minimum

waveform amplitude value.



8. The method of claim 1, wherein the segment-level feature data comprises mean,

variance, jitter, and shimmer.

9 . The method of claim 1, wherein each of the plurality of short time segments is 25

ms or less.

10. The method of claim 9, wherein the window of time is 3s or higher.

11. The method of claim 10, wherein the window of time is from 3s to 30s.

12. The method of claim 1, wherein each of the one or more classification rules are

support vector machine (SVM) based rules.

13. The method of claim 12, further comprising developing each of the one or more

classification rules based on more than one of the segment-level data.

14. The method of claim 1, wherein determining, in the decision module, the

classification of the speech-identifiable condition of the subject from the segment-level feature

data comprises determining an expected future change in the speech-identifiable condition of the

subject.

15. The method of claim 1, wherein the speech-identifiable condition is selectable

from the group consisting of psychiatrically diagnosed conditions, pain, depression, physical

conditions such as asthma, congenital heart disorders, coughing, lung related disorders, lung

cancer, oncological disorders, grave's disease, hearing impairment, neuromuscular disorders, and

neurological disorders.

16. A system to detect a speech-identifiable condition of a subject, the system

comprising:

a processor;

a memory;

a feature extraction module stored on the memory and adapted to cause the processor to,

perform, on speech data, a low-level feature extraction over a plurality of short-

time segments to develop low-level feature data, and



performing a statistical analysis of the low-level feature data over a window of

time to develop segment-level feature data, where the window of time comprises

the plurality of short time segments contained therein, and wherein the segment-

level feature data is non-lexical data; and

a decision module stored on the memory and adapted to cause the processor to,

access a database of one or more classification rules, each classification rule

corresponding to a different classification of the speech-identifiable condition;

and

determining the classification of the speech-identifiable condition of the subject

from the segment-level feature data.

17. The system of claim 16, wherein the segment-level feature data is non-lexical

data.

18. The system of claim 17, further comprising a speech detection device adapted to

record the speech data for the subject while not recording speech data for anyone else talking to

the subject.

19. The system of claim 18, wherein the speech detection device is cellular phone or

smart phone.

20. The system of claim 16, wherein the speech data in unstructured speech data.
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