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REPLAY MICRO-ARCHITECTURYKE FOR ETHERNET
CROSS-REFERENCE TO PRIORITY APPLICATIONS
(6001} This apphication 1s 8 non-provisional of and claims prionty to US
Provisional Patent Application No. 63/373,016, entitled “TRANSPORT PROTOCOL FOR
ETHERNET,” filed on August 19, 2022, the technical disclosure of which 15 hereby
meorporated by reference 1 its entirety and for all purposes. This application 1s a non-
provisional of and claims priority to U.S. Provisional Patent Application No. 63/503,349,
entitied “"TRANSPORT PROTOCOL FOR ETHERNET,” filed on May 19, 2023, the technical

disclosure of which 1s hereby mmcorporated by reference in its entirety and for all purposes.

TECHNICAL FIELD
[6002] The present disclosure relates to systems and methods for facilitating
communications over networks. More particelarly, embodiments of the present disclosure
relate to flow control protocols implementable using hardware for communication over

Ethernet based networks.

BACKGROUND

{6003} The Institute of Electrical and Electronics Engineers (IEEE} has provided
various standards for local area networks (LANs) collectively known as IEEE 802, including
the IEEE 802 3 standard commonly known as Ethernet. The IEEE 8023 Ethernet standard has
specifications for physical media interfaces {Ethernet cables, fiber optics, backplanes, etc. ), but
not for flow controls of the communication. Protocols such as TCP/IP, RoCE, or InfiniBand
can accelerate fabric flow controls. TCP/IP protocols generally have latencies that are typically
in the order of milliseconds, while RoCE or InfiniBand have lossless and scaling specifications
that may overly constrain the system.

[6084] As High-performance computing (HPC) and artificial intelligence {Al)
training data centers become more prevalent, communication network fabrics with high
bandwidth, low latency, lossy resilience for scale, distributed control, and as little software

overhead as possible are desired. As such, it may be desirable to develop network flow control
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protocols operable over lossy Ethernet based networks with hitle or no central processing unit

{(CPUY involvement, while achieving lower latency than existing Ethernst based networks.

SUMMARY OF CERTAIN INVENTIVE ASPECTS

[8005] The systems, methods and devices of this disclosure each have several
mnovative embodiments, no single one of which s solely responsible for all of the desirable
attributes disclosed herein. Betads of one or more mplementations of the subject matter
described m this specification are set forth 1 the accompanying drawings and the description
below.

[6086] In some aspects, the technigues described herein relate to a first node for
Hthernet based communication, the first node including: one or more processors configured to
implement a transport layer hardware only Ethernet protocol.

[0067] in some aspects, the techniques described herein relate to a first node,
wherein the Ethernet protocol is lossy.

[8008] In some aspects, the techniques described herein relate to a first node,
wherein the one or more processors are further configured to implement a hardware replay
architecture to replay packets transmitted to a second node over a first link, wherein the packets
are stored in local storage of the first node, and wherein an order of the packets for replaying
is specified in a linked-list.

[006%] In some aspects, the techniques described herein relate to a first node,
wherein the first node s configured to transmott a packet to a second node with a single digit
nuicrosecond latency.

(601 0] In some aspects, the techmques described herem relate to a first node,
wherein the one or more processors are configured to voplement a state machine configured
{0 operate in an open state where a ok is open between the first node and a second node;
transition from the open state to an intermediate close state; and transition from the
mtermediate close state 10 a close state to close the fink m response to receiving a close
acknowledgement from the second node.

[8011] In some aspects, the techmques described heremn relate to a first node,

further including an Ethernet port,
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(6012} In some aspects, the techmiques described herein relate to a first node,
wherein the one or more processors are configured to determine to replay a packet on a link
between the first node and a second node based on timing and status imformation associated
with the link stored in a first-in-first-out (FIFO) memory, wheretn entries of the FIFO memory
are accessed according to ticks of a hardware link timer associated with a plurabity of links.

[0013] in some aspects, the techniques described herein relate to a first node for
Ethernet based communication, the first node including: one or more processors configured to
implement a layer 2 hardware only Ethernet protocol

(0014} In some aspects, the techniques described herein relate to a first node,
wherein the one or more processors include a hardware only architecture configured to replay
packets transmitted to a second node over a first link

001 5] In some aspects, the techniques described herein relate to a first node, one
or more processors further are configured to determine to replay a packet over a link associated
with the fust node based on timing and status information associated with the hink stored m a
first-in-first-out (FIFO) memory that s accessed based on ticks of a timer associated with
roultiple links.

[8016] In some aspects, the techniques described herem relate to a fust node,
wherein the first node 15 configured to open and close a hink with a second node 10 an Ethernet
based network, the first node including: a state machine hardware configured to: operate in an
open state where the link 13 open between the first node and the second node; transition from
the open state to an intermediate close state; and transition from the mtermediate close state to
a close state to close the hink i response to receiving a close acknowiedgement from the second
node, wherein the first node 1s configured to operate 1n a lossy network.

[8017] In some aspects, the techmques described heremn relate to a first node,
wherein the state machine hardware implements a flow control protocol for a transport layer
m hardware only.

(001 8] in some aspects, the techniques described herein relate to a first node,
wherein latency associated with the flow control protoco! is less than 10 microseconds.

[0019] in some aspects, the techniques described herein relate to a first node,
wherein the state machine hardware 1s configured to: transition from the close state o an

mtermediate open state; and transition from the intermediate open state to the open state.
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(6028} In some aspects, the techmiques described herein relate to a first node,
wherein the state machine hardware transitions from the open state to the intermediate close
state in response to transmuitting a request to close the link to the second node or receiving the
request to close the link from the second node.

[6021] In some aspects, the techmiques described herein relate to a first node,
wherein the state machine hardware transitions from the mtermediate close state to the close
state in response to transmutting an acknowledgement to close the link to the second node.

[0022] In some aspects, the techniques described herein relate to a first node,
wherein the state machine hardware transitions from the mtermediate close state to the close
state without waiting for a period of time.

0023} In some aspects, the techniques described herein relate to a first node,
wherein, at the open state, the fust node does not retransmit a packet until a non-
acknowledgement of the packet is received from the second node or a predetermined timeout
period expires without receiving the non-acknowledgement of the packet

[6024] In some aspects, the techniques described herem relate to a fust node,
wherein, at the open state, the first node transmuts at most N packets without pause, and
wherein N 15 limuted by a size of physical memory allocated to the first node.

[8025] In some aspects, the techmques described heremn relate to a first node,
further mcluding: a hardware hink timer associated with multiple Links; and a hardware replay
architecture configured to replay packets in hardware only.

[8026] In some aspects, the techuiques described herein relate to a first node
meluding: a hardware replay architecture configured to replay packets that are tranamitied over
a first hink to a second node using an Hthernet protocol, wherein the hardware replay
architecture mcludes: a local storage configured to store a hinked-hist including the packets,
wherein the linked-list mainiaing an order of the packets for transmutting to the second node;
and logic circuttry configured to: determine to replay a first packet of the packets i response
to at least one of {3} a receipt of a non-acknowledgement of the first packet from the second
node or {b} a timeout associated with the first packet; and retire a second packet of the packets
in response to a receipt of an acknowledgement of the second packet from the second node,

wherein the Ethernet protocol is lossy.
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(6027} In some aspects, the techmiques described herein relate to a first node,
wherein the logic circuitry includes a plurality of pipelined stages, and wherein the logic
circuitry determines to process data associated with the first link rather than a second link
between the first node and the second node at a first pipelined stage of the plurality of pipelined
stages.

[0028] in some aspects, the techniques described herein relate to a first node,
wherein the logic circuitry determines to replay the first packet at a second pipelined stage of
the plurality of pipelined stages.

0029 In some aspects, the techniques described herein relate to a first node,
wherein the logic circuitry determines, at the second pipelined stage of the plurality of
pipelined stages, to replay a third packet of the packets and the first packet of the packets based
on the order of the packets maintained by the linked-list.

0036} In some aspects, the techniques described herein relate to a first node,
wherein the logic circuitry determines to process data associated with the first link rather than
the second link based on a hink pointer, and wherein the logic circuttry updates the hink pointer
1o point to the second link at a thud pipelined stage of the plurahity of pipelined stages.

[6031] In some aspects, the techniques described herem relate to a fust node,
wherem the first node and the second node are 1 an Ethernet based network, and wherein the
first node communicates with the second node through an Ethernet switch.

[6032] In some aspects, the techmques described heremn relate to a first node,
wherein the first node includes a network mterface processor (NIP) and a high-bandwidth
memory {HBM), and wherein a bandwidth of the HBM 15 at least one gigabyte.

[8033] In some aspects, the techniques described herein relate to a first node for
Ethernet based communication, the first node including: one or more processors configured to
wplement a transport layer hardware only Ethernet protocol, wherem the transport layer
hardware only Ethemnet protocol is lossy, and wherein the one or more processors include a
hardware replay architecture configured to replay packets transmitted under the transport layer
hardware only Ethernet protocol.

[0034] in some aspects, the techniques described herein relate to a first node,
wherein the hardware replay architecture includes: a local storage configured to store the

packets transmiited under the transport laver hardware only Ethernet protocol.
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[6035] In some aspects, the techmiques described herein relate to a first node,
wherein the hardware replay architecture includes: a linked-list stored in the local storage and
configured to track an order of the packets for transmutting to another node, wherein each
element of the finked-list corresponds to each of the packets stored n the local storage.

[6036] In some aspects, the techmiques described herein relate to a first node,
wherein the hardware replay architecture 1s configured to transmit packets in an order
corresponding to the linked-list.

[0037] In some aspects, the techniques described herein relate to a first node,
wherein the hardware replay architecture 15 configured to store: a first pointer configured to
point to a first element of the linked-hist, wherein the first pointer indicates not to replay a first
packet of the packets corresponding to the first element of the linked-list; and a second pointer
configured to point to a second element of the linked-list, wherein the second pointer indicates
to replay a second packet of the packets corresponding to the second element of the linked-list.

[0038] In some aspects, the techniques described herein relate to a first node,
wherein the hardware replay architecture replays the second packet and one or more packets
following the second packet according to the order of the packets for transnutting.

[6039] In some aspects, the techniques described herem relate to a fust node,
wherein the hardware replay architecture causes the local storage to discard the first packet
and one or more packets preceding the second packet according to the order of the packets for
transmitting,

[8040] In some aspects, the technmiques described herein relate to a computer-
mplemented method mmplemented at a first node for replaying packets that are transmitied
over a first link to a second node using an Ethernet protocol, the computer-implemented
method nchuding: stoning a hinked-list including the packets, wherein the hnked-list mamntams
an order of the packets for transmitting to the second node; determining to replay a first packet
of the packets 1 response to at teast one of {a) a receipt of a non-acknowledgement of the first
packet from the second node or (b} a timeout associated with the first packet; and retiring a
second packet of the packets in response {0 a receipt of an acknowledgement of the second
packet from the second node, wherein the Ethernet protocol s fossy.

[6041] In some aspects, the techniques described herein relate to a computer-

implemented method, wherein the first node includes a hardware replay architeciure including
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a plurality of pipelined stages, and wherein the hardware replay architecture determines o
process data associated with the first link rather than a second fink at a first pipelined stage of
the plurality of pipelined stages.

[0042] in some aspects, the techniques described herein relate to a computer-
implemented method, wherein the hardware replay architecture determines to replay the first
packet at a second pipehined stage of the plurality of pipelined stages.

(6043} In some aspecis, the techniques described herein relate to a computer-
implemented method, wherein the hardware replay architecture deternunes to replay a third
packet of the packets and the first packet of the packets based on the order of the packets
maintained by the linked-list at the second pipelined stage of the plurality of pipelined stages.

(0044} In some aspects, the techniques described herein relate to a computer-
implemented method, wherein the first node and the second node are in an Ethernet based
network, and wherein the first node communicates with the second node through an Ethernet
switch.

[0045] In some aspects, the techniques described herein relate to a computer-
mplemented method, wherein the first node includes a network interface processor (NIP) and
a high-bandwidth memory (HBM), and wherein a bandwidth of the HBM 135 at least one
gigabytes.

[0046] In some aspects, the technigues described herein relate to a first node for
transmitting packets in an Hthernet based network, the first node including: one or more
processors inchuding: a first~in-first-out (FIFQ) memory configured to store timing and status
mformation associated with a plurality of links, wherein the first node 1s configured to transmit
packets over the plurality of links to one or more other nodes using an Ethernet protocol; a
timer configured to tick according to a time period, wherein the timer is associated with the
plurality of links; and a fogic circutry configured to) access entries of the FIFO memory based
on respective ticks on the timer; and determune, based on the timing and status mformation
associated with a first link of the plurality of links, to replay at least one packet associated with
the first hink, wherein the Ethernet protocol 1s lossy.

[0047] in some aspects, the techniques described herein relate to a first node,
wherein the logic cirauntry 1s configured to access the entries of the FIFO memory in a round-

robin manner.
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[6048&] In some aspects, the techmiques described herein relate to a first node,
wherein the timer is configured {o adjust the time period based on a number of active links that
are associated with the entries of the FIFQO memory, wherein the active links are included in
the plurality of links.

(6049} In some aspects, the techmiques described herein relate to a first node,
wherein the logic circustry is configured to determine, based on the tming and status
information associated with a second link of the plurahity of links, to retire packets associated
with the second link.

[0056] In some aspects, the techniques described herein relate to a first node,
wherein the packets associated with the second link are stored in a local storage of the first
node, and wherein the logic circuitry causes the local storage to discard the packets associated
with the second link responsive to determining to retire the packets associated with the second
link,

[0051] In some aspects, the techniques described herein relate to a first node,
wherein the logic circuitry 15 configured to determine, based on the timing and status
wformation associated with a second link of the plurality of links, to close the second hnk.

[06052] In some aspects, the techniques described herem relate to a fust node,
wherein the tuming and status nformation associated with the first bink of the plurality of links
mdicates that an acknowledgement of receiving the at least one packet associated with the first
hink has not been received by the first node over a threshold duration for replaying packets.

[8053] In some aspects, the techniques described herein relate to a first node for
Ethernet based communication, the first node including: one or more processors configured to
wplement a transport layer hardware only Ethernet protocol, wherem the transport layer
hardware only Ethemnet protocol 1s lossy, and wherein the one or more processors include a
hardware link timer configured to determine packets transmitted under the transport layer
hardware only Ethernet protocol to replay.

[0054] in some aspects, the techniques described herein relate to a first node,
wherein the first node transmits a first plurahity of packets over a first link and a second
plurality of packets over a second link according to the transport layer hardware only Fthernet
protocol, and wherein the hardware link timer includes: a first-in-first-out (FIFQO) memory

configured to store timuing and status information associated with the first link 1n a first entry
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of the FIFQ memory, and timing and status mformation associated with the second link in a
second entry of the FIFO memory.

[8055] In some aspects, the techmiques described herein relate to a first node,
wherein the hardware link timer includes a timer associated with multiple links that ticks
according to a time period, wherein the hardware link timer accesses eniries of the FIFQ
memory in a round-robin manner ticks of the timer, wherein the entries include the first entry
and the second eniry.

[0056] In some aspects, the techniques described herein relate to a first node,
wherein the hardware link timer ts configured to adjust the time period based on a number of
active links that are associated with entries of the FIFO memory, and wherein the active links
include the first link and the second link.

[0057] In some aspects, the techniques described herein relate to a first node,
wherein the hardware link timer 1s configured to: determine, based on the timing and status
mformation associated with the first link stored in the first entry of the FIFO memory, to replay
at least some of the first plurality of packets; and determine, based on the tinung and status
wformation associated with the second hink stored 10 the second entry of the FIFO memory, to
retire the second plurality of packets.

[00S8] In some aspects, the techmques described herem relate to a first node,
wherein the second plurality of packets are stored 0 a local storage of the first node, and
wherein the hardware hink timer causes the local storage to discard the second plurality of
packets responsive to determining to retire the second plurality of packets.

[8059] In some aspects, the techmques described heremn relate to a first node,
wherem the tuming and status mformation associated with the first link indicates that an
acknowledgement of receiving one of the first plurality of packets has not been received by the
first node over a threshold duration for replaying packets.

[6060] In some aspects, the technigues described herein relate to a computer-
implemented method implemented at a first node in an Ethernet based network, the computer-
impiemented method incleding: storing timing and status information associated with a
plurality of links in a first-in-first-out (FIFO} memory of the first node, wherein the first node
is configured to transmit packets over the plurality of hinks o one or more other nodes using

an Fthernet protocol; accessing entrigs of the FIFO memory based on respective ticks of a
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hardware timer; and determuning, based on the timing and status information associated with
a first link of the plorality of links, to replay at least one packet associated with the first link,
wherein the Ethernet protocol is lossy.

[0061] in some aspects, the techniques described herein relate to a computer-
impiemented method, wherein the entries of the FIFO memory are accessed in a round-robin
manner.

[6062] In some aspecis, the techniques described herein relate to a8 computer-
implemented method, further including: adjusting a time period of the hardware timer based
on a number of active links that are associated with the entries of the FIFQ memory, wherein
the active links are included in the plurality of links.

[0063] In some aspects, the techniques described herein relate to a computer-
implemented method, further including: determining, based on the timing and status
mnformation associated with a second link of the plurality of links, to retire packets associated
with the second link.

[0064] In some aspects, the techniques described herein relate to a computer-
mmplemented method, further including causing the at least one packet associated with the first
link to be replayed.

[8065] In some aspects, the techniques described herein relate to a computer-
wmmplemented method, wherern the timing and status formation associated with the fust link
of the plorality of hinks indicates that an acknowledgement of receiving the at least one packet
assocuated with the first ink has not been received by the first node over a threshold duration
for replaying packets.

[8066] In some aspects, the techniques described herein relate to all embodiments

described and discussed above.

BRIEF DESCRIPTION OF THE DRAWINGS
[06067] Throughout the drawings, reference numbers are re-used to mdicate
correspondence between referenced elements.  The drawings are provided to illustrate

examples of the subject matter described herein and vot to himit the scope thergof

10
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[806&] Embodiments of the present disclosure are described with reference to the
accompanying drawings, i which like reference characters reference like elements, and
wheretn:

[0069] FIGS. 1A-1B are tables showing example protocols operating on different
layers of the Upen System Interconnection {OS1} Model.

{6070} FI(z. 2 depicts an example state machine for opening and closing links
between nodes that implement Tesla Transport Protocol (TTP} in accordance with
embodiments of the present disclosure.

(0071} FIGS. 3A-38 are example timing diagrams depicting transmission and
reception of packets between two devices that immplement TTP in accordance with
embodiments of the present disclosure.

[0072] FIG. 4 illustrates an example schematic block diagram of a node that
mmpiements TTP in accordance with embodiments of the present disclosure.

[0073] FIG. S depicts an example header for packets transmitted or received
pursuant to the TTP in accordance with embodiments of the present disclosure.

[0074] FIG. ¢ dlustrates an example network and computing environment 1o which
embodiments of the present disclosure can be implemented.

[6075] FIGS. 7A-78 show opeades of different types of TTP packets in accordance
with some embodiments of the present disclosure.

[8076] FIG. 8 illustrates an example physical storage for storing packets for
replaying packets transmutted and/or recetved under a lossy protocol, such as TTP, m
accordance with some embodiments of the present disclosure.

(80771 FIG. 9 depicts an example data structure {e.g., a linked hst) for tracking and
maintaing order of transmission for transmutting and replaying packets according to some
embodiments of the present disclosure.

[8078&] FIG. 10 illostrates an example block diagram of at least a portion of a
hardware replay architecture for replaying packets transmutted over multiple links in
accordance with some embodiments of the present disclosure.

[0079] FIG 11 dlustrates an example block diagram of a hardware link timer that
implements timeout checks mechanisms for replaying packets without the assistance of

software in accordance with some embodiments of the present disclosure.

11
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0080} FIG. 12 illustrates an illustrative routine for replaying packets that are
transmitted from a node in accordance with some embodiments of the present disclosure.
[6081] FIG. 13 depicts an example routine for determining whether to replay one

or more links associated with a node.

DETAILED DESCRIPTION OF CERTAIN EMBODIMENTS

[6082] The following detailed description of certain embodiments presents various
descriptions of specific embodiments. However, the mnovations described herein can be
embodied in a multitude of different ways, for example, as defined and covered by the claims.
In this description, reference is made {o the drawings where like reference numerals and/or
terms can indicate identical or functionally similar elements. It will be undersicod that
elements illustrated in the figures are not necessarily drawn to scale. Moreover, it will be
understood that certain embodiments can include more elements than ilustrated in a drawing
and/or a subset of the elemenis illusirated in a drawing. Further, some embodiments can
incorporate any suitable combination of features from two or more drawings. The headings
are provided for convenience only and do not impact the scope or meaning of the claums.

[0083] Generally described, one or more aspects of the present disclosure
correspond to systems and methods that use hardware mechanisms (e g., without the assistance
of software} to control network traftic flow. More specifically, some embodiments of the
present disclosure disclose a flow control protocol compatible with Ethernet standards and
mmplementable through hardware circuitry to achieve low latency, such as latency within a
single digit microsecond. In some embodiments, the single digit microsecond latency 1s
achieved at least 1 part through utiizing a hardware-controlled state machine to streamline
the opening and closing of communication hinks between nodes of networks, Additionally, the
disclosed flow control protocol {e.g., Tesla Transport Protocol (TTP}) may limut a number of
packets transmitted/retransmitted over an established link and/or a duration of waiting periods
before transitioning to a next state of the hardware-controlled state machine. This can

comribute to achieving low latency of communication. Advantageously, the flow control

12
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protocol disclosed herein enables pure hardware implementation of up to layer four (transport
layer) of the Open System Interconnection {O8]) Model.

[6084] Some aspects of this disclosure relate to a flow control designed to run on
hardware only. Such flow control can be implemented without software flow controls or
central processing unit {CPUYkernel involvement. This can allow for an IEEE 802 3 Ethernet
capability with latency limited only or primahty by physics. For example, a single digit
microsecond latency can be achieved.

[0O8S] Tesla Transmit Protocol over Fthernet {(TTP) 15 hardware only Fthernet
flow control protocol that can implement up to the transfer layer in the O8I model. Layer 2
{L2) Ethernet flow control can be implemented in hardware only. Laver 3 and/or layer 4
Ethernet flow control can also be implemented i hardware only. Link control, timers,
congestion, and replay functionality can be implemented in hardware. The TTP can be
mmplemented 1n network interface processors and network interface cards. TTP can enable a
full I/O batching configuration. The TTP is a lossy protocol. In a lossy protocol, data that gets
lost can be recovered. For example, 10 a lossy protocol any lost or corrupted packets can be
replayed {e.g , re-transmitted) and recovered untid reception 15 acknowledged.

[0086] The L2 header, state machine, and opcodes 1 thas disclosure can define this
hardware only protocol {e.g., TTP) that can recover from lost packets 10 an N-to-N set of links,

(60871 Additionally, some embodiments of the present disclosure disclose a
hardware replay architecture {e.g., a micro~-architecture} that i3 capable of replaying packets
transmitied and/or recetved under a lossy protocol, such as the TTP. As noted above, the TTP
{or TTPoE) 1s a hardware only Ethernet flow control protocol. The TTP can facilitate
mplementation of extreme low latency {e.g., single digit microsecond(s}) fabrics for HPC
and/or Al tramning systems. To ymplement a lossy Ethernet flow control protocol without
assistance of software-controlled mechanisms, some aspects of this disclosure describe a
hardware replay architecture that can buffer, hold, acknowledge and/or replay packets such
that any lost or corrupted packets can be replayed and recovered until reception is
acknowledged.

[0088] To replay packets transmitted and/or recerved pursuant to a lossy Eihernet
protocol such as TTP with hardware only resources, some embodiments of the disclosed

hardware replay architecture utilize physical storage and data structure o store packets
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transmitted and/or received in different links and maintain the order of packets transmitted, in
particular when replay occurs. In some embodiments, the physical storage may be any type of
local storage or cache {e.g., low-level caches} that store, buffer, or hold packets associated with
one or more links. The physical storage may be limited in size, such as having a size i the
order of megabyies (MB) or kilobytes (KB} In some embodiments, the data structure may
mclude one or more linked lists, where each linked list may record and/or track the order of
packets transmutted for a link established between a first communication node and a second
communication node. Advantageously, implementing a replay mechanism for a lossy protocol
using the hardware replay architecture that employs physical storage linited 1n size and linked-
lists that keep track of packet order for various links allows a communication node to operate
in comphiance with TTP under linuted hardware resources {e g., when virtual processing or
storage resources are not available).

0089} Further, some embodiments of the present disclosure relate to a hardware
link timer that mplements timeout checks without the assistance of software-controlied
mechanisms. Rather than eroploying multiple timers to track tumeouts on a per-hink basis, some
aspects of this disclosure describe a hardware hok tiner that employs a single timer that 1
capable of tracking timeouts over multiple links through coordination with a first-in-first-out
(FIF() memory. More specifically, an entry of the FIFO memory may store status and/or fimer
mformation of a ink and the hardware link timer may access entries of the FIF(O memory ina
round-robin manner to deternune whether packets associated with a link can be discarded or
need to be preserved. If the hardware hnk timer determunes that packets associated with the
hink can be discarded, more space can be available for storing packets associated with another
link under constrained hardware resources. If the hardware hink timer determines that one or
more packets associated with the hink should be preserved, the preserved packet{s} associated
with the link may enable a communication node hosting the hardware hink timer to replay the
preserved packet(s).

[0098] Ethernet is an established standard technology for wired communication. In
recent years, Fthernet has also found use n automotive industry for various vehicular
apphcation. Typically, latency associated with Ethernet communication ranges from hundreds
of microseconds to beyond several nulliseconds. Besides limits of physics {g.g., signal travel

speed over communication medium), complexity of associated protocols for controlling data
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flow over Ethernet has typically presented another bottleneck on latency. For example, to
follow the Transport Contrel Protocol (TCPY or the User Datagram Protocol (UDP), software-
controlled management may be generally desired. The software-controlled or software-assisted
network flow control management tend to increase latency associated with communication.

[6091] Such limitations on latency, however, may make Fthernet technology less
suitable for applications such as high-performance computing (HPC) and artificial intelligence
(Al) tratning data centers, where latency within a single microsecond may be desiable to
improve system performance and efficiency. Although protocols such as Remote Direct
Memory Access (RDMAY over Converged Fthernet (RoCE) or InfiniBand over Ethernet
{IBoE) may help reduce latency, thev may entadl greater system design complexity or cost. For
example, RoCE or InfiniBand have lossless network and scaling specifications that may be
challenging to implement. Implementing RoCE or InfiniBand may also result in significant
software control overhead or involve bandwidth-limited centralized token control mechanisms.
Additionally, a system that implements RoCE or InfiniBand mayv be pause-heavy (e.g.,
frequently paused).

[06092] To address at least a portion of the above problems, some embodiments of
the present disclosure disclose a flow control protocol {e.g., Tesla Transport Protocol (TTP))
operable over Ethernet based networks or peer-to-peer (P2P) networks. The flow control
protocol may be fully moplerentable through hardware without the assistance of software-
controlled mechamsms so as to bring latency of commumication to within a single digit
microsecond. The flow control protocol may be maplemented without involvement of software
resources such as general purpose processors or central processing unit executing computer-
readable mstructions or operating systems. Additionally, with some mechanisms (e g., one or
more of imiting a number of packets that can be transmitted before pausing, limiting a number
of links that can be established simultaneously, hardware-controlied state machine, or proposed
header format for packets transmtted or received pursuant to TTP) buiit into the flow control
protocol, virtualized resources {e.g., virtualized processors or memory) are not needed to
impiement the flow control protocol.

[0093] In some embodiments, a state machine expedites transitions among
different states for opeming and closing a communication link between nodes. The state

machine may be mamntained and mplemented by hardware withowt the involvement of
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software, firmware, driver or other types of programmable instructions. As such, the transition
among different states of the state machine may be accelerated compared with implementations
of other protoceols leveraging software support such as transmission control protoco! (TCP)
apphicable to Ethernet based networks.

[6094] in some embodiments, a header {e.g., TTP header} for packets transmitied
and received pursuant to the TTP supporis operations from layer 2 through layer 4 of the Open
System Interconnection (O8I Model. The header may include fields recognizable by existing
Fthernet based network devices or infrastructure. As such, compatibility of TTP with existing
Ethernet standards may be preserved. Advantageously, this can allow economic use of existing
mfrastructure and/or supply chains, bring more system design options, and achieve system-
level reuse or redundancy.

[0095] As noted above, a node may implement or operate under the TTP {eg.,
communicating with another node using TTP) using hardware only resources without the
assistance of software-controlled mecharusms. To operate under the TPP with pure hardware
resources, the node may employ a hardware replay architecture to replay packets that may be
lost 1n fransmission. In some embodiments, the hardware replay architecture roay inchude local
storage such as one or more caches for storing packets that are transmutied and/or received oo
one or more links, where each of the one or more links may be opened or closed pursuant to
TTP. In contrast to protocols such as TCP or UDP where virtualized resources having almost
unlimited processing power and storage capacity are typically avadable through software-
controlled network flow control management, the size of a cache (e.g., a low-level cache}
employed by the hardware replay architecture within the node that operates under the TTP may
be lumited n size. For example, the size of the cache may be in the order of megabytes (MB)
or kilobytes (KB}, such as 256 KB. To communicate with each other through one or more hinks
established pursuant to a lossy commumication protoce! such as TTP under hmited local
storage, packets associated with the one or more hinks should be adequately managed {e.g.,
preserved or discarded) such that some packets are preserved for replaying while others are
discarded to avoid overflow of cache.

[0096] In some examples, a first node transmitting N packets to a second node
using a link established under TTP may utilize a cache to store the N packets, N being any

positive integer that may be limited by the size of the cache. The first node may continually
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transmit some or all of the N packets to the second node so long as constraints from the TTP
and/or network conditions permit. To accommodate the replaying packets, the cache may
continue to store a packet already transnmutted until acknowledgement of receiving the packet
is received from the second node. When acknowledgement of receiving the packet is received,
the cache may discard the packet to make out space for storing packets to be transmitted over
the link or other links between the first node and the second node or other nodes. In contrast,
if a non-acknowledgement of the packet 1s received (e g, the second node notifying the first
node that the packet is not received) or a timeout occurs without receiving an acknowledgement
or non-acknowledgement of receiving the packet from the second node, the first node may
replay the packet {e.g., retransmut the packet to the second node). In association with replaying
the packet, the first node may discard other packets with which acknowledgement of reception
has been recetved.

(60971 In some examples, the order of transmitting and replaying packets may be
the same. For example, the first node may transmit the N packets in a particular order (e g, 1%
packet, 2°¢ packet to the N packet). If the 5 packet is replayed (e g, in response to the first
node recetving non-acknowledgement of the 5% packet from the second node, in response to a
timeout occurring without receiving an acknowledgement or acknowledgement of receiving
the 5% packet) and the acknowledgeruent regarding the 1% through the 4™ packets has been
recetved, the cache may discard the 1% through the 4% packets but not the Sth packet such that
the node may replay the 5% packet. Additionally and/or optionally, when replaying the 5%
packet, the first node may replay packets that were transmitted after the SU packet (assurning
N > 5} in the same order as previously transmitted.

[0098] In some examples, the hardware replay architecture of the first node may
atilize a hnked-list i coordination with the cache to maintain the order between first
transmussion of some or all of the N packets and any replay afterward. The hnked-list may
melude N elements, where each element includes each of the N packets and a reference to the
next element that corresponds to the next packet. When transmitting and/or replaying the N
packets, the hardware replay architecture may further utilize one or more pomnters that point to
one or more elements in the linked-list to determine if 3 packet 1s to be kept for replaying or
can be discarded {e.g., to conserve storage resources}. Take N being 9 {eg., 9 packets

transmitted from the first node to the second node} as an example, in the linked-list, a 1%
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element may include a 1% packet and a 1% reference, where the 1% reference points to a 2%
element; the 2" element may include a 2™ packet and a 2° reference, where the 2% reference
points to a 3 element; and the 8% element may include the 8% packet and a 8 reference, where
the 8% reference points to a 9" element; and the 9% element may include the 9" packet. The
hardware replay architecture may maintain and update three pointers that pomnt to three
elements. Assuming the node has transmitted the 1% through 9 packets and has received
acknowledgement from the second node of receiving the 1% through 7 packets but not the 8"
and 9% packets, a first pointer may point to the 1% element of the linked-list, a second pointer

" element of the linked-list, and a third pointer may point to the 9 element

may point to the 8
of the linked-list. As such, the hardware replay architecture may cause the cache to discard
packets and replay packets based on the three pointers. More specifically, the cache may replay
the packet pointed by the second pointer {e.g., the 8" packet) through the packet pointed by
the third pointer {e.g., the 9" packet) and discard remaining packets {(e.g., the packet pointed
by the first pointer before the packet pointed by the second pomnter). Additionally, and
optionally, some or all the hardware replay architecture may operate 1o a pipelined manner to
merease the throughput of the node Advantageously, using the cache and linked-hists to
mplement replay functionality enables the first node to commurucate with the second node
using TTP under hinuted hardware resources without the assistance of software-controlied
mechanisms.

[6099] As noted above, a node operating under the TTP protocol may mclude a
hardware hink timer to ynplement timeout checks mechamisms for replaying packets without
the assistance of software. In contrast to other Ethernet protocols {e.g., TCP or UDP) with
which software 15 typically emploved to track timeouts over multiple hinks using multiple
tumers {e.g., a timer for one link}, the hardware link timer may allow the node to determine
which packet{s} transmitted over which link{s) to replay and, if replay 15 desired, when to
replay under limited hardware resources (e.g., when large resource pools of virtual and/or
physical address space and computing resources are not avatlable}. In some embodiments, the
hardware link timer may periodicaily perform a timing check on established hinks {e.g., active
links} associated with a node. The hardware link timer may imclude a first-in-first-cut (FIFQG)
memory that can store timing and status information associated with each of the active links

and check timing and status associated with each of the active hinks i a round-robin manner.
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The hardware link timer may otilize a single programmable timer to schedule poinis in time
for multiple active links and/or packets to read cut timing and status information associated
with each of the multiple active links and/or packets. The read out timing and status
mformation may be used for determining whether to replay packets associated with a link or
to discard the packets through further mformation look up.

[0160] In some examples, a FIFO memory can store timing information associated
with one or more links established between a first node and other node(s). For example, the
first node may include the hardware link timer that uses a FIFO memory to store timing
mformation associated with M links established between the first node and one or more other
nodes, with M being a positive integer greater than one. Instead of using M timers where each
timer tracks timing information of a corresponding link, the hardware link timer may utilize a
single timer {e.g., a timer that ticks once for a programmable time period) for tracking and/or
updating timing information for each of the M links through accessing the FIFO memory ina
round-robin {e.g , circular) manner. Specifically, the hardware link timer may access entries of
the FIFO memory one at a time when the single timer ticks once, where each accessed entries
of the FIFO memory corresponds to one of the M hinks. In some embodiments, the time peniod
of each tick may vary and may be in the order between hundreds of microseconds to a single
digit microsecond. For example, the time period of a tick may be up to 100 microseconds and
may be down to 1 microsecond. Additionally, the hardware hok timer may adjust the time
pertod of a tick based on a number of links {e.g., M} represented by entries of the FIF(
memory. For example, when M increases (e.g., more links represented by entries of the FIFO
memory}, the time period of a tick may decrease; and when M decreases {e.g., fewer links
represented by entries of the FIFO memory), the time period of a tick may mcrease. As such,
atime interval within which a statos and/or timung information of a link 15 checked may remain
unchanged if the time period of a tick changes disproportionally to the number of links
represented by entries of the FIFO memory.

[0161] in some examples, timing and/or status information associated with one of
the M links may indicate how long the link has not received acknowledgement of recetving
packets that were transmitted. Assuming a first node has transmitted N packets over the link
to a second node, one entry of the FIFO memory may store timing and/or status information

that, when accessed through the round-robin manner under a particular time period of a tick,
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indicates acknowledgement of receiving any of the N packets has not been received for over a
predetermined duration. Upon accessing the entry of the FIFO memory, the hardware link
umer may utifize timing and/or status information stored in the entry to fook up the N packets
that may be stored in a local storage (2.2, a low-level cache) of the first node for replaving the
N packets. Alternatively, timing and/or status information associated with one of the M links
may be stored in one entry of the FIFO memory to indicate the link can be closed (e g, all
packets transmitted by the first node have been recerved by the second node). Upon accessing
the entry of the FIFO memory, the hardware link timer may utilize timing and/or status
mnformation stored in the entry to look up packets that may still be stored in the local storage
of the first node, and discard the packets because the tinung and/or status information stored
in the entry of the FIFO memory indicates that the link can be closed. Advantageously, by
utilizing a single timer for multiple links and/or packets that ticks under adjustable periods and
a FIFO memory that stores timing and/or status information of the muktiple links, the first node
may replay packets at proper timing to achieve low latency and release hardware resources
occupied by 1nactive links {e.g., closed hinks) for use by active links to operate under limited
computing and storage resources.

(0102} Although the various aspects will be described in accordance with
flustrative embodiments and combination of features, one skilled m the relevant art will
appreciate that the examples and combnation of features are illustrative in nature and should
not be construed as himiting. More specifically, aspects of the present application may be
apphicable with various types of networks and communication protocols under different
contexts.  Still further, although specific architectures of circuitry block diagrams or state
machine for controlling network flows will be described, such illustrative circutry block
diagrams or state machine or architecture should not be construed as limiting.  Accordingly,
one skilled i the relevant field of technology will appreciate that the aspects of the present
application are not necessanly limited to application to any particular types of networks,

network infrastructure or tlustrative imnteractions between nodes of networks,

Tesla Transport Protocol (TTP)
{08103} FIGS. 1A-1B are tables that show the OS] Model (with seven layers) along
with example protocols associated with each layer. FIG. 1A shows example protocols with

1

TCP and UDP protocols operating on the layer 4 {e.g., transport layer) of the OSI Model. FIG.
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1B shows example protocols with the Tesla Transport Protocol (TTP) operating on the layer 4
of the OSE Model.

(0104} As shown m FIG 1A, besides the TCP or UDP operating on the layer 4,
other example protocols or applications operating along with the TCP or UDP may mclude:
Hypertext Transfer Protocol (HTTP), Teletype Network {Telnet}, File Transfer Protocol (FTP)
operating on the layer 7. Jomnt Photographic Experts Group (JPEG), Portable Network
Graphics {PNG), Moving Picture Experts Groups (MPEG) operating on the layer 6; Network
File System (NFS) and Structured Query Language (SQL) operating on the layer 5; Internet
Protocol version 4 (IPv4) / Internet Protocol version 6 {(IPv6) operating on the layer 3; and so
on. With TCP or UDP operating on the layer 4, implementation of layer 4 typically involves
software as shown i FIG. 1A

[0105] As shown in FIG. 1B, besides the TTP operating on the layer 4, other
example protocols or applications operating along with the TTP may mnclude: Pytorch
operating on the layer 7, FFMPEG, High Efficiency Video Coding (HEV(), YUV operating
on the layer 6; RDBMA operating on the layer 5; IPv4/IPv6 operating on the laver 3; and so on.
Incontrast to FIG. 1A, with TTP operating on the laver 4, toplementations of layers 1 through
4 of the OS1 Model can be carried out in hardware only without involvement of software as
shown in FIG. 1B. Advantageously, pure hardware implementation through layers 1 to 4 of
the OS] Model based on TTP as shown i FIG. 1B can shorten the latency of communication
over Ethernet based networks compared with the implementation as shown in FIG. 1A

[6106] FIG. 2 depicts an example state machine 200 for opening and closing links
between nodes that implement the TTP 1n accordance with embodiments of the present
disclosure. The state machine 200 can be mnplemented by a network interface processor or a
network interface card. There can be one state machine 200 for each Ethernet hink between
nodes on each node communicating over an Ethernet link. For example, if a network interface
processor can commuinicate with S network interface cards over 5 TTP links, then the network
mterface processor can include S instances of the state machine 200 with one mstance for each
link. In this example, each of the 5 network interface cards can have one instance of the state
machine 200 for communicating with the network interface processor. In some embodiments,
nodes communicating with each other using the state machine 200 may form a peer-to-peer

networlk
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(6187} As shown in FIG. 2, the state machine 200 includes a closed state 202, an
open received state 204, an open sent state 206, an open siate 208, a close received state 210
and a close sent state 212. The state machine 200 may begin at the closed state 202, which may
indicate no communication link is currently open between a first node that maintains the state
machine 200 and a second node with which communication hink is to be established. Further,
an individual copy of the state machine 200 may be maintained, updated and transitioned by a
node operating based on the Tesla Transport Protocol {TTP) disclosed in the present disclosure.
Additionally, if a node operating based on the TTP communicates concurrently or overlapping
in time with multiple nodes, the node may retain multiple and independent state machines 200
for each hinks.

(6108} The state machine 200 may then transition differently depending on whether
the first node transmits to the second node or receives from the second node a request for
establishing communication link. If the first node transnuts a request to open a communication
link to the second node, the state machime 200 may transition from the closed state 202 to the
open sent state 206, On the other hand, if the first node receives a request to open a
communication hink from the second node, the state machine 200 may transition from the
closed state 202 to the open received state 204,

[0109] While at the open sent state 206, the state machine 200 may stay at the open
sent state 206 or transition either back to the closed state 202 or forward to the open state 208
depending on various criterion. If the first node receives an open-nack {e.g., a message that
dechines a request to open a link} from the second node, the state machine 200 may transition
from the open sent state 2006 back to the closed state 202, If, on the other hand, the first node
recetves an open-ack {a message that accepts a request to open a link} from the second node,
the state machine 200 may transition from the open sent state 206 to the open state 208
Alternatively, if the first node does not receive an open-nack or an open-ack from the second
node within a certam period of time, the first node may time-out, then the first node can
retransiit 8 request to open a communication hok to the second node and stay at the open sent
state 206,

[0110] As mentioned above, while at the closed state 202, if the first node receives
a request to open a communication link from the second node, the state machine 200 may

transition from the closed state 202 to the open received state 204. At the open received state
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204, the state machine 200 may transition differently depending on whether the first node
accepts or declines a request to open a link from the second node. For example, the first node
may choose to transmit an open-nack (e g., decline a request to open a hink} to the second node.
In such situation, the state machine 200 may transition back to the closed state 202, where the
first node may further transmit or receive a request to open a link from the second node or
other nodes. Alternatively, at the open received state 204, the first node may transmit an open-
ack to the second node and then transition to the open state 208,

(0111} While at the open state 208, the first node and the second node may transmit
and receive packets from each other through the commmunication link established. This link can
be a wired Ethernet link. The first node may stay at the open state 208 until some condition
occurs. In some embodiments, the state machine 200 may transition from the open state 208 to
the close received state 210 responsive to recetving a request to close the communication link
that allows the first node and the second node to transmit and receive packets while at the open
state 208. Alternatively, the state machine 200 may transition from the open state 208 to the
close sent state 212 responsive to the first node transmitting a request to close the
communication hink to the second node. Besides requests to close the communication hink, the
state machine 200 can transition from the open state 208 to the close received state 210 or the
close sent state 212, if the comumunication hink has been udle for more than a threshold amount
of ime.

[0112] While at the close received state 210, the state machine 200 may transition
back to the closed state 202 if the fust node transmits a close-ack {e.g., a message that
acknowledges or accepts a request to close the link) to the second node. Otherwise, the state
machine 200 may stay at the close received state 210 if the first node transmits a close-nack
{(e.g., a message that refuses or does not acknowledge a requiest to close the hink) to the second
node.

[0113] While at the close sent state 212, the state machine 200 may transttion back
to the closed state 202 if the first node receives a close-ack {e.g., a message that acknowledges
or accepts a request to close the link} from the second node. Otherwise, the state machine 200
may stay at the close sent state 212 if the first node receives a close-nack {e.g., a message that
refuses or does not acknowledge a request to close the link} transmitted from the second node.

In the close sent state 212, the first node can resend a request to close the commumication link
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to the second node if the first node does not hear back from the second node within a timeout
threshold.

(6114} In some embodiments, the state machine 200 may be maintained and
impiemented by hardware without the involvement of software, firmware, driver or other types
of programmable instructions. As such, the transition among different states of the state
machine 200 may be accelerated compared with implementations of other protocols that
involve software support such as transmission control protocol {(TCP) applicable to Ethernet
hased networks.

(6115} In some embodiments, instead of keeping transmitting packets waiting to
be transnutted and stored in a transmission queue, the first node may tmmediately stop
transmitting packets in the transmission queuve and while at the close received state 210 sends
a close-ack to the second node responsive to receiving a request to close the link from the
second node. Advantageously, refraining from continuing to transmit packets for an indefinite
amount of time after receiving a request to close a link enables the first node to transition from
the open state 208 back to the closed state 202 with less transition period and less uncertainty
o time.

(0116} Additionally, a number of packets that may be continually transmitted by
the first node or second node during the open state 208 may be limited. For example, whule at
the open state 208, the first node may only transmit N packets consecutively before stopping
transmitting packets, where N may be a positive integer from 1 to over a thousand. The number
N can be bounded by physical memory. In some embodiments, N may be hmited or
constrained by the size of physical memory (e.g., dynamic random access memory or the like)
available to the fust node Specifically, N may be proportional to the size of the physical
memory associated with the first node or the second node. For example, if 1 gigabyte {GB)
physical memory is allocated to the first node, N may be up to one mulhion. In some
embodiments, N may be within tens of thousands or hundreds of thousands. During the open
state 208, the amount of physical memory for exchanging packets can be tracked.
Advantageously, limiting the number of packets that may be continually transmitted by the
first node or the second node may reduce the computing and storage resources to implement
the state machine 200. In contrast to protocols {e.g., TCP) that generally presume availability

of unlimited software and hardware resources through virtuahization (e.g., virtualized memory
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or processing resources), limiting the number of transmitted packets allows the TTP to operate
under more constraimned computational and storage resources.

(6117} in some embodiments, the first node or the second node does not further
wait to close a link after receiving or transmitting a close-ack to the other. For example, while
at the close sent state 212, the first node may immediately transition to the closed state 202
responsive to receiving the close-ack transmitted from the second node. Instead of waiting
another predetermined or random period of time o monitor whether the second node has
additional packets to be transmitted, the first node may transition from the close sent state 212
back to the closed state 202 1n a shorter amount of time. Advantageously, this increases the
precision and shortens the latency associated with transitioning among states of the state
machine 200, thereby allowing the TTP to facilitate communication with latency lower than
protocols such as TCP.

(0118} FIGS. 3A-3B idlustrate example timing diagrams depicting transmission
and reception of packets between two devices that implement the TTP in accordance with
embodiments of the present disclosure. FIG 3A illustrates a scenario where none of the
transmitted packets from the device A to the device B are lost while FIG. 3B dlustrates another
scenario where some of the transmiited packets tfrom the device A 1o the device B get lost.
FIGS. 3A-38 may be understood n conjunction with the state machine 200, Device A and
device B are two example nodes communicating over TTP.

(6119} As shown in FIG. 3A, the device A while at the closed state 202 may
transmit a TTP_QOPEN with packet ID = 0 to device B. After transmitting the TTP_OPEN to
the device B at {1), the state machine maintained by device A may transition from the closed
state 202 to the open sent state 206, Addiionally, after receiving the TTP_OPEN from the
device A at (1}, the state machine maintained by device B may transition from the closed state
202 1o the open recetved state 204,

[0128] Then, after recerving the TTP OPEN ACK from the device B at (2), the
state machine maintained by device A may transition from the open sent state 206 to the open
state 208. Additionally, after transmitting the TTP OPEN ACK to the device A at (2}, the
state machine maintained by device B may transition from the open recetved state 204 io the

open state 208,
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(0121} At (3}, while at the open state 208, the device A may transmit four packets
{e.g., TTP PAYLOAD ID = 1 to 4} to the device B continually or consecutively before
receiving any response from the device B. In some embodiments, the number of packets the
device A may transmit to the device B before receiving any response from the device B is
limited. Responsive to the packets received from the device A, at (4), the device B may transmit
four packets {g.g., TTP ACK ID = 1 to 4} acknowledging the reception of the four packets
transmitted by the device A

[0122] At (5), the device A transnuts the TTP CLOSE (with packet ID = 5} to the
device B. After transmitting the TTP CLOSE, the state machine maintained by the device A
may transition from the open state 208 to the close sent state 212, Responsive to receiving the
TTP CLOSE from the device A, the state machine maintained by the device B may transition
from the open state 208 to the close received state 210

10123] Thereafter, at (6}, the device B may transmut the TTP CLOSE ACK (with
packet ID = 5} to the device A, After transmitting the TTP CLOSE ACK to the device A, the
state machine maintained by the device B may transition from the close received state 210 back
to the closed state 202, After receiving the TTP_CLOSE _ACK from the device B, the state
machine mamtained by the device A may transition from the close sent state 212 back to the
closed state 202. As such, the link/connection between the device A and the device B may be
close.

[0124] FIG. 3B ilustrates a “lossy” flow control feature associated with a flow
control protoco] {e.g., TTP) disclosed n the present disclosure, where lossy may indicate that
lost or corrupted packets are retransmitted after reception of a non-acknowledgement.

[0125] As shown 1 FIG 3B, the device A while at the closed state 202 may
transmit a TTP_OPEN with packet 1D = 0 to the device B. After transmutting the TTP_ OPEN
to the device B at (1), the state machine mamtained by device A may transition from the closed
state 202 to the open sent state 206, Additionally, after receiving the TTP_OPEN from the
device A at {1), the state machine maintained by device B may transition from the closed state
202 to the open received state 204

[0126] Then, after recetving the TTP OPEN ACK from the device B at (2), the
state machine maintained by device A may transition from the open sent state 200 to the open

state 208, Additionally, after transmitting the TTP OPEN ACK to the device A at (2}, the
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state machine maintained by device B may transition from the open received state 204 to the
open state 208

(6127} At (3}, while at the open state 208, the device A may transmit four packets
{e.g., TTP PAYLOAD ID = 1 to 4} to the device B continually or consecutively before
receiving any response from the device B. However, due to some network conditions, the
device B may not recetve some of the packet (e.g., TTP PAYLOAD ID =3} As such, at (4},
the device B may transmit three packets {(e.g., TTP ACKID =1t0 2, and TTP NACK ID =
3y acknowledging the reception of the two packets (I} =1 to 2) transmitted by the device A
but notifying that the packet with TTP PAYLOAD ID =3 is not recetved.

[0128] After receiving the packet (e.g., TTP NACK ID = 3) from the device B, at
(5}, the device A retransmits two packets {e.g., TTP PAYLOAD 1D = 3 to 4) to the device B,
Notably, the retransmission of the two packets after recetving the packet (e.g, TTP NACK ID
= 3} reflect the “lossy” feature of the TTP. In some embodiments, the device A may retransmut
some of the packets after the occurrence of time-out {e.g, when a local counter exceeds a
particular value). Advantageously, the “lossy” feature enables the TTP to control or scale
network flows without bounds due to the exustence of the peer-io-peer linking between the
device A and the device B and enables TTP to achieve hink-specific recovery n a large system
that 1s expected to lose some traffic.

[0129] At {6}, after recetving the two packets {e. g, TTP PAYLOAD ID =3 t0 4),
the device B may transmut two packets {e.g., TTP_ACK ID = 3 {0 4) to the device A 1o
acknowledge the reception of the re-transmutted packets (eg., TTP PAYLOAD ID =3 to 4},

[013¢] At (7}, the device A may transmit a packet (e.g., TTP CLOSE 1D = S) to
the device B i an attemipt 1o close the hink between the device A and device B. Additionally,
at {73, the state machine maintained by the device A may transition from the open state 208 to
the close sent state 212 and the state machine mamntained by the device B may transition from
the open state 208 to the close received state 210

(0131} At (B}, the device B may transmit a packet {e.g., TTP CLOSE ACK D =
5% to the device A to acknowledge and agree to close the link. The state machine mamtained
by the device B may transition from the close received state 210 back to the closed state 202

Responsive to receiving the packet {fe.g., TIP CLOSE ACK ID = 5) from the device B, the
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state machine maintained by the device A may transition from the close sent state 212 back to
the closed state 202

(6132} in some embodiments, the device A and/or the device B may not transition
to the open state 208 or may not transmit or receive data packets until the process of negotiating
a link 13 complete. For example, device A may not transmit data packets to or accept data
packets from device B until device A receives the TTP OPEN ACK from device B. In these
embodiments, there may be no need to impose a timeout period when closing a link between
device A and device B, in particular whena TTP _OPEN is transmitted from device A or device
B immediately after a previous link between device A and device B 15 closed.

[0133] FIG. 4 illustrates an example block diagram of a node 400 that implements
the TTP n accordance with embodiments of the present disclosure. As shown in FIG. 4, the
node 400 may include a transmitting (TX) path and a receiving (RX) path. As shown 1n FIG.
4, at the front-end of the node 400 includes the Physical Coding Sublayer (PCS) + Physical
Medium Attachment (PMA} block 402 that processes communications over layer 1 (e.g,
physical layer) of the OST Model. In some embodiments, the PCS + PMA block 402 operates
based on a reference clock 404 that has a frequency of 15625 MHz. In other embodiments,
the PCS + PMA block 402 may operate under different clock frequencies. The PCS + PMA
block 402 may be compatible with Ethemnet or IFEE 802.3 standards. In an operation for
processing data on the RX path, the PCS + PMA block 402 receives the RX serdes [3:0] as
mputs and re-arranges RX serdes [3:0] into outputs {e.g., RX Frame 408} to be processed by
the TTP Mediom Access Control (MAC) block 410, In operation for processing data on the
TX path, the PCS + PMA block 402 receives the TX Frame 412 from the TTP MAC block 410
as inputs and re-arranges the data formats to output the TX serdes [3:0].

(0134} {n the RX path, TTP MAC block 410 receives the RX Frame 408 as inputs
and outputs RBMA received data 416 to the System-on-chip {80C) 420, On the TX path, TTP
MAC block 410 receives RDMA send data 418 from the SoC 420 and outputs the TX Frame
412 to the PCS + PMA block 402, As shown in FIG. 4, the TTP MAC block 410 may handle
the operations on layers 2 through 4 of the OSI Model. The TTP MAC block 410 may include
the TTP finite state machine (FSM} 422. The TTP FSM 422 may maintain and update the state
machine 200 as shown mn FIG. 2. As discussed above, for each communication hink the node

400 established with one or more other nodes, the TTP FSM 422 may maintain and update a
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corresponding state maching (e.g., the state machine 200} to control flow associated with
respective communication link.

(6135} in some embodiments, the PCS + PMA block 402 and the TTP MAC block
410 may be implemented by hardware such as in the form of Application Specific Integrated
Circuit (ASIC) or Field Programmable Gate Array (FPGA). As such, the PCS + PMA block
402 and the TTP MAC block 410 may operate without assistance or involvement of
software/firmware/driver. Advantageously, the PCS + PMA block 402 and the TTP MAC
block 410 may handle communications from layer 1 through layer 4 of the OSI Model without
software assistance to reduce latency associated with communication in layer 1 through 4.

[0136] FIG. 5 depicts an example header SO0 for packets transmitted or received
pursuant to the TTP. As illustrated in FIG S, the example header 500 has 64 bytes. The first
16 bytes include a header for Ethernet layer 2 (eg., data link laver} and virtual local area
network (VLAN) operation. The second 16 bytes include the ETHTYPE followed by optional
layer 3 Internet Protocol (IP) header. For supporting layer 2 operation based on TTP, the
ETHTYPE can be set as a particular value {e.g., OxSACS). When the ETHTYPE 15 set as the
particular value, the header 500 may signal to a network device processing the header 500 that
the header 500 s formatted based on TTP. The third 16 bytes include optional fields for layer
3 (IP) operation and laver 4 operation under UDP. At the end of the third 16 bytes and the
fourth 16 bytes are fields for layer 4 operation under TTP. TTP can be referred to a TTP over
Ethernet (TTPoE). TTP 1s labeled as TTPolE n FIG. S

[8137] Advantageously, the example header 500 allows TTP to support operations
over Hthernet based network from at least layers 2 through 4 of the OKI Model. Specifically,
existing Ethernet switches and hardware may support operations associated with TTP.

{0138} FIG. 6 dlustrates an example network and computing environment 600 in
which embodiments of the present diaclosure can be implemented. The example network and
computing environment 600 can be utihzed for high-performance computing or artificial
mtelligence traiming data centers. As one example, the network and computing environment
600 can be used for neural network training to generate data for use by an autonomous driving
system for a vehicle (e.g., an automobile}. As shown in FIG. 6, the example network and
computing environment 600 mncludes an Ethernet Swiich 608, hosts 602A through 60ZE,

Peripheral Component Interconnect Express (P{1e} hosts 604A through 604N, and computing
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tiles 600A through 606N, Although there are five hosts 602A through 602E in FIG. 6, any
suitable number of hosts can be implemented that s more or less than five. Additionally, the
number of PCle hosts and the number of computing tiles can be any suitable positive integer.

[0139] Each of the hosts 602ZA through 602E includes a Network Interface Card

(NIC), a central processing unit {(CPU)

£

and dynamic random access memory (DRAM).
Although ilustrated as CPU, in some embodiments, the CPU may be embodied as any type of
single-core, single-thread, multi-core, or multi-thread processor, a microprocessor, digital
signal processor {DSP), microconiroller, or other processor or processing/controliing circuit.
Although illustrated as DRAM, in some embodiments, the DRAM may alternatively or
additionally be embodied as any type of volatile or non-volatile memory or data storage, such
as static random access memory (SRAM), svnchronous DRAM (SDRAM), double data rate
synchronous dynamic random access memory (DDR SDRAM). The DRAM may store various
data and program code used during operation of the hosts 602A through 602E, including
operating systems, application programs, hibrartes, driver, and the like.

01401 In some embodiments, the NIC may implement TTP for comumunicating
with the Ethernet Switch 608. Each NIC may comununicate with the Ethernet Switch 608 using
TTP as the tlow control protocol to manage the bink established between each NIC and a
network interface processor (NIP) via the Ethernet Switch 608. Tu some emboduments, the NIC
may include the PCS + PMA block 402 and the TTP MAC block 410 of FIG. 4. In some
embodiments, the NIC may implement TTP without assistance of software/firmware.

[0141] As shown 1 FIG. 6, each of the PCle hosts 604 A through 604N may include
a network nterface processor (NIP) and high-bandwidth wemory (HBM) In some
embodiments, the bandwidth supported by the HBM can be 32 gigabytes {(GB) per computing,
Each of the PCle hosts 604 A through 604N may communicate with each of the computing tiles
606A through 606N, Each of the computing tiles 606A through 606N may mclude storage,
mput/output and computation resources. A computing itle 606A can imclude system on a wafer
with an array of processors for high performance computing. In certain applications, each of
the computing tiles 606A through 606N may perform 9 peta floating point operations per
second (PFLOPS), store data with size ot 1 1 gigabyte (GB} using static random access memory

(SRAM), or facilitate input/output operations at the bandwidth of 36 terabyte (TB} per second.
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6142} in some embodiments, each of the NICs in the hosts 602A through 602E
may open and close a communication link with each of the NiPs in the PCle hosts 604A
through 604N, Specifically, one NIC and one NIP may open and close a communication link
with each other by implementing the state machine 200 of FIG. 2. To open and close the
communication link, the NIC and the NIP may use packets that include the opcodes of FIGS.
7A-7B to perform desired operations. For example, to open a link with the NIP, the NIC may
transmit a packet imcluding the opcode TTP OPEN {shown in FIG. 7A) to the NIP to request
opening a communication link. After receiving the packet with the opcode TTP OPEN, the
NIP may transition from the closed state 202 1o the open received state 204 of FIG. 2. After
sending a packet with the opcode TTP OPEN ACK (shown in FIG 7A), the NIP may
transition from the open received state 204 {o the open state 208 as illustrated m FIG. 2. In
some embodiments, once a conumunication link s established (e.g , when the NIC and NIP are
both in the open state 208), the NIC and the NIP may transmit or receive packets with each
other using the header S00 of FIG. 5. In other words, each of the packets transmutted or received
between the NIC and the NIP may include the header 500 of FIG. S

[0143] As mdicated in FIG. 6, the communication and data exchange between each
of the hosts 602A through 602E, each of the PCle hosts 604A through 604N, each of the
computing tiles 606A through 606N, or the Fthernet Switch 608 can be conducted based on
the TTP. With the shorter latency (in comparison with TCP) accomplished through TTP using
technigues described above, the high-bandwidth and high-speed communication among
various elements of FIG. 6 can be achieved. In some embodiments, at least a portion of the
NIPs or at least a portion of the NICs illustrated i FIG. 6 may be implemented sumnular or the
same as the node 400 of FIG. 4. Although not dlustrated throughout FIG 6, n some
embodiments each of the NICs and NIPs may mmclade a port 610 through which packets can
be received and transmitted. In some embodiments, the port 610 is an Ethernet port.

[0144] FIGS. 7A-78 show opcodes of different types of TTP packets in accordance
with embodiments of the present disclosure. The TTP packets shown in FIG. 7A and FIG. 7B
are utilized in FIGS. 2, 3A, and 3B for closing and opening a link between nodes of networks.
The TTP packets can be exchanged between nodes in the network and computing environment
of Figure 6. The TTP packets shown in FIG. 7A and FIG. 7B can be better understood in

conpunction with FIGS. 2, 3A and 3B,
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Packet Replay Hardware Architecture

[0145] Referring back to FIG. 4 that llustrates the example block diagram of the
node 400 that transmit and/or receives packets using TTP a replay hardware architecture will
be described. As noted above, the node 400 may include blocks such as the Physical Coding
Sublayer (PCS} + Physical Medium Attachment (PMA} block 402 and the TTP Mediom
Access Control (MAC) block 410 that mcludes the TTP FSM 422 for handling
communications from layer 1 through layer 4 of the OS] Model without software assistance to
reduce latency associated with communication in laver 1 through layer 4. Additionally, the
TTP Medium Access Control (MAC) block 410 of the node 400 may include a hardware replay
architecture that includes at least the TTP (peers link}) tag block 436, the RX Datapath 432, the
RX storage 432-1 {e.g., on die SRAM), the TX Datapath 434, and the TX storage 434-1 {e.g.,
on die SRAM). The hardware replay architecture can replay packets that are lost during
transmussion under a lossy protocol, such as the TTP. Optionally, the TTP Medmum Access
Control (MAC) block 410 of the node 400 may further include a TTP MAC RDMA Address
Encoding block 438 that may receive and encode RDMA send data 418 from the Systenm-on-
chip (S0C) 420

0146} In some emboduments, the hardware replay architecture of the node 400 for
replaying packets may include at least curcuitry of the TTP tag block 436, the RX Datapath
432, the RX storage 432-1, the TX storage 434-1, and the TX Datapath 434, As discussed
above, the hardware replay architecture may utilize physical storage and data structure to store
packets transmutied and/or received n different hinks and maimtain the order of packets
transmitted, mn particular when replay occurs. In some embodiments, the physical storage
utilized by the hardware replay architecture may be any suitable type of local storage or cache
(e.g., low-level caches) that can store, buffer, and/or hold packets associated with one or more
links. The physical storage may be limited in size, such as having a size wm the order of
megabytes (MB} or kilobytes {(KB). In some examples, the physical storage may be deployed
as a part of the TX Datapath 434, or more specifically, as a part of the TX storage 434-1. The
physical storage may also be deploved as a part of the RX Datapath 432, or more specifically,
as a part of the RX storage 432-1. For example, the physical siorage may be the RX storage
432-1 and the TX storage 434-1, where the size of the RX storage 432-1 and the TX storage

434-1 utilized by the hardware replay architecture associated with each of the RX Datapath
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432 and the TX Datapath 434 may be 256 KB. In other examples, the physical storage may be
deployed within and as a part of the TTP tag block 436 {e.g., as a local storage deploved within
the TTP tag block 4306).

(0147} it should be noted that any other suitable size of the physical storage can be
adopted by the hardware replay architecture within the TTP Mediom Access Control (MAC)
block 410 of the node 400, In some embodiments, data structure {e.g., within the TTP tag block
436} utilized by the hardware replay architecture may nclude one or more hnked lists, where
each linked list may record and/or track the order of packets transnutted for a corresponding
link established between a first communication node and a second communication node. In
some embodiments, the TTP tag block 436 may utilize the linked lists along with the physical
storage {e.g., RX storage 432-1 and TX storage 434-1) to maintain and manage stored packets
to replay packets transnutted over multiple links.

6148} FIGS. 8 and 9 ilustrate example physical storage and data structure {e.g.. a
TX linked list 952} utilized by a node (e g., the node 400 or the device A of FIG. 3B} inan
Ethernet-based network that sroplements TTP for replaying or retransmitting packets mn
accordance with sorme embodimoents of the present disclosure. FIGS. 8 and 9 can be understood
n conjunction with reference to FIG. 3B that shows the device A replays two packets {e.g.,
TTP_ PAYLOAD ID = 3 1o 4) responsive to recetving a nov-acknowledgement packet {e.g,,
TTP_NACK 1D = 3) notifying that a packet (TTP_PAYLOAD 1D = 3) 15 not received.

[0149] Refernng to FIG. 8, the device A of FIG. 3B can store the Packet 1 {e. g,
packet TTP PAYLOAD 1D = 1 of FIG. 3B), Packet 2 (e.g., packet TTP PAYILOAD ID =2
of FIG. 3B}, Packet 3 (e.g., packet TTP PAYLOAD ID =3 of FIG. 3B), Packet 4 {e.g ., packet
TTP PAYLOAD ID = 4 of FI( 3B}, Packet S {e.g, packet TTP CLOSE ID =5 of FIG. 3B)
for transmission and/or replay in a physical storage, e g, the packet physical cache 802, As
noted above, the packet physical cache 802 may be the TX storage 434-1 and/or may be a
physical storage deploved within the TTP tag block 436, In some embodiments, the packet
physical cache 802 may have two storage spaces — a packet physical tag 804 and a packet
physical data 806. For each of the packets (e.g., Packet 1 through Packet 5}, the packet physical
tag 804 may mclude a physical address pointer that points to a physical address in the packet
physical data that stores the packet. For example, the physical address pointer 808 associated

with Packet 4 stored in an entry of the packet physical tag 804 may point to an entry of the
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packet physical data 806 where Packet 4 {e g., packet TTP PAYLOAD ID =4 of FIG. 3B} 1s
stored. As illustrated in FIG. 8, the device A may transmt Packet |, Packet 2, Packet 3, Packet
4 and Packet 5 in the order 820 {e g., transmitting Packet 1 first and Packet 5 last). However,
the device A may not store Packet 1 through Packet 5 in the packet physical data 806 based on
the order 820. Specifically, although the device A transmuts Packet 3 before Packet 4 and 3,
the address 810 in the packet physical data 806 that stores Packet 3 may be following the
address 812 and the address 814 in the packet physical data 806 that store Packet 4 and Packet
S, respectively.

[0156] FIG. 9 1illustrates the TX linked list 952 that can be utilized by the node 400
and/or device A of FIG. 3B to maintain order of packet transmission between previous
transmussion and replay. The TX linked list 952 may be a part of the TTP tag block 436 of the
node 400, As noted above in discussing FIG. §, the device A of FIG. 3B may store Packet 1
through Packet 5 at various addresses of the packet physical data 806 that do not reflect the
order 820 with which Packet 1 through Packet 5 are to be transmitted. Nonetheless, the device
A may wutilize the TX hinked list 952 to keep track of and waintain the desired order of
transmitting Packet 1 through Packet 5. As shown in FIG 9, the TX hinked list 952 mncludes
five elements 960, 962, 964, 968, 970, where each element corresponds to or 1s associated with
one of the Packet 1 through Packet 5. FIG. 9 illustrates that the TX hnked list 952 tracks and
maintains the order 820 of transnutting Packet 1 through Packet 5. For example, 10 the TX
hinked list 952, the element 964 corresponding to Packet 3 comes before and points to the
element 968 corresponding to Packet 4, and the element 968 corresponding to Packet 4 comes
before and points to the element 970 corresponding to Packet 5. As such, by utilizing the TX
linked hist 952, the device A may mamtamn order of packet transmission during previous
transmission and replay, where the replay may be triggered responsive 1o receiving the
TTP NACK ID = 3 packet notifving that the packet with TTP PAYLOAD ID = 3 15 not
received by the device B in FIG. 3B, The replay can be triggered responsive to a timeout or
non-acknowledgement in accordance with any suitable principles and advantages disclosed
hergin.

[0151] As shown in FIG. 9, the device A of FIG. 3B may further use one or more
pointers 972, 974 and 976 stored in memory to determine which packet{s} to replay. As

ittustrated in (3 ) and (4} of FIG. 3B, the device A transmits four packets (e.g., TTP PAYL.OAD
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1D =1 t0 4) and recetves three packets {(e.g., TTP ACKID=11t02, and TTP NACK D =3},
acknowledging the reception of the two packets (D = 1 {0 2} transmitted by the device A but
notifying that the packet with TTP PAYLOAD ID = 3 is not recetved. In response, device A
may set the pointer 972 to point to the element 964 that corresponds to Packet 3 to indicate that
device A is to replay packets starting from Packet 3. Device A may further set pointer 974 to
point to the element 968 that corresponds to Packet 4 to indicate device A 15 also to replay
Packet 4 in addition to Packet 5. Device may further set pointer 976 to pomnt to the element
970 that corresponds to Packet S to indicate device A may transmit Packet S after replaying
Packet 3 and Packet 4. Additionally, device A may set the element 960 and element 962 of the
TX linked list 952 to null to indicate that Packet 1 and Packet 2 can be removed from the
addresses {(not shown in FIG. 8) of the packet physical data 806 and the packet physical tag
804 to free up more storage space for storing packets transmitted or received by device A

101821 Thereafter, based on the TX linked list 952, pointer 972 and pointer 974,
device A may replay Packet 3 and Packet 4 as illustrated in (S) of FIG. 3B. Then, device A
may recetve acknowledgement of receiving Packet 3 and Packet 4 as dlustrated in (6) of FIG.
3B. Inresponse, based on the TX linked list 932, device A may transmit Packet 5 {e.g., packet
TTP_CLOSE ID = 5 of FIG. 3B} that corresponds to element 970 of the TX hinked hst 952 to
complete transnussion and replay of Packet 1 through Packet 5. Additionally and/or optionally,
device A may release storage occupied by Packet 1 through Packet S after all packets
corresponded to elements of the TX linked list 952 have been transmutted and replaved. In
some embodiments, device A may mmdicate addresses i packet physical tag 804 and addresses
m packet physical data 306 have been released and free for use in comjunction with other linked
list(s} that correspond to other packets by setting the free hist entry 832 and free hist entry 834
1o a particolar value, respectively.

[0153] FIG. 10 tHustrates an example block diagram of the TTP tag block 436 of
FI(G. 4 according to some embodiments of the present disclosure, where the TTP tag block 436
is a part of a hardware replay architecture for replaying packets transmitted over meltiple hinks.
As shown in FIG. 10, the TTP tag block 436 can include memory storing a TX linked-list 1020
and logic circuitry 1012, 1014, 1016, and 1018 that operate respectively in the pipelined stages
1002, 1004, 1006, and 1008. The logic circuitry 1012, 1014, 1016, and 1018 can be

implemented by any suitable physical circurtry. In some examples, some or all of the logic
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circuitry 1012, 1014, 1016 and 1018 may be implemented by dedicated circuitry, such as in
the form of Application Specific Integrated Circuit {ASIC). In some examples, some or all of
the logic circurtry 1012, 1014, 1016 and 1018 may be implemented by programmable fogic
gates or general purpose processing circuitry, such as in the form of Figld Programmable Gate
Array (FPGA) or Digital Signal Processor (DSP). In operation, the TX linked-list 1020 may
function similarly to the TX linked list 952 of FIG. 2. In some embodiments, the TX linked-
list 1020 tracks order of N packets that include packet 1022, packet 1024, and packet 1026,
where the node 400 may transmit the N packets tracked by the TX linked-hist 1020 over a
particular hink The TTP tag block 436 further includes pointer 1032, pointer 1034 and pointer
1036 that respectively points to packet 1022, packet 1024 and packet 1026. The TTP tag block
436 may store the pointer 1032, the pointer 1034, and the pointer 1036 in any suitable storage
element {(not shown in FIG. 10). In certam applications, the N packets that include the packet
1022, packet 1024, and packet 1026 of the TX linked-list 1020 may be stored in a physical
storage, such as the TX storage 434-1 of the TX Datapath 434 of the node 400. In such
apphications, the TX linked-hist 1020 can include pointers to the packets 1022, 1024, 1026, In
other applications, the N packets that mclude the packet 1022, packet 1024, and packet 1026
may be a part of the TX hinked-list 1020 stored i a physical storage within the TTP tag block
436,

[0154] In some embodiments, the node 400 may store the N packets {including the
packet 1022, packet 1024 and packet 1020) that were transmitied to a second node using a hink
established under TTP in the TX storage 434-1 {or other physical storage of the node 400}, N
being any positive integer that may be limited by the size of the TX storage 434-1. The node
400 may continually transmut some or all of the N packets to the second node so long as
constraints from the TTP and/or network conditions permit. To accommodate replaying the N
packets that mnclude packet 1022, packet 1024 and packet 1026, the TX storage 434-1 may
continge to store one or more packets {e.g., packet 1022} already transmitted until
acknowledgement of receiving the one or more packets 1s received from the second node. A
packet can be stored until receipt of previously transmutted packets 15 acknowledged When
acknowledgement of receiving a packet 1s received, the TX storage 434-1 may discard the
packet to make out space for storing packets to be transmitted over the hink or other links

between the node 400 and the second node and/or one or more other nodes. In contrast, if a
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non-acknowledgement of the packet 1s received {e.g., the second node notifying the node 400
that the packet 1s not received) or 3 imeout occurs without receiving an acknowledgement or
non-acknowledgement of receiving the packet from the second node, the node 400 may replay
the packet {e.g., retransmit the packet to the second node} that is still stored in the TX storage

34-1. In association with replaying the packet, the node 400 may discard other packets with
which acknowledgement of reception has been received. In some embodiments, the TX linked-
list 1020 may coordinate with the TX storage 434-1 to maintain the order between previous
transmission of some or all of the N packets that include the packet 1022, packet 1024 and
packet 1026 and any replay afterwards. As shown in FIG. 10, the TX linked-list 1020 includes
N elements, where each element corresponds to or mncludes each of the N packets and a
reference to the next element that corresponds to the next packet.

[0155] When transmutting and/or replaying the N packets, the TTP tag block 436
may further utilize the pointer 1032, pointer 1034 and pointer 1036 that respectively point to
three elements in the TX linked-list 1020 to determine if a packet 1s to be kept for replaying or
can be discarded by the TX storage 434-1 to conserve storage resources. Take N being 9 {e g,
9 packets transmitted from the node 400 1o the second node) as an example, 1o the TX linked-

list 1020, a 1% element corresponds to a 1® packet {e.¢., packet 1022) and a 1% reference, where

~nid

the 1™ reference points to a 2% element; the 2™ element corresponds to a 2™ packet and g 2™

2% reference points to a 3™ element; and the 8% element corresponds to

reference, where the
the 8" packet {(e.g., packet 1024) and a 8% reference, where the & reference points to a 9
element; and the 9% element corresponds to the 9% packet {e.g., packet 1026}. The TTP tag
block 436 may maintain and update three pomters 1032, 1034 and 1036 that respectively pomnt
to the 1% element (e.g., packet 1022), the 8™ element {e.g., packet 1024} and the 9 element
{(e.g., packet 1026).

[6156] Further assuming the node 400 has transmitted the 1% through 9" packets

1% through 7%

and has received acknowledgement from the second node of receiving the
packets but not the 8% and 9% packets, the pointer 1032 then points to the 1" element (e.g.,
packet 1022) of the TX linked-Hst 1020, the pointer 1034 then points to the 8 element (e.g |
packet 1024) of the TX linked-list 1020, and the pointer 1036 then points to the 9% element
(e.g., packet 1026} of the TX linked-list 1020, As such, the TTP tag block 436 may cause the

TX storage 434-1 to discard some or all of the N packets that include the packet 1022, packet
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1024 and packet 1026, and replay some or all of the N packets based on the pointers 1032,
1034 and 1036, More specifically, the TX storage 434-1 may replay the packet 1024 that s
pointed by the pointer 1034 through the packet 1026 that 1s pointed by the pointer 1036 (in this
case, only the packet 1024 and the packet 1026 are replayed). The TX storage 434-1 may
further discard remaining packets (e.g., the packet 1022 pointed by the pointer 1032 and other
packets previously transmitted before the packet 1024; in this case, seven packets including
the packet 1022 can be discarded).

[01587] As ilustrated in FIG. 10, some or all of the TTP tag block 436 (e g, the
logic circuitry 1012, 1014, 1016, and 1018) may operate in a pipelined manner to increase
throughput of the node 400, The logic circuitry 1012, 1014, 1016 and 1018 may operate in
conjunction with the TX linked-hist 1020 to determine whether packets should be replayed or
be discarded/retired from the TX storage 434-1 or other physical storage of the node 400 that
stores the packets. As shown in FIG. 10, the logic circuitry 1012, 1014, 1016, and 1018 may
operate at respective pipelined stages according to a clock upon which the TTP tag block 436
operates. Specifically, the logic circuitry 1012 operates at the wutial pipelined stage 1002
{(labeled as “Q07}, the logic circuitry 1014 operates at the first pipelined stage 1004 (labeled as
“Q17), the logic circuitry 1016 operates at the second pipelined stage 1006 (labeled as “(27),
and the logic curcwitry 1018 operates at the third pipelined stage 1008 {(labeled as “Q37).

[0158] In operation, the logic cucuitry 1012 may select one of the data streams to
process in the TTP hink tag pipeline. As shown in the initial pipehined stage 1002, the logic
circuttry 1012 may select, based on a control signal {e.g., “Pick”), one of transmitting stream
("TX QUEUE"), recetving stream ("RX QUEUE”} or acknowledging stream {("ACK
QUEUE") for processing in the TTP hink tag pipeline. In the TTP link tag pipeling, logic
circnitry determines whether to replay one or more packets of a selected data stream or 1o retire
one or more packets of the selected data stream. The TTP hink tag pipeline can also determine
1o reject an acknowledgement of a packet transmitted after another packet that the TTP tag
pipehine determines to replay.

[0159] Assuming the logic circuitry 1012 selects the transmitting siream to prepare
for replaying packets, then at the first pipelined stage 1004 the logic circuitry 1014 determines
which link to evaluate for replaying. This can involve reading tags associated with the links.

As shown in FIG. 10, the logic circuitry 1014 can select one of two links (e.g., “MOOSES”
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and “CATs”} for possibly replaying, where each link may be established between the same
endpoint or different endpoints. For example, both links “MOOSEs” and “CATs” may be
established between the node 400 and a second node; alternatively, the link “MOOSEs” may
be established between the node 400 and a second node while the link “CATs” may be
established between the node 400 and a third node. The logic circuitry 1014 may select the link
{e.g., “CATS”} for replaying based on a link pointer that points to the link selected.

[8160] Then, at the second pipelined stage 1006, the logic circuttry 1016 may
determine which packet(s) that were transmitted over the link “CATs” be replay or retire. In
some embodiments, the logic circuitry 1016 determines to replay some of the packets
transmitted over the link “CATs” while other packets can be retired based on whether
acknowledgement or non-acknowledgement of reception has been received. For example, the
logic circuitry 1016 may determine to replay the packet 1024 if a receipt of a non-
acknowledgement of the packet 1024 1s received or acknowledgement of the packet 1024 has
not been received over a time period that triggers timeout. In contrast, the logic circuitry 1016
may determine to retire the packet 1022 m response to a receipt of an acknowledgement of the
packet 1022, Additionally and/or optionally, the logic circuitry 1016 may further determine to
replay and/or retire other packets transmited over the hnk “CATs” based on the TX linked-
fist 1020 For example, based on the order of the packets transmitted over the link “CATY”
specified by the TX linked-list 1020 showing that the packet 1026 was transnutted after the
packet 1024, the logic circuitry 1016 may determune to replay the packet 1026 along with
replaying the packet 1024 in response to the receipt of the non-acknowledgement of the packet
1024, The logic crrcuitry 1016 may further cause the TX storage 434-1 {o retire packets that
were transmiited between the packet 1022 and the packet 1024 to make out more available
storage space in the TX storage 434-1, assuming acknowledgements of the packets that were
transmitied between the packet 1022 and the packet 1024 have been received. In the second
pipelined stage 1006, an acknowledgement for a packet can be rejected 1n association with
determining to replay an earlier transmitted packet. Retiring a packet can involve allowing
other data to be written to memory in place of the packet and/or deleting the packet from
memory.

(6161 Thereafier, at the third pipelined stage 1008, the logic circuitry 1018 may

update a link pointer that points to the link “CATs” to point to another link (eg., link
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“MOOSES™). As such, in a following round of pipelined operation, the logic circuitry 1012,
1014, 1016 and 1018 may operate to determine whether to replay packet{s} associated with the
link “MOOSES” based on another TX linked-list {not shown in FIG. 10) that inclades, refers,
or corresponds to the packets transmitted over the link “MOOSES”. Advantageously, using the
TX storage 434-1 and the TX linked-list 1020 to implement replay functionality enables the
node 400 to communicaie with the second node using TTP under limited hardware resources

without the assistance of software conirolled mechanisms.

Hardware Link Tiuer

(6162} FIG. 11 idlustrates an example block diagram of a hardware link timer 1100
that implements timeout check mechanisms for replaving packets without assistance of
software. In some embodiments, the hardware fink timer 1100 may be a part of the node 400
of FIG. 4. Some or all of the hardware link timmer 1100 may be deployed within the TTP tag
block 436 of FIG. 4. As noted above, in contrast to other Ethernet protocols {e.g., TCP or UDP)
with which software is typically emploved to track timeouts over multiple links using multiple
timers {e.g., one timer for one link), the hardware link tumer 1100 may allow the node 400 to
determine which packet(s) transmitted over which link{s) to replay and, it replay is desired,
when to replay under limuted hardware resources {e.g., when large resource pools of virtual
and/or physical address space and computing resources are not available) In some
embodiments, the hardware link timer 1100 may periodically perform a timung check on
established links {e.g., active hnks) utilized by the node 400 to communicate with one or more
other nodes pursuant to TTP.

[0163] As shown mn FIG. 11, the hardware link timer 1100 may include a first-in-
first~out (FIFO)} memory 1104, a timer 1102 and logic circutry 1120, 1112, 1114, 1116 and
1118, where the logic cucuitry 1112, 1114, 1116 and 1118 may be a part of the TTP tag block
436 for replaying packets. The FIFO memory 1104 can store tuming and status information
associated with each of the active links. The hardware link timer 1100 can check timing and
status associated with each of the active hinks stored 1n the FIFO memory 1104 1 a round-
robin manner. More specifically, the hardware hink timer 1100 may start checking timing and
status information associated with a first link stored 1 a first entry of the FIFO memory 1104
toward timing and status mformation associated with a N link stored in a N® entry of the

FIFO memory 1104 and then again check the timing and status information associated with
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the first hink stored in the first entry of the FIFQ memory 1104, The hardware link timer 1100
may utilize the timer 1102 to schedule points in time to read out timing and status information
associated with muitiple active links and/or packets. The read out timing and status information
may be used for determining whether to replay packets associated with a link or to retire and/or
discard the packets through further information look up. It should be noted that the node 400
of FIG. 4 may mclude more than one hardware link timer similar to what is illustrated in FIG.
11, where each hardware link timer may be able to determine whether there is a timeout
associated with a plurality of links.

61641 In some embodiments, the FIFO memaory 1104 can store timing information
associated with one or more links established between the node 400 and other node(s). For
example, the node 400 may include the hardware link timer 1100 that uses the FIFO memory
1104 to store timing information associated with M links established between the node 400
and one or more other nodes, with M being a positive integer greater than one. Instead of using
M timers where each timer tracks timing information of a corresponding link, the hardware
link tiroer 1100 may utilize the timer 1102 (e.g, a hardware clock that ticks once for a
prograramable time period) for tracking and/or updating timing information for each of the M
links through accessing the FIFO memory 1104 1 a round-robin {e.g, circular) manner,
Specifically, the bardware link timer 1100 may access entries of the FIFQ memory 1104 inthe
round-robin manner one at a time when the timer 1102 ticks once, where each accessed entries
of the FIFQ memory 1104 corresponds to one of the M lLinks.

[0165] In some embodiments, the time period of each tick of the timer 1102 may
vary and may be m the order between hundreds of microseconds to a single digit microsecond.
For example, the time period of a tick of the timer 1102 may be up to 100 microseconds and
may be down to 1 microsecond. Additionally, the hardware hink timer 1100 may adjust the
time period of a tick of the timer 1102 based on number of links (e g., M) represented by entries
of the FIFO memory 1104 For example, when M mcreases (e.g., more links represented by
entries of the FIFO memory 1104}, the time period of a tick of the timer 1102 may decrease;
and when M decreases (e.g., fewer links represented by entries of the FIFO memory 1104), the
time period of a tick of the timer 1102 may increase. As such, a time interval within which a

status and/or timing information of a link 15 checked may remain unchanged if the time period
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of a tick of the timer 1102 changes disproportionally to the number of links represented by
entries of the FIFO memory 1104,

[8166] in some embodiments, timing and/or status information associated with one
of the M links may indicate how long the link has not received acknowledgement of receiving
packets that were transmitted. Assuming the node 400 has transmitied N packets over the hink
to a second node, one entry of the FIFO memory 1104 may store timing and/or status
information that, when accessed through the round-robin manner under a particufar time period
of a tick of the timer 1102, indicates acknowledgement of receiving any of the N packets has
not been received for over a predetermined duration {e.g., 20 microseconds, 50 microseconds,
100 microseconds, 200 microseconds, 300 microseconds, 400 microseconds, 3500
microseconds and/or any duration in between). Upon accessing the entry of the FIFO memory
1104, the hardware link timer 1100 may utilize the logic circuitry 1120, 1112, 1114, 1116, and
1118 to check timing and/or status information stored in the entry and to look up the N packets
that may be stored in a local storage (e g, the TX storage 434-1 or other local storage) of the
node 400 for replaying the N packets.

[8167] Alternatively, timing and/or status information associated with one of the
M links may be stored in one entry of the FIFO memory 1104 to indicate the hink can be closed
{e.g., all packets transmitted by the first node have been received by the second node). Upon
accessing the entry of the FIFO memory 1104, the hardware link timer 1100 may utilize the
fogic circutry 1120, 1112, 1114, 1116, and 1118 to check timing and/or status information
stored in the entry and to look up packets that may still be stored in the local storage {e.g., the
TX storage 434-1) of the node 400, and discard the packets because the fiming and/or status
nformation stored in the entry of the FIFO memory 1104 indicates that the hink can be closed.
Advantageously, by utilizing a single timer {¢.g., the timer 1102} that ticks under adjustable
periods for mutdtiple hnks and/or packets and a FIFO memory 1104 that stores timing and/or
status information of the multiple links, the node 400 may replay packets at proper timing to
achieve low latency and release hardware resources occupied by mactive links {e.g., closed
links}) for use by active links to operate under limited computing and storage resources.

[0168] As iflustrated m FIG. 11, the logic circuitry 1120, 1112, 1114, 1116 and
1118 may operate in different pipelined stages, similar to the logic circuitry 1012, 1014, 1016

and 1018 ilustrated in FIG 10 As shown s FIG. 11, the logic circuitry 1120, 1112, 1134,
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1116 and 1118 may operate in conjunction with the timer 1102 and the FIFO memory 1104 to
determine when packets transmitted over one or more links need to be replayed or can be
retired/discarded from a local storage, such as the TX storage 434-1, or whether the one or
more links can be closed. As shown mn FIG. 11, the logic circuwtry 1120, 1112, 1114, 1116 and
1118 may operate at respective pipelined stages according to a clock upon which the hardware
link timer 1100 operates. Specifically, the logic circutry 1120 and 1112 may operate at the
imitial pipelined stage (labeled as “(307), the logic circuitry 1114 may operate at the first
mpelined stage {labeled as “Q17), the logic circuttry 1116 may operate at the second pipelined
stage {labeled as “Q27), the logic circuitry 1118 may operate at the third pipelined stage
{labeled as “Q3").

(6165 in operation, at the initial pipelined stage QO, the logic circuitry 112

O

3 may
select timing and status information to be used for timing and status imformation lockup {e.g.,
the TIMER Link Lookup) for logic circuttry 1112, As shown i FIG. 11, the timing and status
mformation may come from an entry {e.g., the oldest entry that comes into the FIFO memory
1104 earhier than all other entries) from the FIFO memory 1104 or from other sources {e.g.,
alternative priority hok lookup information). As dlustrated in FIG 11, at the wutial pipelined
stage (Q0, the tuming and status nformation associated with the “Link A in the FIFO memory
1104 15 selected by the logic circuitry 1112 based on a control signal {e.g., “Pick”) that selects
the “TIMER Link Lookup” rather than “TX Traffic” or “RX Trattic”. The “TX Traffic” may
correspond to packets transnutied over a hink {e.g., “Link B} established by the node 400
while “RX Traffic” may correspond to packets received over another link {e.g., “Link D7}
established by the node 400.

[6176] At the first pipelined stage Q1, the logic circuttry 1114 determines which
hink 1s being queried based on the timing and status mformation recetved from the il
pipehined stage Q0. As dlustrated m FIG. 11, the logic circuitry 1114 determines that “Tink A7
is bewng queried for later determination of whether “Link A” need to be replayed or can be
closed. Then, at the second pipelined stage Q2, the logic circutry 1116 determines whether
“Link A” can be closed based on the timing and status mformation associated with “Link A”
accessed from the FIFO memory 1104, If the timing and status information associated with
“Link A” shows that “Link A” can be closed, the logic circuitry 1116 may trigger packets

assoctated with “Link A” o be retired/discarded from a local storage (e g., the TX storage 434-
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1} If the timing and status information associated with “Link A” shows that “Link A” 15 still
active/open, then operation of the hardware hink timer 1100 proceeds to the third pipelined
stage (3, where the logic circuitry 1118 determines whether to replay packets transmitted over
“Laink A” or how to update timing and status iformation associated with “Link A7

(6171} At the third pipelined stage 3, the logic circuitry 1118 may determine to
replay at least some packets associated with “Link A™ based on the status and timing
information associated with “Link A that is accessed from the FIFO memory 1104, For
example, the status and timing information associated with “Link A” may include a “TIMER
BIT” that when set{e.g., to logic 1) may indicate that an acknowledgement of receiving at least
one packet of the packets associated with “Link A” has not been received by the node 400 over
a threshold duration for replaying packets. In some embodiments, the threshold duration may
be adjustable and may be 20 microseconds, 50 microseconds, 100 microseconds, 200
microseconds, 300 microseconds, 400 microseconds, SO0 mucroseconds and/or any suitable
duration in between. The threshold duration can be in a range from 20 microseconds to 300
nicroseconds. In some embodiments, the “TIMER BIT” associated with the “Link A” (and/or
other links) may be set based on a number of times “Link A” has been queried from the FIFO
memory 1104 and a time period of the timer 1102,

[0172] If the “TIMER BIT” 15 asserted, the logic circuitry 1118 may cause the
packets associated with “Link A” to be replaved. The “TIMER BIT” being asserted can
mdicate that the timeout associated with one or more packets has occurred {e.g , the threshold
duration has been reached without receiving an acknowledgement or non-acknowledgement).
Additionally, the logic circuitry 1118 may update the timing and status information associated
with “Link A” stored i the FIFO memory 1104 10 response to the replay of “Link A For
example, the logic cucnitry 1118 may clear the “TIMER BIT” {e.g., set the “TIMER BIT”
from logic 1 to logic 0). On the other hand, if status and timing mformation associated with
“Link A7 indicates not to replay one or more packets on “Link A” {e.g., the “TIMER BIT 15
not asserted, which corresponds to being logic 0 in FIG. 11), the logic corawtry 1118 may not
cause “Link A” to be replayved. In such a situation, the logic circutry 1118 may further set the
“TIMER BIT” to logic 1 #f the timing and status information associated with “Link A7

indicates that “Link A” should be replayed if queried for a next time.
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Example Methods of Replay and Link Timing

[0173] Turning now to FIG 12, an illustrative packet replay procedure 1200 for
replaying packets that are transmitted from a node, such as the node 400 or device A of FIG.
38, will be described. The packet replay procedure 1200 may be implemented, for example,
by the TTP tag block 436 or other components of the node 400 of FIG. 4. The procedure 1200
begins at block 1202, where the TTP tag block 436 may store a hinked-list including packets
that are transmitted over a first link from the node 400 to a second node using an Ethernet
protocol. For example, the linked-list may be the TX linked-list 1020 that includes or refers to
packets 1022, 1024 and 1026 to maintain an order of the packets 1022, 1024 and 1026 for
transmitting to the second node.

(0174} At block 1204, the TTP tag block 436 may determine to replay a first packet
of the packets in response to at least one of {(a) a receipt of a non-acknowledgement of the first
packet from the second node or (b) a timeout associated with the first packet. For example, the
TTP tag block 436 may determine to replay the packet 1024 in response to {a} a receipt of a
non-acknowledgement of the packet 1024 from the second node or (b} a tumeout associated
with the packet 1024, indicating acknowledgement of the packet 1024 has not been received
for over a threshold time pertod.

[0175] At block 1206, the TTP tag block 436 may retire a second packet of the
packets in response 1o a receipt of an acknowledgerent of the second packet from the second
node. For example, the TTP tag block 436 wmay retire the packet 1022 in response to a receipt
of an acknowledgement of the packet 1022 from the second node.

[8176] FIG. 13 lustrates an example hink timeout procedure 1300 for determining
whether to replay one or more links associated with a node, such as the node 400 or device A
of FIG. 3B. The hink timeout procedure 1300 may be mmplemented, for example, by the
hardware hink timer 1100 of FIG. 11 or the node 400, The procedure 1300 begins at block
1302, where the hardware link timer 1100 or the node 400 stores timung and status imformation
assoctated with a plurality of links i a FIFO memory, and the node 400 transmits packets over
the plurality of links to one or more other nodes using an Ethernet protocol. For example, the
hardware link timer 1100 may store timing and status information associated with the plurality

of links in the FIFO memory 1104,
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(6177} At block 1304, the hardware link timer 1100 or the node 400 may access
entries of the FIFG memory based on respective ticks of a hardware timer deploved within the
hardware link timer 1100 or the node 400, For example, the hardware link timer 1100 may
access entries of the FIFO memory 1104 based on respective ticks of the timer 1102

(6178} At block 1306, the hardware link timer 1100 or the node 400 may determine,
based on timing and status information associated with a first link of the plurality of links, to
replay at least one packet associated with the first link. For example, the hardware link timer
1100 may determine, based on timing and status information assoctated with the “Link A7 to

replay at least one packet associated with or transnmutted over the “Link A7

Conchasion

(8179} The foregoing disclosure is not intended to hmit the present disclosure to
the precise forms or particular fields of use disclosed. As such, it 1s contemplated that various
alternate embodiments and/or modifications to the present disclosure, whether explicitly
described or implied herein, are possible in light of the disclosure. Having thus described
embodiments of the present disclosure, a person of ordinary skill in the art will recognize that
changes may be made in form and detail without departing from the scope of the present
disclosure. Thus, the present disclosure 15 limited only by the claims.

[018¢] It 15 to be understood that not necessarily all objects or advantages may be
achueved i accordance with any particular example described herein. Thus, for example, those
skilled in the art will recognize that some examples may be operated in a manner that achieves
or optimizes one advantage or group of advantages as taught heremn without necessarily
achieving other objects or advantages as may be taught or suggested herein.

(0181} All of the processes described herein may be embodied i, and fully
automated via, software code modules executed by a computing systemn that ncludes
computers or processors. The code modules may be stored in any type of non-transitory
computer-readable medium or other computer storage device. Some or all the methods may be
embodied 1 specialized computer hardware.

[0182] Many other varations than those described herein will be apparent from thus
disclosure. For example, depending on the example, some acts, events, or functions of any of
the algorithms described herein can be performed n a different sequence, can be added,

merged, or left out altogether {(for example, not all described acts or events are necessary for
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the practice of the algorithms}. Moreover, in some examples, acts or events can be performed
concurrently, for example, through multi-threaded processing, interrupt processing, or multiple
Processors o processor cores, or on other parallel architectures, rather than sequentially. In
addition, different tasks or processes can be performed by different machines and/or computing
systems that can function together.

[0183] The various tlustrative logical blocks and modules described in connection
with the examples disclosed herein can be implemented or performed by a machine, suchas a
processing unit or processor, a digital signal processor {DSP), an application specific integrated
circutt {ASIC), a field programmable gate array (FPGA) or other programmable logic device,
discrete gate or transistor logic, discrete hardware components, or any combination thereof
designed to perform the functions described herein. A processor can be a microprocessor, but
in the alternative, the processor can be a controller, microcontroller, or state machine,
combination of the same, or the like. A processor can include electrical circuttry to process
computer-executable instructions. In some examples, a processor includes an FPGA or other
progranunable device that performs logic operations without processing computer-executable
mstructions. A processor can also be implemented as a combination of corvputing devices, for
examople, a combination of a DSP and a nmucroprocessor, a plurality of microprocessors,
OICTOProcessors n conjunction with a DSP core, or any other such configuration.  Although
described herein primardy with respect to digital technology, a processor may also wnclude
primarily analog components. A computing environment can inchide any type of computer
system, including, but not funited to, a computer system based on a microprocessor, a
mainframe computer, a digital signal processor, a portable computing device, a device
controller, or a computational engine within an appliance, to name a few.

[0184] The elements of a method, process, routine, or algorithm descnibed
connection with the embodiments disclosed herein can be embodied directly in hardware, ma
software module executed by a processor device, or in a combination of the two. A software
module can reside in RAM memory, flash memory, ROM memory, EPFROM memory,
EEPROM memory, registers, hard disk, a removable disk, a CB-ROM, or any other form of a
non-transitory computer-readable storage mediom. An exemplary storage mediom can be
coupled to the processor device such that the processor device can read information from, and

write information to, the storage medium. In the alternative, the storage medium can be integral

47



WO 2024/039800 PCT/US2023/030503

to the processor device. The processor device and the storage medium can reside v an ASIC.
The ASIC can reside in a user terminal. In the alternative, the processor device and the storage
medium can reside as discrete components in a user terminal.

[0185] The processes described herein or illustrated in the figures of the present
disclosure may begin in response o an event, such as on a predeternuned or dynamicaily
determined schedule, on demand when mitiated by a user or system admunistrator, or in
response to some other event. When such processes are inttiated, a set of executable program
mstructions stored on one or more non-transtiory computer-readable media {e g, hard drive,
flash memory, removable media, etc. ) may be loaded mto memory {e.g., RAM) of a server or
other computing device. The executable instructions may then be executed by a
hardware-based computer processor of the computing device. In some embodiments, such
processes or portions thereof may be implemented on multiple computing devices and/or
multiple processors, serally or in paraliel.

[0186] Conditional language such as, among others, “can,” “could,” “might” or
“may,” unless specifically stated otherwise, are otherwise understood within the context as
used 10 general to convey that some examples include, while other examples do not include,
some features, elements and/or steps.  Thus, such conditional language 18 not generally
wtended to imply that features, elements and/or steps are n any way for examples or that
examples necessarily include logic for deciding, with or without user nput or prompting,
whether these features, elements and/or steps are mncluded or are to be performed 1 any
particular example.

[0187] Dngjunctive language such as the phrase “at least one of X, Y, or 2.7 unless
specifically stated otherwise, 1s otherwise understood with the context as used 1o general to
present that an item, term, etc, may be either X, Y, or Z, or any combination thereof (for
example, X, Y, and/or Z}. Thus, such disjunctive language 1s not generally intended to, and
should not, imply that some examples require at least one of X, at least one of Y, or at least
one of £ to each be present.

[0188&] Any process descriptions, elements or blocks m the flow diagrams
described herein and/or depicted in the attached figures should be understood as potentiaily
representing modules, segments, or portions of code which include executable instructions for

implementing specific logical functions or elements in the process. Alternate examples are
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included within the scope of the examples described herein in which elements or functions
may be delated, executed out of order from that shown, or discussed, including substantially
concurrently or in reverse order, depending on the functionality involved as would be
understood by those skilled in the art.

[0189] it should be emphasized that many variations and modifications may be
made to the above-described examples, the elements of which are t¢ be understood as being
among other acceptable examples. All such modifications and variations are intended to be
icluded herein within the scope of this disclosure.

[019G] Any process descriptions, elements or blocks in the flow diagrams
described herem and/or depicted in the attached figures should be understood as potentially
representing modules, segments, or portions of code which include executable mstructions for
implementing specific logical functions or elements in the process. Alternate implementations
are included within the scope of the examples described herein in which elements or functions
may be deleted, executed out of order from that shown, or discussed, including substantially
concurrently or i reverse order, depending on the functionality involved as would be
understood by those skilled m the art.

[0191] Unless otherwise explicitly stated, articles such as “a” or “an” should
generally be interpreted to include one ot more described ttems. Accordingly, phrases such as
“a device configured 107 are mntended to nclude one or more recited devices. Such one or
more recited devices can also be collectively configured to carry out the stated recitations. For
example, “a processor configured to carry out recitations A, B, and €7 can mclude a first
processor configured to carry out recitation A working i conjunction with a second processor

configured to carry out recifations B and C.
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WHAT IS CLAIMED I5:

1. A first node comprising:

a hardware replay architecture configured to replay packets that are transmitted
over a first link to a second node using an Ethernet protocol, wherein the hardware
replay architecture comprises:

a local storage configured to store a linked-list comprising the packets,
wherein the linked-list maintains an order of the packets for transmitting to the
second node; and

logic circuitry configured to

determine to replay a first packet of the packets in response to at
least one of {2} a receipt of a non-acknowledgement of the first packet
from the second node or (b} a imeout associated with the first packet;
and

retire a second packet of the packets in response to receipt of an
acknowledgement of the second packet trom the second node,

wherein the Ethernet protocol s lossy,

2. The first node of Claim 1, wherem the logic circuitry includes a plurabity of
pipelined stages, and wherein the logic circuitry determines to process data associated with the
first link rather than a second link between the first node and the second node at a first pipelined

stage of the plurality of pipelined stages.

3. The first node of Claim 2, wherein the logic cirauitry determines to replay the first
> o J J

packet at a second pipelined stage of the plurality of pipelined stages.
4. The furst node of Claim 3, wherein the logic circuttry determunes, at the second
pipelined stage of the plurality of pipelined stages, to replay a third packet of the packets and

the first packet of the packets based on the order of the packets mamtained by the hinked-list.

5. The first node of Claim 2, wherein the logic circuitry determines {0 process data

associated with the first link rather than the second link based on a link pointer, and wherein
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the logic circuitry updates the link pointer to point to the second link at a third pipelined stage

of the plurality of pipelined stages.

6. The first node of Claim 1, wherein the first node and the second node are 1n an
Ethernet based network, and wherein the first node communicates with the second node
through an Ethernet switch.

7. The first node of Claim 6, wherein the first node comprises a network interface
processor {NIP) and a high-bandwidth memory (HBM), and wherein a bandwidth of the HBM

is at least one gigabyte.

8. A first node for Fthernet based communication, the first node comprising:

one or more processors configured to implement a transport layer hardware only
Ethernet protocol,

wherein the transport layer hardware only Ethernet protocol 15 lossy, and

wheretn the one or more processors comprise a hardware replay architecture
configured to replay packets transmutied under the transport layer hardware only

Ethernet protocol.

% The first node of Claim 8§, wherein the hardware replay architecture comprises:

a local storage configured to store the packets transmitted under the transport

layer hardware only Ethernet protocol.

10. The first node of Claim 9, wherein the hardware replay architecture comprises:

a hinked-list stored in the local storage and configured to track an order of the
packets for transmitting to another node, wherein each element of the hnked-list

corresponds to each of the packets stored n the local storage.

11, The first node of Claim 10, wherein the hardware replay architecture 1s configured

to transmut packets in an order corresponding to the hinked-list.
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12. The first node of Claim 10, wherein the hardware replay architecture is configured
{0 store:

a first pointer configured to point o a first element of the linked-list, wherein
the first pointer indicates not to replay a first packet of the packets corresponding to the
first element of the linked-list; and

a second pointer configured to point to a second element of the hinked-list,
wherein the second pointer indicates to replay a second packet of the packets

corresponding to the second element of the linked-list.

13. The first node of Claim 12, wherein the hardware replay architecture replays the
second packet and one or more packets following the second packet according to the order of

the packets for transoutting.

14. The first node of Claim 13, wherein the hardware replay architecture causes the
local storage to discard the first packet and one or more packets preceding the second packet

according to the order of the packets for transmitting.

15, A computer-implemented method implemented at a first node for replaying packets
that are transmitted over a first link to a second node using an Ethernet protocol, the computer-
mplemented method comprising:

storing a linked-hist comprising the packets, wherein the linked-ist mamntains
an order of the packets for transmitting to the second node;

determining to replay a first packet of the packets m response to at least ong of
{a) a receipt of a non-acknowledgement of the first packet from the second node or (b}
a timeout associated with the first packet; and

retiring a second packet of the packeis m response to a receipt of an
acknowledgement of the second packet from the second node,

wherein the Ethernet protocol is lossy.

16. The computer-implemented method of Claim 15, wheremn the first node comprises

a hardware replay architecture comprising a plurality of pipelined stages, and wherein the
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hardware replay architecture determines to process data associated with the first hink rather

than a second link at a first pipelined stage of the plurality of pipelined stages.

17. The computer-implemented method of Claim 16, wherein the hardware replay
architecture determines to replay the first packet at a second pipelined stage of the plurality of

pipelined stages.

18. The computer-implemented method of Claim 17, wherein the hardware replay
archutecture determines to replay a third packet of the packets and the first packet of the packets
based on the order of the packets maintained by the linked-list at the second pipelined stage of

the plurality of pipelined stages.

19, The computer-implemented method of Claim 15, wherein the first node and the
second node are in an Ethernet based network, and wherein the first node communicates with

the second node through an Ethernet switch.
20. The computer-implemented method of Claim 19, wherein the first node comprises

a network mterface processor (NIP) and a high-bandwidth memory (HBM), and wherein a

bandwidth of the HBM 15 at east one gigabytes.
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Opcodes:
1. OPENING A LINK IN TPP
TP _OPEN

Description: Regeust a new TTF link {0 open betwen two MAC endpoints

opeode | gncoding(7:0] | TWD[3tO] | Rt

OPEN plt 1D
{1st DATAs NIA
1D+1)

TTE_OPEN | VC[1:0], 6hos

TP _OPEN _ACK

Description; Acknowledge response to a TTP_OPEN request that the link is considered
OPEN; set incal starting 1D

sopcode | Encoding[7:0] | TXD[316] | RxID[31:0]
TTP_OPEN_ACK| VC[t0], 6hpt | Tstlecal DATA ) TTE OPEN

TTP_OPEN_NACK
Description: Not-Acknowladge response to a TTP_OPEN request. The link is still considered

CLOSED
ohoode | grooding7:0} | TWD[3LE] | RdD[E0]
TTP OPEN_ACK| VC[1:0] 6h02 N/A TTEOFEN

2. CLOSING ALINKINTPP
TTP _CLOSE

Description: Regeust a new TTF link to close between two MAC endpoints; set local final iD

\oBCol® | Encoding[70] | TXDELS] | RYID[L]
e mars | Lastssen RX

TTP_CLOSE | VCI40], 6h03 i-asfié’\ DA DATA
i {specuiative)

TP _CLOSE_ACK
Description: Acknowledge response to a TTP_CLOSE request. The link is now considered

CLOSED
wopeode | Ercoding(7:0] | TWD[3GO] | RxDRE]
TTP_OPEN_ACK| VCIt:0], 6104 NiA TIPCLOSE

FIG. 74
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