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(57) ABSTRACT 

Techniques for efficiently searching encrypted searchable 
spaces. For example, embodiments of the present invention 
provide techniques for searching a plurality of files that are 
stored in encrypted (or ciphertext) form. According to 
embodiments of the present invention, the search can usually 
be performed by decrypting only a portion of the encrypted 
searchable space. According to an embodiment of the present 
invention, the search techniques determine a set of files com 
prising one or more files from the plurality of encrypted files 
that contain a user-specified query element. The set of files is 
usually determined by decrypting only a Subset of the plural 
ity of encrypted files. 
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TECHNIQUES FOR SEARCHING 
ENCRYPTED FILES 

CROSS-REFERENCES TO RELATED 
APPLICATIONS 

0001. This application is a continuation of, and claims 
priority to, U.S. application Ser. No. 10/096,086 entitled 
“TECHNIQUES FOR SEARCHING ENCRYPTED 
FILES, filed on Mar. 11, 2002, which claims priority to U.S. 
Provisional Application No. 60/275,207, entitled “TECH 
NIQUES FOR SEARCHING ENCRYPTED FILE SYS 
TEMS filed Mar. 12, 2001, both of which are incorporated 
herein by reference. 

BACKGROUND OF THE INVENTION 

0002 The present invention relates to techniques for 
searching files and more particularly to techniques for search 
ing encrypted files. 
0003. Searching is an important and extensively used 
operation in computer applications. For example, a plurality 
of files stored on a file server may be searched to determine a 
set of files that contain a particular user-specified word, a list 
of uniform resource identifiers (URIs) may be searched to 
determine if a user-specified URI is in the list, a list of avail 
able resources may be searched by an access control applica 
tion to locate a resource and to determine access rights asso 
ciated with the resource, a particular file's contents may be 
searched to determine if a particular keyword is included in 
the file contents, and several other applications. 
0004. There are a number of different approaches to 
searching. According to one approach, searching can be mod 
eled as follows: given a searchable space S comprising ele 
ments from some domain X, and given a target or query 
element k from domain X (i.e., keX), searching is a process 
that determines if target element k is included in searchable 
space S (i.e., if keS). In addition to determining whether or 
not searchable space S includes query element k, the search 
process may also identify one or more locations within the 
searchable space where the query element is found. Domain 
X can be any arbitrary domain, e.g., the set of integers, the set 
of real numbers, a set of Strings of alphanumeric characters, 
etc. Searchable spaceS might manifest itselfin various forms, 
for example, set S might be a file, a plurality of files from one 
or more file systems, a list of URIs, a list of resources, etc. 
Search techniques typically attempt to minimize the time and 
processing resources needed to determine if keS. 
0005 Given a searchable space comprising a plurality of 

files, a common search request involves determining all files 
in the plurality of files that contain a particular query element 
k. Query element k may be a string comprising one or more 
words from a particular domain X. Several search techniques 
have been developed to service Such a search request. Accord 
ing to one technique, each file in the plurality of files is 
sequentially searched to determine occurrences of the query 
string kin the file's contents. Information identifying files that 
contain at least one occurrence of the query element is then 
output in response to the search request. According to another 
technique, an inverted index may be generated for the plural 
ity of files to be searched. The inverted index is then used to 
determine files that contain the query element. According to 
yet another technique, signature files that employ hashing 
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techniques may be used to process the search request. Several 
other techniques may also be used to process the search 
request. 
0006. The various search techniques described above for 
processing the search request all presume that the searchable 
space (e.g., the plurality of files) are not encrypted (i.e., the 
text files and documents are in readable, known formats). As 
used herein and in the literature, the term “plaintext” refers to 
data that is not encrypted (the opposite of being "ciphertext' 
or data that is encrypted). There are several instances where 
the searchable space is ciphertext and the presumption does 
not hold true. For example, data of a sensitive or confidential 
nature (e.g., credit card information, bank account informa 
tion, etc.) is usually stored in files that are stored in encrypted 
form. Conventional search techniques, which are tailored for 
searching plaintext files, generally cannot be efficiently (in 
terms of computation time and resources required for the 
search operation) used for searching encrypted files or cipher 
text. 

0007. One sector for example that has seen a heightened 
demand for efficient search techniques that are capable of 
searching encrypted files is the area of electronic commerce 
activities. Information of a sensitive and confidential nature, 
Such as credit card information, bank account information, or 
the like, is generally used for processing online transactions. 
Due to the “openness” of the Internet, this information used 
for processing online transactions is generally stored in 
encrypted form to preserve the privacy of the users and con 
fidentiality of the information. As a result, in order to be able 
to respond to customer requests in a timely manner, mer 
chants and other entities that engage in online commercial 
transactions need to use fast and efficient search techniques 
that are capable of searching encrypted or ciphertext files. In 
order to be cost effective, the online merchants prefer to use 
search techniques that require reduced memory and comput 
ing resources to perform the searches So as to minimize costs 
associated with the searches. For example, online banking 
institutions and credit card companies who authorize pay 
ments for online commerce activities need to use efficient 
search techniques that can process consumer requests in a 
timely manner while minimizing costs associated with the 
searches. 
0008. In light of the above, there is a need for search 
techniques that can search encrypted searchable spaces (e.g., 
encrypted files) in an efficient manner while minimizing the 
memory and computing resources required to perform the 
searches. 

BRIEF SUMMARY OF THE INVENTION 

0009 Embodiments of the present invention provide tech 
niques for efficiently searching encrypted searchable spaces. 
For example, embodiments of the present invention provide 
techniques for searching a plurality of files that are stored in 
encrypted (or ciphertext) form. According to embodiments of 
the present invention, the search can be performed by 
decrypting only a portion of the encrypted searchable space. 
According to an embodiment of the present invention, the 
search techniques determine a set of files comprising one or 
more files from the plurality of encrypted files that contain a 
user-specified query element. The set of files is usually deter 
mined by decrypting only a subset of the plurality of 
encrypted files. 
0010. According to an embodiment of the present inven 
tion, techniques are provided for searching a plurality of 
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encrypted files for which a data structure storing information 
related to contents of the plurality of encrypted files is pro 
vided. In this embodiment, a computer system configured to 
perform search the encrypted files receives information iden 
tifying a query element. A first set of files is determined from 
the plurality of encrypted files wherein membership of the 
first set is based upon the query element and information in 
the data structure, the first set of files comprising less than all 
of the plurality of encrypted files. Each file in the first set of 
files is decrypted and each decrypted file in the first set of files 
is searched to identify a second set of files that contains the 
query element, wherein the second set of files is a subset of the 
first set. Information identifying files in the second set of files 
is then output. 
0011. According to an embodiment of the present inven 

tion, at least Some of the data structure that is used to perform 
the search is encrypted. The first set of files from the plurality 
ofencrypted files is determined by decrypting a portion of the 
data structure, and determining the membership of the first set 
of files based upon the decrypted portion of the data structure. 
0012. The foregoing, together with other features, 
embodiments, and advantages of the present invention, will 
become more apparent when referring to the following speci 
fication, claims, and accompanying drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0013 FIG. 1 is a simplified block diagram of a computer 
system that may be used to search encrypted (or ciphertext) 
files according to an embodiment of the present invention. 
0014 FIG. 2 is a high-level simplified flowchart of a 
method of searching encrypted searchable spaces according 
to an embodiment of the present invention. 
0015 FIG. 3 is a high-level simplified flowchart of a 
method of searching encrypted searchable spaces according 
to an embodiment of the present invention applying the first 
search technique. 
0016 FIG. 4A depicts an example of how a plurality of 

files comprising four files may be grouped into entities 
according to an embodiment of the present invention. 
0017 FIG. 4B depicts a simplified table that stores entity 

to-file mapping information according to an embodiment of 
the present invention. 
0018 FIG. 5 is a high-level simplified flowchart of a 
method of searching encrypted searchable spaces according 
to an embodiment of the present invention applying the sec 
ond search technique. 
0019 FIG. 6 is simplified block diagram of a hierarchical 
data structure generated according to an embodiment of the 
present invention applying the third search technique. 
0020 FIG. 7 is a high-level simplified flowchart of a 
method of searching encrypted searchable spaces according 
to an embodiment of the present invention applying the third 
search technique. 
0021 FIG. 8 is a high-level simplified flowchart depicting 
processing performed in step 704 of FIG. 7 according to an 
embodiment of the present invention applying the third 
search technique. 
0022 FIG. 9 depicts an example of a hierarchical data 
structure generated according to the teachings of the third 
search technique for a plurality of encrypted files according to 
an embodiment of the present invention. 
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0023 FIG. 10 is a simplified block diagram depicting 
various modules and/or engines that may be used to imple 
ment search techniques according to an embodiment of the 
present invention. 

DETAILED DESCRIPTION OF THE INVENTION 

0024. The present invention provides techniques for effi 
ciently searching an encrypted searchable space. According 
to embodiments of the present invention, only a portion of the 
encrypted space needs to be decrypted in order to perform the 
search. The encrypted searchable space may correspond to a 
plurality of files stored in encrypted form. According to an 
embodiment of the present invention, the search techniques 
determine a set of files comprising one or more files from the 
plurality of encrypted files that contain a user-specified query 
element. The set of files is usually determined by decrypting 
only a subset of the plurality of encrypted files. 
0025 FIG. 1 is a simplified block diagram of a computer 
system 100 that may used to search encrypted searchable 
spaces (e.g. encrypted files) according to an embodiment of 
the present invention. As shown in FIG. 1, computer system 
100 includes at least one processor 102, which communicates 
with a number of peripheral devices via a bus subsystem 104. 
These peripheral devices may include a storage Subsystem 
106, comprising a memory Subsystem 108 and a file storage 
subsystem 110, user interface input devices 112, user inter 
face output devices 114, and a network interface Subsystem 
116. The input and output devices allow user interaction with 
computer system 100. A user may be a human user, a device, 
a process, another computer, or the like. 
0026. Network interface subsystem 116 provides an inter 
face to other computer systems and communication net 
works. Embodiments of network interface subsystem 116 
include an Ethernet card, a modem (telephone, satellite, 
cable, ISDN, etc.), (asynchronous) digital subscriber line 
(DSL) units, or the like. The computer networks may include 
the Internet, local area networks (LANs), wide area networks 
(WAN), wireless networks, intranets, private networks, pub 
lic networks, switched networks, or the like. 
0027. User interface input devices 112 may include a key 
board, pointing devices such as a mouse, trackball, touchpad, 
or graphics tablet, a scanner, a barcode scanner, a touchscreen 
incorporated into the display, audio input devices such as 
Voice recognition systems, microphones, or other types of 
input devices. In general, use of the term “input device' is 
intended to include all possible types of devices and ways to 
input information using computer system 100. 
0028. User interface output devices 114 may include a 
display Subsystem, a printer, a fax machine, or non-visual 
displays such as audio output devices. The display Subsystem 
may be a cathode ray tube (CRT), a flat-panel device such as 
a liquid crystal display (LCD), or a projection device. In 
general, use of the term “output device' is intended to include 
all possible types of devices and ways to output information 
from computer system 100. 
0029 Storage subsystem 106 may be configured to store 
the basic programming and data constructs that provide the 
functionality of the present invention. For example, accord 
ing to an embodiment of the present invention, Software mod 
ules implementing the functionality of the present invention 
may be stored in storage subsystem 106. These software 
modules may be executed by processor(s) 102. In a distrib 
uted environment, the software modules may be stored on a 
plurality of computer systems and executed by processors of 
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the plurality of computer systems. Storage subsystem 106 
may also provide a repository for storing various databases 
and data structures that may be used to store information 
according to the teachings of the present invention. Storage 
subsystem 106 may comprise memory subsystem 108 and file 
storage subsystem 110. 
0030 Memory subsystem 108 may include a number of 
memories including a main random access memory (RAM) 
118 for storage of instructions and data during program 
execution and a read only memory (ROM) 120 in which fixed 
instructions are stored. File storage subsystem 110 provides 
persistent (non-volatile) storage for program and data files, 
and may include a hard disk drive, a floppy disk drive along 
with associated removable media, a Compact Disk Read Only 
Memory (CD-ROM) drive, an optical drive, removable media 
cartridges, or other like storage media. One or more of the 
drives may be located at remote locations on other connected 
computers. 
0031 Bus subsystem 104 provides a mechanism for let 
ting the various components and Subsystems of computer 
system 100 communicate with each other as intended. The 
various Subsystems and components of computer system 100 
need not be at the same physical location but may be distrib 
uted at various locations. Although bus subsystem 104 is 
shown Schematically as a single bus, alternative embodiments 
of the bus subsystem may utilize multiple busses. 
0032 Computer system 100 itself can be of varying types 
including a personal computer, a portable computer, a work 
Station, a computer terminal, a network computer, a main 
frame, a kiosk, a personal digital assistant (PDA), a commu 
nication device such as a cellphone, an entertainment console 
(PS2, X-box), or any other data processing system. Due to the 
ever-changing nature of computers, the description of com 
puter system 100 depicted in FIG. 1 is intended only as a 
specific example for purposes of illustrating the preferred 
embodiment of the present invention. For example, other 
types of processors are contemplated, such as the AthlonTM 
class microprocessors from AMD, the PentiumTM-class or 
CeleronTM-class microprocessors from Intel Corporation, 
PowerPCTM G3 or G4 microprocessors from Motorola, Inc., 
CrusoeTM processors from Transmeta, Inc. or the like. Fur 
ther, other types of operating systems are contemplated in 
alternative embodiments including WindowsTM operating 
systems (e.g., Win95, Win98, WindowsNTTM, Win 
dowsXPTM, etc.) from Microsoft, Solaris from Sun Microsys 
tems, LINUX, UNIX, MAC OS X from Apple Computer 
Corporation, or the like. Many other configurations of a com 
puter system are possible having more or fewer components 
than the computer system depicted in FIG. 1. 
0033. The present invention may also be embodied in a 
distributed network environment comprising one or more 
client and server computers. In Such a network environment, 
processing performed according to the teachings of the 
present invention may be distributed among one or more 
computer systems of the network environment. 
0034. As indicated above, the present invention provides 
techniques for efficiently searching an encrypted searchable 
space containing elements from Some domain X. As indicated 
above, domain X can be any arbitrary domain, e.g., domain of 
integers, domain of real numbers, domain of String of alpha 
numeric characters, or the like. For purposes of describing the 
present invention, it is assumed that the encrypted searchable 
space corresponds to a plurality of files that are stored in 
encrypted form or as ciphertext. The plurality of files may 
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comprise files from one or more file systems. In response to 
receiving a search request comprising information identify 
ing a query element (which may be an element from a domain 
X), the present invention determines one or more files from 
the plurality of files that contain at least one occurrence of the 
query element. 
0035 FIG. 2 is a high-level simplified flowchart 200 
depicting a method of searching encrypted searchable spaces 
according to an embodiment of the present invention. The 
method depicted in FIG. 2 may be performed by software 
modules executing on computer system 100, hardware mod 
ules coupled to computer system 100, or combinations 
thereof. In alternative embodiments, the processing depicted 
in FIG. 2 may be performed by one or more computer sys 
tems. Flowchart 200 depicted in FIG. 2 is merely illustrative 
of an embodiment incorporating the present invention and 
does not limit the scope of the invention as recited in the 
claims. One of ordinary skill in the art would recognize varia 
tions, modifications, and alternatives. 
0036. According to the embodiment depicted in FIG. 2, 
processing for searching encrypted files is divided into two 
phases. During the first phase, one or more data structures or 
other like memory structures are generated that store infor 
mation related to the contents of the plurality of encrypted 
files to be searched. The information stored by the one or 
more data structures generated in the first phase is then used 
to search the encrypted files during the second phase to iden 
tify one or more files from the plurality of files that contain at 
least one occurrence of a user-specified query element. 
0037 According to an embodiment of the present inven 
tion, the first phase of processing is initiated when computer 
system 100 receives information identifying a plurality of 
encrypted files that are to be searched (step 202). The plurality 
of files forms the searchable space. The plurality of files may 
include files from one or more file systems. The encrypted 
files may be stored in a memory location accessible to com 
puter system 100. For example, the files may be stored in 
storage subsystem 106 of computer system 100, in databases, 
on disks, on some computer-readable medium accessible to 
computer system 100, or the like. The files may be stored on 
a singe computer-readable medium or may be stored on mul 
tiple com-readable media. 
0038 A user of the present invention may provide the 
information in step 202. According to an embodiment of the 
present invention, the user may specifically identify the files 
included in the plurality of files to be searched. In alternative 
embodiments, the user may specify a file system, or a storage 
device, etc. storing the files to be searched. 
0039. The files identified in step 202 are then processed 
and a data structure (or any other memory storage structure) is 
built storing information related to the contents of the plural 
ity of encrypted files (step 204). One or more data structures 
may be generated in step 204 to store information related to 
contents of the encrypted files. As described below, various 
different techniques may be used to generate the data struc 
ture(s) in step 204. The data structure(s) built in step 204 may 
be of various different types including one or more tables, 
databases, linked lists, trees, graphs, hierarchical structures, 
or the like. 
0040. The data structure generated in step 204 is then 
encrypted (step 206). Various different encryption techniques 
known to those skilled in the art may be used for encrypting 
the data structure. The encrypted data structure may then be 
stored in a memory location accessible to a computer system 
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100 that is configured to search the plurality of files. The data 
structure is then used to process search requests during the 
second phase. 
0041. It should be understood that the processing per 
formed in the first phase and the second phase may be per 
formed by the same computer system or may be performed by 
different computer systems. For example, according to an 
embodiment of the present invention, the computer systems 
that generates the data structure during the first phase may 
also be configured to service search request during the second 
phase. In alternative embodiments, the data structure encap 
Sulating information related to the contents of the encrypted 
files to be searched (i.e., the files included in the searchable 
space) may be built by a first computer system. The data 
structure may then be made accessible to a second computer 
system that is configured to service search requests. 
0042. According to an embodiment of the present inven 

tion, processing in the second phase is initiated when a com 
puter system 100 that is configured to service search requests 
receives a search request to identify files in the plurality of 
encrypted files that contain at least one occurrence of a query 
element k (step 208). For example, if the plurality of files 
contain elements from a domain X, the query element may be 
an element from domain X. For example, if domain X com 
prises character Strings or arrays having 1 to 255 elements 
with each element being an alphanumeric character or punc 
tuation, then query element k may correspond to one or more 
character strings from domain X. 
0043. The search request may be configured by a user 
using one or more input devices coupled to computer system 
100. The search request may also be received from a process 
executing on computer system 100. The search request may 
also be received from devices or systems coupled to computer 
system 100. For example, in a distributed environment, the 
search request may be received by computer system 100 from 
another computer system coupled to computer system 100 via 
network interface 106. 
0044. In response to receiving the search request, com 
puter system 100 then decrypts a portion of the data structure 
that was generated in step 204 and encrypted in step 206 (step 
210). According to an embodiment of the present invention, 
the portion decrypted in step 210 may correspond to the entire 
data structure. In other embodiments of the present invention, 
the portion decrypted in Step 210 may correspond to a portion 
of the data structure that is smaller than the entire data struc 
ture. The portion of the data structure decrypted in step 210 
depends on the query element received in step 208. 
0045 Based upon the information stored by the portion of 
data structure that is decrypted in step 210, computer system 
100 identifies a set of files from the plurality of files that may 
contain the query element k received in step 208 (step 212). 
As described below, various different techniques may be used 
to identify the set of files that may contain the query element. 
The number of files identified in step 212 is usually a subset 
of the total files in the plurality of files. 
0046. If it is determined in step 212 that the query element 

is not contained by any file in the plurality of files, then a 
signal may be output to the source of the search request 
indicating that the query element specified in the search 
request is not contained by any file in the plurality offiles. The 
search process is then terminated. 
0047 Assuming that the query element is contained by at 
least one file in the plurality of files, the one or more files in 
the set of files identified in step 212 are then decrypted (step 
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214). Since the set of files identified in step 212 is generally a 
subset of the plurality of encrypted files, according to the 
teachings of the present invention, only a Subset of the 
encrypted files need to be decrypted to service the search 
request. By reducing the amount of decryption needed to 
service the search request, the overall performance of the 
search is improved. 
0048. The contents of the files decrypted in step 214 are 
then searched to identify a set of one or more files that contain 
at least one occurrence of the query element received in step 
208 (step 216). Various different search techniques known to 
those skilled in the art may be used to search the decrypted 
files to identify files that contain at least one occurrence of the 
query element. The set of files identified in step 216 may be a 
subset of the set offiles identified in step 212 and decrypted in 
step 214. 
0049 Information identifying the set of one or more files 
identified in step 216 may then be output to the user or source 
of the search request (step 218). If no files were identified in 
step 216, a signal may be output to the user indicating that the 
plurality of files does not include any file that contains the 
query element. 
0050 Embodiments of the present invention strive to 
minimize the amount of decryption that has to be performed 
to service a search request. As described above, the search 
may be performed by decrypting (in step 210) only a portion 
of the database that stores information related to contents of 
the plurality of files. Additionally, the number of files 
decrypted in step 214 is usually a subset of the total files in the 
plurality of files. By reducing the number of decryption 
operations, the present invention reduces the number of 
memory and processing resources needed for the search. The 
time required to perform the search is also improved. 
0051. The following sections describe examples of search 
techniques that use variations of the method depicted in FIG. 
2 to search encrypted searchable spaces in an efficient manner 
while minimizing the memory resources required to perform 
the searches. For purposes of describing the present invention 
it is assumed that the encrypted searchable space corresponds 
to a plurality of encrypted files. The plurality of encrypted 
files may comprise encrypted files from one or more file 
systems. 

First Search Technique 
0.052 According to the first search technique, an index 
table is generated during the first phase of the processing. The 
index table stores indexing information related to the contents 
of the plurality of encrypted files. According to an embodi 
ment of the present invention, the index table stores one or 
more entries, wherein each entry contains a word (or element 
from the search domain) and information identifying one or 
more files from the plurality of files that contain at least one 
occurrence of the word. For example, according to an 
embodiment of the present invention, each entry in the index 
table identifies a word and names of one or more files that 
contain the word. In alternative embodiments, each entry in 
the index table may identify a word and store references or 
pointers to one or more files from the plurality of files that 
contain at least one occurrence of the word. 
0053 Accordingly, each entry in an index table built 
according to the first search technique is of the form: 
(<wordd, <file>), where <wordd identifies a word, and <file> 
identifies one or more files from the plurality of files that 
contain the word identified by <wordd. In order to minimize 
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the size of the index table, only one entry is stored for each 
word even though the word may occur multiple times in one 
or more files. Accordingly, each (<wordd, <file>) entry in the 
index table is unique (i.e., no duplicates). The index table is 
stored in encrypted form. 
0054 FIG. 3 is a simplified high-level flowchart 300 of a 
method of searching encrypted searchable spaces according 
to an embodiment of the present invention applying the first 
search technique. The method depicted in FIG. 3 may be 
performed by Software modules executing on computer sys 
tem 100, hardware modules coupled to computer system 100, 
or combinations thereof. In alternative embodiments, the pro 
cessing may be performed by one or more computer systems. 
Flowchart 300 depicted in FIG. 3 is merely illustrative of an 
embodiment incorporating the present invention and does not 
limit the scope of the invention as recited in the claims. One of 
ordinary skill in the art would recognize variations, modifi 
cations, and alternatives. 
0055 As depicted in FIG. 3, processing is initiated when 
computer system 100 that is configured to perform the search 
receives a search request to identify files in the plurality of 
encrypted files that contain at least one occurrence of a query 
element k (step 302). A user of computer system 100 using 
one or more input devices coupled to computer system 100 
may configure the search request. Alternatively, the search 
request may be received from a process executing on com 
puter system 100. The search request may also be received 
from devices or systems coupled to computer system 100. For 
example, in a distributed system, the search request may be 
received by computer system 100 from another computer 
system coupled to computer system 100 via network interface 
106. 

0056. In response to receiving the search request, com 
puter system 100 decrypts the index table that has been built 
according to the teachings of the first search technique (step 
304). The decrypted index table is then searched to identify an 
entry in the index table whose <wordd matches the query 
element (step 306). If it is determined (step 308) that there is 
no entry in the index table where <wordd matches the query 
element, it indicates that the query element is not found in any 
file in the plurality of files. A signal is then output indicating 
that the query element is not contained in any file in the 
plurality of encrypted files (step 310). 
0057. If a matching entry is found in step 306, it indicates 
that at least one file in the plurality of files contains the query 
element. One or more files that contain the query element are 
determined from the <file> field of the matching index table 
entry identified in step 306 (step 312). According to an 
embodiment of the present invention, information identifying 
the files determined in step 312 is then output to the user or 
Source of the search request (step 314). According to the 
teachings of the present invention, the set of files identified in 
step 312 is usually a subset of the plurality of files. For 
example, if the plurality of files comprises M files (where 
M22), and the set of files identified in step 312 comprises Z 
files, then Z is generally less than M, but in some cases Z may 
be equal to M. 
0058. In an alternative embodiment of the present inven 

tion, the one or more files that are determined in step 312 are 
decrypted (step 316). The contents of each file decrypted in 
step 316 are then searched to identify locations within the file 
of the query element (step 318). Information identifying the 
files determined in step 312 and information identifying loca 
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tions within the files where the query element is located are 
then output to the user (step 320). 
0059. As described above, according to the first search 
technique, information identifying one or more files that con 
tain the query element is determined without decrypting the 
files. Only the index table is decrypted to identify files that 
contain at least one occurrence of the query element. This 
reduces the number of decryption operations needed for the 
search. Further, if the search request requests (in addition to 
identifying the files) information identifying locations of the 
query element within the files, then the information indicating 
the locations is determined by decrypting only those files that 
are identified to contain at least one occurrence of the query 
element. 

Second Search Technique 
0060 According to the second technique, the searchable 
space (i.e., the plurality of encrypted files to be searched) is 
partitioned into blocks or “entities’ based upon a parameter P 
(hereinafter referred to as the “file partition parameter P). 
File partition parameter P may be specified in terms of bytes, 
Kbytes, Mbytes, Gbytes, or other memory measurement 
units. The parameter may be specified by a user of the present 
invention. Information mapping words to entities that contain 
the words and information mapping entities to files that con 
stitute the entities is then stored in data structures accessible 
to computer system 100 that is configured to perform the 
search. For example, the information mapping information 
may be stored in one or more tables accessible to computer 
system 100. The information stored in the tables is then used 
to service search requests. 
0061 Various different techniques may be used for parti 
tioning the files. According to one technique, if the size of a 
first file is more than P, a first portion of the file (measuring P) 
may be allocated to a first entity and the remaining portion of 
the first file may be allocated to a second entity. Other files 
may be grouped into the second entity to fill the capacity 
(specified by file partition parameter P) of the entity. For files 
of size less than P. many such files may be grouped into a 
single entity. Various other techniques may also be used to 
group files from the plurality of files to be searched into one 
or more entities. For each entity, information (hereinafter 
referred to as “entity-to-file mapping information”) identify 
ing the one or more files that constitute or are grouped into the 
entity is stored in a memory location accessible to the com 
puter system that is configured to perform the searches. The 
entity-to-file mapping information may be stored in 
encrypted form. 
0062 According to an embodiment of the present inven 
tion, each entry in a table storing entity-to-file mapping infor 
mation built by applying the second search technique may be 
of the form: (<entity>, <file>), where <entity> identifies a 
particular entity, and <file> identifies one or more files that are 
grouped into the entity identified by <entity>. The table stor 
ing the entity-to-file information may be stored in encrypted 
form. 
0063. The size of the table storing the entity-to-file map 
ping information depends upon the value of file partition 
parameter P. The size of the table is inversely proportional to 
the value of P for a given set of files. For a given plurality of 
files, as the value of P is decreased, the number of entities into 
which the files are partitioned increases and as a result the 
number of entries in the table increases, thereby increasing 
memory resources required for storing the table. Conversely, 
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when the value of P is increased, the number of entities into 
which the plurality of files is partitioned decreases. As a result 
the number of entries stored in table decreases, thereby reduc 
ing the memory resources required for storing the table. 
According to the teachings of the present invention, the value 
of file partition parameter P may be appropriately chosen to 
strike a balance between memory resources needed for stor 
ing the table and the time needed to process a search request, 
which is often related to the size of the partition. One formula 
for determining an appropriate value for P is described below. 
0064 FIG. 4A depicts an example of how a plurality of 

files comprising four files may be grouped into entities 
according to an embodiment of the present invention. As 
shown in FIG. 4A, the plurality of encrypted files to be 
searched comprises four files, namely, “a.doc' 402, “b.doc' 
404, “c.doc' 406, and “d.doc' 408. File “a.doc' is of size 120 
Kbytes, “b.doc' is of size 100 Kbytes, “c.doc" is of size 20 
Kbytes, and “d.doc' is of size 40 Kbytes. For the example 
depicted in FIG. 4, file partition parameter P has been con 
figured to be 100 Kbytes. As shown, the plurality of files has 
been partitioned into three entities. The first entity (Entity #1) 
comprises a first portion (100 Kbytes) of file “a.doc, the 
second entity (Entity #2) comprises a second portion (20 
Kbytes) of file “a.doc' and a first portion (80 Kbytes) of file 
“b.doc, and the third entity (Entity #3) comprises a second 
portion (20 Kbytes) of file “b.doc' and files "c.doc' and 
“d.doc.” It should be apparent that various other techniques 
known to those skilled in the art may be used for partitioning 
the plurality of files into entities. 
0065 FIG. 4B depicts a simplified table that stores entity 

to-file mapping information according to an embodiment of 
the present invention. The table depicted in FIG. 4B stores 
information corresponding to the partitioning depicted in 
FIG. 4A. As shown, the first entity (Entity #1) maps to file 
“a.doc, the second entity (Entity #2) maps to files “a.doc' 
and “b.doc, and the third entity (Entity #3) maps to files 
“b.doc', 'c.doc', and “d.doc'. 
0066. According to the second search technique, an index 
table is generated that stores information related to the con 
tents of the plurality of encrypted files as partitioned into 
entities. According to an embodiment of the present inven 
tion, each entry in the index table identifies a word (or ele 
ment) and information identifying one or more entities that 
contains at least one occurrence of the word. Accordingly, the 
information stored in the index table may also be referred to 
as “word-to-entity mapping information'. In alternative 
embodiments, each entry in the index table may identify a 
word and store references or pointers to one or more entities 
that contain at least one occurrence of the word. Further, in 
other embodiments of the present invention, the word-to 
entity information and entity-to-file information may be 
stored in one index table and referred to as indexing informa 
tion. 

0067. According to an embodiment of the present inven 
tion, each entry in an index table storing word-to-entity map 
ping information built by applying the second search tech 
nique is of the form: (<wordd, <entity>), where <wordd 
identifies a word, and <entity> identifies one or more entities 
that contain at least one occurrence of the word identified by 
<wordd. In order to minimize the size of the index table, only 
one entry is stored for each word even though the word may 
occur multiple times in one or more entities. As a result, each 
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entry in the index table storing word-to-entity mapping infor 
mation is unique (i.e., no duplicates). The index table may be 
stored in encrypted form. 
0068. The size of the index table storing word-to-entity 
mapping information depends upon the value of file partition 
parameter P. For a given plurality of files, when P decreases, 
the number of entities into which the files are partitioned 
increases. Since the size of an entry for a word might depend 
on the number of partitions that contain the word and does not 
increase for repeated instances of the word in a partition, 
Smaller partitions can be expected to result in a larger index 
table, thereby increasing memory resources required for Stor 
ing the index table. Conversely, when Pincreases, the number 
of entities into which the files are partitioned might be 
expected to decrease, thereby reducing the memory resources 
required for storing the index table. According to the teach 
ings of the present invention, the value of file partition param 
eter P may be appropriately chosen to strike a balance 
between memory resources needed for storing the index table 
and the time needed to process a search request. A formula for 
determining an appropriate value for P is described below. 
0069 FIG. 5 is a high-level simplified flowchart 500 
depicting a method of searching encrypted searchable spaces 
according to an embodiment of the present invention apply 
ing the second search technique. The method depicted in FIG. 
5 may be performed by software modules executing on com 
puter system 100, hardware modules coupled to computer 
system 100, or combinations thereof. In alternative embodi 
ments, the processing may be performed by one or more 
computers systems. Flowchart 500 depicted in FIG. 5 is 
merely illustrative of an embodiment incorporating the 
present invention and does not limit the scope of the invention 
as recited in the claims. One of ordinary skill in the art would 
recognize variations, modifications, and alternatives. 
0070. As depicted in FIG. 5, processing is initiated when 
computer system 100 receives a search request to determine 
files in the plurality of encrypted files that contain at least one 
occurrence of a query element k (step 502). A user of com 
puter system 100 using one or more input devices coupled to 
computer system 100 may configure the search request. Alter 
natively, the search request may be received from a process 
executing on computer system 100. The search request may 
also be received from devices or systems coupled to computer 
system 100. For example, in a networked environment, the 
search request may be received by computer system 100 from 
another computer system coupled to computer system 100 via 
network interface 106. 
0071. In response to receiving the search request, com 
puter system 100 decrypts the index table storing the word 
to-entity information that has been generated according to the 
teachings of the second search technique (step 504). The 
decrypted index table is then searched to identify an entry in 
the index table whose <wordd matches the query element 
(step 506). If it is determined (step 508) that there is no entry 
in the index table whose <wordd matches the query element, 
it indicates that the query element is not found in any file in the 
plurality of files. A signal is then output indicating that the 
query element is not contained in any file in the plurality of 
files (step 510). 
0072. If a matching entry is found in step 506, it indicates 
that at least one file in the plurality of files contains the query 
element. One or more entities that contain the query element 
are determined from the <entity> field of the matching index 
table entry determined in step 506 (step 512). 
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0073. The entity-to-file information is then decrypted 
(step 514). According to an embodiment of the present inven 
tion, the entity-to-file information may be decrypted in step 
504 when the word-to-entity information is decrypted. 
According to an alternative embodiment of the present inven 
tion, step 514 may not be performed if the entity-to-file infor 
mation is stored in non-encrypted plaintext form. 
0074 The entity-to-file information is then used to deter 
mine one or more files that are grouped in the entities deter 
mined in step 512 (step 516). The files identified in step 516 
are generally a subset of the plurality of files and represent 
files that may contain the query element. For example, if M 
files are included in the plurality of files and Z files are 
identified in step 516, then Z is generally less than M, but in 
Some cases Z may be equal to M. 
0075. The one or more files that are determined in step 516 
are then decrypted (step 518). The contents of the files 
decrypted in step 518 are then searched to identify a set of one 
or more files that contain at least one occurrence of the query 
element (step 520). The files identified in step 520 may be a 
subset of the files identified in step 516. For example, if Z files 
are determined in step 516 and J files are identified in step 
520, then JesZ. The location of the query element in the files 
may also be determined as part of step 520. Information 
identifying the one or more files determined in step 520 is 
then output to the user (step 522). As part of step 522, infor 
mation identifying locations of the query element within the 
files may also be output. 
0076. As described above, according to the second search 
technique, information identifying files that contain the query 
element can be determined by decrypting only a subset of the 
files in the plurality of files. This provides substantial savings 
in the time needed to process a search request while minimiz 
ing the memory resources required to perform the search. 
Using the file partition parameter that is capable of grouping 
many Small files into one entity and of partitioning a large file 
into many entities results in improved performance. 
0077. As stated above, according to the teachings of the 
second search technique, the value of file partition parameter 
P may be appropriately chosen to strike a balance between 
memory resources needed for storing the indexing informa 
tion and the time needed to process a search request. There are 
approximately three time costs associated with servicing a 
search request according to the second search technique. 
These costs include (1) the cost of decrypting (step 504) and 
searching (step 506) the index table storing the word-to-entity 
information; (2) the cost of decrypting (step 518) the relevant 
files determined in step 516; and (3) the time needed to search 
(step 520) the relevant decrypted files. According to an 
embodiment of the present invention, the value of file parti 
tion parameter P may be optimized such that the total costs 
associated with processing a search request are minimized. 
0078. In order to determine the optimal value of Paccord 
ing to one method, it will be assumed that the query element 
comprises a single word W. It should however be apparent that 
a query element may comprise multiple words. 
007.9 The time needed to decrypt a file is generally pro 
portional to the size of the file. Let this time be cn, where n is 
the size of the file and c is a constant. Let the files 1,2,..., N 
of the plurality of files be of sizes f. f. . . . . f. Also let 
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specify the total size of the plurality of files to be searched. 
0080 For a given word w and a file i, assume that the 
number of times that w occurs in file i is binomially distrib 
uted with parameters (e., fl), for Some e. This implies that the 
expected number of times w occurs in file i is f.e. The prob 
ability that w does not occur in file i is (1-e). Thus, the 
probability that w occurs at least once in file i is 1-(1-e). Let 
e, denote this probability. 
I0081. As previously described, the size of the index table 
storing the word-to-entity information can be expected to 
increase when P decreases. The number of pointers likely to 
be needed, and thus the size of the address space in the index 
table is 

W 
i F 
f 3 - + N. 

4| P P 

Thus the number of bytes B, needed for each pointer in the 
index table would satisfy: 

Bs 

Let the number of pointers in any file i be 

f 
for some appropriated. Then, the size of the index table will 
be 

The cost of decrypting and searching the index table would 
then be 

cd-B. 

I0082 Since the probability that w occurs in file i at least 
once is e, the probability that a given file i will be decrypted 
is e,. Thus, the total expected cost of decrypting all the rel 
evant files is 
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0083. As described above, after decrypting the files, the 
relevant entities of the decrypted files are searched. The 
expected time needed to search through the relevant entities 
of file i is no more than mine.cf.e.,efcP}scee,f.P. Summing 
that term overall partitions, the expected time needed for step 
520 in FIG. 5 is no more than ceFP. 
0084 Put together, the total expected time to process the 
search query is no more than 

F B+ cF + cFPs. 

Here, B is a function of F. P. and N. Since such a function 
would only be logarithmic with respect to (F/P+N), an 
approximate analysis could treat B as being independent of P 
(one possible approximation for B is 

A minimum this total expected time as a function of Poccurs 
at 

P = CFB BF 
TW cFe T W Fe 

The parameters c, d, and e might be estimated by empirically 
examining the characteristics of the files in plurality of files to 
be searched such as the sizes of the individual files, the file 
content type, the amount of memory resources available for 
the processing, the amount of time permissible for the pro 
cessing, and other characteristics of the plurality of files. 

Third Search Technique 

0085. The third search technique is an extension of the first 
search technique and the second search technique described 
above. The third search technique can be applied to encrypted 
as well as plaintext files. As discussed above, according to the 
second search technique, the word-to-entity information is 
stored in a single index table with entries of the form 
(<wordd, <entity>) and the entire index table needs to be 
decrypted (in step 504 depicted in FIG. 5) when processing a 
search request. According to the third search technique, the 
information stored by the single index table generated 
according to the second search technique is divided into mul 
tiple index tables, i.e., the word-to-entity information is 
divided among a plurality of index tables with each index 
table storing a portion of the word-to-entity information. 
I0086 For example, if the plurality of files contained 
strings from a domain X comprising alphanumeric characters 
(i.e., characters A-Z, a-Z, 0-9), then the word-to-entity infor 
mation (of the form (<wordd, <entity>) as described above) 
may be spread across 27 index tables as follows: index table 
#1 stores entries for words starting with “a” or “A”, index 
table #2 stores entries for words starting with “b’ or “B”. 
index table #3 stores entries for words starting with “c” or 
“C”, index table #4 stores entries for words starting with “d 
or 'D', and so on, and index table #27 stores entries for words 
starting with numerals “1-9. In this manner, according to the 
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teachings of the third search technique, the word-to-entity 
information is spread across multiple index tables. 
I0087. According to the third search technique, the data 
structure that is built to facilitate the search comprises a 
hierarchical system of hashing tables that store hashing infor 
mation and index tables that store the word-to-entity infor 
mation. FIG. 6 is simplified block diagram of a hierarchical 
data structure 600 generated according to an embodiment of 
the present invention applying the third search technique. As 
depicted in FIG. 6, data structure 600 comprises a plurality of 
hierarchically organized tables, including hash tables and 
index tables. The hash tables and index tables are stored in 
encrypted form. According to the teachings of the third search 
technique, data structure 600 comprises a plurality of levels 
headed by a root hash table 602 at level 1. The data structure 
depicted in FIG. 6 comprises R levels. As shown in FIG. 6, a 
table at a particular level L (except tables at level R which 
form the leaves of the data structure) has pointers that point to 
one or more tables at level (L+1). For example, as shown in 
FIG. 6, hash table 602 at level 1 has pointers to three tables at 
level 2, the tables at level 2 have pointers to tables at level 3. 
and so on until the index tables at level R are reached. 

I0088. The number of levels to be used for generating the 
data structure can be empirically determined from the prop 
erties of the plurality of files to be searched. For example, 
according to an embodiment of the present invention, the 
value of R may be determined based upon the sizes of indi 
vidual files in the plurality of files, the content types of the 
files, the amount of memory resources available for perform 
ing the search, the amount of time permissible for building the 
data structure and for processing the search request, and upon 
other like characteristics. 

I0089. According to the teachings of the third search tech 
nique, levels 1 through (R-1) of data structure 600 comprise 
hash tables, and level R comprises index tables that store the 
word-to-entity information. The tables of level 1 through 
level (R-1) thus form a hashing structure that may be used to 
reach or select a particular index table at level R. According to 
an embodiment of the present invention, each hash table in 
data structure 600 includes one or more entries of the form: 
(<hash values, <child table>), where <hash values indicates 
ahash value (or range of values) obtained from an input query 
element, and <child table> is a reference or pointer to a table 
at the next level associated with a particular hash value. 
0090. In alternative embodiments, a hash function may 
also be included in each hash table. In this embodiment, the 
hash function is applied to an input query element to generate 
a hash value for the input query element. The hash value 
generated for the query element is then matched to a hash 
value stored by the hashtable to determine aparticular pointer 
to a table at the next level. For hash tables at level 1 through 
level (R-2), the <child table> pointers point to hash tables at 
the next level. For hash tables at level (R-1), the <child table> 
pointers point to index tables at level R. 
0091. According to an embodiment of the present inven 
tion, each index table at level R stores a portion of the word 
to-entity information. The word-to-entity information is thus 
spread across multiple index tables. As described below in 
further detail, the distribution of word-to-entity information 
among multiple index tables allows search requests to be 
processed by decrypting only a portion of the word-to-entity 
information (i.e., a portion stored by an index table that is 
selected by hashing the input query element). This reduces 
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the decryption operations needed for servicing a search 
request that in turn improves the performance of the search 
technique. 
0092. Each index table at level R stores one or more entries 
of the form: (<wordd, <entity>), where <wordd identifies a 
word, and <entity> identifies one or more entities that contain 
the word identified by <wordd. In order to minimize the size 
of the index table, only one entry is stored for each word even 
though the word may occur multiple times in one or more 
entities. Accordingly, the entries in the index tables are unique 
(i.e., no duplicates). As described above with respect to the 
second search technique, the number of entities into which 
the plurality of files is grouped is determined by the file 
partition parameter. In alternative embodiments, each entity 
may correspond to a single file in the plurality of files. 
0093 Various different hashing techniques may be used to 
generate the hashing structure (i.e., the tables and structure of 
levels 1 through (R-1)) of data structure 600. According to an 
embodiment of the present invention, the hashing is coarse at 
level 1 and becomes more and more refined as the levels 
increase. The hashing functions used for the hashing can be 
deterministic or can be randomized. The hashing functions 
are applied to the query element to select a particular index 
table at level R. 
0094. According to an embodiment of the present inven 
tion applying the third search technique, at level i of the 
hierarchy of data structure 600, the range for the hash func 
tions is chosen as 1, N, for Some integer N, (for 1 sisR-1). 
For example, at level (R-1), N is the number of entities that 
the plurality of files has been partitioned into Each query 
word W might be thought of as (or mapped to) an integer 
between 1 and M for some M. Let the hash function used at 
level i beh, {1,2,..., M->{1,2,..., N,}. The function h, 
might be chosen to be: h, (w)—wmodN+1. Under the assump 
tion of a uniform distribution in the input space, these func 
tions map the words uniformly in the range 1, N, at level i. 
0095. If the uniformity assumption is invalid, then one 
could achieve a similar performance in the worst case with 
high probability applying the technique described in M. 
Dietzfelbinger, J. Gil, Y. Matias, and N. Pippenger, Polyno 
mial Hash Functions Are Reliable, Proc. ICALP 1992, pp. 
235-246, et al., the entire contents of which are herein incor 
porated by reference for all purposes. In Dietzfelbinger et al., 
it is shown that degree 3 polynomials yield reliable perfor 
mance and behave similar to random functions. 
0096 FIG. 7 is a simplified high-level flowchart 700 
depicting a method of searching encrypted searchable spaces 
according to an embodiment of the present invention apply 
ing the third search technique. The method depicted in FIG. 7 
may be performed by Software modules executing on com 
puter system 100, hardware modules coupled to computer 
system 100, or combinations thereof. In alternative embodi 
ments, the processing may be performed by multiple com 
puter systems. Flowchart 700 depicted in FIG. 7 is merely 
illustrative of an embodiment incorporating the present 
invention and does not limit the scope of the invention as 
recited in the claims. One of ordinary skill in the art would 
recognize variations, modifications, and alternatives. 
0097. As depicted in FIG. 7, processing is initiated when 
computer system 100 receives a search request to determine 
files in the plurality of encrypted files that contain a query 
element k (step 702). A user of computer system 100 using 
one or more input devices coupled to computer system 100 
may configure the search request. Alternatively, the search 
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request may be received from a process executing on com 
puter system 100. The search request may also be received 
from devices or systems coupled to computer system 100. For 
example, in a network environment, the search request may 
be received by computer system 100 from another computer 
system coupled to computer system 100 via network interface 
106. 
0098. The query element specified in the search request is 
then hashed using the hashing structure of the hierarchical 
data structure built according to the third search technique to 
determine an index table that stores a portion of the word-to 
entity information (step 704). The processing performed in 
step 704 is described below in further detail. The index table 
determined in step 704 is then decrypted (step 706). The 
decrypted index table is then searched to identify an entry in 
the index table whose <wordd matches the query element 
(step 708). If it is determined (step 710) that there is no entry 
in the index table whose <wordd matches the query element, 
it indicates that the query element is not found in any file in the 
plurality of files. A signal is then output indicating that the 
query element is not contained in any file in the plurality of 
encrypted files (step 712). 
0099. If a matching entry is found in step 708, it indicates 
that at least one file in the plurality of files contains the query 
element. One or more entities that contain the query element 
are determined from the <entity> field of the matching index 
table entry determined in step 708 (step 714). 
0100. The entity-to-file information is then decrypted 
(step 716). According to an embodiment of the present inven 
tion, the entity-to-file information may be decrypted in step 
706 when the index table storing the word-to-entity informa 
tion is decrypted. According to an alternative embodiment of 
the present invention, step 716 might not be performed if the 
entity-to-file information is stored in non-encrypted plaintext 
form. According to an embodiment of the present invention, 
the entity-to-file information may also be spread across mul 
tiple tables with each table storing a portion of the entity-to 
file information. In this embodiment, only that portion of the 
entity-to-file information corresponding to the index table 
decrypted in step 706 may be decrypted. This helps reduce the 
amount of information that has to be decrypted to process the 
search request. 
0101 The decrypted entity-to-file information is then 
used to determine one or more files that are grouped in the 
entities determined in step 714 (step 718). The files identified 
in step 718 are generally a subset of the plurality of files. For 
example, if M files are included in the plurality of files and Z 
files are identified in step 718, then Z is generally less than M. 
0102 The one or more files determined in step 718 are 
then decrypted (step 720). The contents of the files decrypted 
in step 720 are then searched to identify a set of one or more 
files that contain the query element (step 722). The set of files 
identified in step 722 includes files that may contain the query 
element. The files identified in step 722 may be a subset of the 
files identified in step 718. For example, if Z files are deter 
mined in step 718 and J files are identified in step 722, then 
JsZ. The location of the query element in the files may also 
be determined as part of step 722. Information identifying the 
one or more files determined in step 722 is then output to the 
user (step 724). As part of step 722, information identifying 
locations of the query element within the files may also be 
output. 
0103 FIG. 8 is a high-level simplified flowchart depicting 
processing performed in step 704 of FIG. 7 according to an 
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embodiment of the present invention applying the third 
search technique. The method depicted in FIG. 8 may be 
performed by Software modules executing on computer sys 
tem 100, hardware modules coupled to computer system 100, 
or combinations thereof. In alternative embodiments, the pro 
cessing maybe performed by one or more computer systems. 
The method depicted in FIG. 8 is merely illustrative of an 
embodiment incorporating the present invention and does not 
limit the scope of the invention as recited in the claims. One of 
ordinary skill in the art would recognize variations, modifi 
cations, and alternatives. 
0104. As depicted in FIG. 8, upon receiving a search 
request, the root hash table of the hierarchical data structure 
generated according to the teachings of the third search tech 
nique is selected (step 802). The root hash table is then 
decrypted (step 804). A table at level 2 of the hierarchical data 
structure is then determined based upon the query element 
and upon hashing information stored by the root hash table 
(step 806). The table at level 2 is the <child table> correspond 
ing to the <hash values of the query element in the root table. 
A variable 'i' is then initialized to 2 to indicate the level of the 
selected table (step 808). The table selected at level “i' is then 
decrypted (step 810). A check is then made to determine if the 
table decrypted in step 810 is a hash table or an index table 
(step 812). If the table is determined to be an index table, then 
processing continues with step 706 in FIG. 7. If the table is 
determined to be a hash table, then a table at the next level 
(i.e., at level (i+1)) of the hierarchical data structure is deter 
mined based upon the query element and hashing information 
stored by the hash table decrypted in step 810 (step 814). The 
table at level “i-1 corresponds to the <child table> corre 
sponding to the <hash valued of the query element in the hash 
table at level 'i'. The value of variable 'i' is then incremented 
to indicate the level of the selected table (step 816). Process 
ing then continues with step 810. 
0105 Since the hash tables and the index tables are stored 
in encrypted form, multiple levels of hashing are used to 
minimize the amount of information that needs to be 
decrypted for processing a search request. The third search 
technique is thus well suited for search environments where 
the size of main memory (e.g., RAM) is Smaller than the size 
of the index table of the second search technique since only a 
portion of the index table is decrypted to process the search 
request. This provides Substantial savings in the time needed 
to process a search request while minimizing the memory 
resources required to perform the search. 
0106 FIG. 9 depicts an example of a hierarchical data 
structure 900 generated according to the teachings of the third 
search technique for a plurality of encrypted files containing 
elements (words) belonging to a domain X according to an 
embodiment of the present invention. It is assumed that the 
character set for the domain X comprises four characters, 
namely, “a”, “b”, “c”, and “d”. 
0107 As depicted in FIG. 9, data structure 900 comprises 
three levels with hash tables 902 at levels 1 and 2, and index 
tables 904 at level 3. Root hash table 902-a comprises two 
entries: (<Words starting with “a” or “b'>, <Table 902-ba), 
and (<Words starting with “c” or “d'>, <Table 902-cd). 
Accordingly, if a query element starts with “a” or “b’, then 
table 902-b is selected, else if the query element starts with 
“c” or 'd', then table 902-C is selected. Table 902-bat level 2 
also has two entries: (<Words starting with “a'>, <Table 
904-ad), and (<Words starting with “b'>, <Table 904-b>). 
Accordingly, if the query element starts with “a” then index 
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table 904-a is selected, else if the query element starts with 
“b', then index table 904-b is selected. Table 902-C at level 2 
also has two entries: (<Words starting with “c'>, <Table 
904-c.), and (<Words starting with “d'>, <Table 904-ds). 
Accordingly, if the query element starts with “c” then index 
table 904-c is selected, else if the query element starts with 
“d', then index table 904-d is selected. 
0108. Each index table 904 stores a portion of the word 
to-entity information. As depicted in FIG. 9, index table 
904-a stores information related to words starting with “a” 
and the entities that contain the words, index table 904-b 
stores information related to words starting with “b” and the 
entities that contain the words, index table 904-c stores infor 
mation related to words starting with 'c' and the entities that 
contain the words, and index table 904-d stores information 
related to words starting with “d' and the entities that contain 
the words. 
0109 Accordingly, if the query element specified in a 
search request starts with the character “c”, then only hash 
tables 902-a and 902-C and index table 904-care decrypted as 
part of the processing to service the search request. Thus, only 
a portion of the hashing structure and a portion of the word 
to-entity information is decrypted to process the search 
request. This provides Substantial savings in the time needed 
to process a search request while minimizing the memory 
resources required to perform the search. 

Examples of Modules for Implementing the Search Tech 
niques According to Embodiments of the Present Invention 
0110 FIG. 10 is a simplified block diagram depicting 
various modules and/or engines that might be used to imple 
ment the search techniques, including the first, second, and 
third search techniques described above, according to an 
embodiment of the present invention. The modules depicted 
in FIG. 10 may be implemented in software or hardware or 
combinations thereof. As shown in FIG. 10, the modules 
include a user interface (UI) module 1002, a data structure 
builder module 1004, a search module 1006, and a commu 
nication module 1008. 
0111 Data structure builder module 1004 is configured to 
build one or more data structures that are used to perform 
searches according to the teachings of the present invention. 
The data structure(s) may be built according to the first search 
technique, the second search technique, the third search tech 
nique, or other techniques. According to an embodiment of 
the present invention, the plurality of files to be searched may 
be stored in database 1010 and may be accessed by structure 
builder module 1004 to build the data structure(s). In a net 
worked environment, the plurality of files may be stored by 
various computer systems in the network and data structure 
builder module 1004 may receive or access information 
related to the plurality of files from the various computer 
systems via communication module 1008. The user may also 
specify the plurality of files to be searched by providing the 
relevant filenames via user interface 1002. The data structure 
(s) built by data structure builder 1004 may be stored in a 
memory location accessible to the computer system that is 
configured to perform searches. 
0112 Search module 1006 is configured to perform 
searches to determine files from the plurality of files that 
contain at least one occurrence of a query element specified in 
a search request. Search module 1006 uses the data structure 
(s) built by data structure builder module 1004 to perform the 
searches. Search module 1006 may receive the search request 
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via user interface module 1002. Searching may be performed 
according to the first search technique, the second search 
technique, the third search technique, or other techniques. 
Results of the searches performed by search module 1006 
may be output to the user via user interface module 1002. In 
a networked environment, search module 1006 may receive 
search requests from other computer systems and networks 
via communication module 1008 and the search results may 
be communicated to the Sources of the search requests via 
communication module 1008. In a network environment, 
search module 1006 may access the data structures used for 
the searching via communication module 1008. The data 
structures used by search module 1006 to perform the 
searches may also be received from an external computer or 
network via communication module 1008. 
0113 Communication module 1008 is configured to 
facilitate communication of information and data to and from 
the computer system that is configured to search encrypted 
searchable spaces according to the teachings of the present 
invention. Communication module 1008 may receive search 
requests from external entities including external computer 
systems and networks. Data structures used to facilitate the 
searches may also be received by communication module 
1008 from external entities. Results of searches performed by 
search module 1006 may be communicated by communica 
tion module 1008 to the sources of the requests. 
0114. User interface module 1002 provides an interface 
via which a user may input search requests and receive results 
of the search requests. According to an embodiment of the 
present invention, a user may also provide information related 
to the plurality of files to be searched via interface module 
10O2. 
0115 Data store 1010 may serve as a repository for storing 
information related to processing performed by data structure 
builder module 1004 and search module 1006. For example, 
information related to the plurality of files and the data struc 
ture(s) used for the searches may be stored in data store 1010. 

Technique for Improving Performance of the Search Tech 
niques 

0116. The performance of the above-described search 
techniques may be further improved by providing a dedicated 
server for performing the search. In this embodiment, the 
plurality of files and the data structures used for the search are 
stored in encrypted form on a data store accessible to the 
dedicated server. According to the teachings of the present 
invention, as much as possible of the information needed for 
performing the searches, including contents of the plurality of 
files and data structures used for the searches, is stored in 
main memory (e.g., RAM) of the dedicated server in non 
encrypted or plaintext form. The dedicated server is assumed 
to be safe and free from malicious attempts to read the main 
memory of the server. 
0117. In this embodiment, upon receiving a search 
request, the dedicated server first checks its main memory to 
determine if the information needed to service the search 
request is in the main memory of the dedicated server in 
non-encrypted form. The information needed to service the 
search request may include portions of the data structure used 
for performing the search (e.g., portions of the word-to-entity 
information, portions of the entity-to-file information, or the 
like), and the contents of the one or files identified from the 
data structure information that are to be searched. If the 
requisite information needed to perform the search resides in 
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the main memory of the dedicated server in plaintext form, 
then that plaintext information is used to perform the search 
corresponding to the search request. Accordingly, in a sce 
nario where the requisite information is located in the main 
memory of the dedicated server, the search can be performed 
without having to decrypt any information stored in the date 
store. Since no decryption is needed, the search is performed 
in a faster time than searches that require information to be 
decrypted. Any of the search techniques described above, 
including the first search technique, the second search tech 
nique, or the third search technique, may be used as the 
underlying search technique. If the requisite information 
needed to perform the search in not located in the main 
memory of the dedicated server, then the requisite informa 
tion is read from the data store, decrypted, and then used for 
processing the search request. 
0118. Accordingly, as described above, the performance 
of a search technique can be improved if the information 
required for servicing a search request is located in the main 
memory of the search server in non-encrypted form. The main 
memory thus functions as a cache for storing the requisite 
information. 

0119 Various different techniques may be used to 
increase the probability that the requisite information is in the 
main memory of the dedicated server in non-encrypted form. 
According to one technique, contents of files from the plural 
ity of files that are frequently accessed or frequently searched 
may be stored in the main memory of the dedicated server in 
non-encrypted form. According to another technique, con 
tents of recently used or searched files from the plurality of 
files may be stored in the main memory of the dedicated 
server. Likewise, information stored by frequently used or 
recently used index tables and/or hash tables may also be 
stored in the main memory of the dedicated server. Several 
other techniques may also be used to increase the chance that 
the information needed for the search is in the main memory 
of the search server in non-encrypted form. 
0.120. As described above, the present invention provides 
improved techniques for searching encrypted files (or 
encrypted searchable spaces) in an efficient manner while 
minimizing the memory resources required to perform the 
searches. The improvement is achieved by reducing the 
amount of information that has to be decrypted to perform the 
search. According to the teachings of the present invention, 
the number of files that need to be decrypted is normally less 
than the total number of files in the plurality of files to be 
searched. Likewise, according to an embodiment of the 
present invention, only a portion of the indexing information 
(e.g., only a portion of the word-to-entity information) is 
decrypted to perform the search. Efficiency is also obtained 
by using multiple levels of hashing (for example, hashing 
used by the third search technique). 
I0121 For example, let assume that the search request 
requests determination of files in the plurality of files that 
contain a query element k comprising a plurality of words. 
Let p be the probability that a word w occurs in a file in the 
plurality of files. If there are M files in the plurality of files, 
then the expected number of files containing word w is Mp. If 
the query element contains q words, then assuming indepen 
dence, the probability that all the words in the query element 
occur in a given file is p7. Thus, the expected number of files 
containing all the words in the query element is Mp. For 
instance, if p is /s and q is 5, then Mp is only (/625)Th of Mp. 
In other words, the number of files to be decrypted will be 
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very Small (possibly only one or two). As a result, only a very 
small number of files need to be decrypted to process the 
search request. The search request can be processed in an 
efficient manner. 
0122. It should be apparent that the above description 
describes only a specific embodiment of the present invention 
and does not limit the scope of the present invention as recited 
in the claims. Although specific embodiments of the invention 
have been described, various modifications, alterations, alter 
native constructions, and equivalents are also encompassed 
within the scope of the invention. The described invention is 
not restricted to operation within certain specific data pro 
cessing environments, but is free to operate within a plurality 
of data processing environments. Additionally, although the 
present invention has been described using a particular series 
of transactions and steps, it should be apparent to those skilled 
in the art that the scope of the present invention is not limited 
to the described series of transactions and steps. 
0123. Further, while the present invention has been 
described using a particular combination of hardware and 
software, it should be recognized that other combinations of 
hardware and software are also within the scope of the present 
invention. The present invention may be implemented only in 
hardware or only in Software or using combinations thereof. 
0124. The specification and drawings are, accordingly, to 
be regarded in an illustrative rather than a restrictive sense. It 
will, however, be evident that additions, subtractions, dele 
tions, and other modifications and changes may be made 
thereunto without departing from the broader spirit and scope 
of the invention as set forth in the claims. 

What is claimed is: 
1. A method of performing a query search over a plurality 

of encrypted files for which a data structure storing informa 
tion related to contents of the plurality of encrypted files is 
provided, the method comprising: 

receiving information identifying a query element; 
determining a first set of files that are in the plurality of 

encrypted files, wherein membership of the first set is 
based upon the query element and unencrypted informa 
tion from the data structure, the first set of files compris 
ing less than all of the plurality of encrypted files: 

decrypting each file in the first set of files: 
searching unencrypted data in each decrypted file in the 

first set of files using an unencrypted form of the query 
element; 

identifying a second set offiles that is a subset of the first set 
based on matching the unencrypted form of the query 
element with unencrypted data, wherein the second set 
of files comprises files that contain the query element 
and further comprises a fewer set of files for at least one 
instance of the query element such that the first set of 
files can contain a document that does not contain the at 
least one instance of the query element; and 

outputting information identifying files in the second set of 
files. 

2. The method of claim 1, wherein at least some of the data 
structure is encrypted and wherein determining the first set of 
files that are in the plurality of encrypted files comprises: 

decrypting a portion of the data structure; and 
determining the membership of the first set of files based 
upon the decrypted portion of the data structure. 

3. The method of claim 1, wherein the plurality of 
encrypted files is partitioned into one or more entities, each 
entity comprising portions of one or more files of the plurality 
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ofencrypted files, and wherein the data structure is a structure 
that includes first mapping information that maps contents of 
the plurality of encrypted files to one or more entities that 
contain the contents, and second mapping information that 
maps each entity to one or more files from the plurality of 
encrypted files whose portions are included in the entity, 
wherein the first mapping information is encrypted. 

4. The method of claim3, wherein the one or more entities 
are of a first size and the first size is user configurable. 

5. The method of claim3, wherein each entity in the one or 
more entities corresponds to a file in the plurality of encrypted 
files. 

6. The method of claim3, wherein determining the first set 
of files from the plurality of encrypted files comprises: 

decrypting first mapping information; 
determining, based upon the decrypted first mapping infor 

mation, a set of one or more entities that contain the 
query element; and 

determining the first set of files from the second mapping 
information, wherein the first set of files includes one or 
more files whose portions are included in the set of one 
or more entities. 

7. The method of claim 6, wherein the second mapping 
information is encrypted and wherein determining the first set 
of files from the second mapping information comprises: 

decrypting the second mapping information; and 
determining the first set of files based upon the decrypted 

second mapping information. 
8. The method of claim 1, wherein the plurality of 

encrypted files is partitioned into one or more entities, each 
entity comprising portions of one or more files from the 
plurality of encrypted files, and wherein the data structure is 
a structure that includes hashing information and indexing 
information, wherein the indexing information maps contents 
of the plurality of encrypted files to one or more entities that 
contain the contents, the hashing information hashing the 
query element to a portion of the indexing information, 
wherein the indexing information is encrypted. 

9. The method of claim 8, wherein the one or more entities 
are of a first size and the first size is user configurable. 

10. The method of claim 8, wherein each entity in the one 
or more entities corresponds to a file in the plurality of 
encrypted files. 

11. The method of claim 8, wherein determining the first 
set of files from the plurality of encrypted files comprises: 

determining, based upon the hashing information, a por 
tion of the indexing information for the query element; 

decrypting the portion of the indexing information; 
determining, from the decrypted portion of the indexing 

information, a set of one or more entities that contain the 
query element; 

accessing mapping information that maps each entity to 
one or more files from the plurality of encrypted files 
whose portions are included in the entity; and 

determining the first set of files from the mapping infor 
mation, wherein the first set offiles includes one or more 
files whose portions are included in the set of one or 
more entities. 

12. The method of claim 11, wherein the mapping infor 
mation is encrypted and wherein determining the first set of 
files from the mapping information comprises: 

decrypting the mapping information; and 
determining the first set of files based upon the decrypted 

mapping information. 
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13. The method of claim 1, wherein files included in the 
first set of files are also included in the second set of files. 

14. A computer program product stored on a computer 
readable storage medium for performing a query search over 
a plurality of encrypted files for which a data structure storing 
information related to contents of the plurality of encrypted 
files is provided, the computer program product comprising: 

code for receiving information identifying a query ele 
ment; 

code for determining a first set of files that are in the 
plurality of encrypted files, wherein membership of the 
first set is based upon the query element and unen 
crypted information from the data structure, the first set 
of files comprising less than all of the plurality of 
encrypted files; 

code for decrypting each file in the first set of files: 
code for searching unencrypted data in each decrypted file 

in the first set of files using an unencrypted form of the 
query element; 

code identifying a second set of files that is a subset of the 
first set based on matching the unencrypted form of the 
query element with unencrypted data, wherein the sec 
ond set of files comprises files that contain the query 
element and further comprises a fewer set of files for at 
least one instance of the query element such that the first 
set of files can contain a document that does not contain 
the at least one instance of the query element; and 

code for outputting information identifying files in the 
second set of files. 

15. The computer program product of claim 14, wherein at 
least some of the data structure is encrypted and wherein the 
code for determining the first set of files from the plurality of 
encrypted files comprises: 

code for decrypting a portion of the data structure; and 
code for determining the membership of the first set of files 

based upon the decrypted portion of the data structure. 
16. The computer program product of claim 14, wherein 

the plurality of encrypted files is partitioned into one or more 
entities, each entity comprising portions of one or more files 
of the plurality of encrypted files, and wherein the data struc 
ture is a structure that includes first mapping information that 
maps contents of the plurality of encrypted files to one or 
more entities that contain the contents, and second mapping 
information that maps each entity to one or more files from 
the plurality of encrypted files whose portions are included in 
the entity, wherein the first mapping information is encrypted. 

17. The computer program product of claim 16, wherein 
the code for determining the first set of files from the plurality 
of encrypted files comprises: 

code for decrypting first mapping information; 
code for determining, based upon the decrypted first map 

ping information, a set of one or more entities that con 
tain the query element; and 

code for determining the first set of files from the second 
mapping information, wherein the first set of files 
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includes one or more files whose portions are included in 
the set of one or more entities. 

18. A system of performing a query search over a plurality 
of encrypted files for which a data structure storing informa 
tion related to contents of the plurality of encrypted files is 
provided, the system comprising: 

a processor; and 
a memory coupled to the processor, wherein the memory is 

configured to store a plurality of code modules for 
execution by the processor, the plurality of code mod 
ules comprising: 

a code module for receiving information identifying a 
query element; 

a code module for determining a first set of files that are in 
the plurality of encrypted files, wherein membership of 
the first set is based upon the query element and unen 
crypted information from the data structure, the first set 
of files comprising less than all of the plurality of 
encrypted files: 

a code module for decrypting each file in the first set of 
files; 

a code module for searching unencrypted data in each 
decrypted file in the first set offiles using an unencrypted 
form of the query element; 

a code module for identifying a second set of files that is a 
Subset of the first set based on matching the unencrypted 
form of the query element with unencrypted data, 
wherein the second set of files comprises files that con 
tain the query element and further comprises a fewer set 
of files for at least one instance of the query element such 
that the first set of files can contain a document that does 
not contain the at least one instance of the query element; 
and 

a code module for outputting information identifying files 
in the second set of files. 

19. The system of claim 18, wherein at least some of the 
data structure is encrypted and wherein the code module for 
determining the first set of files from the plurality of 
encrypted files comprises: 

a code module for decrypting a portion of the data struc 
ture; and 

a code module for determining the membership of the first 
set of files based upon the decrypted portion of the data 
Structure. 

20. The system of claim 18, wherein the plurality of 
encrypted files is partitioned into one or more entities, each 
entity comprising portions of one or more files of the plurality 
ofencrypted files, and wherein the data structure is a structure 
that includes first mapping information that maps contents of 
the plurality of encrypted files to one or more entities that 
contain the contents, and second mapping information that 
maps each entity to one or more files from the plurality of 
encrypted files whose portions are included in the entity, 
wherein the first mapping information is encrypted. 
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