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(57) ABSTRACT 
A system, method and computer program product are pro 
vided for managing aging data in a database. In use, data, or 
a dimension in a dimension table is identified in a database. 
Further, an attribute is stored in association with the data, or 
the dimension. To this end, at least a portion of the data or the 
dimension is removed from the database, utilizing the 
attribute. 
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1. 

SYSTEM, METHOD AND COMPUTER 
PROGRAMI PRODUCT FORMANAGING 
AGING DATANADATABASE SCHEMA 

FIELD OF THE INVENTION 

The present invention relates to database schemas, and 
more particularly to managing data in a database schema. 

BACKGROUND 

Databases are typically relied upon to store large amounts 
of data. One exemplary type of database system includes the 
On-Line Analytical Processing (OLAP) database system. A 
multi-dimensional OLAP database system has multiple 
dimensions and members within the dimensions. The data for 
these dimensions and members may be stored in a table. In 
use, when these dimensions are changed, data in the table is 
modified. 
Over time as the OLAP database system is relied upon to 

continuously store more and more data, the resources of the 
OLAP database system eventually become strained (e.g. data 
Volume threatens to exceed system resources, dimension 
table size becomes unmanageable, etc.). Moreover, any 
attempt to remove older data requires significant effort (e.g. 
data reloading, etc.). 

There is thus a need for more effectively managing aging 
data and/or other related issues associated with the prior art. 

SUMMARY 

A system, method and computer program product are pro 
vided for managing aging data in a database. In use, data, or 
a dimension in a dimension table is identified in a database. 
Further, an attribute is stored in association with the data, or 
the dimension. To this end, at least a portion of the data or the 
dimension is removed from the database, utilizing the 
attribute. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 illustrates a network architecture, in accordance 
with one embodiment. 

FIG. 2 illustrates an exemplary computer system, in accor 
dance with one embodiment. 

FIG.3 shows a method for managing aging data, in accor 
dance with one embodiment. 

FIG. 4 shows a method for removing aging data, in accor 
dance with another embodiment. 

FIG. 5 shows a method for removing aging data, in accor 
dance with still yet another embodiment. 

FIG. 6A shows a first data structure for facilitating the 
removal of aging data, in accordance with one embodiment. 

FIG. 6B shows a second data structure for facilitating the 
removal of aging data, in accordance with yet another 
embodiment. 

DETAILED DESCRIPTION 

FIG.1 illustrates a network architecture 100, inaccordance 
with one embodiment. As shown, at least one network 102 is 
provided. In the context of the present network architecture 
100, the network 102 may take any form including, but not 
limited to a telecommunications network, a local area net 
work (LAN), a wireless network, a wide area network (WAN) 
Such as the Internet, peer-to-peer network, cable network, etc. 
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2 
While only one network is shown, it should be understood 
that two or more similar or different networks 102 may be 
provided. 

Coupled to the network 102 is a plurality of devices. For 
example, a server computer 104 and an end user computer 
106 may be coupled to the network 102 for communication 
purposes. Such end user computer 106 may include a desktop 
computer, lap-top computer, and/or any other type of logic. 
Still yet, various other devices may be coupled to the network 
102 including a personal digital assistant (PDA) device 108, 
a mobile phone device 110, a television 112, etc. 

It should be noted that any of the foregoing devices in the 
present network architecture 100, as well as any other unil 
lustrated hardware and/or software, may be equipped with a 
database that has the capability of managing aging data. More 
information regarding such capability will be set forth here 
inafter in greater detail during reference to Subsequent fig 
U.S. 

FIG. 2 illustrates an exemplary computer system 200, in 
accordance with one embodiment. As an option, the computer 
system 200 may be implemented in the context of any of the 
devices of the network architecture 100 of FIG.1. Of course, 
the computer system 200 may be implemented in any desired 
environment. 
As shown, a computer system 200 is provided including at 

least one central processor 201 which is connected to a com 
munication bus 202. The computer system 200 also includes 
main memory 204 e.g. random access memory (RAM), etc.. 
The computer system 200 also includes a graphics processor 
206 and a display 208. 
The computer system 200 may also include a secondary 

storage 210. The secondary storage 210 includes, for 
example, a hard disk drive and/or a removable storage drive, 
representing a floppy disk drive, a magnetic tape drive, a 
compact disk drive, etc. The removable storage drive reads 
from and/or writes to a removable storage unit in a well 
known manner. 
Computer programs, or computer control logic algorithms, 

may be stored in the main memory 204 and/or the secondary 
storage 210. Such computer programs, when executed, 
enable the computer system 600 to perform various functions. 
Memory 204, storage 210 and/or any other storage are pos 
sible examples of computer-readable media. 

FIG. 3 shows a method 300 for managing aging data, in 
accordance with one embodiment. As an option, the method 
300 may be implemented in the context of the details of FIGS. 
1 and/or 2. Of course, however, the method 300 may be 
carried out in any desired environment. Further, the afore 
mentioned definitions may equally apply to the description 
below. 
As shown, data, and/or a dimension in a dimension table, is 

identified in a database. See operation 302. In the context of 
the present description, such dimension may include any field 
of a dimension table which, in turn, may include a plurality of 
fields. In different embodiments, some examples of such 
dimensions include, but are not limited to time, place, person, 
and/or any thing, for that matter. Such field, in turn, may be 
populated by data. In various embodiments, examples of such 
data may include, but are not limited a value, name, detail, 
and/or anything that specifies a field value. 
Of course, such dimension, the dimension table, and asso 

ciated database may be designed in any desired known or 
tailored manner. Just by way of example, in one embodiment, 
the database may include a star Schema database with appro 
priate organized dimension table(s), etc. Of course, in other 
embodiments, a Snowflake data schemas as well as others are 
also contemplated. Still yet, it should be noted that various 



US 8,160,997 B1 
3 

features disclosed herein may be implemented in any desired 
database system (e.g. On-Line Analytical Processing (OLAP) 
database system, etc.). 
As shown in operation 304, an attribute is stored in asso 

ciation with the data, and/or the dimension. In the context of 
the present description, such attribute may include any infor 
mation capable of facilitate the removal of at least a portion of 
the data or the dimension from the database. For example, in 
one embodiment, the attribute may include a counter (e.g. a 
decrementing counter, etc.). Further, in another embodiment, 
such attribute may take the form of a time-to-live (TTL) 
attribute. More information regarding such embodiments will 
be set forth in greater detail during reference to FIGS. 4 and 5. 
respectively. 

To this end, at least a portion of the data or the dimension is 
removed from the database, utilizing the attribute. See opera 
tion 306. By this feature, aging data may be removed in a 
possibly more efficient manner. This removal, in turn, may 
help control the amount of data, number of dimensions, 
dimension table size, etc. that are currently managed in a 
database. Further, such removal may facilitate without nec 
essarily reloading the associated database. 
More illustrative information will now be set forth regard 

ing various optional architectures and uses in which the fore 
going method 300 may or may not be implemented, per the 
desires of the user. For example, the foregoing method 300 
may carried out in the context of a database transaction. It 
should be strongly noted that the following information is set 
forth for illustrative purposes and should not be construed as 
limiting in any manner. Any of the following features may be 
optionally incorporated with or without the exclusion of other 
features described. 

In one example of use, the foregoing attribute may be 
generated, modified, etc. each time a database transaction 
(e.g. logical unit of work, etc.) is carried out. Such database 
transaction may refer to any unit of interaction with a data 
base management system or similar system that is treated 
independent of other transactions and is, in some embodi 
ments, either entirely completed or aborted. In various 
embodiments, a database system may guarantee ACID prop 
erties (i.e. atomicity, consistency, isolation, and durability) 
for each transaction. In other embodiments, such properties 
may be relaxed for an increase in performance. 

Interms of a non-limiting example, a database may be used 
to track car sales by a particular company. In the context of 
one illustrative database transaction, such company may sell 
a red car to Joe Smith at the company's California location in 
May 2006. In such example, a transaction may increment 
various dimensions. Table #1 below illustrates an exemplary 
dimension table, and the manner in which it may be incre 
mented. 

TABLE H1 

Customer 

Joe Smith 

Car 

Red 

Geography 

California 
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4 
TABLE #1-continued 

Time Period 

May 2006 

To accomplish this, a transaction may be initiated and 
various queries may be executed to populate the various fields 
shown hereinabove. Once the queries are complete, the trans 
action may be committed and the updates may be made vis 
ible (if the transaction is successful). If, however, one of the 
queries fails, either the entire transaction or just the failed 
query may be rolled back, etc. 

In addition to the transaction and the associated entries, an 
additional attribute may be generated or modified for the 
purpose managing such data as it ages. Such attribute may be 
stored in the dimension table or in a separate location. Fur 
ther, the attribute may be determined and/or saved in associa 
tion with or separate from (e.g. before or after) the aforemen 
tioned transaction. 

Still yet, the additional attribute may or may not be accom 
panied with a predetermined aging transaction that is capable 
of utilizing the attribute to remove the effects of the original 
transaction reflected in Table #1. For example, Such aging 
transaction may include that shown in Table #2. 

TABLE H2 

REMOVE 1 (Customer = Joe Smith; Car = Red; Geography = California: 
Time Period = May 2006) 

It should be strongly noted that the foregoing aging trans 
action and associated attributes are set forth for illustrative 
purposes only and should not be construed as limiting in any 
manner. For example, the aging transaction may simply be the 
converse or opposite of adding the data. In Such embodiment, 
a log of operations (and data) associated with the initial trans 
action may be stored so as to be undone in conjunction with 
the aging transaction. This log may be stored in conjunction 
with or separate from the data itself. 
As additional examples, other embodiments are envisioned 

where the transactions include specific types of attributes 
Such as a counter (e.g. a decrementing counter, etc.), a time 
to-live (TTL) attribute, etc. More information regarding such 
embodiments will be set forth in greater detail during refer 
ence to FIGS. 4 and 5, respectively. 

In different embodiments, the aging transaction of Table #2 
may be trigged manually and/or automatically in any desired 
manner. For example, in one embodiment, one or more of the 
aging transactions may be manually triggered via a graphical 
user interface (GUI). Such GUI may, for example, allow an 
administrator to remove data on all car sales that occurred in 
2006 or prior. See Table #3, for example. 

TABLE H3 

TRIGGER REMOVE ALL (Time Period <= 2006) 

In the above example, Such command may trigger the aging 
transaction of Table #2 as well as any others that meet the 
foregoing criteria. 

Still yet, the aforementioned trigger may take place auto 
matically at periodic intervals. Such that a sliding window of 
data is maintained in the database. SeeTable #4, for example. 
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TABLE H4 

DAILY PERIODIC TRIGGER REMOVE ALL (Time Period <= 
Current Time - 2 Years) 

In the example of Table #4 (where the aging instruction is 
triggered daily), a two year sliding window of data would be 
maintained in the database. To this end, data may be discarded 
gradually and gracefully in a manner that is similar, but oppo 
site, as inserting the data. 
As another example, the aging transactions may be trig 

gered at a predetermined time. Such predetermined time may 
or may not be included with the stored transaction itself. See 
Table #5, for example. 

TABLE HS 

REMOVE 1 (Customer = Joe Smith; Car = Red; Geography = California: 
Time Period = May 2006, Trigger = May 2008) 

Of course, Such trigger date may be configured by an 
administrator and may or may not apply to different and/or all 
data transactions, as desired. In an additional example, the 
data may be removed as a function of when one or more 
dimensions have been last updated (or when created). In Such 
embodiment, information on the last update/creation update 
may be stored with the other elements (as a dimension) or 
separately, as desired. 

In additional varying embodiments, the aged data may not 
necessarily be removed completely but rather partially by 
reformatting, changing to a different level of granularity, etc. 
See Table #6, for example. 

TABLE H6 

REMOVE AGGREG (Customer = ***; Car = ***; 
Geography = California; Source Time Period = Jan.-Dec. 2006, Destination 
Time Period = 2006, Trigger = May 2008), where *** = wildcard 

In the present example, a particular granularity (e.g. month 
specific data) may be removed based on the attributes shown. 
By rolling up Such data in this manner, the aged data is 
managed more effectively. 

In still additional embodiments involving a large number 
of aging transactions, the transactions themselves may be 
grouped (e.g. aggregated, etc.) in any desired manner. Again, 
Such aggregation may be manual or automatic in nature. Just 
by way of example, an administrator may choose to remove 
all sales in May 2006 that were made in California. SeeTable 
#7, for instance. 

TABLE HT 

AGGREGATED REMOVE ALL (Customer = ***; Car = ***; 
Geography = California; Time Period = May 2006), where *** = 
wildcard. 

Of course, the format shown in Table #7 is set forth for 
illustrative purposes only and should not be construed as 
limiting in any manner, since any technique may be used 
where multiple aging transactions are aggregated (e.g. gen 
erating fewer transactions that accomplish the same effect, 
triggering multiple transactions at the same time with fewer 
trigger instructions, etc.). In still another embodiment, aging 
transactions may be automatically aggregated for efficiency 
purposes. 

In even still additional embodiments, the aging transac 
tions may be updated (even before they are triggered) for 
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6 
various purposes. For example, in the context of the above car 
sales example, if Joe Smith should return the car or any other 
data may change, the associated aging attribute and/or asso 
ciated aging transaction may be updated as well. To this end, 
various interdependencies may be addressed over time Such 
that, when the aging transaction is carried out, aged data is 
managed appropriately. 
As mentioned previously, the foregoing features are 

optional and are not to be construed as limiting in any manner 
whatsoever. For example, the aging attribute may take any 
form and may further be used in any manner to effect aging 
data management. More information will now be set forth 
regarding additional examples of attributes and their use, in 
accordance with different embodiments which may or may 
not incorporate the features set forth hereinabove. 

FIG. 4 shows a method 400 for removing aging data, in 
accordance with another embodiment. As an option, the 
method 400 may be implemented in the context of the details 
of FIGS. 1-3. Of course, however, the method 400 may be 
carried out in any desired environment. Again, the aforemen 
tioned definitions may equally apply to the description below. 
As shown, it is first determined whether a new dimension 

has been created. See decision 401. The decision 401 thus 
polls until Such a new dimension has indeed been created. 

If it is determined that the new dimension has been created 
per decision 401, an attribute in the form of a counter is 
established. For reasons that will soon become apparent. Such 
counter may be associated with the particular counter that was 
created. This may be accomplished by any desired linking, 
pointer, etc. Examples of such association will be set forth in 
greater detail during reference to FIGS. 6A-6B. 

Thus, in the present embodiment, the aforementioned 
attribute of FIG. 3 (here, in the form of a counter) is specifi 
cally associated with the dimension. Of course, however, the 
attribute may even be directly associated with the data itself, 
in other embodiments. 

Next, it is determined whether any data has been added to 
the dimension. See decision 404. In response to data being 
added to the dimension, the counter may be incremented. 
Note operation 405. 

Still yet, it is determined whether any data has been 
removed from the dimension. See decision 406. In response 
to data being removed from the dimension, the counter may 
be decremented. Note operation 408. By such incrementing 
and decrementing, the counter may be used to determine 
whether the dimension is ever empty. 

Specifically, the counter may be continuously monitored to 
determine whether it is null (e.g. equal to Zero, etc.). See 
decision 410. Such a state would indicate such a situation 
where the dimension has no data stored in association with it. 
Thus, upon the counter being null per decision 410, the 
dimension may simply be removed, thus helping to manage 
the number of dimensions, automate the removal of related 
data. 

FIG. 5 shows a method 500 for removing aging data, in 
accordance with still yet another embodiment. As an option, 
the method 400 may be implemented in the context of the 
details of FIGS. 1-3, and even FIG. 4. Of course, however, the 
method 400 may be carried out in any desired environment. 
Again, the aforementioned definitions may equally apply to 
the description below. 

Similar to the previous embodiment, the aforementioned 
attribute of FIG. 3 (here, in the form of a TTL attribute) is 
specifically associated with each dimension of data. Of 
course, as mentioned earlier, the attribute may even be 
directly associated with the data itself, in other embodiments. 
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In the present embodiment, such TTL attribute may indicate 
a time in which the associated dimension will be expired. 

In one aspect of the present embodiment, such TTL 
attribute may indicate a specific date. In another aspect of the 
present embodiment, the TTL attribute may identify a period 
of time (e.g. a number of weeks, months, years, etc.) after the 
associate dimension is to be expired. Of course, other timing 
schemes are also contemplated. 

Thus, as data is changed (e.g. added, updated, modified, 
etc.) in the dimension per decision 602, the TTL may be reset. 
See operation 504. To this end, the timeframe in which the 
dimension is to expire may be augmented or prolonged as a 
function of data being changed. For example, in a situation 
where the TTL attribute indicates a timeframe of two months, 
resetting the TTL attribute within such two month period may 
continuously prolong the life of the dimension and associated 
data. 

However, in response to the TTL attribute indicating that 
the associated dimension is expired per decision 506, the data 
(and even the dimension) may be removed. See operation 
508. By this design, operation 508 may be put off or delayed 
as a function of operation 504. After the dimension has 
existed without data being changed, the dimension and asso 
ciated data may expire. To this end, in one exemplary embodi 
ment where the TTL attribute indicates a time window, such 
time window may be set Such that, assuming that the dimen 
sion/data is not modified, touched, etc., it may be removed at 
the expiration of Such timeframe. 

FIG. 6A shows a first data structure 600 for facilitating the 
removal of aging data, in accordance with one embodiment. 
As an option, the data structure 600 may be used in the context 
of the details of FIGS. 1-5. Of course, however, the data 
structure 600 may be used in any desired environment. Again, 
the aforementioned definitions may equally apply to the 
description below. 
As shown, a plurality of attributes 602 may be associated 

with each of a plurality of dimensions of a dimension table. To 
this end, any of the dimensions and/or associated data may be 
removed utilizing the associated attribute 602. Of course, this 
may be accomplished in any desired manner. See FIGS. 3-5, 
for example. 

FIG. 6B shows a second data structure 601 for facilitating 
the removal of aging data, in accordance with yet another 
embodiment. As an option, the data structure 601 may be used 
in the context of the details of FIGS. 1-5. Of course, however, 
the data structure 601 may be used in any desired environ 
ment. Again, the aforementioned definitions may equally 
apply to the description below. 
As illustrated, an attribute 604 may be associated with a 

facto table, in the manner shown, such that, by virtue of such 
association, the attribute 604 may be associated with each of 
a plurality of dimensions associated with such fact table. To 
this end, any of the dimensions and/or associated data may be 
removed utilizing the associated attribute 604. Of course, this 
may be accomplished in any desired manner. See FIGS. 3-5, 
for example. 
As various options with respect to any of the aforemen 

tioned figures, more complex rule-based logic may possibly 
be employed to accommodate different business needs, envi 
ronments, etc. Just by way of example, different attributes 
may be associated with different types of dimensions/data, 
etc. Further, strictly as an option, various logic, business 
rules, etc. may be provide for automatically processing the 
dimensions/data before it is removed. 
As mentioned earlier, instead of completely deleting a time 

dimension, only a portion of Such dimension/data may be 
deleted such that, for example, the dimension/data is “rolled 
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8 
up' into a modified or different dimension. In one embodi 
ment where the dimension is time, the rolled up data may 
simply be stored with less granularity. For instance, a month 
based time dimension may be rolled up into a year-based time 
dimension, after a five year period has expired. 
As set forth hereinabove, a log may be kept for each dimen 

sion/data that tracks any operations associated with the same. 
As an option, Such log may be associated with (e.g. by way of 
link, pointer, etc.) the aforementioned aging attribute. Thus, 
at any time the aforementioned aging attribute indicates that 
removal of dimension/data is required, the aforementioned 
log may be used to “undo any one or more of the aforemen 
tioned operations (and/or even any differences resulting from 
Such operations). Just by way of example, if one of Such 
operations impacted different dimension/data, this operation 
on such different dimension/data may be reversed, the differ 
ences removed, etc. 

While various embodiments have been described above, it 
should be understood that they have been presented by way of 
example only, and not limitation. Thus, the breadth and scope 
of a preferred embodiment should not be limited by any of the 
above-described exemplary embodiments, but should be 
defined only in accordance with the following claims and 
their equivalents. 

What is claimed is: 
1. A method, comprising: 
identifying, in a database, a dimension in a dimension table 

of the database; 
storing, in association with the dimension, an attribute; 
removing at least a portion of the dimension from the 

database, utilizing the attribute; and 
removing the dimension upon the attribute being null; 
wherein the attribute includes a counter that is incremented 

in response to data being added to the dimension and 
decremented in response to data being removed from the 
dimension; 

wherein the attribute is utilized to remove an effect of a 
previous transaction; 

wherein the previous transaction includes adding data 
entries to a plurality of dimensions of the dimension 
table, and removing the effect of the previous transaction 
includes removing the data entries from the plurality of 
dimensions of the dimension table. 

2. The method of claim 1, and further comprising deter 
mining whether a new dimension is created. 

3. The method of claim 1, further comprising establishing 
the counter if it is determined that a new dimension is created. 

4. A method, comprising: 
identifying, in a database, a dimension in a dimension table 

of the database; 
storing, in association with the dimension, an attribute; 
removing at least a portion of the dimension from the 

database, utilizing the attribute; and 
removing the dimension upon the attribute being null; 
wherein the attribute includes a time-to-live attribute that is 

updated in response to data being changed in the dimen 
sion; 

wherein the data is removed in response the attribute being 
expired; 

wherein the attribute is utilized to remove an effect of a 
previous transaction; 

wherein the previous transaction includes adding data 
entries to a plurality of dimensions of the dimension 
table, and removing the effect of the previous transaction 
includes removing the data entries from the plurality of 
dimensions of the dimension table. 
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5. The method of claim 1, wherein the dimension in a 
dimension table of the database is identified, and the attribute 
is stored in association with the dimension in the dimension 
table of the database. 

6. The method of claim 1, wherein the database includes a 5 
star Schema database. 

7. The method of claim 1, wherein the database includes a 
Snowflake Schema database. 

8. The method of claim 1, wherein the database includes an 
On-Line Analytical Processing (OLAP) database. 10 

9. The method of claim 1, wherein the removing is carried 
out utilizing a database transaction. 

10. The method of claim 9, wherein a plurality of the 
database transactions are aggregated. 

11. The method of claim 9, wherein the database transac- 15 
tion is triggered manually. 

12. The method of claim 9, wherein the database transac 
tion is triggered automatically. 

13. The method of claim 12, wherein the database transac 
tion is triggered automatically at periodic intervals. 2O 

14. The method of claim 12, wherein the database transac 
tion is triggered as a function of when at least one dimension 
is last updated. 

15. A non-transitory computer readable medium encoded 
with a data structure, the data structure comprising: 25 

an attribute object stored, in association with a dimension 
in a dimension table of a database; 

where at least a portion of the dimension is capable of being 
removed from the database, utilizing the attribute object, 
and the dimension is removed from the database upon 30 
the attribute object being null: 

wherein the attribute object includes a counter that is 
capable of being incremented in response to data being 
added to the dimension and decremented in response to 
data being removed from the dimension; 35 

wherein the data structure is operable such that the attribute 
object is utilized to remove an effect of a previous trans 
action; 

wherein the previous transaction includes adding data 
entries to a plurality of dimensions of the dimension 40 
table, and removing the effect of the previous transaction 
includes removing the data entries from the plurality of 
dimensions of the dimension table. 

16. A computer program product embodied on a non-tran 
sitory computer readable medium, comprising: 45 

computer code for identifying, in a database, a dimension 
in a dimension table of the database; 

computer code for storing, in association with the dimen 
sion, an attribute; 

computer code for removing at least a portion of the dimen- 50 
sion from the database, utilizing the attribute; and 

10 
computer code for removing the dimension upon the 

attribute being null; 
wherein the attribute includes a counter that is incremented 

by the computer program product in response to data 
being added to the dimension and decremented by the 
computer program product in response to data being 
removed from the dimension; 

wherein the computer program product is operable Such 
that the attribute is utilized to remove an effect of a 
previous transaction; 

wherein the previous transaction includes adding data 
entries to a plurality of dimensions of the dimension 
table, and removing the effect of the previous transaction 
includes removing the data entries from the plurality of 
dimensions of the dimension table. 

17. A system, comprising: 
memory for storing, in association with a dimension in a 

dimension table of a database, an attribute; and 
a processor in communication with the memory, the pro 

cessor adapted for removing at least a portion of the 
dimension from the database, utilizing the attribute, and 
further adapted for removing the dimension upon the 
attribute being null; 

wherein the attribute object includes a counter that is incre 
mented by the processor in response to data being added 
to the dimension and decremented by the processor in 
response to data being removed from the dimension; 

wherein the system is operable such that the attribute is 
utilized to remove an effect of a previous transaction; 

wherein the previous transaction includes adding data 
entries to a plurality of dimensions of the dimension 
table, and removing the effect of the previous transaction 
includes removing the data entries from the plurality of 
dimensions of the dimension table. 

18. The system of claim 17, and further comprising a 
display communication with the processor and the memory 
via a bus. 

19. The method of claim 1, wherein the at least a portion of 
the dimension is removed for controlling an amount of data in 
the database, a number of dimensions in the database, or a size 
of the dimension table. 

20. The method of claim 1, wherein the attribute is con 
tinuously monitored to determine whether the attribute is 
null, and a determination that the attribute is null indicates a 
situation where the dimension has no data stored in associa 
tion with the dimension, such that removing the dimension is 
utilized for managing a number of dimensions in the dimen 
sion table and automating a removal of related data. 
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