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REMOTE BACKUP AND RESTORE

CROSS-REFERENCE TO RELATED APPLICATIONS

[0001] This Application claims priority from, and incorporates by reference the entire

disclosure of, U.S. Provisional Application No. 61/100,140 filed on September 25, 2008.

BACKGROUND

Technical Field

[0002] The present invention relates generally to backup of computer systems and, more

particularly, but not by way of limitation, to non-redundant backup of computer systems on a cluster

of backup servers.

History Of Related Art

[0003 ] As computing and networking technologies continue to improve in performance

and capabilities at a lower cost, more computing is performed on computers that are constantly mobile

(e.g., laptops and cell phones) or found at remote sites (e.g., servers operated at remote offices).

Backup, restore and archiving operations are best performed from remote or mobile computers back

to a centralized data center. However, an amount of local-disk storage for these computers increases

at a rate over time that is higher than an increase in an amount of backup storage and an amount of

network bandwidth available to the centralized data center.

[0004] Deduplication of redundant data on the centralized data center is one way of

mitigating the amount of backup storage that is necessary. However, standard deduplication

technologies fail to address network-bandwidth concerns. In addition, deduplication is a

performance-intensive process that considerably increases demand on computing resources, including

processing power. Therefore, computer-resource requirements for standard deduplication

technologies are increasing at an unsustainable rate.



SUMMARY OF THE INVENTION

[0005] In one embodiment of the present invention, a method includes partitioning a

fingerprint namespace among a cluster of backup servers, the fingerprint namespace comprising a

universe of fingerprints for representing units of data, each backup server of the cluster of backup

servers managing units of data having fingerprints corresponding to an assigned partition of the

fingerprint namespace. The method further includes receiving backup information from a client

computing device for a block of data comprising units of data, the backup information including at

least a fingerprint for each of the units of data and client-specific backup information. In addition, the

method includes, utilizing the fingerprint for each of the units of data, deduplicating the units of data

in parallel at the cluster of backup servers in accordance with the partitioning step, the deduplicating

step comprising identifying ones of the units data already stored by the cluster of backup servers.

[0006] In another embodiment of the present invention, a computer-program product

includes a computer-usable medium having computer-readable program code embodied therein, the

computer-readable program code adapted to be executed to implement a data-backup method. The

data-backup method includes partitioning a fingerprint namespace among a cluster of backup servers,

the fingerprint namespace comprising a universe of fingerprints for representing units of data, each

backup server of the cluster of backup servers managing units of data having fingerprints

corresponding to an assigned partition of the fingerprint namespace. The data-backup method further

includes receiving backup information from a client computing device for a block of data comprising

units of data, the backup information including at least a fingerprint for each of the units of data and

information related to a structure of the block of data. Additionally, the data-backup method includes

utilizing the fingerprint for each of the units of data, deduplicating the units of data in parallel at the

cluster of backup servers in accordance with the partitioning step, the deduplicating step comprising

identifying ones of the units data already stored by the cluster of backup servers.

BRIEF DESCRIPTION OF THE DRAWINGS

[0007] A more complete understanding of the method and apparatus of the present

invention may be obtained by reference to the following Detailed Description when taken in

conjunction with the accompanying Drawings wherein:

[0008] FIG. 1 illustrates a client-server system for executing a deduplication protocol;

[0009] FIG. 2 is a data-flow with respect to a plurality of client computing devices and a

cluster of backup servers depicted in FIG. 1;

[00010] FIG. 3A illustrates a system for non-redundantly backing up data in a clustered

environment;



[0001 1] FIG. 3B illustrates new data identified by a cluster of backup servers;

[00012] FIG. 4 illustrates a process that may occur on a client computing device when

performing a backup;

[00013] FIG. 5 illustrates backup information that may be generated as part of the process

of FIG. 4;

[00014] FIG. 6 illustrates a chunk tree according to principles of the invention;

[00015] FIG. 7 illustrates a catalog tree and a comprehensive backup tree according to

principles of the invention;

[00016] FIG. 8 illustrates a comprehensive backup tree according to principles of the

invention;

[00017] FIG. 9A illustrates a namespace partition according to principles of the invention;

[0001 8] FIG. 9B illustrates a data-access hierarchy according to principles of the

invention;

[00019] FIG. 10 illustrates an exemplary clustered environment; and

[00020] FIG. 11 illustrates peer-to-peer fingerprint sharing according to principles of the

invention.



DETAILED DESCRIPTION OF ILLUSTRATIVE
EMBODIMENTS OF THE INVENTION

[0002 1] Various embodiments of the present invention will now be described more fully

with reference to the accompanying drawings. The invention may, however, be embodied in many

different forms and should not be constructed as limited to the embodiments set forth herein; rather,

the embodiments are provided so that this disclosure will be thorough and complete, and will fully

convey the scope of the invention to those skilled in the art.

[00022] In various embodiments, it is advantageous to remove redundant data from data

being backed up, reduce time required by and overhead of backup operations, more efficiently utilize

limited computer-network bandwidth and processing power, and reduce an amount of backup data

that must be retained. For example, by scanning a file system and processing each file in the file

system, it is possible to divide each file into units of data. In a typical embodiment, each unit of data

may be uniquely represented by a fingerprint. By comparing fingerprints between units of data,

whether the units of data originated at the file system or from another source, redundancy can be

detected. In various embodiments, numerous advantages, including those listed above, may be

realized thereby.

[00023] FIG. 1 illustrates a client-server system 100 for executing a deduplication protocol

according to principles of the invention. In a typical embodiment, the deduplication protocol specifies

polices for ensuring that data from multiple computing devices may be backed up in a non-redundant

manner to a cluster of backup servers 106. By backing up in the non-redundant manner, data is

backed up in such a way that, even when some data is identically present on multiple clients, the data

will only be stored once by the cluster of backup servers 106. As shown, a plurality of client

computing devices 102 may communicate over a computer network 104 with the cluster of backup

servers 106. In a typical embodiment, each backup server in the cluster of backup servers 106 is

operable to non-redundantly store data from the plurality of client computing devices 102 in a data

storage area 108. In a typical embodiment, the cluster of backup servers 106 and the plurality of

client computing devices 102 collaborate in execution of the deduplication protocol. In some

embodiments, generic cluster-management services that are native to a specific platform, such as, for

example, Linux or Windows, may be used. In other embodiments, proprietary cluster-management

services may be utilized.

[00024] One of ordinary skill in the art will recognize that the plurality of client computing

devices 102 may be of a variety of types, including laptops, desktop computers, smartphones, servers,

and the like. In some embodiments, it is contemplated that the plurality of client computing devices

102 are virtual clients resident on a physical server. As one of ordinary skill in the art will appreciate,



the virtual clients typically represent independent computing-operating environments that share

resources of the physical server. Other types for the plurality of client computing devices 102 other

than those listed herein will be apparent to one of ordinary skill in the art.

[00025] FIG. 2 illustrates a data-flow 200 with respect to the plurality of client computing

devices 102 and the cluster of backup servers 106 depicted in FIG. 1. The plurality of client

computing devices 102 can transmit backup information 210 to the cluster of backup servers 106.

The backup information 210 may include, for example, data to be backed up and client-specific

backup information for the data to be backed up. By way of further example, the client-specific

backup information for the data to be backed up may include a structure of the data to be backed up

and necessary information for reconstructing the data to be backed up in the event a data restoration is

required. In a typical embodiment, the cluster of backup servers 106 may be operable to identify new

data 212 that is not already stored in the data-storage area 108. In a typical embodiment, according to

the deduplication protocol, only the new data 212 is stored in the data-storage area 108.

[00026] FIG. 3A illustrates a system 300 for non-redundantly backing up data in a

clustered environment according to a deduplication protocol. As illustrated, a client computing device

302 is operable to communicate with a cluster of backup servers 306 over a computer network 304.

The client computing device 302 may have resident thereon a storage medium 314 such as, for

example, a hard-disk drive. The system 300, in various embodiments, may be utilized for full,

incremental, and differential backups. In the case of a full backup, the client computing device 302 is

operable to initiate backup of a block of data 316 from the storage medium 314 to the cluster of

backup servers 306. The block of data 316, in various embodiments, may constitute an entirety of the

storage medium 314, a partition on the storage medium 314, or any other logical or structural portion

resident on the storage medium 314.

[00027] In a typical embodiment, the client computing device 302 is operable to divide the

block of data 316 into units of data 318. The units of data 318 may be, for example, files, parts of

files, and the like. Generally, the units of data 318 collectively compose the block of data 316. The

client computing device 302 typically is also operable to fingerprint the units of data 318 based on

contents of the units of data 318 to generate fingerprinted units of data 320. Each fingerprinted unit of

data in the fingerprinted units of data 320 generally has a fingerprint that serves to distinguish the

contents of the fingerprinted unit of data from others of the fingerprinted units of data 320. The

fingerprint for each unit of data in the fingerprinted units of data 320 may be, for example, a text or

numerical string generated by executing a hash function on the contents of the fingerprinted unit of

data.

[00028] In a typical embodiment, the client computing device 302 is operable to generate

backup information 310 for the block of data 316 using the fingerprinted units of data 320 and a



structure of the units of data 318 within the block of data 316. The backup information 310 may

include, for example, the fingerprinted units of data 320 and client-specific backup information for the

fingerprinted units of data 320. The client-specific backup information for the fingerprinted units of

data may include, for example, a structure of the block of data 316 and necessary information for

reconstructing the block of data 316 in the event a data restoration is required.

[00029] Still referring to FIG. 3A, the client computing device 302 coordinates with the

cluster of backup servers 306 to facilitate identification, by the cluster of backup servers 306, of new

data 322. As shown in FIG. 3B, the new data 322 includes both new units of data 322(1) and client-

specific backup information 322(2). Exemplary methods that may be used by the client computing

device 302 to coordinate with the cluster of backup servers 306 will be described in more detail

relative to the ensuing figures. The new units of data 322(1) typically represent units of data that are

not, as of a time of identification, stored in a backup-data storage area 308 communicably coupled to

the cluster of backup servers 306.

[00030] In a typical embodiment, the new units of data 322(1) may be identified by

comparing the fingerprint for each fingerprinted unit of data in the fingerprinted units of data 320 with

fingerprints for units of data already stored in the backup-data storage area 308. In that way,

redundant storage of the units of data already stored in the backup-data storage area 308 may be

prevented. Instead, for each unit of data in the units of data already stored in the backup-data storage

area 308 that are also among the fingerprinted units of data 320 of the client computing device 302, a

pointer to the unit of data already stored in the backup-data storage area 308 is associated with the

client-specific backup information 322(2) for the client computing device 302. The client-specific

backup information 322(2) may be stored in the backup-data storage area 308 or, in some

embodiments, stored separately in one or more storage areas set aside for such storage.

[0003 1] As mentioned above, the system 300, in some embodiments, may additionally be

utilized for incremental and differential backups of the block of data 316. The client computing

device 302 typically locally stores information describing the most recent backup. Therefore, in a

typical embodiment, the client computing device is operable to recognize changes to the block of data

316 and send corresponding updates to the cluster of backup servers 306 for purposes of

synchronization.

[00032] The cluster of backup servers 306 may be partitioned so as to share and process in

parallel activities related to the non-redundant storage of data. For example, a fingerprint namespace

may be defined that includes a universe of possible fingerprints for fingerprinted units of data such as,

for example, the fingerprinted units of data 320. In various embodiments, each backup server in the

cluster of backup servers 306 may be assigned a partition of the fingerprint namespace. In that way,



each backup server in the cluster of backup servers 306 is a partition master for a partition of the

fingerprint namespace.

[00033] As used herein, the term partition master refers to a backup server that is

responsible for storage and management of units of data for a partition of a fingerprint namespace.

The partition master typically has a two-fold responsibility. First, the partition master is generally

operable to manage units of data already stored in a backup-data storage area, such as, for example,

the backup-data storage area 308, for an assigned partition of the fingerprint namespace. Management

of the units of data already stored in the backup-data storage area may include, for example, data-

restoration activities, data-retention-policy enforcement, and the like. Second, the partition master is

generally operable to determine whether incoming fingerprinted units of data from a client computing

device such as, for example, the fingerprinted units of data 320, are new units of data. The

determination of whether the incoming fingerprinted units of data are new units of data may be, for

example, similar to that described relative to the new data 322 of FIGS. 3A and 3B.

[00034] FIG. 4 illustrates a process 400 that, as part of a deduplication protocol, may occur

on a client computing device when performing a full backup. As will be apparent to one of ordinary

skill in the art, the deduplication protocol represented in the process 400 operates at a sub-file level;

that is, deduplication as described may occur relative to parts of files rather than whole files. As used

herein, a chunk is a unit of data that forms part of a file in a block of data.

[00035] The process 400 begins with step 402. At step 402, each file in a block of data

such as, for example, the block of data 316 of FIG. 3A, may be divided into a plurality of chunks.

The plurality of chunks, in various embodiments, may be, for example, fixed-size chunks or variable-

sized chunks. In one example, if it is desired to divide files into variable-sized chunks based on

content, an algorithm may be implemented that combines a rolling hash technique with a two-

threshold two-divisor (TTTD) technique. For example, a rolling hash may move along a file to

produce hash values at every byte offset of the file. As the rolling hash moves along the file, if a hash

value at a certain byte offset modulo a desired average hash size is equal to a predetermined value

(e.g., zero), then the byte offset may be considered the last byte in a new chunk. The TTTD technique

may then be used to ensure that the new chunk meets minimum and maximum size requirements. In

various embodiments, the algorithm may be used, for example, for all files in the block of data to

ensure chunks that change minimally in terms of size and number in the face of small changes to the

file. In other embodiments, one or more other fixed-size or variable-sized chunking algorithms may

be utilized. From step 402, the process 400 proceeds to step 404.

[00036] At step 404, contents of each of the plurality of chunks are fingerprinted. In a

typical embodiment, as a result, a fingerprint is assigned to each chunk in the plurality of chunks. In

some embodiments, the contents of each of the plurality of chunks may be fingerprinted, for example,



by applying a cryptographic hash function to the contents. In that way, a cryptographic hash signature

may be generated as a fingerprint that can uniquely describe the contents of each of the plurality of

chunks. One example of a cryptographic hash function that may be used in various embodiments of

the invention is SHA-I, which cryptographic hash function is a function developed by the National

Security Agency (NSA).

[00037] In a typical embodiment, for each chunk in the plurality of chunks, the

cryptographic hash signature may be assigned as a name of the chunk. Generally, chunks with the

same name are assumed to be identical and can be deduplicated; that is, as chunks are created, chunks

having identical names need only be stored once. One of ordinary skill in the art will note that, if the

cryptographic hash function utilizes a large number of bits, this is a good assumption.

[00038] For each file in the block of data, cumulative results of steps 402 and 404 are a

chunk file that contains all chunks for the file concatenated together, a chunk list that contains a list of

names (e.g., cryptographic hash signatures) of the chunks for the file in the same order as the chunk

file, and an extendible hash table that indexes locations of chunks in the chunk file. In other words, in

a typical embodiment, concatenating chunks of the chunk file together into a stream in the order listed

in the chunk list, for each file in the block of data, would recreate the block of data. From step 404,

the process 400 proceeds to step 406.

[00039] At step 406, a chunk-tree representation is developed for the block of data. As one

of ordinary skill in the art will appreciate, a chunk list can be very long for a large file. Therefore, in

various embodiments, it is advantageous to chunk the chunk list to obtain a new set of chunks and a

shorter chunk list. In other words, the chunk list is chunked in a manner similar to which the file was

originally chunked into the plurality of chunks to yield the shorter chunk list. In a typical

embodiment, it is further advantageous to repeatedly chunk the chunk list until the chunk list contains

only one chunk. The one chunk may be considered a root of the chunk tree for the file. One of

ordinary skill in the art will note that a chunk tree as described here may more formally be called a

hash-based directed acyclic graph (HDAG). Development of a chunk tree will be discussed more

specifically with respect to FIG. 6. From step 406, the process 400 proceeds to step 408.

[00040] At step 408, file metadata may be compiled and preserved. Once a file is encoded

into a chunk tree as described in step 406, the metadata may be compiled, for example, by scanning

through a file system of the block of data for encoding files containing the metadata. Subsequently,

for each file of the block of data, the root of the chunk tree may be packaged with metadata about the

file, such as, for example, name, ownership, permissions, timestamps, and data-integrity hashing

information, into a metadata blob that describes the file. In some embodiments, the metadata blob can

point to more than one tree such as, for example, when files have extended attribute streams or

alternate data streams. In a typical embodiment, a catalog file is created for each file in the block of



data that is encountered. The catalog file and the chunks it references contain a complete description

of each file in the block of data being backed up. The catalog file, which can be large, is then

chunked into a catalog tree in a manner similar to that described above with respect to the chunk list.

An exemplary embodiment of chunking a catalog file into a catalog tree is described in more detail

relative to FIG. 7. From step 408, the process 400 proceeds to step 410.

[0004 1] At step 410, a comprehensive backup tree for the block of data is generated. In

various embodiments, the catalog tree generated at step 408 may be supplemented with the chunk tree

developed in step 406. The catalog tree combined with the chunk trees of each file referenced by the

catalog may, in some embodiments, constitute the comprehensive backup tree. The comprehensive

backup tree typically represents an entirety of a backup of the block of data. An exemplary

embodiment of a comprehensive backup tree will be described in more detail relative to FIG. 7. From

step 410, the process 400 proceeds to step 412. After step 412, the process 400 ends.

[00042] FIG. 5 illustrates backup information 512 that, in various embodiments, may be

generated as part of, for example, the process 400 of FIG. 4. The backup information 512 includes,

for example, a manifest file 512(1), a head file 512(2), and a plurality of chunks 512(3) from a block

of data. The manifest file 512(1) contains a list of chunks referenced by the comprehensive backup

tree, including the chunks of the catalog file and the chunks for each file of the block of data. The

head file 512(2) includes the root of the comprehensive backup tree, which information is a starting

point of any restore operation.

[00043] FIG. 6 illustrates a chunk tree 632 according to principles of the invention.

Leaves of the chunk tree 632 correspond to a plurality of chunks 624 resulting from, for example,

dividing a file into chunks. As shown, the plurality of chunks 624 are chunked into a chunk list 626

using, for example, a cryptographic hash function as described above to yield, for example, a

cryptographic hash signature for each chunk in the chunk list 626. The chunk list 626, in a similar

manner, may be further chunked into a chunked list 628, which list may be further chunked into a root

630 of the chunk tree 632.

[00044] FIG. 7 illustrates a catalog tree 734 and a comprehensive backup tree 738

according to principles of the invention. The catalog tree 734 shown includes a plurality of metadata

blobs 740. The plurality of metadata blobs 740 are then shown to be chunked in a manner similar to

that described above in FIG. 6 until only a catalog root 736 remains. The catalog tree 734 may be

supplemented as shown in FIG. 7 with a plurality of chunk trees extending from the plurality of

metadata blobs 740 to form the comprehensive backup tree 738.

[00045] FIG. 8 illustrates a comprehensive backup tree 838 according to principles of the

invention. The comprehensive backup tree 838 illustrates that a change occurring in a data chunk 826



that is a leaf of the comprehensive backup tree 838 only results in a corresponding change in direct

parents in the comprehensive backup tree 838 that propagates through to a catalog root 836. Because

a small change results in a corresponding small change in the catalog tree, as described below, a

number of chunks that must be sent across a network for backup may be reduced.

[00046] In some embodiments, a client computing device generally stores data from a

previous backup, including catalog and manifest files. Therefore, when it is time to perform a

subsequent backup that is not a full backup, software on the client computing device may simply

identify changes since the previous backup. Any new or changed files may be chunked as described

above. Additionally, any chunks that are not listed in a manifest file for the previous backup may be

saved for possible pushing to a backup server in a cluster of backup servers. Subsequently, a new

catalog file and comprehensive backup tree may be constructed. Using this information, a new head

file and a new manifest file listing the chunks referenced by the new catalog file may be created. In

some embodiments, the new head file, the new manifest file, and chunks are pushed across the

network to the backup server in a manner similar to that described relative to a full backup. In other

embodiments, as an optimization, rather than send the new manifest file, a manifest file that only lists

changes since the manifest file for the previous backup may be sent. As one of ordinary skill in the art

will recognize, this procedure may be utilized, for example, in performing incremental and differential

backups.

[00047] FIG. 9A illustrates a namespace partition 900 according to principles of the

invention. A cluster of backup servers 906 may utilize fingerprint namespace partitioning including,

for example, hash-namespace partitioning. The cluster of backup servers 906 may achieve improved

performance by partitioning a fingerprint namespace 942 amongst itself so that each backup server in

the cluster of backup servers 906 has a partition-master designation for a part of the fingerprint

namespace 942. In various embodiments, each such partition is a fingerprint partition and a backup

server assigned to the partition is a partition master relative to the partition. As shown, the fingerprint

namespace 942 may be divided into a plurality of fingerprint partitions 944. For example, a

fingerprint partition 944(1) may be assigned to a backup server 906(1), a fingerprint partition 944(2)

may be assigned to a backup server 906(2), and a fingerprint partition 944(n) may be assigned to a

backup server 906(n).

[00048] In various embodiments, numerous advantages follow from utilization of the

namespace partition 900 in this manner. For example, in an implementation where the fingerprint

namespace 942 is, for example, a hash namespace partition, each backup server in the cluster of

backup servers 906 is only required to store a part of a full hash table corresponding to an assigned

partition of the hash namespace. In that way, an amount of memory required in each backup server in

the cluster of backup servers 906 is increasingly manageable. In addition, when, for example, a new



backup server is added to the cluster of backup servers 906, the new backup server is assigned a

partition of the fingerprint namespace 942 to master and all chunks for the assigned partition are

migrated to the new backup server.

[00049] Still referring to FIG. 9A, each backup server in the cluster of backup servers 906

may have data access to one of one or more pluralities of backup buckets 946. For example, the

backup server 906(1) may have data access to a plurality of backup buckets 946(1), the backup server

906(2) may have data access to a plurality of backup buckets 946(2), and the backup server 906(n)

may have data access to a plurality of backup buckets 946(n). A backup bucket, as used herein,

aggregates a plurality of chunks into a few small files for storage. In various embodiments, this

maintains an order in which each chunk in the plurality of chunks was added to a backup bucket and

efficiently packs the plurality of chunks into underlying file system blocks. In a typical embodiment,

each backup bucket in the one or more pluralities of backup buckets 946 is indexed so as to enable

acquisition of individual chunks efficiently. Typically, a backup-bucket index is separate from storage

of the plurality of chunks so that the backup-bucket index can be read in as big chunk, for example, on

the order of tens of megabytes in size.

[00050] In various embodiments, it is possible to utilize the one or more pluralities of

backup buckets 946 to exploit locality information for chunks of data and thereby reduce disk

accesses. Locality information, as used herein, refers to information concerning how data or chunks

of data are stored and accessed. As one of ordinary skill in the art will appreciate, based on principles

of memory access, chunks referenced in close proximity to each other once are likely to be referenced

in close proximity to each other again later. More particularly, when a client computing device

accesses files or chunks in a certain order, those chunks may be considered likely to be referenced in

close proximity with each other again in the future, regardless of whether a backup server or another

client computing device is accessing the chunks.

[0005 1] FIG. 9B illustrates a data-access hierarchy 950 and will be discussed in

conjunction with FIG. 9A. In a typical embodiment, each backup server in the cluster of backup

servers 906 may maintain a Bloom filter 956, a chunk cache 960, and a chunk index 962. The Bloom

filter 956, as will be apparent to one of ordinary skill in the art, is a data structure useful for efficiently

determining whether an element is a member of a set, namely, the chunk index 962. The chunk cache

960 is a cache that stores chunks that are deemed most likely to be referenced in the future. The

chunk index 962 exhaustively maps every chunk maintained by a backup server to a backup bucket

maintained by the backup server. As one of ordinary skill in the art will recognize, relying solely on

the chunk index 962 to determine whether a chunk is present on a backup server in the cluster of

backup servers 906 results in heavy demand on the chunk index 962. As shown in more detail below,

utilization of the data-access hierarchy 950 can reduce this heavy demand.



[00052] As noted above, each backup bucket in the one or more pluralities of backup

buckets 946 typically aggregates a plurality of chunks into a few small files. However, in various

embodiments, numerous advantages may be realized by aggregating the plurality of chunks based on

how the plurality of chunks were accessed by various client-computing devices and received by a

backup server in the cluster of backup servers 906. In a typical embodiment, a client-computing

device accesses chunks in a particular order, stores a list of the chunks in a manifest file similar to the

manifest file 512(1) of FIG. 5 as the chunks are accessed, and provides the manifest file to the cluster

of backup servers 906. Therefore, as a backup server in the cluster of backup servers 906 accesses a

portion of the manifest file applicable to one of the plurality of fingerprint partitions 944 assigned to

the backup server, locality information is present and may be preserved by, for example, aggregating

the chunks in a file within one backup bucket from among the one or more pluralities of backup

buckets 946. Caching benefits of this approach will be described below.

[00053] Still referring to FIG 9B, heavy demand on the chunk index 962 may be reduced

by using the data-access hierarchy 950 to deduplicate a chunk. More particularly, the data-access

hierarchy 950 may be used to determine whether a chunk is already stored by a backup server in the

cluster of backup servers 906. First, the Bloom filter 956 may be utilized to perform an initial check

of whether the chunk is absent from the chunk index 962. If a result of utilizing the Bloom filter 956

indicates the chunk is absent from the Bloom filter 956, the result is conclusive and an update

operation 958 may be performed. The update operation 958 may include, for example, adding the

chunk to the Bloom filter 956, the chunk cache 960, the chunk index 962, and a backup bucket in the

one or more pluralities of backup buckets 946. Any other result from the Bloom filter 956 is an

inconclusive result, as one of ordinary skill in the art will appreciate, and the chunk cache 960 is

checked to determine whether the chunk is one of a selected number of chunks stored therein. If so,

the chunk is already present in the cluster of backup servers 906 and redundant storage of the chunk is

prevented at a step 964. Instead, the system can move on to processing another chunk. If the chunk

is not present in the chunk cache 960, the chunk index 962 may be accessed directly to determine

whether the chunk is already stored in the cluster of backup servers 906. If the chunk is not listed in

the chunk index 962, the chunk may be added to the cluster of backup servers 906 using the update

operation 958, as described above.

[00054] Oftentimes, the fact that a chunk is being accessed presently is an indication that

the chunk will be accessed again in the near future. In various embodiments, the data-access

hierarchy 950 may be further optimized to utilize this fact in combination with locality information to

further reduce demand on the chunk index 962. For example, each time a chunk is processed by the

data-access hierarchy 950, that chunk and every chunk in the same backup bucket from among the

one or more pluralities of backup buckets 946 may be deemed likely to be accessed in the near future.

Therefore, the chunk being accessed and every chunk in the same backup bucket from among the one



or more pluralities of backup buckets 946 may be added to the chunk cache 960. In this manner, in

various embodiments using the data-access hierarchy 950, more chunks may be located in the chunk

cache 960 without the need for accessing the chunk index 962.

[00055] FIG. 10 illustrates an exemplary clustered environment 1000. As shown, a client

computing device 1002 communicates with a cluster of backup servers 1006 over a computer network

1004. The cluster of backup servers 1006 includes a backup server 1054(1), a backup server 1054(2),

and a backup server 1054(n). One of ordinary skill in the art will recognize that any number of

backup servers may be utilized in the cluster of backup servers 1006. The cluster of backup servers

1006, in a typical embodiment, elects a particular backup server to have a cluster-master designation

1048. The backup server 1054(1), illustrated as having the cluster-master designation 1048, is

therefore operable to be a central point of contact for the cluster of backup servers 1006. A backup

server having a cluster-master designation may be referenced herein as a cluster master. In a typical

embodiment, the backup server 1054(1), as having the cluster-master designation 1048, owns a fail-

over IP address so that clients such as, for example, the client computing device 1002, have one

address to find the cluster of backup servers 1006.

[00056] In a typical embodiment, the cluster-master designation 1048 does not require any

special functionality that other backup servers in the cluster of backup servers 1006 without the

cluster-master designation 1048 do not already have. Consequently, in a typical embodiment, it is

generally not a significant burden on either the backup server 1054(1) or the client computing device

1002. If a backup server having the cluster-master designation 1048 fails, the fail-over IP address and

the cluster-master designation 1048 may be migrated to another backup server in the cluster of backup

servers 1006.

[00057] Typically, each client computing device that backs up into the cluster of backup

servers 1006 may be assigned a backup server within the cluster of backup servers 1006 that has a

client-master designation 1050 relative to the client computing device. A backup server having a

client-master designation may be referenced herein as a client master. In FIG. 10, the backup server

1054(2) has the client-master designation 1050 relative to the client computing device 1002. The

client-master designation 1050 may indicate, for example, that the backup server 1054(2) manages all

backups for the client computing device 1002. The assignment can be accomplished using any one of

many techniques.

[00058] For example, a cryptographic hash function may be applied to a name of the client

computing device 1002 to generate a fingerprint, or more specifically, a cryptographic hash signature.

In that way, each backup server in the cluster of backup servers 1006 may have the client-master

designation 1050 for a partition of a client namespace in a manner similar to that described above

relative to partition masters in FIG. 9A. Alternatively, in other embodiments, a backup server in the



cluster of backup servers 1006 having the client-master designation 1050 for a fewest number of

client computing devices may be assigned a client-master designation.

[00059] Exemplary operation of the clustered environment 1000 to deduplicate chunks of

data will now be described. As the client computing device 1002 initiates a backup of a block of data,

the client computing device 1002 discovers from the backup server 1054(1), pursuant to the cluster-

master designation 1048, a topology of the cluster of backup servers 1006 and an identity of the

backup server 1054(2) as having the client-master designation 1050 relative to the client computing

device 1002. Subsequently, the client computing device 1002 can transmit a manifest file and a head

file to the backup server 1054(2). In a typical embodiment, the manifest file and the head file may be

similar to the manifest file 512(1) of FIG. 5 and the head file 512(2) of FIG. 5, respectively. Since the

backup server 1054(2) has the client-master designation 1050, the head file generally remains with the

backup server 1054(2), as with any other client-specific backup information.

[00060] Typically, the backup server 1054(2) breaks the manifest file into sub-manifest

files that directly correspond to fingerprint partitions such as, for example, the plurality of fingerprint

partitions 944 of FIG. 9A. For example, backup servers 1054(1), 1054(2), and 1054(n) serve as

partition masters pursuant to partition-master designations 1070, 1072, and 1074, as illustrated in FIG.

10. Therefore, the backup server 1054(2) may retain one sub-manifest file corresponding to its own

partition and forward remaining sub-manifest files to the backup server 1054(1) and the backup server

1054(n), according to assigned partitions. Then, the client computing device 1002 may connect to

each backup server of the cluster of backup servers 1006 to receive a list of chunks from the sub-

manifests that are not present on the backup server. In response, the client computing device 1002

may push new chunks corresponding to the list of chunks to the backup servers 1054(1), 1054(2), and

1054(n).

[00061] As each backup server in the cluster of backup servers 1006 finishes receiving the

new chunks, the backup server confirms completion to the backup server 1054(2) pursuant to the

client-master designation 1050. When the backup server 1054(2) receives confirmation from each

backup server in the cluster of backup servers 1006, the backup server 1054(2) notifies the client

computing device 1002 of completion. In a typical embodiment, the backup server 1054(2) stores the

manifest file and the head file earlier-received from the client computing device 1002 in the event data

restoration is necessary.

[00062] Exemplary operation of the clustered environment 1000 to perform data

restoration for a block of data will now be described. First, the backup-server 1054(1), pursuant to the

cluster-master designation 1048, receives a request for a data restoration from the client computing

device 1002 identifying itself as a client computing device for restoration. In that way, the client

computing device 1002 discovers from the backup server 1054(1) the topology of the cluster of



backup servers 1006 and the identity of the backup server 1054(2) as having the client-master

designation 1050 relative to the client computing device 1002. Subsequently, the client computing

device 1002 may request client-specific backup information from the backup server 1054(2) pursuant

to the client-master designation 1050. The client-specific backup information may include

information identifying a structure of a block of data such as, for example, a head file. For each

chunk that needs to be fetched, the client computing device 1002 may send a request to backup

servers in the cluster of backup servers 1006 pursuant to the partition-master designations 1070, 1072,

and 1074, as appropriate. The client computing device 1002 may use the head file to walk a tree for

the backup. In that way, a catalog file may be reconstructed and used to restore the block of data.

[00063] In various embodiments, the cluster of backup servers 1006 may utilize shared

storage over, for example, a storage area network (SAN). In the various embodiments, high

availability can be built into the cluster of backup servers 1006 using the SAN. For example, each

fingerprint partition may have a file system on the SAN to hold units of data, or chunks, for the

fingerprint partition. Similarly, each client partition of a client namespace may have, for example, a

file system to hold head and manifest files for the client partition. As the cluster organizes itself, each

backup server in the cluster of backup servers 1006 may be assigned a fingerprint partition and a

client partition. A cluster master such as, for example, the backup server 1054(1), may maintain the

assignments. In that way, when a backup server in the cluster of backup servers 1006 fails or

otherwise leaves the cluster of backup servers 1006, the backup server's file systems may be assigned

to other backup servers in the cluster of backup servers 1006.

[00064] In various other embodiments, high availability can be built into the cluster of

backup servers 1006 without using shared storage. For example, each backup server in the cluster of

backup servers 1006 may utilize a local disk for storage of a fingerprint partition and a client partition.

To enforce high availability, each backup server in the cluster of backup servers may also be a

secondary store, and mirror of, a non-overlapping fingerprint partition and client partition. In this

manner, all data may be stored on at least two backup servers in the cluster of backup servers 1006.

For example, if a backup server in the cluster of backup servers 1006 fails, the backup server in the

cluster of backup servers 1006 having the secondary store may take over. When the backup server in

the cluster of backup servers 1006 that failed comes back online, the backup server may synchronize

with the secondary store and resume as before the failure.

[00065] FIG. 11 illustrates peer-to-peer fingerprint sharing according to principles of the

invention. A system 1100 includes client computing devices 1102(1), 1102(2), 1102(3), 1102(4), and

1102(5), referenced herein collectively as client computing devices 1102, and a backup server 1106.

As shown, rather than initiate traffic to the backup server 1106 over a wide area network (WAN)



1104b, the client computing devices 1102 may, in some cases, confirm existence of a unit of data on

the backup server 1106 by communicating with each other over a local area network (LAN) 1104a.

[00066] For example, a client computing device within the client computing devices 1102

typically knows any units of data that have been backed up to the backup server 1106 by virtue of, for

example, saving a manifest file similar to the manifest file 512(1) of FIG. 5. In addition, the manifest

file typically includes names (i.e., fingerprints) of the units of data that have been backed up.

Therefore, prior to communicating with the cluster of backup servers 106, in various embodiments, a

client computing device within the client computing devices 1102 may communicate a fingerprint for

a particular unit of data with one or all of others of the client computing devices 1102 to determine

whether the particular unit of data already exists on the backup server 1106. If one of the client

computing devices 1102 confirms that the particular unit of data is present on the backup server 1106,

demand on the backup server 1106 and indexes on the backup server 1106 is thereby reduced.

[00067] In some embodiments, demand on the backup server 1106 may be further reduced

by enabling each client computing device of the client computing devices 1102 to deduplicate units of

data within its own storage. For example, in various embodiments, each client computing device in

the client computing devices 1102 may regularly evaluate units of data composing its storage for

redundancy. In some embodiments, selected ones of the client computing devices 1102 may be

virtual clients resident on and sharing resources of a physical server. In these embodiments,

additional benefits may be realized by deduplicating data at a hypervisor layer. By deduplicating at

the hypervisor layer, a single instance of deduplication software on the physical server may

deduplicate data for all of the virtual clients. In that way, traffic to the backup server 1106 may be

reduced.

[00068] Although various embodiments of the method and apparatus of the present

invention have been illustrated in the accompanying Drawings and described in the foregoing

Detailed Description, it will be understood that the invention is not limited to the embodiments

disclosed, but is capable of numerous rearrangements, modifications and substitutions without

departing from the spirit of the invention as set forth herein.



CLAIMS

What is claimed is:

1. A method comprising:

partitioning a fingerprint namespace among a cluster of backup servers, the fingerprint

namespace comprising a universe of fingerprints for representing units of data, each backup server of

the cluster of backup servers managing units of data having fingerprints corresponding to an assigned

partition of the fingerprint namespace;

receiving backup information from a client computing device for a block of data comprising

units of data, the backup information including at least a fingerprint for each of the units of data and

client-specific backup information; and

utilizing the fingerprint for each of the units of data, deduplieating the units of data in parallel

at the cluster of backup servers in accordance with the partitioning step, the deduplieating step

comprising identifying ones of the units data already stored by the cluster of backup servers.

2. The method of claim 1, wherein the deduplicating step comprises requesting and

storing ones of the units of data not already stored by the cluster of backup servers.

3. The method of claim 1, the method comprising designating a backup server in the

cluster of backup servers as a cluster master, the cluster master being a central point of contact for the

cluster of backup servers.

4. The method of claim 3, the method comprising designating a backup server in the

cluster of backup servers as a client master for the client computing device, the client master

managing client-specific backup information for the client computing device.

5. The method of claim 4, the method comprising partitioning a client namespace of a

universe of possible names for client computing devices among the cluster of backup servers, each

backup server of the cluster of backup servers managing client-specific backup information for an

assigned partition of the client namespace.



6. The method of claim 1, the method comprising:

at each backup server in the cluster of backup servers, preserving locality information for

units of data having fingerprints in the assigned partition of the fingerprint namespace;

wherein the preserving step comprises maintaining a plurality of backup buckets, the plurality

of backup buckets encapsulating units of data based at least in part on a likelihood that the

encapsulated units of data will be accessed in close proximity.

7. The method of claim 6, the method comprising:

at each backup server in the cluster of backup servers, maintaining a universal index of data

units managed by the backup server in accordance with the partitioning step; and

wherein the deduplicating step comprises utilizing a data-access hierarchy to restrict demand

on the universal index.

8. The method of claim 7, wherein the step of utilizing the data access hierarchy

comprises:

determining absence of a unit of data within the universal index of data units via a Bloom

filter;

consulting a cache of units of data in response to a result of the consulting step being

inconclusive; and

checking the universal index of data units in response to the unit of data not being found

within the cache of units of data.

9. The method of claim 8, the method comprising adding the unit of data to the cache of

units of data.

10. The method of claim 9, the method comprising adding units of data within a same

backup bucket as the unit of data to the cache of units of data.

11. The method of claim 9, wherein a unit of data is a chunk of a file.

12. The method of claim 1, the method comprising sharing deduplication information for

the cluster of backup servers among a plurality of client computing devices utilizing the cluster of

backup servers for backup services without contacting the cluster of backup servers.



13. The method of claim 1, the method comprising:

wherein the backup information is generated by the client computing device; and

wherein the backup information represents a deduplication of the units of data within the

block of data.

14. The method of claim 1, wherein the client computing device is a virtual machine and

the block of data is a virtual image from the virtual machine.

15. The method of claim 1, the method comprising:

wherein the client-specific backup information comprises information related to a structure of

the block of data; and

restoring the block of data using the client-specific backup information responsive to a

request.

16. The method of claim 1, the method comprising:

adding a new backup server to the cluster of backup servers; and

responsive to the adding step, partitioning the fingerprint namespace among the cluster of

backup servers, each backup server of the cluster of backup servers managing units of data having

fingerprints corresponding to an assigned partition of the fingerprint namespace.

17. A computer-program product comprising a computer-usable medium having

computer-readable program code embodied therein, the computer-readable program code adapted to

be executed to implement a data-backup method comprising:

partitioning a fingerprint namespace among a cluster of backup servers, the fingerprint

namespace comprising a universe of fingerprints for representing units of data, each backup server of

the cluster of backup servers managing units of data having fingerprints corresponding to an assigned

partition of the fingerprint namespace;

receiving backup information from a client computing device for a block of data comprising

units of data, the backup information including at least a fingerprint for each of the units of data and

information related to a structure of the block of data; and

utilizing the fingerprint for each of the units of data, deduplieating the units of data in parallel

at the cluster of backup servers in accordance with the partitioning step, the deduplieating step

comprising identifying ones of the units data already stored by the cluster of backup servers.

18. The computer-program product of claim 17, wherein the deduplicating step comprises

requesting ones of the units of data not already stored by the cluster of backup servers.



19. The computer-program product of claim 17, the data-backup method comprising

designating a backup server in the cluster of backup servers as a cluster master, the cluster master

being a central point of contact for the cluster of backup servers.

20. The computer-program product of claim 19, the data-backup method comprising

designating a backup server in the cluster of backup servers as a client master for the client computing

device, the client master managing client-specific backup information for the client computing device.

21. The computer-program product of claim 20, the data-backup method comprising

partitioning a client namespace of a universe of possible names for client computing devices among

the cluster of backup servers, each backup server of the cluster of backup servers managing client-

specific backup information for an assigned partition of the client namespace..

22. The computer-program product of claim 17, the data-backup method comprising:

at each backup server in the cluster of backup servers, preserving locality information for

units of data having fingerprints in the assigned partition of the fingerprint namespace;

wherein the preserving step comprises maintaining a plurality of backup buckets, the plurality

of backup buckets encapsulating units of data based at least in part on a likelihood that the

encapsulated units of data will be accessed in close proximity.

23. The computer-program product of claim 22, the data-backup method comprising:

at each backup server in the cluster of backup servers, maintaining a universal index of data

units managed by the backup server in accordance with the partitioning step; and

wherein the deduplicating step comprises utilizing a data-access hierarchy to restrict demand

on the universal index.

24. The computer-program product of claim 23, wherein the step of utilizing the data

access hierarchy comprises:

determining absence of a unit of data within the universal index of data units via a Bloom

filter;

consulting a cache of units of data in response to a result of the consulting step being

inconclusive; and

checking the universal index of data units in response to the unit of data not being found

within the cache of units of data.

25. The computer-program product of claim 24, the data-backup method comprising

adding the unit of data to the cache of units of data.



26. The computer-program product of claim 25, the data-backup method comprising

adding units of data within a same backup bucket as the unit of data to the cache of units of data.

27. The computer-program product of claim 25, wherein a unit of data is a chunk of a

file.

28. The computer-program product of claim 17, the data-backup method comprising

sharing deduplication information for the cluster of backup servers among a plurality of client

computing devices utilizing the cluster of backup servers for backup services without contacting the

cluster of backup servers.

29. The computer-program product of claim 17, the data-backup method comprising:

wherein the backup information is generated by the client computing device; and

wherein the backup information represents a deduplication of the units of data within the

block of data.

30. The computer-program product of claim 17, wherein the client computing device is a

virtual machine and the block of data is a virtual image from the virtual machine.

31. The computer-program product of claim 17, the data-backup method comprising:

wherein the client-specific backup information comprises information related to a structure of

the block of data; and

restoring the block of data using the client-specific backup information responsive to a

request.

32. The computer-program product of claim 17, the data-backup method comprising:

adding a new backup server to the cluster of backup servers; and

responsive to the adding step, partitioning the fingerprint namespace among the cluster of

backup servers, each backup server of the cluster of backup servers managing units of data having

fingerprints corresponding to an assigned partition of the fingerprint namespace.
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