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(57) ABSTRACT 

A data transport system fortransporting data between a server 
(21) and a client receiver (27) over a network (23) includes a 
receiving proxy cache (25) coupled to a client receiver (27) 
via a reliable connection (29), such as a cable connection. The 
majority of data is transported from the server (21) to the 
receiving proxy cache (25) over an efficient data transmission 
channel (41). The receiving proxy cache (25) verifies the 
status of the data transmitted over the efficient channel (41). If 
there is an error in the data transmission, a portion of the data 
associated with the error is retransmitted from the server (21) 
to the receiving proxy cache (25) over a reliable data trans 
mission channel (43). The complete data at the receiving 
proxy cache (25) is delivered to a client receiver (27) over a 
reliable connection (29). 
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METHOD AND SYSTEM FOR RELIABLY 
AND EFFICIENTLY TRANSPORTING DATA 

OVERA NETWORK 

REFERENCE TO PRIORAPPLICATION 

0001. The present application is a continuation of U.S. 
pending application Ser. No. 11/041,079 filed Jan. 21, 2005, 
which is a non-provisional of and claims the benefit of the 
filing date of U.S. Provisional Application Ser. No. 60/538, 
788, titled “Methods for Providing Reliable Transport Using 
UDP and TCP Protocols' and filed on Jan. 22, 2004, all of 
which we incorporate herein. 

FIELD OF THE INVENTION 

0002 The present invention relates, in general, to data 
transport and delivery over a network and, more specifically, 
to providing reliable delivery of media data over a potentially 
unreliable Internet Protocol network. Typically, the transport 
and delivery of media data over a network is an especially 
demanding application, as the data payloads are large, and the 
real-time constraints are stringent. 

BACKGROUND OF THE INVENTION 

0003 Internet Protocol (IP) networks have become ubiq 
uitous data infrastructures for delivering digital information 
worldwide, particularly for data, Voice and streaming video. 
As an increasing amount of data traffic delivered over IP 
networks contains multimedia content, the issue of providing 
reliable and high-throughput transport of Such data has 
become more important. 
0004 For example, in a system for delivering media con 
tent (particularly digital video content) that may or may not be 
compressed, there are servers for sending out the media con 
tent and receivers for receiving the media content. The server 
typically holds the content in disk drive based storage arrays. 
The receivers may also store the received content in local disk 
drive arrays, or may decode and display the content on local 
display devices. Such an environment has several aspects that 
differentiate it from other forms of data delivery. First, the 
data files are typically very large, comprising multiple 
gigabytes (GB) or more of data. Second, the data delivery 
must be at a high bit rate, usually at multiple megabits per 
second or higher. Furthermore, certain levels of timing con 
trol must be maintained during the delivery. These timing 
requirements impose restrictions on the amount of acceptable 
delay and delay jitter during the data transmission. 
0005. Many network infrastructures, however, are 
designed and implemented with non-time-sensitive computer 
data in mind. Reliable delivery of data is guaranteed by end 
to-end network protocols, e.g., Transmission Control Proto 
col (TCP) protocols. In TCP protocol, data is transferred and 
verified by both the sender and receiver to ensure correctness 
(i.e., to ensure that the binary data is not altered due to data 
transmission errors). Such protocols have evolved over the 
years to become capable of delivering data over different 
types of network transmission lines and over long distances. 
0006 For digital media content, particularly for digital 
video data, merely delivering the data without bit errors is 
often insufficient. Digital video data usually has a timing 
requirement because encoded video images must be decoded 
at the receiver at fixed time intervals. As a result, the receiver's 
decoder buffer must have sufficient data for decoding. For 
real-time delivery of a compressed video bitstream over a 

Mar. 25, 2010 

network, the data blocks must arrive at the receiver at pre 
scribed times to avoid receiver buffer overflow or underflow. 
In addition, when the digital media content is delivered over 
a network under the direction of the receiving client, end-to 
end transport latency must below. However, the TCP network 
transport protocol is not designed for Such real-time delivery 
with low latency because they do not guarantee the end-to 
end delay jitter and latency of the delivered data. As a result, 
even though data may arrive at the receiver correctly, it may 
arrive either too late or too early. In addition, the computa 
tional complexity of the TCP protocol is relatively large 
because both the sender and the receiver must each maintain 
state machines at their end of the connection. “State 
machines' are well known to those of ordinary skill—this 
refers to “finite state machines' which can be in a limited 
number of states, and which change from one state to another 
in response to an event, such as the arrival of a given packet 
from the other party over, for example, a TCP connection. 
These state machines are designed to help ensure that the 
transmitted data blocks are all accounted for, whether they are 
in a server buffer, in a receiver buffer or in transit from the 
server to the receiver. In addition, the state machines maintain 
the order of the data arriving at the receiver and deal with lost, 
duplicate, and out-of-order data blocks or packets. Often this 
additional computational overhead is taken up by co-proces 
sor engines designed to offload and handle only the TCP 
processing, which improves performance at the expense of 
increased overall system cost and complexity. 
0007. When using the TCP protocol, the server holds the 
data in the server buffer until it receives confirmation from the 
receiver that up to a certain amount of data has been received, 
at which point the server buffer is cleared of the successfully 
transmitted data blocks. The server maintains a finite buffer 
size, often referred to as its transmission window. If the server 
transmit buffer is full and no portion of its data has been 
confirmed by the receiver as being correctly received, the 
server will stop transmission until either such confirmation 
arrives or a time-out occurs. At time-out, a portion of the data 
in the server buffer will be retransmitted and the whole pro 
cess begins again. In addition, adaptive slow-start algorithms 
are used to ensure that transmitted data does not flood the 
network causing massive retransmissions and reducing the 
overall efficiency. 
0008. With the TCP protocol, it is possible to send data 
packets via many different paths through an IP network and 
still ensure that the packets are delivered to the destination 
process in correct order without duplicates, errors or packet 
loss. The throughput of Such transport protocols, however, 
depends on the quality of the transport network delivery, 
which is based on factors including bit error rate, packet loss 
rate, transmission delay and jitter, packet re-order rate, etc. 
For example, if a data block is lost during transit within the 
network, the server must wait till time-out and then retransmit 
the data block. Network delivery latency, packet loss, and 
packets out-of-order may significantly decrease the end-to 
end transport throughput through retransmissions and time 
OutS. 

0009. An alternate transport protocol, User Datagram Pro 
tocol (UDP), was developed to create alternatives to the con 
straints imposed by TCP, UDP can be used to increase end 
to-end transport throughput. It tends to be less complex than 
TCP, but it does not offer the above-described features that 
can make TCP so useful in certain applications, such as guar 
anteeing against lost, duplicated, or out-of-order packets. 
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Instead, the UDP protocol is a stateless implementation that 
does not require the server and receiver to each maintain a 
state machine to ensure correct transmission. Specifically, 
with the UDP implementation, an application process at the 
server segments the data into blocks, encapsulates them into 
UDP and then IP packets, and delivers them over the IP 
network with best efforts (i.e., without waiting for receiving 
acknowledgement). As a result, there is no retransmission of 
packets and no sliding windowing buffers. A server using 
UDP is thus capable of delivering data blocks very efficiently 
without the need to hold the data in its buffer and wait for 
confirmation, but lost and out-of-order packets are not 
reported to the server. Therefore, UDP transport does not 
ensure the quality of data delivery and is usually Suitable only 
for use in reliable networks or for situations where unreliable 
data delivery is acceptable by the end applications. 
0010. The foregoing illustrates that UDP and TCP based 
transmissions each have their own benefits and weaknesses. 
UDP transmission is efficient, and because it does not require 
a one-to-one connection between the sender and the receiver, 
it can also be used to provide multicasting of video or other 
rich content (e.g., delivering copies of the same video data to 
multiple locations). In addition, end-to-end transmission 
delay is bounded by the inherent delay of the network trans 
portas no retransmission is provided and thus there is no extra 
buffer delay within the server. As previously discussed, how 
ever, UDP transmission cannot guarantee data transmission 
reliability. On the other hand, while TCP based transmissions 
are highly reliable, general control of delivery timing is not 
possible because it is a function of the quality of service 
(QoS) of the underlying network. An unreliable network will 
force retransmission of packets, resulting in excessive delays. 
Thus the average end-to-end delay and delay jitter can well 
exceed that of the actual network transport delay and delay 
jitter. 
0011. In sum, for large scale distribution of digital video 
programs through digital cable, digital Subscriberline (DSL). 
Ethernet or other broadband networks, it is extremely impor 
tant that the digital video data can be delivered to large num 
ber of end client receivers with high efficiency, high band 
width and reliability. This places significant demands on the 
network, content storage, distribution equipment, and pro 
cessing requirement to achieve high input/output (I/O) 
throughput and more importantly, the QoS required for these 
applications. It would, therefore, be advantageous to have a 
method and a system capable of transporting such data over 
different types of networks with high efficiency, low latency 
and high reliability. 

SUMMARY OF PREFERREDEMBODIMENTS 
OF THE INVENTION 

0012. The present invention comprises, in a number of 
embodiments, a method and system for reliably and effi 
ciently transporting data over a network. The method and 
system of these embodiments has high data transport 
throughput with minimum transmission delay and buffer 
delay. The method and system of these embodiments is also 
able to guarantee data delivery to the receiving process in the 
right order. In accordance with one embodiment, the present 
invention provides a method and a system for establishing 
reliable data transport using a data caching system. A key 
benefit of the data transporting method in accordance with the 
present invention is that it is capable of transporting data at an 
efficiency comparable to that of User Datagram Protocol 
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(UDP) transport while maintaining complete reliability like 
that of the Transmission Control Protocol (TCP) transport. 
0013 While various embodiments are discussed in terms 
of digital video programs, it would also be advantageous to be 
able to distribute other data having similar performance 
requirements, such as visualization input data for large-scale 
distributed scientific visualization systems. Thus, the follow 
ing description is intended to encompass transporting data not 
only for video programs, but for content data of all types. 
Other features and advantages of the present invention will 
become apparent to those of skill in the art through consider 
ation of the ensuing description, the accompanying drawings, 
and the appended claims. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0014 FIG. 1 illustrates a process for encapsulating data 
into a network protocol data packet in accordance with an 
embodiment of the present invention; 
0015 FIG. 2 illustrates a system for transporting data over 
a network in accordance with an embodiment of the present 
invention; 
0016 FIG. 3 illustrates a system for distributing data from 
a receiving proxy cache to a plurality of client receivers in 
accordance with an embodiment of the present invention; 
0017 FIG. 4 illustrates a process for transporting data 
packets in accordance with an embodiment of the present 
invention; 
0018 FIG. 5 illustrates a data retransmission process for 
data in error in accordance with an embodiment of the present 
invention; 
0019 FIG. 6 illustrates a User Datagram Protocol data 
packet with a sequence number field attached thereto in 
accordance with an embodiment of the present invention; 
0020 FIG. 7 illustrates a buffer structure in a receiving 
proxy cache in accordance with an embodiment of the present 
invention; 
0021 FIG. 8 illustrates an assembly buffer in a receiving 
proxy cache in accordance with an embodiment of the present 
invention; 
0022 FIG. 9 illustrates a cache buffer in a receiving proxy 
cache in accordance with an embodiment of the present 
invention; and 
0023 FIG. 10 illustrates the degree of data retransmission 
urgency in a receiving proxy cache buffer in accordance with 
an embodiment of the present invention. 

DETAILED DESCRIPTION OF VARIOUS 
EMBODIMENTS 

0024. Various embodiments of the present invention are 
described hereinafter with reference to the drawings, in which 
the same or related reference numerals are used to represent 
related elements throughout the figures. It should be noted 
that the figures are only intended to facilitate the description 
of specific embodiments of the invention. They are not 
intended as an exhaustive description of the invention or as a 
limitation on the scope of the invention. In addition, an aspect 
described in conjunction with a particular embodiment of the 
present invention is not necessarily limited to that embodi 
ment and can be practiced in conjunction with any other 
embodiment of the invention. 
0025 FIG. 1 illustrates how data is encapsulated into net 
work protocol packets. By way of example, FIG. 1 shows a 
process 10 in which Motion Pictures Coding Experts Group 
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(MPEG) transport packets 11 are encapsulated into Internet 
Protocol (IP) packets 16. First, one or more MPEG transport 
packets 11 are encapsulated into a UDP or TCP packet pay 
load 12. A UDP or TCP header 14 is added to UDP or TCP 
packet payload 12. The combination of UDP or TCP header 
14 and UDP or TCP packet payload 12 is then encapsulated 
into one or more IP data packets 16, which are each preceded 
by an IP header 18. It should be noted that what content is 
contained in MPEG transport packets 11 or whether payload 
12 includes MPEG packets or some other data is immaterial 
to IP packet 16, and other types of data are contemplated as 
being within the scope of the present invention. 
0026 FIG. 2 illustrates an exemplary system 20 for trans 
porting data over a network or an internet in accordance with 
the present invention. System 20 includes a server 21, a trans 
port network 23, a receiving proxy cache 25, and a client 
receiver 27. Server 21 functions as a sender for sending data 
to receiving proxy cache 25 across network 23. Receiving 
proxy cache 25 functions as a receiver for receiving data 
transmitted from server 21 over network 23. Generally, net 
work 23 is assumed to be unreliable and susceptible to data 
packet loss, data packet reordering, and excessive data trans 
mission delay with uncertain latencies. A data stream connec 
tion 29 between receiving proxy cache 25 and client receiver 
27 is assumed to be reliable, or if not, a reliable transmission 
method based on TCP or methods described in this invention 
can also be utilized between receiving proxy cache 25 and 
client receiver 27. Receiving proxy cache 25 relays or for 
wards the data received from server 21 over network 23 to 
client receiver 27 over connection 29. In this respect, receiv 
ing proxy cache 25 functions as a data relay buffer or a 
memory device for temporarily storing the data for client 
receiver 27. By way of example, connection 29 between 
receiving proxy cache 25 and client receiver 27 may be a 
cable distribution network where the connection is mostly 
pre-provisioned point-to-point transport, or can be digital 
subscriber line (DSL) or Ethernet based networks. In accor 
dance with various embodiments of the present invention, 
connection 29 can be implemented with coaxial cables, Digi 
tal Subscriber Line service (DSL), Layer 2 metropolitan Eth 
ernet networks, Layer 3 IP networks, optical fiber networks, 
etc. 

0027 Server 21 holds the digital content programs, such 
as video media content to be delivered to one or more client 
receivers 27. Server 21 establishes connections with receiv 
ing proxy cache 25 through network 23. Receiving proxy 
cache 25 may be, for example, a media caching system that 
has a large local cache. A local cache is typically implemented 
by solid state dynamic RAM (DRAM) buffer memory, which 
have significantly higher input/output (I/O) throughput and 
much lower latency than disk drive based storage. In appli 
cations where the I/O throughput requirement is not high, 
disk drive based storage systems can also function as a cache. 
Because reliable data transport must be established between 
server 21 and client receivers 27, receiving proxy cache 25 is 
preferably capable of repairing the loss of data packets, or the 
out-of-order arrival of data packets, by requesting and accept 
ing retransmitted data packets, and by reordering the data 
packets received from server 21 where necessary. Receiving 
proxy cache 25 is also preferably capable of discarding dupli 
cate packets upon their arrival. 
0028 FIG. 3 illustrates an exemplary system 30 for dis 
tributing data from receiving proxy cache 25 to a plurality of 
client receivers 27 in accordance with the present invention. 
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As shown in FIG. 3, data, e.g., compressed or uncompressed 
video data, is delivered from receiving proxy cache 25 via a 
gigabit Ethernet interface 31 to an edge Quadrature Ampli 
tude Modulation (QAM) gateway 33. Edge QAM gateway 33 
packages the video data into groups, referred to as multi 
plexes. Logical information is embedded in the video data So 
that the video programs can be separated from the multiplexes 
later at the receiver side. The multiplexes are delivered in 
QAM channels over coaxial cable networks 34 to client 
receivers 27, which in FIG. are illustrated as comprising 
consumer digital set-top boxes 36. Again, while video data is 
frequently cited here, this invention is equally Suited to trans 
porting and distributing other kinds of program content data 
having similar performance requirements. 
0029. It should be understood that the data might be dis 
tributed from receiving proxy cache 25 to the client receivers 
27 via other means. For example, in accordance with an 
alternative embodiment of the present invention, receiving 
proxy cache 25 may deliver the video program data over IP to 
a DSL Access Multiplexer (DSLAM), which then delivers the 
content to many individual DSL-attached client receivers. In 
accordance with another alternative embodiment, the content 
may then be directly delivered over a Layer 2 network (e.g., a 
metropolitan Ethernet network) or a Layer 3 network (e.g., an 
IP network). In accordance with yet another alternative 
embodiment, receiving proxy cache 25 delivers the video 
program data over optical fiber network to client receivers 27. 
A specific implementation of this embodiment may include 
delivery of the digital program data over a fiber network to a 
gateway or interface on or near the premises where client 
receivers 27 are located. The gateway or interface converts the 
signal to an electronic signal for the final delivery to the client 
receivers 27, which, by way of example, may be set-top boxes 
36. 
0030 FIG. 4 illustrates an exemplary embodiment of a 
process 40 for transporting data packets in accordance with a 
preferred embodiment of the present invention. To simplify 
the description of the data transport process 40 and by way of 
example, the data packets are assumed to have a uniformly 
fixed size. However, it should be understood that the present 
invention is equally applicable to data packets having variable 
sizes. Two separate logical channels 41 and 43, which are also 
referred to as logical paths, are established between server 21 
and receiving proxy cache 25. Channel 41 is a one-way data 
transport channel with high efficiency but potentially low 
reliability. Channel 43 is a two-way data transport channel 
that is reliable but less efficient than channel 41. In accor 
dance with the present embodiment, the majority of the data, 
represented by reference numeral 42 in FIG. 4, is delivered 
over highly efficient channel 41; and the portion of data in 
error, represented by reference numeral 44 in FIG. 4, is 
retransmitted over reliable channel 43. 
0031. For each continuous video program transmission 
from server 21 to receiving proxy cache 25, server 21 estab 
lishes two separate logical data paths 41 and 43 to deliver the 
data packets. A logical data path is defined by the addresses 
and port numbers of server 21 and receiving proxy cache 25. 
All actual deliveries of packets along a given logical path may 
not necessarily follow the same physical transmission link. In 
addition, multiple logical paths may share the same physical 
transmission link. Datapaths established using UDP and TCP 
connections are two examples of logical data channels. UDP 
data paths are connectionless and highly efficient. TCP data 
paths are connection oriented, more reliable, but less efficient 
than UDP data paths. 
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0032 Server 21 transmits data packets in two or more 
channels, e.g., channels 41 and 43 shown in FIG. 4. In accor 
dance with one embodiment of the present invention, server 
21 delivers the data packets to receiving proxy cache 25 
according to UDP via primary delivery channel 41. For 
example, in the case of an MPEG-2 transport stream, server 
21 fragments and encapsulates the data packets as the payload 
of a sequence of UDP packets. Additional packet header data 
may be inserted to carry timestamp information, Such as those 
defined by the Real Time Protocol (RTP) standards. In sec 
ondary delivery channel 43, data packets are transmitted from 
server 21 to receiving proxy cache 25 using a highly reliable 
delivery protocol, e.g., TCP. In accordance with the present 
invention, secondary channel 43 may be used only to deliver 
those packets that receiving proxy cache 25 does not receive 
correctly over primary delivery channel 41 due to packet 
error, packet loss or a packet arriving out-of-order. 
0033. It should be noted that the above-described process 
40 for transporting data is not limited to employing UDP and 
TCP protocols. Other protocols with similar characteristics 
(i.e., those with higher efficiency but lower reliability and 
those with higher reliability but lower efficiency) can also be 
used in accordance with the present invention. 
0034. In order to determine which channel server 21 will 
use to deliver a data packet, server 21 preferably receives 
notification from receiving proxy cache 25, which functions 
as a receiver for the data packets transported from server 21. 
In a normal transmission situation, server 21 delivers all data 
packets through channel 41 which results in a high transport 
efficiency and throughput. When transmission errors occur, 
Some packets may be corrupted, lost or reordered in channel 
41. Receiving proxy cache 25 then detects these errors and 
notifies server 21 of such problems. Such errors may be due to 
lost IP packets, out-of-order packets, duplicate packets, and 
bit errors within the packet payload. The UDP protocol 
optionally carries an error detection mechanism that allows a 
receiver (e.g., receiving proxy cache 25 in FIG. 4) to deter 
mine whether there are data errors within the payload of the 
UDP packet. However, the UDP protocol does not provide 
ways to tell the receiver whether an IP packet carrying UDP 
payload is lost. Detecting lost data packet is achieved by 
methods outside the scope of the UDP protocol implementa 
tion. In addition, receiving proxy cache 25 is preferably able 
to identify the precise location of the portion of data in error. 
0035. Upon detecting reception errors, receiving proxy 
cache 25 requests retransmission of the data packet in error 
via reliable channel 43. The retransmitted data packet may 
then be assembled back into the received copy of the original 
transmitted stream, which is being held in a buffer at receiv 
ing proxy cache 25. The data in the buffer at receiving proxy 
cache 25 is not delivered to the client receivers (e.g., client 
receiver 27 shown in FIG. 2 and set-top boxes 36 shown in 
FIG. 3) until the data integrity is established where needed via 
the retransmission and then verified by receiving proxy cache 
25. 

0036 Because multiple errors may be detected in the 
received packet content, multiple retransmission requests 
may be initiated by receiving proxy cache 25. The retrans 
mission request preferably contains the location of the data 
portion in error. The location may be identified, for example, 
by an internally defined locator scheme agreed upon by both 
the sender and the receiver (e.g., server 21 and receiving 
proxy cache 25, respectively). 
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0037 Server 21 retransmits data packets via reliable chan 
nel 43 in response to requests received from receiving proxy 
cache 25. In accordance with one exemplary embodiment of 
the present invention, server 21 does not maintain a transmis 
sion buffer for data delivered over the unreliable channel 41. 
When a retransmission request occurs, server 21 goes back to 
the original data content and identifies the data section to be 
retransmitted, and copies the data from stored files into a 
retransmission buffer (not shown in FIG. 4) for transmitting 
to receiving proxy cache 25 via reliable channel 43. Gener 
ally, the lost data represents a relatively small portion of the 
content delivered, and the retransmission buffer only needs to 
hold the portion of data to be retransmitted and not yet 
acknowledged as correctly received. Such retransmission 
activities usually occur only sporadically and only for the 
portion of data where loss is detected by receiving proxy 
cache 25. For example, if the data transmission error rate is 
about 5%, roughly 5% of the data will be retransmitted over 
reliable channel 43. 
0038 Transmission data loss may, however, be affected by 
the bit rate at which server 21 delivers data to receiving proxy 
cache 25. Specifically, the network has a finite bandwidth 
capacity, which ideally server 21 should not exceed. By way 
of example, if the maximum available bandwidth of channel 
41 is 100 megabits per second (Mbps), and server 21 trans 
mits the data at a bit rate of 200Mbps, 50% of the data will be 
lost. However, in general, the available bandwidth within a 
network is not known to server 21. Server 21 must estimate 
the available bandwidth based on information such as data 
packet loss rate, end-to-end delay, and other information 
returned from within the intermediate network nodes or from 
the receiving proxy cache 25. Preferably, the transmission 
rate of server 21 over efficient channel 41 is dynamically or 
adaptively controlled by time series values of such measured 
parameters as end-to-end delays and packet loss rate. 
0039. In the case when there are substantial amount of 
packet loss due to mismatch between the transmission rate 
and the available network bandwidth, the lost packets must 
then be delivered over the reliable channel 43. As a result, 
unacceptably long end-to-end delays may occur as the TCP 
channel cannot keep up with the demand for retransmission. 
In addition, the increasing use of the TCP channel defeats the 
original objective of improving the transfer efficiency by 
using the UDP channel. In order to address this, the sender 
may need to throttle back the UDP delivery rate in correspon 
dence to the number of retransmission requests pending on 
the TCP channel. 
0040. One approach is for the sender to maintain a count of 
the amount of data awaiting retransmission. The UDP deliv 
ery rate is reduced as the amount of data awaiting retransmis 
sion over TCP is increased. This feedback mechanism can be 
based on simple threshold, or based on continuous values. Let 
R, for example, be the delivery bit rate via the UDP channel. 
Let T be the amount of data to be retransmitted over a time 
window of length S. For a threshold based mechanism, the 
value of R is updated periodically, such as follows: 
At start: R is set at maximum possible transmission rate 

While TclO: R=R-TAS 

0041 While T=0: R=R+d, where d is a fixed increment 
0042. The main purpose of the rate-reduction algorithm is 
to ensure that the UDP channel does not flood the available 
bandwidth and cause excessive data loss within the network 
itself. The main purpose of the rate-increase algorithm is to 
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ensure that the available bandwidth is fully utilized. Larger 
values of d can quickly bring up the transmission efficiency, 
but may also cause some oscillation around the optimal 
operation point. The optimal operation point is when T stays 
close to zero. Given that the round-trip delay of the re-trans 
mission request depends on the network conditions, the value 
of R will be adjusted up and down around the optimal point, 
but never exactly at the point. The values chosen for S and d 
depend on the size of the receiver buffer in the receiving proxy 
cache. If the receiving proxy cache has a very large buffer, S 
can be set to a larger value and d can be set to a larger value as 
well. From the above description, we can see that larger S and 
d implies that the response to increasing amount of pending 
retransmission is slower, which is acceptable because the 
receiving proxy cache has sufficient amount of cache buffer 
available. The value of S should be such that it is at least a 
multiple of round-trip-delay (RTT) of the network so that the 
amount of retransmission pending is a more accurate estimate 
of the amount of packet loss during transit, instead of a 
measure dominated by packets still in transit. 
0043. A number of means may be used to obtain figures of 
merit for the underlying transport network between the trans 
mitting server and the receiving proxy cache. The invention 
described here may be configured to use these figures of merit 
alone, or in any appropriate combination, as will be appreci 
ated by one of ordinary skill in the art. One important measure 
is end-to-end delay between the transmitting server and the 
receiving proxy cache. Another is transmission delay jitter. 
0044. There are a number of ways to measure end-to-end 
delay. One approach is to measure round-trip times between 
the transmitting server and the receiving proxy cache, and 
then divide by two to arrive at an estimated end-to-end delay. 
Another approach is to use highly accurate clocks, synchro 
nized to GPS or perhaps via NTP(Network Time Protocol), in 
conjunction with transmit timestamps, to accurately measure 
the actual one-way delayS. End-to-end delay is a good mea 
sure of the network congestion. In IP network terms, this is 
equivalent to half of the round-trip-time (RTT), which is the 
time it takes a packet to transit the IP network from source to 
destination and back. In this case, from the transmitting server 
to the receiving proxy cache. There are well known methods 
to estimate the RTT using the ping and traceroute com 
mands thus we shall not go into further detail on this topic. It 
is important to point out that (RTT/2) is a reasonable estimate 
of the end-to-end delay for packets sent via a UDP channel. 
But for TCP, the end-to-end delay is generally much longer 
than RTT. This is because TCP performs retransmission of 
packets and also has time-out mechanisms, which can end up 
with an effective end-to-end delay much larger than the RTT. 
0045. These figures of merit, as well as other key informa 

tion, may readily be exchanged between the transmitting 
server and the receiving proxy cache, as will be appreciated 
by one of ordinary skill. For example, any important figures 
of merit to be sent in the “forward direction by the transmit 
ting server to the receiving proxy cache may be included 
where needed interspersed between payload data, or as addi 
tional header information. Similarly, any such real-time fig 
ures of merit that need to be sent from the receiving proxy 
cache to the transmitting server may be sent, for example, 
using UDP or a similar protocol. The system can be designed 
to minimize the effects of packet and information loss hereby 
occasionally transmitting current updates in each direction as 
appropriate; if a given update is dropped or lost, the next 
update will most likely suffice. One possible approach is to 
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combine ongoing “pilot' round-trip pings with metadata 
sequence numbers so that each party can at least tell when 
Such an update has been lost, and can apply ordering appro 
priately. 
0046. An alternative way to measure end-to-end transmis 
sion delay andjitter is to use a timestamp field 64 (FIG. 6) that 
may be inserted into the payload of data packet 12 (FIG. 1). 
The timestamp indicates the time at which the associated data 
packet is transmitted from server 21. At receiving proxy cache 
25, the timestamps embedded in two successive arriving 
packets are extracted. The difference between the two times 
tamps indicates the transmitting time difference, which may 
be represented by an algebraic symbol AT between the two 
data packets. Receiving proxy cache 25 measures the arriving 
time difference, represented by an algebraic symbol AT, 
between the two corresponding data packets. Assuming that 
the clock inaccuracies of the clock at server 21 is negligible, 
the end-to-end transmission delay jitter is represented by AT, 
minus AT (i.e., the difference between the transmitting time 
difference and the arriving time difference of the two corre 
sponding data packets). In a preferred embodiment, the time 
stamp field may be 32 bits in size with each increment repre 
senting, for example, 1 microsecond (LLS). Accordingly, the 
wrap-around time of the time stamp field is about 1.19 hours. 
In this embodiment, no confusion will arise unless the inter 
val between two successive packets delivered from server 21 
exceeds 1.19 hours, which is practically impossible. 
0047. Measuring packet loss may be achieved through a 
sequence number field 66 (FIG. 6) inserted into the payload of 
UDP packet 12 (FIG. 1). Receiving cache 25 can determine 
which packet is missing by inspecting the sequence number. 
0048. In accordance with one embodiment of the present 
invention, server 21 delivers data packets to receiving proxy 
cache 25 over channel 41 at a high initial bit rate, which may 
exceed the available bandwidth of channel 41 and therefore 
result in excessive data packet loss at receiving proxy cache 
25. This initial high bit rate burst of data transfer preferably 
lasts a briefduration in order for receiving proxy cache 25 to 
be pre-filled with video data so that sufficient content is 
available in the buffer of receiving proxy cache 25 on behalf 
of the requesting client receiver, e.g., client receiver 27. The 
data packet loss rate information at receiving proxy cache 25 
is transmitted back to server 21. 

0049. The retransmission request will be sent via the TCP 
channel 43 as it is reliable. The retransmission requests may 
be in the form essentially of a list ofpackets for which retrans 
mission is needed, in priority order. The retransmission 
request may not have to be a list of individual packets, how 
ever. As data loss within the network can be highly bursty, 
tens or hundreds of packets in a row may be lost. Therefore, a 
more efficient way may be to send back the sequence number 
of the first retransmitted packet along with the length of this 
packet run. Thus, the server could efficiently determine 
which packets needed to be present. The server could even 
choose to ignore a high-priority retransmission request if it 
had already recently retransmitted a given packet. It is in 
many cases preferable for the server to execute all retrans 
mission requests regardless of whether the request has been 
fulfilled before or not. The receiving proxy cache may, there 
fore, be relied upon to determine whether two retransmitted 
packets are the same and whether it thus needs to discard one 
of them. When there is sufficient buffering at the receiving 
proxy cache, this shifts the burden of the computation from 
the server to the receiving proxy cache. Server 21 may also 
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determine whether or not to retransmit the lost packets. Alter 
natively, server 21 may decide not to retransmit the data and 
let the receiving proxy cache 25 provide its own ways to 
handle the lost data packets as the data is delivered to the 
requesting clients. 
0050. In accordance with one embodiment of the present 
invention, proxy 25, upon detecting data loss, injects a sepa 
rate video segment containing a status message saying some 
thing like 'experiencing network delays. The message may 
last a few seconds allowing receiving proxy cache 25 to read 
past the buffer portion of the lost data. In accordance with 
another embodiment, this status message injection is per 
formed by the client receiver 27 instead of the receiving proxy 
cache to the same effect. In accordance with another embodi 
ment, receiving proxy cache 25 can repeat the last good Intra 
frame (I-frame) in the original MPEG video program data, 
resulting in a frozen display of the video sequence. For other 
forms of data, analogous methods may be used. 
0051. In a typical environment, server 21 may deliver mul 

tiple video programs to receiving proxy cache 25. According 
to one embodiment, server 21 establishes a data transmission 
channel, e.g., channel 41 shown in FIG. 4, for each video 
program. In other words, an individual transmission channel 
is associated with each video program. This means that mul 
tiple data transmission channels, which are also referred to as 
transmission sessions, are required for transmitting multiple 
programs from server 21 to receiving proxy cache 25. Such 
sessions, e.g., UDP transmission sessions, can be dynami 
cally allocated. In an alternative embodiment of the present 
invention, multiple video programs can share the same trans 
mission channel or session. Different video programs can be 
logically separated within the same transmission session by 
using additional program identification fields. In one embodi 
ment, the ability to uniquely identify different video pro 
grams is achieved by adding additional fields within the UDP 
payload 12 (FIG. 1). 
0052 FIG.5 illustrates a data retransmission process 50 in 
accordance with a preferred embodiment of the present 
invention. Retransmission over reliable channel 43 may result 
in multiple retransmission attempts of the actual data packets. 
Retransmission activity is performed within a reliable chan 
nel protocol, e.g., TCP, in a network protocol stack and driver 
level, and is transparent to server retransmission activity 
itself. In other words, server 21 considers that only one 
retransmission 52 is needed for a lost data packet, even 
though multiple retransmissions 54 may sometimes in fact be 
needed for the lost data packet within the TCP layer itself. 
0053 As mentioned above, server 21 often delivers mul 
tiple video programs to receiving proxy cache 25. Data loss 
can occur in multiple video programs, resulting in multiple 
retransmission requests from receiving proxy cache 25. The 
retransmission of data is performed over a reliable channel, 
e.g., TCP channel 43. In one embodiment, server 21 estab 
lishes a retransmission channel or session, e.g., TCP channel 
43, for each video program. In other words, an individual 
retransmission channel is associated with each video pro 
gram. Therefore, multiple TCP sessions are required. Such 
multiple sessions may be dynamically allocated because 
Video program requests are generally dynamic. Establishing 
and tearing down the TCP sessions can impose substantial 
amounts of time and processing cost and large numbers of 
retransmission sessions may also be limited by the number of 
available TCP ports. In an alternative embodiment and in 
order to improve the efficiency of the retransmission channel, 
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multiple video programs may share the same retransmission 
channel. In this embodiment, the retransmission session may 
remain open for all retransmission requests. Different video 
programs may also be logically separated from each other 
within the same TCP session by using additional program 
identification fields. For example, the ability to uniquely iden 
tify different video programs can be achieved by adding addi 
tional fields within the TCP payload 12 (FIG. 1). 
0054 Generally, the receiving buffer (not shown in FIG. 4) 
at receiving proxy cache 25 is large enough to contain data 
transmitted over a duration much longer than the round trip 
delay (often up to hundreds of times larger than round trip 
delays). There is generally a lack of urgency in detecting data 
in error and requesting retransmission unless the data in error 
is close to the read point for transmission from receiving 
proxy cache 25 to a client receiver, e.g., client receiver 27 
shown in FIG. 2. 

0055. In accordance with another embodiment of the 
present invention, UDP header field 14 (FIG. 1) may include 
a checksum field for detecting a data transmission error. Upon 
detecting a data transmission error, receiving proxy cache 25 
treats the associated UDP packet as being lost and discards 
the packet from the buffer in receiving proxy cache 25. There 
fore, erroneous data packets are treated the same as lost data 
packets. 
0056. In accordance with yet another embodiment of the 
present invention, erroneous data packets may be treated as 
immediate notice that retransmission will be required. Lost 
data packets and Very late data packets are indistinguish 
able—when an expected packet has not arrived after a given 
time threshold, it is assumed to have been lost, and only then 
will retransmission be requested if appropriate. Whether the 
retransmission request is sent immediately depends on the 
urgency of the need for the retransmission. The receiving 
proxy cache sends an urgent retransmission request only 
when it detects that it will need the data relatively soon. 
0057. In accordance with one embodiment of the present 
invention, a sequence number field is introduced into the 
transmitted data packets so that receiving proxy cache 25 can 
determine which packet is missing by inspecting the 
sequence number. The sequence number fields may also be 
attached to the data packets. In a specific embodiment illus 
trated in FIG. 6, a sequence number field 66 is attached to data 
packet 60 as an extension of UDP payload 62. In this particu 
lar embodiment, sequence number field 66 has 32 bits. How 
ever, a sequence number field may be of different sizes in 
accordance with a preferred embodiment of the present 
invention. 

0058. In accordance with another embodiment of the 
present invention, the data packet retransmission will be per 
formed at the same level where sequence number field 66 is 
inserted. In the specific embodiment illustrated in FIG. 6, 
sequence number field 66 is attached to data packet 60 as an 
extension of UDP payload 62, and the retransmission is per 
formed at the UDP level. Alternatively, the sequence number 
field is inserted at the transport packet level, e.g., at the level 
of MPEG transport packets. For example, a 32 bit sequence 
number field may be inserted once every 100 transport pack 
ets grouped together as a transport packet group. This 
sequence number then also appears as part of the transport 
stream payload. In this embodiment, the retransmission is 
performed at transport packet level. A transport packet group 
containing 100 transport packets is retransmitted as a whole 
even if only one transport packet in the transport packet group 
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is lost. Of course, a transport packet group may have other 
fixed numbers of packets, say, 200, 1000, etc. It is worthwhile 
to point out that because each retransmission channel may use 
a different protocol, in the case of the need to retransmit 
payload originally sent on the UDP channel, the UDP packet 
itself is not sent in the retransmission channel. Rather, it is the 
UDP payload that gets retransmitted as the payload of the 
reliable TCP channel. The same can be said for the case of the 
transport packet group retransmission. 
0059. In the embodiment with sequence number field 
inserted in the UDP payload, the sequence number increases 
by one for each UDP packet delivered out of server 21 for a 
given video program stream. The sequence number will gen 
erally wrap around to its original value at Some point. If this 
wraparound period is short, it is possible that all data packets 
are lost during the entire wraparound period, which can mis 
lead receiving proxy cache 25 to consider that fewer data 
packets are lost. In order to allow Sufficient transmission 
before the sequence number field value wraps around, the 
sequence number field is preferably relatively large, e.g., 32 
bits in size as shown in FIG. 6. By way of example, if each 
UDP packet payload contains seven MPEG-2 transport pack 
ets as payload and each transport packet has a fixed length of 
188 bytes, the sequence number field will wrap back to its 
original value after 4.294.967,296 UDP packets are sent. At 
7.times. 188 bytes per UDP packet payload, this is equivalent 
to about 5.6 terabytes (TBs) of data transmitted before the 
sequence number is wrapped back to the beginning. This 
means that the sequence number can identify up to 5.6 TBs of 
consecutive data loss. This is sufficient to handle almost all 
realistic cases of packet losses. Fewer bits may be used for the 
sequence number fields, resulting in more frequent wrap 
around of the field values. As long as the wraparound period 
is sufficiently long, the sequence number field can be used to 
correctly determine whether a packet is lost. 
0060. Because the transmission from server 21 to receiv 
ing proxy cache 25 has end-to-end latencies and the delivered 
data packets may be out of order, receiving proxy cache 25 is 
preferably able to detect these out-of-order packets and hold 
off forwarding the packets to client receiver 27 until all of the 
delivered packets are in the right order. A buffer in receiving 
proxy cache 25 may be used to temporarily store the delivered 
data packets. The tolerance level of the latencies determines 
the amount of buffering required. Considering that the pack 
ets can at most be out of order by the maximum number of 
packets in transit, the maximum out of order is therefore 
determined by the end to end delivery latency, which is 
closely tied to RTT. It is generally assumed, in the context of 
this invention, that the amount of buffering within the receiv 
ing proxy cache buffer is Substantially larger than the number 
of packets in transit due to end-to-end latency. It should be 
understood, however, that this may not always be the case. 
0061. In accordance with an embodiment of the present 
invention shown in FIG.7, receiving proxy cache 25 includes 
at least two buffers, i.e., an assembly buffer 72 and a cache 
buffer 74, preferably close to each other. Assembly buffer 72 
delivers its content to cache buffer 74. Buffers 72 and 74 may 
be used to store content associated with a single video pro 
gram. In one embodiment, receiving proxy cache 25 includes 
multiple pairs of assembly and cache buffers. In many 
instances, receiving proxy cache 25 with multiple pairs of 
assembly and cache buffers may be preferred in relaying 
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multiple video programs from server 21 to client receivers, 
with one pair of assembly and cache buffers for each video 
program. 
0062. The received data packets are held in assembly 
buffer 72 and will not be released to cache buffer 74 until all 
data packets are received and are in the right order. Therefore, 
assembly buffer 72 preferably has sufficient capacity to 
accommodate the maximum latency including detection of 
error packets and Subsequent retransmissions of incorrectly 
received packets. 
0063 FIG. 8 illustrates assembly buffer 72 with data pack 
ets 82 stored therein. By way of example, FIG. 8 shows 
defective data packet locations 83, 85, and 87 that need to be 
retransmitted from server 21 to receiving proxy cache 25 over 
reliable data transmission channel 43. Retransmission of 
defective data packets 83, 85, and 87 takes into account the 
end-to-end latency caused by error detection and retransmis 
sion. Preferably, assembly buffer 72 is large enough to hold 
all data packets 82 until all retransmitted data packets are 
correctly received. In other words, the size of assembly buffer 
72 is preferably sufficient for the longest possible end-to-end 
error detection and retransmission latency. 
0064 Cache buffer 74 receives the data packets from 
assembly buffer 72 and holds the content that is frequently 
accessed by the client receivers, e.g., client receiver 27 shown 
in FIG. 2. The size of cache buffer 74 determines the efficien 
cies of the cache algorithms. The larger cache buffer 74, the 
more likely that requested media content is within cache 
buffer 74, and receiving proxy cache 25 can then deliver the 
content out of cache buffer 74 without interacting with server 
21. The combined use of the reassembly buffer and cache 
buffer enables the receiving proxy cache to mask out the 
effect of retransmission to the clients. Specifically, if the 
clients request data from receiving proxy cache that has been 
received ahead of the delivery time, the clients experience no 
data deliver delay, all retransmission delays are absorbed by 
the assembly buffer. In other words, if the client is requesting 
a video bitstream from the receiving proxy cache, the receiv 
ing proxy cache can deliver the data with low or no latency. 
0065 Buffers are not necessarily first-in-first-out. For 
example, retransmission activity can disrupt the receiving 
order of the data packets within assembly buffer 72. The 
correct ordering of the data packets within assembly buffer 72 
may be maintained by sequence numbering using sequence 
number field 66 described above with reference to FIG. 6. In 
one embodiment, the readout order of the data packets from 
cache buffer 74 follows the original order at which the data 
packets are transmitted from server 21. In addition, multiple 
concurrent read-out requests of the same buffer can be per 
formed, which implies that the buffer output is not in strict 
order. 

0066. In accordance with one embodiment of the present 
invention, assembly buffer 72 and cache buffer 74 do not have 
to be separately constructed. In accordance with an alterna 
tive embodiment of the present invention, assembly buffer 72 
and cache buffer 74 share the same logical buffer with a 
virtual boundary between them. In this embodiment, the 
retransmission activity is performed in the assembly portion 
of the buffer and the delivery-to-client activity is performed in 
the cache portion of the buffer. Once the head of line portion 
of the data content within the assembly portion is complete, it 
can be considered part of the cache portion. In other words, 
there is really no actual transfer or copy of data from the 
assembly portion to the cache portion. The boundary between 
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the two buffer portions simply gets set to a new buffer loca 
tion. As the cache portion gets freed up because older content 
data has been delivered to client receiver 27, it may be re 
allocated back to the assembly portion when needed via a 
memory manager. 

0067. Data in erroris preferably retransmitted by server 21 
and successfully received at receiving proxy cache 25 before 
the data is delivered out of receiving proxy cache 25. Data 
errors may occur in different buffer locations of receiving 
proxy cache 25 as illustrated in FIG. 9. In one situation, data 
in error 93 may occur in locations that will not be read by a 
read pointer 95 in receiving proxy cache 25 for a significant 
time period because a substantial amount of correct data 92 
exists ahead of data in error 93. In another situation, data in 
error 91 may occur just before its anticipated access by read 
pointer 95. These two situations call for two different 
approaches to the retransmission. In the first case, since the 
urgency for retransmission is low, receiving proxy cache 25 
may decide to postpone the retransmission request if there is 
a more urgent retransmission request. In the second case, the 
retransmission is preferably done as soon as possible, i.e., the 
urgency is high. Otherwise, read pointer 95 will reach data in 
error portion 91 quickly and read the incorrect data. There 
fore, retransmission of data in error is preferably prioritized 
according to the urgency of the data in error portion. 
0068. It should be noted that this data urgency may change 
according to the location of read pointer 95 in receiving proxy 
cache 25. Because a buffer may have multiple read pointers 
for providing output to multiple client requests, the read 
pointers are dynamically adjusted according to the arrival and 
departure of client requests. Examples of client requests 
include play, fast-forward, rewind, pause, stop, etc. At any 
time, the urgency for retransmission for a data in errorportion 
depends on its distance from its nearest read pointer, e.g., read 
pointer 95 in FIG. 9, just ahead of data in error portion 91, 
would have a relatively high urgency. The distance can be 
measured in number of bits, the amount of time, or the like. In 
an alternative embodiment, a movable virtual boundary in a 
logical bufferin receiving proxy cache 25 Separates assembly 
buffer 72 from cache buffer 74. In this embodiment, the time 
it takes read pointer 95 to read from the current position to the 
end of cache buffer 74 defines the urgency. It should be noted 
that the end of cache buffer 74 is also the beginning of assem 
bly buffer 72, where the data in error exists. 
0069. An urgent retransmission request implies that the 
data should be retransmitted soon. Otherwise, receiving 
proxy cache 25 risks not being able to deliver the data to the 
client receiver. Because the underlying IP network generally 
does not guarantee the end-to-end delivery latency required 
for on-demand data transmission environment, the urgency of 
the retransmission is reflected in the retransmission wait time 
of receiving proxy cache 25, i.e., the duration between the 
time when the retransmission request is generated and held in 
the retransmission request queue to the time when the retrans 
mitted data is actually delivered to receiving proxy cache 25. 
Therefore, all else being equal, all retransmission requests are 
preferably sent out at the earliest possible time. Once the 
proxy caching process starts to run, some retransmission 
requests can be more urgent than others. In these cases, the 
urgency is usually not completely under the management 
control of receiving proxy cache 25. For example, as dis 
cussed, the urgency can also depend upon the changing 
demands at each client receiver. 
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0070. In accordance with one embodiment of the present 
invention, the urgency when receiving proxy cache buffer 74 
is initially filled by the incoming data can be controlled. In 
this case, it is preferred to fill or construct cache buffer 74 as 
quickly as possible to establish an initial buffer fill so that read 
pointer 95 will have a substantial amount of available data 
ahead of potential data in error. Filling or constructing cache 
buffer 74 quickly reduces the risks of the portion of the 
missing data due to error being too close to read pointer 95. In 
this case, it may imply that other buffers may need to post 
pone receiving data until the buffer with urgent retransmis 
sion requests is filled to certain level first. 
0071. Accordingly, the transmission of data into receiving 
proxy cache buffer 74 may have a degree of urgency associ 
ated with it. This degree of urgency is meaningful when there 
are multiple receiving proxy cache buffers, where each may 
be allocated for a different video program. The transmission 
urgency is a measure applied to specific video programs on 
server 21. In a system where server 21 feeds data, e.g., video 
programs, to multiple receivers, e.g., receiving proxy caches, 
server 21 must determine which receiver buffer should 
receive data at the highest priority and the appropriate bit rate, 
as illustrated in FIG. 10. Immediately filling a buffer in 
receiving proxy cache 25 with a large amount of data can 
reduce the urgency of retransmission requests since retrans 
mission requests will thus likely be for data portions Substan 
tially further from the read pointer 95 shown in FIG.9. How 
ever, it is important to point out that the server 21 must rely on 
the receiving proxy cache to provide the urgency information 
as the buffers are in the receiving proxy cache, not in the 
server. This information preferably is sent from the receiving 
proxy cache back to the sender via reliable return channel. 
Alternatively, it may be sent back occasionally and redun 
dantly via an unreliable return channel. Therefore, the server 
decides which video program data to send first based on the 
priority set by the urgency measures provided by the receiv 
ing proxy cache. 
0072 By now it should be appreciated that a method and a 
system for transporting data between a server and a receiving 
proxy cache over a network has been provided. In accordance 
with one embodiment of the present invention, the data is 
transported from a server to a receiving proxy cache over two 
logical channels. The data is first sent from the server to the 
receiving proxy cache over an efficient data transmission 
channel. The receiving proxy cache verifies the status of the 
data transmitted over the efficient channel. If there is an error 
in the data transmission, a portion of the data associated with 
the error is retransmitted from the server over a reliable data 
transmission channel. The data transport system of the 
present invention is both efficient and reliable. It has high data 
transport throughput with minimum transmission delay and 
minimum buffer delay. It is also able to guarantee data deliv 
ery to the receiving process in the right order. 
0073 While various embodiments of the present invention 
have been described with reference to the drawings, these are 
not intended to limit the scope of the present invention, which 
is set forth in the appended claims. Various modifications of 
the above described embodiments can be made by those 
skilled in the art after reading this specification. All such 
modifications are within the scope and true spirit of the 
present invention. 
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1. A method for transporting data, comprising: 
packaging the data stored on a server into a plurality of data 

packets; 
transmitting the plurality of data packets to a receiving 

proxy cache over a first link: 
Verifying a transmission status of the plurality of data pack 

ets at the receiving proxy cache; and 
transmitting a data packet to the receiving proxy cache over 

a second link in response to the receiving proxy cache 
detecting a transmission error of the data packet. 

2. A data transport system for transporting data between a 
server and a client receiver, comprising: 

a memory device; 
a data stream channel coupled between said memory 

device and a client receiver; 
a first transmission link between the server and said 
memory device, said first transmission link being con 
figured to transmit a plurality of data packets from the 
server to said memory device; and 

a second transmission link between the server and said 
memory device, said second transmission link being 
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configured to retransmit a data packet from the server to 
said memory device in response to said memory device 
detecting a transmission error associated with the data 
packet. 

3. A process for transporting data from a server to a client 
receiver, comprising the steps of 

providing a receiving proxy cache coupled to a client 
receiver via a data stream channel; 

packaging the data stored on the server into a plurality of 
data packets; 

transmitting the plurality of data packets to the receiving 
proxy cache over a first link: 

verifying a transmission status associated with each of the 
plurality of data packets at the receiving proxy cache; 

transmitting a data packet to the receiving proxy cache over 
a second link in response to a transmission status asso 
ciated with the data packet being in error, and 

transporting the plurality of data packets received at the 
receiving proxy cache to a client receiver via a data 
stream channel. 


