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A METHOD OF ACCELERATED SPARQL QUERY PROCESSING

Field of Invention

The invention relates to a method of accelerated SPARQL query processing.

Background

According to the prior art, SPARQL queries are typically translated into multiple
SQL queries by a semantics engine so they can be sent to an SQL database in order
to retrieve the data in RDF fdrmat. However, this can lead to highly inefficient
behaviour due to inefficient scheduling or collisions, in that the server can timeout if

there are too many queries to process.

In addition, the prior art method is not suitable for use in massively parallel

computational accelerators such as GPGPUs.

An aim of the invention is to provide a method of SPARQL query processing which

overcomes one or more of the above issues.

Summary of Invention
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In an aspect of the invention, there is provided a method of SPARQL query
processing comprising the following steps:

parsing a SPARQL query to form one or more statement lists;

expanding the statement lists into temporary tables of results; and

merging the temporary tables of results at their intersections to generate

output variable results.

In one embodiment the output variables for the SPARQL query are identified and the
corresponding statements are mapped to a binary form. Typically the statements are

classified based on the number of variables.

In one embodiment the statements are ordered from those with the least variables to

those with the most variables. Typically a previously unselected statement is selected

as a start point.

In one embodiment the method includes a matching process where each variable in
the statement that is not the final desired output variable is matched to another
variable that uses the variable as an input, until the final output variable is reached
wherein the statements’ order is recorded as an ordered lists. Typically the matching

process is repeated until all combinations have been selected.

In one embodiment the ordered lists are grouped according to the final output

variables. Typically the ordered lists are merged at common nodes to form trees with
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each output variable as a root node. Typically the trees of different output variables

are merged to obtain the relationship between the output variables

In one embodiment closest paths are found between all the output variables to
determine intersection positions where temporary tables need to be created and
stored to enable relationship formation between the output variables at the end of the

search.

In one embodiment the relationship between the output variables is defined as a
relationship tree wherein one or more leaf nodes are at the top of the tree opposite a

root node.

In one embodiment, unprocessed leaf nodes in the relationship tree are selected and
the queries therefrom are used to perform a parallel search via a computation
acceleration device and generate intermediate results. Typically the computation

acceleration device includes a GPGPU.

In one embodiment the intermediate results from each node are recursively used as
inputs to other nodes along the path from the leaf to the root until the root or an

intersection before the root node is reached.

In one embodiment the intermediate results from the intersection points up to the root

nodes are retained and the search is repeated until all leaf nodes have been processed.
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In one embodiment the intermediate result tables from the intersection points up to

the root nodes are logically combined by parallel matching the inputs and outputs for

all the queries.

In one embodiment the results matching the output variables from the tables are

extracted and returned to the user.

In a further aspect of the invention there is provided a system for processing
SPARQL queries, comprising:

a Statement Parser for processing a SPARQL query into statements;

a Statement Table Mapper Unit for mapping the statements to a binary form;

a Statement Classifier Unit for classifying the statements so as to form linked
nodes for searching;

a Query Sorting Unit for sorting the statements based on the number of
variables;

a Query Flow Linking Unit for linking outputs from the statements to inputs
of other statements;

a Common Output Identifier Unit for identifying linked lists of statements
with common output variables;

a Common Variable Merger Unit that for forming a tree from related linked

lists;
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a Parallelized Query Execution Engine for executing searches in parallel on

leaf nodes within the tree; and
a Table Matching and Output Engine for matching the results of the searches,

in the form of temporary tables of results, to form a final matched output.

Brief Description of Drawings

It will be convenient to further describe the present invention with respect to the
accompanying drawings that illustrate possible arrangements of the invention. Other
arrangements of the invention are possible, and consequently the particularity of the
accompanying drawings is not to be understood as superseding the generality of the

preceding description of the invention.

Figure 1 is a schematic view of the system for SPARQL query processing according

to an embodiment of the invention.

Figure 2 is a schematic view of the Output Identification & Statement Classification

Engine.

Figure 3 illustrates the Query Logics Reordering Engine: (a) in schematic view; (b)

as a process flow; and (¢) with an example query.

Figure 4 illustrates the Relationship Formation Engine: (a) in schematic view; (b)

with an example of two ordered lists being merged in a relationship tree.
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Figure 5 illustrates the Parallelized Query Execution Engine: (a) in schematic view;

(b) with an example of searching at each node level being done in parallel.

Figure 6 is a schematic view of the Table Matching and Output Engine.

Detailed Description

With reference to Figure 1, there is illustrated a summary of the system for
accelerating SPARQL query processing according to an embodiment of the

invention.

The SPARQL query is initially processed by the CPU 102 before being parallel

processed by a hardware accelerator such as a GPGPU 104.

In the CPU the SPARQL query is processed by an Output Identification & Statement
Classification Engine 106 comprising a Statement Parser 108 for processing a
SPARQL statement to a form easily used for parallel searching, a Statement Table
Mapper Unit 110 for mapping the statements to a binary number, and a Statement
Classifier Unit 112 for classifying the statements so as to form linked nodes for

searching.
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The statements are passed to a Query Logics Reordering Engine 114 comprising a
Query Sorting Unit 116 for differentiating the queries based on the number of
variables and a Query Flow Linking Unit 118 for linking outputs from statements to

inputs of other statements.

The statements, now ordered into lists, are then passed to a Relationship Formation
Engine 120 comprising a Common Output Identifier Unit 122 for identifying linked
list of nodes with common output variables, and a Common Variable Merger Unit

124 for forming a tree from related linked lists.

In the GPGPU 104, there is provided a Parallelized Query Execution Engine 126 for
executing searches in parallel, and a Table Matching and Output Engine 128 for

matching temporary intermediate output tables to form a final matched output.

With reference to Figure 2, the Output Identification & Statement Classification
Engine is illustrated in more detail, wherein output variables for the SPARQL query
are identified 201. The corresponding SPARQL query statements are then mapped
202 to a binary form with O representing a pattern and 1 representing a variable and
each bit corresponding to a respective subject, predicate, and object. The statements

are then classified 203 based on the number of variables (‘1’s) in them.

With regard to Figure 3a, the Query Logics Reordering Engine is illustrated in more

detail, wherein a previously unselected statement is selected 301 as a start point and
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the statements are ordered from those with the least variables to those with the most.
Each variable in the statement that is not the final desired output variable is matched
302 to another variable that uses the variable as an input, and this is repeated 303
until the final output variable is reached wherein the statements’ order is recorded as

a list. This process is repeated 304 until all combinations have been selected.

Figure 3b illustrates the process flow through the Query Logics Reordering Engine,
starting with a check 306 for unselected statements. If found, the statement with the
lowest variables is selected 308 and checked 310 for multiple outputs. If multiple

outputs are found the point of diversion and untraversed path is marked 312.

The statement is then checked 314 for final output variable. If present, a linked list is
created 316, with the first node representing the first statement and the last node
representing the final statement. If a check 318 for any diversion points being

untraversed is positive, return 320 to the nearest untraversed point.

If the check 314 shows no final output variable in the statement, then the statement
with intermediate output variable as input is found 322 and the process loops until

the final output variable is reached.

The procedure is repeated until all combinations have been selected

Figure 3c illustrates an example of statements being ordered and recorded as lists.
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For example, the query below:

SELECT ?subject ?predicate ?object

WHERE {

?major rdfs:subClassOf mohr:MASCO.

?subMinor rdfs:subClassOf ?minor.
?minor rdfs:subClassOf ?subMajor.
?subMajor rdfs:subClassOf ?major.
?subject rdf:type ?subMinor.

?subject mohr:hasName 'Lawyer'@en.

?subject ?predicate ?object.

}

becomes:

Listl

?major rdfs:subClassOf mohr:MASCO.

?subMajor rdfs:subClassOf ?major.
?minor rdfs:subClassOf ?subMajor.

?subMinor rdfs;subClassOf ?minor.

PCT/MY2013/000246
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?subject rdfitype ?subMinor.

?subject ?predicate ?object.

List2
?subject mohr:hasName 'Lawyer'@en.

?subject ?predicate ?object.

With respect to Figures 4a-b the Relationship Formation Engine is illustrated in more
detail, wherein the ordered lists are grouped 401 according to the final output
variables, the ordered lists (List] and List2) are merged 402 at common nodes (in
this case the node where the variable is ‘?subject’) to form trees with each output
variable as a root node, and the trees of different output variables are merged 403 to
obtain the relationship between the output variables. The closest paths are then found
404 between all the output variables to determine intersection positions where
temporary tables need to be created and stored to enable relationship formation

between the output variables at the end of the search.

With regard to Figures 5a-b the Parallelized Query Execution Engine is illustrated in
more detail wherein unprocessed leaf nodes in the relationship tree (the leaf nodes
being at the top of the tree opposite the root) are selected 501 and the queries
therefrom are used to perform a parallel search via the computation acceleration
device (GPGPU). The intermediate results from each node are recursively used 502

as inputs to other nodes along the path from the leaf to the root until the root or an
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intersection before the root node is reached. The parallel search result tables from the
intersection points up to the root nodes are kept 503 and the process is repeated until

all leaf nodes have been processed.

With regard to Figure 6 Table Matching and Output Engine is illustrated in more
detail wherein the intermediate result tables from the intersection points up to the
root nodes are logically combined 601 by parallel matching 602 the inputs and
outputs for all the queries. Results matching the output variables from the tables are

extracted and returned 603 to the CPU for display.

It will be appreciated by persons skilled in the art that the present invention may also
include further additional modifications made to the device which does not affect the

overall functioning of the device.
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CLAIMS

A method of SPARQL query processing comprising the following steps:
parsing a SPARQL query to form one or more statement lists;
expanding the statement lists into temporary tables of results; and
merging the temporary tables of results at their intersections to generate

output variable results.

A method according to claim 1 wherein the output variables for the SPARQL
query are identified and the corresponding statements are mapped to a binary

form and classified based on the number of variables therein.

A method according to claim 2 wherein the statements are ordered from those

with the least variables to those with the most variables.

A method according to claim 2 or 3 including a matching process where each
variable in the statement that is not the final desired output variable is matched
to another variable that uses the variable as an input, until the final output
variable is reached wherein the statements’ order is recorded as an ordered

lists.



WO 2014/098559 PCT/MY2013/000246

10

15

20

13

A method according to claim 4 wherein the ordered lists are grouped according
to the final output variables, and merged at common nodes to form trees with

each output variable as a root node.

A method according to claim 5 wherein the trees of different output variables

are merged to obtain the relationship between the output variables

A method according to claim 6 wherein the closest paths are found between all
the output variables to determine intersection positions where the temporary
tables need to be created and stored to enable relationship formation between

the output variables at the end of the search.

A method according to claim 7 wherein the relationship between the output
variables is defined as a relationship tree in which one or more leaf nodes are

at the top of the tree opposite a root node.

A method according to claim 8 wherein unprocessed leaf nodes in the
relationship tree are selected and the queries therefrom are used to perform a
parallel search via a computation acceleration device to generate the temporary

tables of results.



WO 2014/098559 PCT/MY2013/000246

10

15

20

10.

11.

12.

13.

14.
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A method according to claim 9 wherein the temporary tables from each node
are recursively used as inputs to other nodes along the path from the leaf to the

root until the root or an intersection before the root node is reached.

A method according to claim 10 wherein the temporary tables from the
intersection points up to the root nodes are retained and the search is repeated

until all leaf nodes have been processed.

A method according to claim 11 wherein the temporary tables from the
intersection points up to the root nodes are logically combined by parallel

matching the inputs and outputs for all the queries.

A method according to claim 12 wherein the results matching the output

variables from the temporary tables are extracted and returned to a user.

A system for processing SPARQL queries, comprising:

a Statement Parser for processing a SPARQL query into statements;

a Statement Table Mapper Unit for mapping the statements to a binary
form;

a Statement Classifier Unit for classifying the statements so as to form
linked nodes for searching;

a Query Sorting Unit for sorting the statements based on the number of

variables;
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a Query Flow Linking Unit for linking outputs from the statements to
inputs of other statements;
a Common Output Identifier Unit for identifying linked lists of
statements with common output variables;
5 a Common Variable Merger Unit that for forming a tree from related
linked lists;
a Parallelized Query Execution Engine for executing searches in
parallel on leaf nodes within the tree; and
a Table Matching and Output Engine for matching the results of the
10 searches, in the form of temporary tables of results, to form a final matched

output.
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Figure 2
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SELECT ?subject ?predicate ?object
WHERE {

?major rdfs:subClassOf mohr:MASCO.
?subMinor rdfs:subClassOf ?minor.
2minor rdfs:subClassOf ?subMajor.
?subMajor rdfs:subClassOf ?major.
?subject rdf'type ?subMinor.

7subject mohr:hasName 'Lawyer'@en
?subject ?predicate ?object.

}
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Figure 5a
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Figure 5b
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