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Load Balancing in Link Aggregation

Background

The bandwidth of a single port in a network device has increased from 10 Mpbs to 10
Gbps in recent years. Despite the rapid increase, the bandwidth of a single port is still
inadequate to meet the bandwidth requirements of various network applications. For

example, the bandwidth requirement for an uplink port is generally at least 100 Gbps.

Brief Description of Drawings
Non-limiting example(s) will be described with reference to the following drawings, in
which:

Fig. 1 is a block diagram of an example network supporting link aggregation;

Fig. 2 is a block diagram of an example network device;

Fig. 3 is a block diagram of the example network device in Fig. 2 during packet
transmission;

Fig. 4 is a flowchart of an example method for load balancing in a network
device supporting link aggregation;

Fig. 5 is a detailed flowchart of one of the blocks in Fig. 4 for determining and
storing status information of ports of a network device;

Fig. 6 is a flowchart of an example structure of a status notification message;
and

Fig. 7 is a block diagram of an example structure of a line card of the example
network device in Fig. 2 and Fig. 3.

Detailed Description

Fig. 1 shows an example network 100 in which a network device 110 connects source
devices 120 to destination devices 130 via multiple network links 140, 150. The source
devices 120 are connected to ingress ports 112 of the network device 110, while the
destination devices 130 to egress ports 114 of the network device 110. Each physical
link 140, 150 terminates at an ingress 112 or egress port 114 of the network device 110.

The network device 110 supports link aggregation, which is also known as port
aggregation and trunking. Link aggregation is used to aggregate the network links 140,
150 as logical links 160, 170. Link aggregation increases bandwidth and reliability,
and also provides redundancy in case of failure or congestion at one network link or

port. The logical links 160, 170 each represent an aggregation group, in which:



WO 2013/017017 PCT/CN2012/078855

10

15

20

25

30

35

(a) Aggregation groups LAG1 to LAG3 are each formed by network links 140
connecting a source device 120 with the network device 110; and

(b) Aggregation groups LAG4 to LAG6 are each formed by network links 150
connecting a destination device 130 with the network device 110.

The corresponding ingress 112 or egress 114 ports of each aggregation group are

known as their “member ports” or “trunk members”.

During packet transmission, the network device 110 receives, from a source device
120, packets through one of the member ingress ports 112 of an aggregation group; and
determines the egress port 114 through which the packets are sent to the destination
device 130. The destination device 130 the packets are sent is not necessarily their

final destination.

The network device 110 may be any device for forwarding packets in the network 100,
such as a switch, router etc. The source 120 and destination 130 devices may be
switches, routers, hosts, computers etc. In one example, the network device 110 may
be a core switch connecting multiple access switches (source devices 120) to a router
(destination device 140). Although multiple source 120 and destination 130 devices are
shown, it will be appreciated that the network device 110 may connect to one source
device 120 and/or one destination device 130. The network links 140, 150 may be any
suitable links, such as optical fibres, copper wires etc.

Referring now to Fig. 2, an example network device 110 in the form of a switch 200
will be explained in more detail. The network device 110 includes multiple line cards,
such as three ingress line cards (LC1, LC2 and LC3); and three egress line cards (LC4,
LC5 and LC6) in this example. The line cards are generally interconnected via internal
forwarding paths such as a switching fabric 210. Throughout this disclosure, the term
“line card” is used to generally refer to a network interface, network interface card etc.

for transmitting and receiving packets, frames, etc.

Each line card (LC1-LC6) further includes one or more processors that are connected to
the ports (labelled Port / ... N) on the network device 110. For simplicity, one
processor is provided on each line card (LC1-LC6) in the example in Fig. 2. The

processors (P1-P6) are interconnected via internal forwarding paths on the network
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device 110, such as the switching fabric 210 in Fig. 2. The processors (P1-P6) are also

known as “packet processors” and “forwarding chips”.

Referring also to the block diagram 300 in Fig. 3, there are two aggregation groups in

the example in Fig. 2:

(a) Aggregation group LAG1 whose members are port 1 of processor P4, port 1 of
processor P5, and port 1 of processor P6; and

(b) Aggregation group LAG2 whose members are port 2 of processor P1, and port 1

of processor P2,

The ports connect the switch 110 to one or more other devices (120, 140) in the
network 110, as explained using Fig. 1. The ports on ingress line cards LC1 and LC2
are known as ingress ports, and ports on egress line cards LC3 and LC4 are known as

ingress ports.

In the example in Fig. 3, when packets 310 arrive at an ingress port of a line card (e.g.
Port 1 of LC2) of the switch 200, the processor P2 determines the appropriate egress
line card and egress port (e.g. Port 1 of LC4) through which the received packets are

sent.,

The appropriate egress line card and egress port are generally determined based on a
hash value computed from the received packet(s). As such, it is possible that packets
received at port 2 of processor P1 are also forwarded to port 1 of processor P4, possibly

causing load imbalance and congestion at port 1 of processor P4.

Fig. 4 is a flowchart of an example method 400 for load balancing in network device

110 supporting link aggregation:

At block 410, the network device 110 determines and stores status information

of member ports of each aggregation group.

At block 420, the network device 110 determines a first hash value for one or

more received packets.

At block 430, based on the first hash value, the network device 110 determines a

first member port of an aggregation group for sending the received packets.
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At block 440, the network device 110 determines whether there is congestion at
the first member port. In one example, the determination may be based on the

status information stored at block 410.

At block 450, if the determination at block 440 is not affirmative (no
congestion), the network device 110 sends the received packets through the first

member port.

At block 460, if the determination at block 430 is affirmative (congested), the

network device 110 determines a second hash value.

At block 470, based on the second hash value, the network device 110
determines a second member port of the aggregation group through which the

received packets are sent.

At block 480, the received packets are sent through the second member port

instead of the first member port.

Using the example method, if there is congestion at the first member port, traffic or
load is diverted from a first member port to a second member port of an aggregation
group. This reduces load imbalance among the redundant links, thereby reduces link

resource wastage. The example method will be explained in more detail below.

Port status information

At block 410 in Fig. 4, the network device 110 determines and stores status information

of member ports of each aggregation group configured on the network device 110.

An example of this process 410 is shown in Fig. 5, in which each processor (P1-P6) on
the network device 110 determines the status of their physical ports and notifies other

processors accordingly.

(1) At block 412 in Fig. 5, the processors (P1-P6) on the network device 110 each
determine and store status information of the ports on the network device 110. The
status information sets out the relationship between member ports and aggregation

groups, and the status of each member port.
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In one implementation, the status information may be in the form of a forwarding table,

an example of which is Table 1.

Table 1: Initial port status information

Aggregation |  Number of Member port Congestion
group ID member ports Information indicator
1 3 (Device 4, Port 1) 0

(Device 5, Port 1)
(Device 6, Port 1)
2 2 (Device 1, Port 2)
(Device 2, Port 1)

[e=} Ren}l Fen) Fen)

The status information includes the identifier of each aggregation group; number of
member ports in each aggregation group; the identifier of each member port; and a
congestion indicator of each member port. The identifier of each member port of an
aggregation group includes an identifier of the processor (“Device”) connected to the

member port, and an identifier of the port.

In this example, there are three member ports in aggregation group 1: port 1 of
processor P4 (“Device 4”) or; port 1 of P5 (“Device 5”); and port 1 of P6 (“Device 67).
The congestion indicator, or “congestion factor”, is set to an initial value of zero to

indicate no congestion.

It will be appreciated that the port status information may be stored in other suitable

form(s), such as using an individual forwarding table for each aggregation group.

(i) At block 414 in Fig. 5, the processors (P1-P6) determine the status of their
respective ports, and notify other processors of the network device 110 accordingly.
The notification may be in the form of a status notification message shown in Fig. 6

that includes:

(a) A 10-bit sender identifier, which identifying the processor that sends the
status notification message.
(b) A 64-bit port status information or port congestion state, where each bit

represents the status of a port connected to the processor. Value 0
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congestion.

(c) A 54-bit reserved value that is currently not in use.

The status notification message may be broadcasted to other processors on the network
device 110 via the switching fabric 210. The status may be determined periodically,
and/or when triggered by a trigger signal received from other processors on the network

device 110 or other nodes in the network.

In the example in Fig. 3, processor P4 of line card LC4 determines the status of its ports
(/ to N) and detects congestion at port / (see label 320). P4 then generates a status
notification message with the first bit set to 1, which represents congestion at port /.
The status notification message is sent to other processors (i.e. P1-P3 and P5-P6) on the

network device 110.

(ii1y At block 416 in Fig. 5, a processor that receives the status notification message
reporting congestion at one or more member ports, and updates its port status

information accordingly.

In the example in Fig. 3, processor P2 receives a status notification message from
processor P4. From the sender identifier and port status information of the message,
processor P2 learns that there is congestion at port 1 of processor P4. Processor P2
then retrieves its copy of the status information of ports on the network device 110

from a memory on line card LC2.

Processor P2 searches for the entry in Table 1 that is associated with port / of P4, and
updates its congestion indicator from a value that indicates no congestion (zero) to a
new value that indicates otherwise. The new value may be in any suitable form, such
as a random value determined by the processor P2. The updated status information is
shown in Table 2, in which the congestion indicator of Port 1 of P4 is set to a random
value 0.52.

Table 2: Updated status information

Aggregation |  Number of Member port Congestion
group ID member ports Information indicator
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1 3 (Device 4, Port 1) 0
(Device 5, Port 1)
(Device 6, Port 1)
2 2 (Device 1, Port 2)
(Device 2, Port 1)

=1 I=1r=1I=1t¥¢

Once port / of processor P4 recovers from congestion, processor P4 similarly sends a
status notification message to other processors on the network device 110. This time,
the bit that represents port / of processor P4 in the 64-bit port status information is set

to zero instead of a one.
Upon receiving the status notification message from processor P4, processor P2 update
the status information of port / of processor P4, from the random value to a value that

represents no congestion, i.e. zero in this example.

First hash value

At block 420 in Fig. 4, a processor determines a first hash value for a packet received
through an ingress port of the network device 110. The first hash value may also be

determined for a packet flow, but for simplicity, a packet is used here.

In the example in Fig. 3, processor P2 receives a packet 310 through ingress port /.
After ingress processing, since the destination address of the received packet
corresponds to an aggregation group (or aggregated links), processor P2 performs hash

computation on the received packet to determine the first hash value.

First member port

At block 430 in Fig. 4, based on the first hash value, the processor determines a first

member port of an aggregation group for sending the received packet.

In the example in Fig. 3, processor P2 determines the number of member ports of the
aggregation group, and determine the first member port based on the hash value and
number of member ports:

Index1 = First Hash Value % Number of Member Ports,

where Index1 (or Trunk Select Index1) is the index of the first member port in the
aggregation group; First Hash Value (or Trunk Hash Value) is the hash value of the
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received packet; and Number of Member Ports (or Number of Trunk Members) is the

number of members in the aggregation group.

Congestion determination

At block 440 in Fig. 4, the processor determines whether there is congestion at the first

member port.

In one example, the determination is based on the status information stored at block
410 in Fig. 4. If the value of the congestion indicator of the first member port is zero,
this indicates no congestion at the first member port. But otherwise, if the congestion
indicator has a random value, this indicates that there is congestion at the first member

port.

At block 450 in Fig. 4, if there is no congestion at the first member port, the received
packet is sent through the first member port.

Second hash value

At block 460 in Fig. 4, if there is congestion at the first member port, the processor
determines a second hash value. In one example implementation, the second hash

value is determined based on the first hash value and an “additional value”.

The congestion indicator of the first member port, which has a random value if there is
congestion, may be used as the “additional value”. It will be appreciated that adding
the additional value to the first hash value allows the same hash computation algorithm

to be used, causing less disturbance compared to changing the algorithm.

In the example in Fig. 3, processor P2 retrieves Table 2 from its memory to determine
whether there is congestion at the first member port (i.e. port 1 of processor P4).
Processor P2 searches for the entry that corresponds to the first member port and its

aggregation group.

In Table 2, the first member port is port 1 of processor P4 of aggregation group ID 1,
its congestion indicator has a random value of 0.52. This value is used to determine the
second hash value, such as by adding the random value to the first hash value, as
follows:

Second Hash Value = First Hash Value + Random Value
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Second member port

At block 470 in Fig. 4, based on the second hash value, the processor determines a
second member port of the same aggregation group through which the packet is sent
from the network device 110.

In the example in Fig. 3, processor P2 determines the second member port as follows:

Index2 = (First Hash Value + Random Factor) % Number of Member Ports,

where Index2 (or Trunk Select Index?2) is the index of the second member port in the
aggregation group of the first member port; First Hash Value (or Trunk Hash Value) is
the hash value of the received packet; Random Factor is a random value; and Number
of Member Ports (or Number of Trunk Members) is the number of members in the

aggregation group.

At block 480 in Fig. 4, the received packet is sent through the second member port
instead of the first member port, thereby diverting the traffic away from the first

member port to reduce the likelihood of further aggravating the congestion.

It will be appreciated that blocks 460 and 470 may be repeated, if the second member
port is also congested based on the status information of the second member port. In
this case, a third hash value is calculated to determine a third member port through

which the received packet is sent, and so on.

Network Device 110
Fig. 7 shows a block diagram of an example line card 700 in the example network
device 110 in Fig. 2 and Fig. 3.

The line card 700 includes one or more processors 710 (labelled Pla to Pl#n) that are
each connected to a subset of ports 720 (also labelled a to n). The processors 710 are
interconnected to each other via internal paths 750, and connected to a central

processing unit (CPU) 730 and memory 740.

Each processor 710 may be connected to any number of ports 320, and this number

may vary from one processor 310 to another. An aggregation group may include ports
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720 from the same processor 310 or different ones, as well as ports on the same line

card 700 or different line cards of the network device 110.

The CPU 730 programs the processors 710 with machine-readable instructions 742 to
analyse a packet received at the line card 300, and determines an egress port of the
network device 110 to forward the packet flow. The machine-readable instructions 742
are stored in the memory 740. Other information required for load balancing, such as

the status information in Table 1 and Table 2, is also stored in the memory 740.

The methods, processes and functional units described herein may be implemented by
hardware (including hardware logic circuitry), software or firmware or a combination
thereof. The term ‘processor’ is to be interpreted broadly to include a processing unit,
ASIC, logic unit, or programmable gate array etc. The processes, methods and
functional units may all be performed by the one or more processors 710; reference in
this disclosure or the claims to a ‘processor’ should thus be interpreted to mean ‘one or

more processors’.

Further, the processes, methods and functional units described in this disclosure may be
implemented in the form of a computer software product. The computer software
product is stored in a storage medium and comprises a plurality of instructions for
making a processor to implement the methods recited in the examples of the present

disclosure.

The figures are only illustrations of an example, wherein the units or procedure shown
in the figures are not necessarily essential for implementing the present disclosure.
Those skilled in the art will understand that the units in the device in the example can
be arranged in the device in the examples as described, or can be alternatively located
in one or more devices different from that in the examples. The units in the examples
described can be combined into one module or further divided into a plurality of sub-

units.

Although the flowcharts described show a specific order of execution, the order of
execution may differ from that which is depicted. For example, the order of execution
of two or more blocks may be changed relative to the order shown. Also, two or more
blocks shown in succession may be executed concurrently or with partial concurrence.

All such variations are within the scope of the present disclosure.
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It will be appreciated that numerous variations and/or modifications may be made to
the processes, methods and functional units as shown in the examples without departing
from the scope of the disclosure as broadly described. The examples are, therefore, to

5 be considered in all respects as illustrative and not restrictive.
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Claims

1. A method for load balancing in a network device supporting link aggregation,
the method comprising a first processor of the network device:

determining a first hash value for a received packet;

based on the first hash value, determining a first member port of an aggregation
group corresponding to a destination address of the packet;

if there is congestion at the first member port, determining a second hash value
for the received packet; and

based on the second hash value, determining a second member port in the

aggregation group and sending the received packet through the second member port.

2. The method of claim 1, wherein the second hash value for the received packet is

determined based on the first hash value and an additional value.

3. The method of claim 2, wherein the additional value is a congestion indicator of
the first member port, the congestion indicator having a random value if there is

congestion at the first member port.

4. The method of claim 3, further comprising:

receiving, from a second processor connected to the first member port of the
aggregation group, a status notification message reporting congestion at the first
member port; and

updating the congestion indicator of the first member port from a value that

represents no congestion to the random value.

5. The method of claim 3 or 4, further comprising:

receiving, from the second processor connected to the first member port of the
aggregation group, a status notification message reporting recovery of the first member
port from congestion; and

updating the congestion indicator of the first member port from the random

value to a value that represents no congestion.

6. The method of claim 4 or 5, wherein the status notification message includes
information identifying the second processor, and status of each port connected to the

second Processor.
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7. The method of any one of the preceding claims, wherein the second port
member is determined based on the second hash value and number of members in the

aggregation group.

8. A network device for load balancing, the network device supporting link
aggregation and comprising a first processor to:

determine a first hash value for a received packet;

based on the first hash value, determine a first member port of an aggregation
group corresponding to a destination address of the packet;

if there is congestion at the first member port, determine a second hash value for
the received packet; and

based on the second hash value, determine a second member port in the
aggregation group and send the received packet through the second member port.

9. The network device of claim 8, wherein the second hash value for the received

packet is determined based on the first hash value and an additional value.

10.  The network device of claim 8 or 9, wherein the additional value is a congestion
indicator of the first member port, the congestion indicator having a random value if

there is congestion at the first member port.

11.  The network device of claim 10, wherein the first processor is further to:
receive, from a second processor connected to the first member port of the
aggregation group, a status notification message reporting congestion at the first
member port; and
update the congestion indicator of the first member port from a value that

represents no congestion to the random value.

12.  The network device of claim 10 or 11, wherein the first processor is further to:
receive, from a second processor connected to the first member port of the
aggregation group, a status notification message reporting recovery of the first member
port from congestion; and
update the congestion indicator in the status information of the first member

port from the random value to a value that represents no congestion.
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13.  The network device of claim 11 or 12, wherein the status notification message
includes information identifying the second processor, and status of each port

connected to the second processor.

14.  The network device of any one of claims 8 to 13, wherein the second port
member is determined based on the second hash value and number of members in the

aggregation group.

15. A processor for load balancing in a network device supporting link aggregation,
the processor is to:

determine a first hash value for a received packet;

based on the first hash value, determine a first member port of an aggregation
group corresponding to a destination address of the packet;

if there is congestion at the first member port, determine a second hash value for
the received packet; and

based on the second hash value, determine a second member port in the

aggregation group and send the received packet through the second member port.
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