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known poses to find an exemplar pose that represents an
observed pose of the target. The method further includes
rasterizing a model of the target into a synthesized depth
image having a rasterized pose and adjusting the rasterized
pose of the model into a model-fitting pose based, at least in
part, on differences between the observed depth image and
the synthesized depth image. Either the exemplar pose or the
model-fitting pose is then selected to represent the target.
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VISUALTARGET TRACKING USING MODEL
FITTING AND EXEMPLAR
CROSS-REFERENCE TO RELATED
APPLICATIONS

0001. This application claims priority to U.S. Provisional
Patent Application No. 61/148,892, filed Jan. 30, 2009, the
entire contents of which are hereby incorporated herein by
reference for all purposes.
BACKGROUND

0002 Many computer games and other computer vision
applications utilize complicated controls to allow users to
manipulate game characters or other aspects of an applica
tion. Such controls can be difficult to learn, thus creating a
barrier to entry for many games or other applications. Fur
thermore, such controls may be very different from the actual
game actions or other application actions for which they are
used. For example, a game control that causes a game char
acter to Swing a baseball bat may not at all resemble the actual
motion of Swinging a baseball bat.
SUMMARY

0003. This Summary is provided to introduce a selection
of concepts in a simplified form that are further described
below in the Detailed Description. This Summary is not
intended to identify key features or essential features of the
claimed subject matter, nor is it intended to be used to limit
the scope of the claimed subject matter. Furthermore, the
claimed Subject matter is not limited to implementations that
Solve any or all disadvantages noted in any part of this dis
closure.

0004 Various embodiments related to visual target track
ing are discussed herein. One disclosed approach includes
tracking a target by receiving an observed depth image of the
target from a source and obtainingaposed model of the target.
The posed model is rasterized into a synthesized depth image.
The pose of the model is then adjusted based, at least in part,
on differences between the observed depth image and the
synthesized depth image. This approach may be referred to as
model fitting.
0005. Another disclosed embodiment includes receiving
an observed depth image of the target from a source and
analyzing the observed depth image to determine the likely
joint locations of the target as well as the relative confidence
that Such joint locations are accurate. This approach may be
referred to as exemplar (i.e., it finds a pose by example). The
exemplar method focuses on matching poses of a target (e.g.,
human) against a prior-trained collection of known poses.
0006 Model fitting and/or exemplar may be facilitated by
body scanning and/or background removal. Body scanning
includes receiving one or more frames of observed depth
images from a source. The scene of each observed depth
image may be scanned to find one or more human targets in a
pose from which the basic size and shape of the human
target(s) can be confidently deduced. This approach may be
referred to as body scanning.
0007 Background removal includes using one of several
possible different methodologies for identifying those por
tions of a scene that does not include a human target, so that
those portions of the scene may be ignored, thereby reducing
computational expense. One background removal approach
defines a sphere, or other geometric shape, using extremities

(e.g., head, feet, hands, etc.) of the target to set the size and
position of the sphere. Observed depth values within the
sphere and/or a buffer, are considered in Subsequent process
ing steps, while observed depth values outside of the sphere
may be at least temporarily ignored as being part of the
background and not part of the target.
0008 Model fitting, exemplar, body scanning, and/or
background removal may be used in a cooperative analysis
pipeline. In Such approaches, body Scanning may be used to
deduce a general size and shape of a target and to select a
model that has such a size and shape. Either exemplar or body
fitting may then be used to find a pose of the model that
accurately represents the pose of the target. A relative confi
dence of a pose found by exemplar may be judged to deter
mine whether a pose found by exemplar or a pose computed
by model fitting should be used. Background removal can be
utilized in conjunction with exemplar and/or model fitting to
accurately classify a target and body parts of the target. Back
ground removal also can be utilized as an optimization during
this process.
BRIEF DESCRIPTION OF THE DRAWINGS

0009 FIG. 1A shows an embodiment of an exemplary
target recognition, analysis, and tracking System tracking a
game player playing a boxing game.
0010 FIG. 1B shows the game player of FIG. 1A throwing
a punch that is tracked and interpreted as a game control that
causes a player avatar to throw a punch in game space.
0011 FIG. 2 schematically shows a computing system in
accordance with an embodiment of the present disclosure.
0012 FIG. 3 shows an exemplary body model used to
represent a human target.
0013 FIG. 4 shows a substantially frontal view of an
exemplary skeletal model used to represent a human target.
0014 FIG. 5 shows a skewed view of an exemplary skel
etal model used to represent a human target.
0015 FIG. 6 shows an exemplary mesh model used to
represent a human target.
0016 FIG. 7 shows a flow diagram of an example method
of visually tracking a target.
0017 FIG. 8 shows an exemplary observed depth image.
0018 FIG. 9 shows an exemplary synthesized depth
image.
0019 FIG. 10 schematically shows some of the pixels
making up a synthesized depth image.
0020 FIG. 11A schematically shows the application of a
force to a force-receiving location of a model.
0021 FIG. 11B schematically shows a result of applying
the force to the force-receiving location of the model of FIG.
11A.

0022 FIG. 12A shows a player avatar rendered from the
model of FIG. 11A.

0023 FIG. 12B shows a player avatar rendered from the
model of FIG. 11B.

0024 FIG. 13 shows an example process flow of a target
tracking method that uses exemplar and model fitting.
0025 FIG. 14 shows another example process flow of a
target tracking method that uses exemplar and model fitting.
DETAILED DESCRIPTION

0026. The present disclosure is directed to target recogni
tion, analysis, and tracking. In particular, the use of a depth
camera or other source for acquiring depth information for
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one or more targets is disclosed. Such depth information may
then be used to efficiently and accurately model and track the
one or more targets, as described in detail below. The target
recognition, analysis, and tracking described herein provides
a robust platform in which one or more targets can be consis
tently tracked at a relatively fast frame rate, even when the
target(s) move into poses that have been considered difficult
to analyze using other approaches (e.g., when two or more
targets partially overlap and/or occlude one another, when a
portion of a target self-occludes another portion of the same
target, when a target changes its topographical appearance
(e.g., a human touching his or her head), etc.).
0027 FIG. 1A shows a nonlimiting example of a target
recognition, analysis, and tracking system 10. In particular,
FIG. 1A shows a computer gaming system 12 that may be
used to play a variety of different games, play one or more
different media types, and/or control or manipulate non-game
applications. FIG. 1A also shows a display 14 in the form of
a high-definition television, or HDTV 16, which may be used
to present game visuals to game players, such as game player
18. Furthermore, FIG. 1A shows a capture device in the form
of a depth camera 20, which may be used to visually monitor
one or more game players, such as game player 18. The
example shown in FIG. 1A is nonlimiting. As described
below with reference to FIG. 2, a variety of different types of
target recognition, analysis, and tracking systems may be
used without departing from the scope of this disclosure.
0028. A target recognition, analysis, and tracking system
may be used to recognize, analyze, and/or track one or more
targets, such as game player 18. FIG. 1A shows a scenario in
which game player 18 is tracked using depth camera 20 so
that the movements of game player 18 may be interpreted by
gaming system 12 as controls that can be used to affect the
game being executed by gaming system 12. In other words,
game player 18 may use his movements to control the game.
The movements of game player 18 may be interpreted as
virtually any type of game control.
0029. The example scenario illustrated in FIG. 1A shows
game player 18 playing a boxing game that is being executed
by gaming system 12. The gaming system uses HDTV 16 to
visually present a boxing opponent 22 to game player 18.
Furthermore, the gaming system uses HDTV 16 to visually
present a player avatar 24 that gaming player 18 controls with
his movements. As shown in FIG. 1B, game player 18 can
throw a punch in physical space as an instruction for player
avatar 24 to throw a punch in game space. Gaming system 12
and depth camera 20 can be used to recognize and analyze the
punch of game player 18 in physical space so that the punch
can be interpreted as a game control that causes player avatar
24 to throw a punch in game space. For example, FIG. 1B
shows HDTV 16 visually presenting player avatar 24 throw
ing a punch that strikes boxing opponent 22 responsive to
game player 18 throwing a punch in physical space.
0030. Other movements by game player 18 may be inter
preted as other controls, such as controls to bob, weave,
shuffle, block, jab, or throw a variety of different power
punches. Furthermore, Some movements may be interpreted
into controls that serve purposes other than controlling player
avatar 24. For example, the player may use movements to end,
pause, or save a game, select a level, view high scores, com
municate with a friend, etc.

0031. In some embodiments, a target may include a human
and an object. In such embodiments, for example, a player of
an electronic game may be holding an object, Such that the

motions of the player and the object are utilized to adjust
and/or control parameters of the electronic game. For
example, the motion of a player holding a racket may be
tracked and utilized for controlling an on-screen racket in an
electronic sports game. In another example, the motion of a
player holding an object may be tracked and utilized for
controlling an on-screen weapon in an electronic combat
game.

0032 Target recognition, analysis, and tracking systems
may be used to interpret target movements as operating sys
tem and/or application controls that are outside the realm of
gaming. Virtually any controllable aspect of an operating
system and/or application, such as the boxing game shown in
FIGS. 1A and 1B, may be controlled by movements of a
target, such as game player 18. The illustrated boxing sce
nario is provided as an example, but is not meant to be limiting
in any way. To the contrary, the illustrated scenario is intended
to demonstrate a general concept, which may be applied to a
variety of different applications without departing from the
Scope of this disclosure.
0033. The methods and processes described herein may be
tied to a variety of different types of computing systems.
FIGS. 1A and 1B show a nonlimiting example in the form of
gaming system 12, HDTV 16, and depth camera 20. As
another, more general, example, FIG. 2 schematically shows
a computing system 40 that may perform one or more of the
target recognition, tracking, and analysis methods and pro
cesses described herein. Computing system 40 may take a
variety of different forms, including, but not limited to, gam
ing consoles, personal computing gaming Systems, military
tracking and/or targeting systems, and character acquisition
systems offering green-screen or motion-capture functional
ity, among others.
0034 Computing system 40 may include a logic sub
system 42, a data-holding Subsystem 44, a display Subsystem
46, and/or a capture device 48. The computing system may
optionally include components not shown in FIG. 2, and/or
Some components shown in FIG. 2 may be peripheral com
ponents that are not integrated into the computing system.
0035 Logic subsystem 42 may include one or more physi
cal devices configured to execute one or more instructions.
For example, the logic Subsystem may be configured to
execute one or more instructions that are part of one or more
programs, routines, objects, components, data structures, or
other logical constructs. Such instructions may be imple
mented to perform a task, implement a data type, transform
the state of one or more devices, or otherwise arrive at a

desired result. The logic Subsystem may include one or more
processors that are configured to execute software instruc
tions. Additionally or alternatively, the logic Subsystem may
include one or more hardware or firmware logic machines
configured to execute hardware or firmware instructions. The
logic Subsystem may optionally include individual compo
nents that are distributed throughout two or more devices,
which may be remotely located in some embodiments.
0036) Data-holding subsystem 44 may include one or
more physical devices configured to hold data and/or instruc
tions executable by the logic Subsystem to implement the
herein described methods and processes. When such methods
and processes are implemented, the state of data-holding
subsystem 44 may be transformed (e.g., to hold different
data). Data-holding Subsystem 44 may include removable
media and/or built-in devices. Data-holding Subsystem 44
may include optical memory devices, semiconductor
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memory devices (e.g., RAM, EEPROM, flash, etc.), and/or
magnetic memory devices, among others. Data-holding Sub
system 44 may include devices with one or more of the
following characteristics: Volatile, nonvolatile, dynamic,
static, read/write, read-only, random access, sequential
access, location addressable, file addressable, and content

addressable. In some embodiments, logic Subsystem 42 and
data-holding Subsystem 44 may be integrated into one or
more common devices, such as an application specific inte
grated circuit or a system on a chip.
0037 FIG. 2 also shows an aspect of the data-holding
subsystem in the form of computer-readable removable
media 50, which may be used to store and/or transfer data
and/or instructions executable to implement the herein
described methods and processes.
0038. Display subsystem 46 may be used to present a
visual representation of data held by data-holding Subsystem
44. As the herein described methods and processes change the
data held by the data-holding Subsystem, and thus transform
the state of the data-holding Subsystem, the State of display
subsystem 46 may likewise be transformed to visually repre
sent changes in the underlying data. As a nonlimiting
example, the target recognition, tracking, and analysis
described herein may be reflected via display subsystem 46 in
the form of a game character that changes poses in game
space responsive to the movements of a game player in physi
cal space. Display Subsystem 46 may include one or more
display devices utilizing virtually any type of technology.
Such display devices may be combined with logic Subsystem
42 and/or data-holding Subsystem 44 in a shared enclosure, or
Such display devices may be peripheral display devices, as
shown in FIGS. 1A and 1B.

0039 Computing system 40 further includes a capture
device 48 configured to obtain depth images of one or more
targets. Capture device 48 may be configured to capture video
with depth information via any Suitable technique (e.g., time
of-flight, structured light, stereo image, etc.). As such, capture
device 48 may include a depth camera, a video camera, Stereo
cameras, and/or other Suitable capture devices.
0040. For example, in time-of-flight analysis, the capture
device 48 may emit infrared light to the target and may then
use sensors to detect the backscattered light from the surface
of the target. In some cases, pulsed infrared light may be used,
wherein the time between an outgoing light pulse and a cor
responding incoming light pulse may be measured and used
to determine a physical distance from the capture device to a
particular location on the target. In some cases, the phase of
the outgoing light wave may be compared to the phase of the
incoming light wave to determine a phase shift, and the phase
shift may be used to determine a physical distance from the
capture device to a particular location on the target.
0041. In another example, time-of-flight analysis may be
used to indirectly determine a physical distance from the
capture device to a particular location on the target by ana
lyzing the intensity of the reflected beam of light over time,
via a technique Such as shuttered light pulse imaging.
0042. In another example, structured light analysis may be
utilized by capture device 48 to capture depth information. In
Such an analysis, patterned light (i.e., light displayed as a
known pattern Such as grid pattern or a stripe pattern) may be
projected onto the target. Upon striking the Surface of the
target, the pattern may become deformed in response, and this

deformation of the pattern may be studied to determine a
physical distance from the capture device to a particular loca
tion on the target.
0043. In another example, the capture device may include
two or more physically separated cameras that view a target
from different angles, to obtain visual stereo data. In Such
cases, the visual stereo data may be resolved to generate a
depth image.
0044. In other embodiments, capture device 48 may utilize
other technologies to measure and/or calculate depth values.
Additionally, capture device 48 may organize the calculated
depth information into “Zlayers, i.e., layers perpendicular to
a Z axis extending from the depth camera along its line of
sight to the viewer.
0045. In some embodiments, two or more different cam
eras may be incorporated into an integrated capture device.
For example, a depth camera and a video camera (e.g., RGB
Video camera) may be incorporated into a common capture
device. In some embodiments, two or more separate capture
devices may be cooperatively used. For example, a depth
camera and a separate video camera may be used. When a
Video camera is used, it may be used to provide target tracking
data, confirmation data for error correction of target tracking,
image capture, face recognition, high-precision tracking of
fingers (or other Small features), light sensing, and/or other
functions.

0046. It is to be understood that at least some target analy
sis and tracking operations may be executed by a logic
machine of one or more capture devices. A capture device
may include one or more onboard processing units configured
to perform one or more target analysis and/or tracking func
tions. A capture device may include firmware to facilitate
updating Such onboard processing logic.
0047 Computing system 40 may optionally include one or
more input devices, such as controller 52 and controller 54.
Input devices may be used to control operation of the com
puting system. In the context of a game, input devices, such as
controller 52 and/or controller 54 can be used to control

aspects of a game not controlled via the target recognition,
tracking, and analysis methods and procedures described
herein. In some embodiments, input devices such as control
ler 52 and/or controller 54 may include one or more of accel
erometers, gyroscopes, infrared target/sensor Systems, etc.,
which may be used to measure movement of the controllers in
physical space. In some embodiments, the computing system
may optionally include and/or utilize input gloves, key
boards, mice, track pads, trackballs, touch screens, buttons,
Switches, dials, and/or other input devices. As will be appre
ciated, target recognition, tracking, and analysis may be used
to control or augment aspects of a game, or other application,
conventionally controlled by an input device. Such as a game
controller. In some embodiments, the target tracking
described herein can be used as a complete replacement to
other forms of user input, while in other embodiments such
target tracking can be used to complement one or more other
forms of user input.
0048 Computing system 40 may be configured to perform
the target tracking methods described herein. However, it
should be understood that computing system 40 is provided as
a nonlimiting example of a device that may perform Such
target tracking. Other devices are within the scope of this
disclosure.

0049 Computing system 40, or another suitable device,
may be configured to represent each target with a model. As
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described in more detail below, information derived from

Such a model can be compared to information obtained from
a capture device. Such as a depth camera, so that the funda
mental proportions or shape of the model, as well as its
current pose, can be adjusted to more accurately represent the
modeled target. The model may be represented by one or
more polygonal meshes, by a set of mathematical primitives,
and/or via other suitable machine representations of the mod
eled target.
0050 FIG.3 shows a nonlimiting visual representation of
an example body model 70. Body model 70 is a machine
representation of a modeled target (e.g., game player 18 from
FIGS. 1A and 1B). The body model may include one or more
data structures that include a set of variables that collectively
define the modeled target in the language of a game or other
application/operating system.
0051. A model of a target can be variously configured
without departing from the Scope of this disclosure. In some
examples, a model may include one or more data structures
that represent a target as a three-dimensional model compris
ing rigid and/or deformable shapes, or body parts. Each body
part may be characterized as a mathematical primitive,
examples of which include, but are not limited to, spheres,
anisotropically-scaled spheres, cylinders, anisotropic cylin
ders, Smooth cylinders, boxes, beveled boxes, prisms, and the
like.

0052 For example, body model 70 of FIG. 3 includes
body parts bp1 through bp14, each of which represents a
different portion of the modeled target. Each body part is a
three-dimensional shape. For example, bp3 is a rectangular
prism that represents the left hand of a modeled target, and
bp5 is an octagonal prism that represents the left upper-arm of
the modeled target. Body model 70 is exemplary in that a
body model may contain any number of body parts, each of
which may be any machine-understandable representation of
the corresponding part of the modeled target.
0053 A model including two or more body parts may also
include one or more joints. Each joint may allow one or more
body parts to move relative to one or more other body parts.
For example, a model representing a human target may
include a plurality of rigid and/or deformable body parts,
wherein somebody parts may represent a corresponding ana
tomical body part of the human target. Further, each body part
of the model may comprise one or more structural members
(i.e., “bones'), with joints located at the intersection of adja
cent bones. It is to be understood that Some bones may cor
respond to anatomical bones in a human target and/or some
bones may not have corresponding anatomical bones in the
human target.
0054 The bones and joints may collectively make up a
skeletal model, which may be a constituent element of the
model. The skeletal model may include one or more skeletal
members for each body part and a joint between adjacent
skeletal members. Exemplary skeletal model 80 and exem
plary skeletal model 82 are shown in FIGS. 4 and 5, respec
tively. FIG. 4 shows a skeletal model 80 as viewed from the
front, with joints 1 through 33. FIG. 5 shows a skeletal
model 82 as viewed from a skewed view, also with joints j1
throughj33. Skeletal model 82 further includes roll joints j34
through j47, where each roll joint may be utilized to track
axial roll angles. For example, an axial roll angle may be used
to define a rotational orientation of a limb relative to its parent
limb and/or the torso. For example, if a skeletal model is
illustrating an axial rotation of an arm, roll joint j40 may be

used to indicate the direction the associated wrist is pointing
(e.g., palm facing up). Thus, whereasjoints can receive forces
and adjust the skeletal model, as described below, roll joints
may instead be constructed and utilized to track axial roll
angles. More generally, by examining an orientation of a limb
relative to its parent limb and/or the torso, an axial roll angle
may be determined. For example, if examining a lower leg,
the orientation of the lower leg relative to the associated upper
leg and hips may be examined in order to determine an axial
roll angle.
0055 As described above, some models may include a
skeleton and/or body parts that serve as a machine represen
tation of a modeled target. In some embodiments, a model
may alternatively or additionally include a wireframe mesh,
which may include hierarchies of rigid polygonal meshes,
one or more deformable meshes, or any combination of the
two. As a nonlimiting example, FIG. 6 shows a model 90
including a plurality of triangles (e.g., triangle 92) arranged in
a mesh that defines the shape of the body model. Such a mesh
may include bending limits at each polygonal edge. When a
mesh is used, the number of triangles, and/or other polygons,
that collectively constitute the mesh can be selected to
achieve a desired balance between quality and computational
expense. More triangles may provide higher quality and/or
more accurate models, while fewer triangles may be less
computationally demanding. A body model including a
polygonal mesh need not include a skeleton, although it may
in some embodiments.

0056. The above described body part models, skeletal
models, and polygonal meshes are nonlimiting exampletypes
of models that may be used as machine representations of a
modeled target. Other models are also within the scope of this
disclosure. For example, Some models may include patches,
non-uniform rational B-splines, Subdivision Surfaces, or
other high-order Surfaces. A model may also include Surface
textures and/or other information to more accurately repre
sent clothing, hair, and/or other aspects of a modeled target. A
model may optionally include information pertaining to a
current pose, one or more past poses, and/or model physics. It
is to be understood that any model that can be posed and then
rasterized to (or otherwise rendered to or expressed by) a
synthesized depth image, is compatible with the herein
described target recognition, analysis, and tracking.
0057. As mentioned above, a model serves as a represen
tation of a target, such as game player 18 in FIGS. 1A and 1B.
As the target moves in physical space, information from a
capture device, such as depth camera 20 in FIGS. 1A and 1B,
can be used to adjustapose and/or the fundamental size/shape
of the model so that it more accurately represents the target.
As an example, a model fitting approach may apply one or
more forces to one or more force-receiving aspects of the
model to adjust the model into a pose that more closely
corresponds to the pose of the target in physical space.
Depending on the type of model that is being used, the force
may be applied to a joint, a centroid of a body part, a vertex of
a triangle, or any other suitable force-receiving aspect of the
model. Furthermore, in some embodiments, two or more

different calculations may be used when determining the
direction and/or magnitude of the force. As described in more
detail below, differences between an observed image of the
target, as retrieved by a capture device, and a rasterized (i.e.,
synthesized) image of the model may be used to determine the
forces that are applied to the model in order to adjust the body
into a different pose.
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0058 FIG. 7 shows a flow diagram of an example method
100 of tracking a target using a model (e.g., body model 70 of
FIG. 3) and a model fitting approach. In some embodiments,
the target may be a human, and the human may be one of two
or more targets being tracked. As such, in Some embodiments,
method 100 may be executed by a computing system (e.g.,
gaming system 12 shown in FIG. 1 and/or computing system
40 shown in FIG. 2) to track one or more players interacting
with an electronic game being played on the computing sys
tem. As introduced above, tracking of the players allows
physical movements of those players to act as a real-time user
interface that adjusts and/or controls parameters of the elec
tronic game. For example, the tracked motions of a player
may be used to move an on-screen character or avatar in an
electronic role-playing game. In another example, the tracked
motions of a player may be used to control an on-screen
vehicle in an electronic racing game. In yet another example,
the tracked motions of a player may be used to control the
building or organization of objects in a virtual environment.
0059. At 102, method 100 includes receiving an observed
depth image of the target from a source. In some embodi
ments, the Source may be a depth camera configured to obtain
depth information about the target via a Suitable technique
Such as time-of-flight analysis, structured light analysis, Ste
reo vision analysis, or other Suitable techniques. The
observed depth image may include a plurality of observed
pixels, where each observed pixel has an observed depth
value. The observed depth value includes depth information
of the target as viewed from the source. FIG.8 shows a visual
representation of an exemplary observed depth image 140. As
shown, observed depth image 140 captures an exemplary
observed pose of a person (e.g., game player 18) standing
with his arms raised.

0060. As shown at 104 of FIG. 7, upon receiving the
observed depth image, method 100 may optionally include
downsampling the observed depth image to a lower process
ing resolution. Downsampling to a lower processing resolu
tion may allow the observed depth image to be more easily
utilized and/or more quickly processed with less computing
overhead.

0061. As shown at 106, upon receiving the observed depth
image, method 100 may optionally include removing non
player background elements from the observed depth image.
Removing suchbackground elements may include separating
various regions of the observed depth image into background
regions and regions occupied by the image of the target.
Background regions can be removed from the image or iden
tified so that they can be ignored during one or more Subse
quent processing steps. Virtually any background removal
technique may be used, and information from tracking (and
from the previous frame) can optionally be used to assistand
improve the quality of background-removal. As one nonlim
iting example, a sphere, other geometric shape, and/or buffer,
may be defined around a target using extremities of the target
(e.g., head, feet, hands, etc.) to set the size and position of the
sphere. Observed depth values within the sphere and/or a
buffer, are considered in Subsequent processing steps, while
observed depth values outside of the sphere may be at least
temporarily ignored as being part of the background and not
part of the target.
0062. As shown at 108, upon receiving the observed depth
image, method 100 may optionally include removing and/or
Smoothing one or more high-variance and/or noisy depth
values from the observed depth image. Such high-variance

and/or noisy depth values in the observed depth image may
result from a number of different sources, such as random

and/or systematic errors occurring during the image captur
ing process, defects and/or aberrations resulting from the
capture device, etc. Since Such high-variance and/or noisy
depth values may be artifacts of the image capturing process,
including these values in any future analysis of the image may
skew results and/or slow calculations. Thus, removal of Such

values may provide better data integrity for future calcula
tions.

0063. Other depth values may also be filtered. For
example, the accuracy of growth operations described below
with reference to step 118 may be enhanced by selectively
removing pixels satisfying one or more removal criteria. For
instance, if a depth value is halfway between a hand and the
torso that the hand is occluding, removing this pixel can
prevent growth operations from spilling from one body part
onto another during Subsequent processing steps.
0064. As shown at 110, method 100 may optionally
include filling in and/or reconstructing portions of missing
and/or removed depth information. Such backfilling may be
accomplished by averaging nearest neighbors, filtering, and/
or any other suitable method.
0065. As shown at 112 of FIG.7, method 100 may include
obtaining and/or refining a posed model of the target (e.g.,
body model 70 of FIG.3). As described above, the model may
include one or more polygonal meshes, one or more math
ematical primitives, one or more high-order Surfaces, and/or
other features used to provide a machine representation of the
target. Furthermore, the model may exist as an instance of one
or more data structures existing on a computing system.
0066. As indicated at 112a, one or more body scans can be
used to find a suitable model. According to an example
embodiment, portions of the depth image may be flood filled
and compared to one or more patterns to determine whether
the target(s) may be human target(s). As an example, a model
may be selected by one or more algorithms that are configured
to analyze a depth image and identify, at a coarse level, where
the target(s) of interest (e.g., human(s)) are located and/or the
size of Such target(s). If one or more of the targets in the depth
image includes a human target, the human target may be
systematically scanned to identify likely body parts and/or
joints. A model of the human target may then be generated
based on the scan. For example, the relative length of different
skeletal members and/or the size/volume of different body
parts may be determined. In some embodiments, the model
may be obtained from a database and/or other program
including one or more models. This type of body scanning
may be performed over one or more frames.
0067. As indicated at 112b, exemplar pose determination
algorithms can be used to obtain an exemplar pose of the
model during an initial iteration or whenever it is believed that
the algorithm can select a pose more accurate than the pose
calculated/obtained during a previous time step (e.g., via a
previous model fitting or exemplar pose determination). The
exemplar method focuses on matching poses of a target (e.g.,
human) against a prior-trained collection of known poses.
The exemplar approach can find an exemplar pose without
any prior context (i.e., knowledge of the prior frame is not
needed).
0068. In some embodiments, the exemplar algorithms
may utilize one or more decision trees to analyze each pixel of
interest in an observed depth image. Such analysis can find a
best-guess of the body part for that pixel and the confidence
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that the best-guess is correct. At each node of the decision
tree, an observed depth value comparison between two pixels
is made, and, depending on the result of the comparison, a
Subsequent depth value comparison between two other pixels
is made at the child node of the decision tree. The result of

Such comparisons at each node determines the pixels that are
to be compared at the next node. The terminal nodes of each
decision tree resultina body part classification and associated
confidence in the classification. The relative joint positions of
the model and associated confidences in joint position may be
determined in this way.
0069. In some embodiments, subsequent decision trees
may be used to iteratively refine the best-guess of the body
part for each pixel and the confidence that the best-guess is
correct. For example, once the pixels have been classified
with the first classifier tree (based on neighboring depth val
ues), a refining classification may be performed to classify
each pixel by using a second decision tree that looks at the
previous classified pixels and/or depth values. A third pass
may also be used to further refine the classification of the
current pixel by looking at the previous classified pixels and/
or depth values. It is to be understood that virtually any
number of iterations may be performed, with fewer iterations
resulting in less computational expense and more iterations
potentially offering more accurate classifications and/or con
fidences.

0070 The decision trees may be constructed during a
training mode in which a sample of known models in known
poses are analyzed to determine the questions (i.e., tests) that
can be asked at each node of the decision trees in order to

produce accurate pixel classifications.
0071. In some embodiments of method 100, the model
may be a posed model obtained from a previous time step, as
indicated at 112c. For example, if method 100 is performed
continuously, a posed model resulting from a previous itera
tion of method 100, corresponding to a previous time step,
may be obtained.
0072 Even if a model from a previous time step is avail
able, a model obtained from an exemplar algorithm or data
base may be chosen over a model obtained from the model
fitting approach. For example, a model from exemplar may be
used after a certain number of frames, if the target has
changed poses by more than a predetermined threshold, if the
model obtained via exemplar is judged to be more accurate
than the model obtained via model fitting, if a confidence in
the model obtained via exemplar is above a predetermined
threshold, and/or according to other criteria. This is described
further with reference to FIGS. 13 and 14.

0073. In some embodiments, additional analysis may be
performed in order to establish a relative confidence in apose.
For example, a hand-identifying algorithm may be used to
determine the position of a human target's hands. The hand
position of a model obtained via exemplar and the hand
position of a model obtained via model fitting may be com
pared to the hand position obtained via the hand-identifying
algorithm. This determination can be used to bias the selec
tion of the pose obtained via exemplar or the pose obtained via
model fitting. For example, if hand position from the hand
identifying algorithm closely matches hand position from
model fitting but not hand position from exemplar, selection
may be biased toward the model obtained via model fitting.
0074. In other embodiments, the model, or portions
thereof, may be synthesized. For example, if the target's body
core (torso, midsection, and hips) are represented by a
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deformable polygonal model, that model may be originally
constructed using the contents of an observed depth image,
where the outline of the target in the image (i.e., the silhou
ette) may be used to shape the mesh in the X and Y dimen
sions. Additionally, in Such an approach, the observed depth
value(s) in that area of the observed depth image may be used
to "mold' the mesh in the XY direction, as well as in the Z

direction, of the model to more favorably represent the tar
get's body shape.
(0075 Method 100 may further include representing any
clothing appearing on the target using a Suitable approach.
Such a suitable approach may include adding to the model
auxiliary geometry in the form of primitives or polygonal
meshes, and optionally adjusting the auxiliary geometry
based on poses to reflect gravity, cloth simulation, etc. Such
an approach may facilitate molding the models into more
realistic representations of the targets.
0076. As shown at 114, method 100 may optionally com
prise applying a momentum algorithm to the model. Because
the momentum of various parts of a target may predict change
in an image sequence. Such an algorithm may assist in obtain
ing the pose of the model. The momentum algorithm may use
a trajectory of each of the joints or vertices of a model over a
fixed number of a plurality of previous frames to assist in
obtaining the model.
0077. In some embodiments, knowledge that different
portions of a target can move a limited distance in a time

frame (e.g., /30" or '/60" of a second) can be used as a con

straint in obtaining a model. Such a constraint may be used to
rule out certain poses when a prior frame is known.
(0078. At 116 of FIG. 7, method 100 may also include
rasterizing the model into a synthesized depth image having a
rasterized pose. Rasterization allows the model described by
mathematical primitives, polygonal meshes, or other objects
to be converted into a synthesized depth image described by
a plurality of pixels.
0079 Rasterizing may be carried out using one or more
different techniques and/or algorithms. For example, raster
izing the model may include projecting a representation of the
model onto a two-dimensional plane. In the case of a model
including a plurality of body-part shapes (e.g., body model 70
of FIG. 3), rasterizing may include projecting and rasterizing
the collection of body-part shapes onto a two-dimensional
plane. For each pixel in the two dimensional plane onto which
the model is projected, various different types of information
may be stored.
0080 FIG. 9 shows a visual representation 150 of an
exemplary synthesized depth image corresponding to body
model 70 of FIG. 3. FIG. 10 shows a pixel matrix 160 of a
portion of the same synthesized depth image. As indicated at
170, each synthesized pixel in the synthesized depth image
may include a synthesized depth value. The synthesized
depth value for a given synthesized pixel may be the depth
value from the corresponding part of the model that is repre
sented by that synthesized pixel, as determined during raster
ization. In other words, if a portion of a forearm body part
(e.g., forearm body part bp4 of FIG. 3) is projected onto a
two-dimensional plane, a corresponding synthesized pixel
(e.g., synthesized pixel 162 of FIG. 10) may be given a syn
thesized depth value (e.g., synthesized depth value 164 of
FIG.10) equal to the depth value of that portion of the forearm
body part. In the illustrated example, synthesized pixel 162
has a synthesized depth value of 382 cm. Likewise, if a
neighboring hand body part (e.g., hand body part bp3 of FIG.
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3) is projected onto a two-dimensional plane, a corresponding
synthesized pixel (e.g., synthesized pixel 166 of FIG.10) may
be given a synthesized depth value (e.g., synthesized depth
value 168 of FIG. 10) equal to the depth value of that portion
of the hand body part. In the illustrated example, synthesized
pixel 166 has a synthesized depth value of 383 cm. It is to be
understood that the above is provided as an example. Synthe
sized depth values may be saved in any unit of measurement

terization may be stored in a rasterization map and/or a Snap
map, while player indices and/or body-part indices obtained
as part of a grow/fix operation after rasterization may be
stored in a grow map, as described below. Nonlimiting
examples of other types of pixel information that may be
assigned to each pixel include, but are not limited to, joint
indices, bone indices, vertex indices, triangle indices, cen

or as a dimensionless number.

I0086. At 118, method 100 of FIG. 7 may optionally
include Snapping and/or growing the body-part indices and/or
player indices. In other words, the synthesized depth image
may be augmented so that the body-part index and/or player
index of Some pixels are changed in an attempt to more
closely correspond to the modeled target.
I0087. In performing the above described rasterizations,
one or more Z-Buffers and/or body-part/player index maps
may be constructed. As a nonlimiting example, a first version
of Such a buffer/map may be constructed by performing a
Z-test in which a surface closest to the viewer (e.g., depth
camera) is selected and a body-part index and/or player index
associated with that Surface is written to the corresponding
pixel. This map may be referred to as the rasterization map or
the original synthesized depth map. A second version of Such
a buffer/map may be constructed by performing a Z-test in
which a surface that is closest to an observed depth value at
that pixel is selected and a body-part index and/or player

0081. As indicated at 170, each synthesized pixel in the
synthesized depth image may include an original body-part
index determined during rasterization. Such an original body
part index may indicate to which of the body parts of the
model that pixel corresponds. In the illustrated example of
FIG. 10, synthesized pixel 162 has an original body-part
index ofbp4, and synthesized pixel 166 has an original body
part index of bp3. In some embodiments, the original body
part index of a synthesized pixel may be nil if the synthesized
pixel does not correspond to a body part of the target (e.g., if
the synthesized pixel is a background pixel). In some embodi
ments, synthesized pixels that do not correspond to a body
part may be given a different type of index.
0082. As indicated at 170, each synthesized pixel in the
synthesized depth image may include an original player index
determined during rasterization, the original player index
corresponding to the target. For example, if there are two
targets, synthesized pixels corresponding to the first target
will have a first player index and synthesized pixels corre
sponding to the second target will have a second player index.
In the illustrated example, the pixel matrix 160 corresponds to
only one target, therefore synthesized pixel 162 has an origi
nal player index of P1, and synthesized pixel 166 has an
original player index of P1. Other types of indexing systems
may be used without departing from the scope of this disclo
SUC.

0083. As indicated at 170, each synthesized pixel in the
synthesized depth image may include a pixel address. The
pixel address may define the position of a pixel relative to
other pixels. In the illustrated example, synthesized pixel 162
has a pixel address of 5.7., and synthesized pixel 166 has a
pixel address of 4,8. It is to be understood that other address
ing schemes may be used without departing from the scope of
this disclosure.

0084 As indicated at 170, each synthesized pixel may
optionally include other types of information, some of which
may be obtained after rasterization. For example, each syn
thesized pixel may include an updated body-part index,
which may be determined as part of a Snap operation per
formed during rasterization, as described below. Each Syn
thesized pixel may include an updated player index, which
may be determined as part of a Snap operation performed
during rasterization. Each synthesized pixel may include an
updated body-part index, which may be obtained as part of a
grow/fix operation, as described below. Each synthesized
pixel may include an updated player index, which may be
obtained as part of a grow/fix operation, as described above.
0085. The example types of pixel information provided
above are not limiting. Various different types of information
may be stored as part of each pixel. Such information can be
stored as part of a common data structure, or the different
types of information may be stored in different data structures
that can be mapped to particular pixel locations (e.g., via a
pixel address). As an example, player indices and/or body
part indices obtained as part of a Snap operation during ras

troid indices, and the like.

index associated with that surface is written to the corre

sponding pixel. This may be referred to as the Snap map. Such
tests may be constrained so as to reject a Z-distance between
a synthesized depth value and an observed depth value that is
beyond a predetermined threshold. In some embodiments,
two or more Z-buffers and/or two or more body-part/player
index maps may be maintained, thus allowing two or more of
the above described tests to be carried out.

I0088 A third version of a buffer/map may be constructed
by growing and/or correcting a body-part/player index map.
This may be referred to as a grow map. Starting with a copy of
the Snap map described above, the values may be grown over
any “unknown values within a predetermined Z-distance, so
that a space being occupied by the target, but not yet occupied
by the body model, may be filled with proper body-part/
player indices. Such an approach may further include over
taking a known value if a more favorable match is identified.
I0089. The grow map may begin with a pass over synthe
sized pixels of the Snap map to detect pixels having neighbor
ing pixels with a different body-part/player index. These may
be considered "edge’ pixels, i.e., frontiers along which values
may optionally be propagated. As introduced above, growing
the pixel values may include growing into either “unknown
or “known pixels. For “unknown pixels, the body-part/
player index value, for example, in one scenario, may have
been Zero before, but may now have a non-Zero neighboring
pixel. In Sucha case, the four direct neighboring pixels may be
examined, and the neighboring pixel having an observed
depth value more closely resembling that of the pixel of
interest may be selected and assigned to the pixel of interest.
In the case of “known' pixels, it may be possible that a pixel
with a known nonzero body-part/player index value may be
overtaken, if one of its neighboring pixels has a depth value
written during rasterization that more closely matches the
observed depth value of the pixel of interest than that of the
synthesized depth value for that pixel.
0090. Additionally, for efficiency, updating a body-part/
player index value of a synthesized pixel may include adding
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its neighboring four pixels to a queue of pixels to be revisited
on a Subsequent pass. As such, values may continue to be
propagated along the frontiers without doing an entire pass
over all the pixels. As another optimization, different NXN
blocks of pixels (e.g., 16x16 blocks of pixels) occupied by a
target of interest can be tracked so that other blocks that are
not occupied by a target of interest can be ignored. Such an
optimization may be applied at any point during the target
analysis after rasterization in various forms.
0091. It is to be noted, however, that grow operations may
take a variety of different forms. For example, various flood
fills may first be performed to identify regions of like values,
and then it can be decided which regions belong to which
body parts. Furthermore, the number of pixels that any body
part/player index object (e.g., left forearm body part bp4 of
FIG. 3) can grow may be limited based on how many pixels
Such an object is expected to occupy (e.g., given its shape,
distance and angle) vs. how many pixels in the Snap map were
assigned that body-part/player index. Additionally, the afore
mentioned approaches may include adding advantages or
disadvantages, for certain poses, to bias the growth for certain
body parts so that the growth may be correct.
0092 A progressive snap adjustment can be made to the
snap map if it is determined that a distribution of pixels from
a body part is grouped at one depth, and another distribution
of pixels from the same body partis grouped at another depth,
such that a gap exists between these two distributions. For
example, an arm waving in front of a torso, and near to that
torso, may “spill into the torso. Such a case may yield a
group of torso pixels with a body-part index indicating that
they are arm pixels, when in fact they should be torso pixels.
By examining the distribution of synthesized depth values in
the lower arm, it may be determined that some of the arm
pixels may be grouped at one depth, and the rest may be
grouped at another depth. The gap between these two groups
of depth values indicates a jump between arm pixels and what
should be torso pixels. Thus, in response to identifying such a
gap, the spillover may then be remedied by assigning torso
body-part indices to the spillover pixels. As another example,
a progressive Snap adjustment can be helpful in an arm-over
background-object case. In this case, a histogram can be used
to identify a gap in the observed depth of the pixels of interest
(i.e., pixels thought to belong to the arm). Based on Such a
gap, one or more groups of pixels can be identified as properly
belonging to an arm and/or other group(s) can be rejected as
background pixels. The histogram can be based on a variety
of metrics, such as absolute depth; depth error (synthesized
depth-observed depth), etc. The progressive Snap adjustment
may be performed in-line during rasterization, prior to any
grow operations.
0093. At 120, method 100 of FIG. 7 may optionally
include creating a height map from the observed depth image,
the synthesized depth image, and the body-part/player index
maps at the three stages of processing described above. The
gradient of such a height map, and/or a blurred version of such
a height map, may be utilized when determining the direc
tions of adjustments that are to be made to the model, as
described hereafter. The height map is merely an optimiza
tion, however; alternatively or additionally, a search in all
directions may be performed to identify nearest joints where
adjustments may be applied and/or the direction in which
Such adjustments are to be made. When a height map is used,
it may be created before, after, or in parallel to the pixel class
determinations described below. When used, the height map

is designed to set the player's actual body at a low elevation
and the background elements at a high elevation. A water
shed-style technique can then be used to trace “downhill” in
the height map, to find the nearest point on the player from the
background, or vice versa (i.e., seek "uphill' in the height
map to find the nearest background pixel to a given player
pixel).
0094. The synthesized depth image and the observed
depth image may not be identical, and thus the synthesized
depth image can use adjustments and or modifications so that
it more closely matches an observed depth image and canthus
more accurately represent the target. It is to be understood that
adjustments can be made to the synthesized depth image by
first making adjustments to the model (e.g., change the pose
of the model), and then synthesizing the adjusted model into
a new version of the synthesized depth image. Such adjust
ments can be used to find a model-fitting pose that more
accurately represents the observed pose of the target.
0.095 A number of different approaches may be taken to
modify a synthesized depth image. In one approach, two or
more different models may be obtained and rasterized to yield
two or more synthesized depth images. Each synthesized
depth image may then be compared to the observed depth
image by a predetermined set of comparison metrics. The
synthesized depth image demonstrating a closest match to the
observed depth image may be selected, and this process may
be optionally repeated in order to improve the model. When
used, this process can be particularly useful for refining the
body model to match the player's body type and/or dimen
sions.

0096. In another approach, the two or more synthesized
depth images may be blended via interpolation or extrapola
tion to yield a blended synthesized depth image. In yet
another approach, two or more synthesized depth images may
be blended in Such a way that the blending techniques and
parameters vary across the blended synthesized depth image.
For example, if a first synthesized depth image is favorably
matched to the observed depth image in one region, and a
second synthesized depth image is favorably matched in a
second region, the pose selected in the blended synthesized
depth image could be a mixture resembling the pose used to
create the first synthesized depth image in the first region, and
the pose used to create the second synthesized depth image in
the second region.
0097. In yet another approach, and as indicated at 122 in
FIG. 7, the synthesized depth image may be compared to the
observed depth image. Each synthesized pixel of the synthe
sized depth image may be classified based on the results of the
comparison. Such classification may be referred to as deter
mining the pixel case for each pixel. The model used to create
the synthesized depth image (e.g., body model 70 of FIG. 3)
may be systematically adjusted in accordance with the deter
mined pixel cases. In particular, a force vector (magnitude
and direction) may be calculated at each pixel based on the
determined pixel case and, depending on the type of model,
the computed force vector can be applied to a nearest joint, a
centroid of a body part, a point on a body part, a vertex of a
triangle, or another predetermined force-receiving location of
the model used to generate the synthesized depth image. In
Some embodiments, the force attributed to a given pixel can
be distributed between two or more force-receiving locations
on the model.

0098. One or more pixel cases may be selected for each
synthesized pixel based on one or more factors, which
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include, but are not limited to—the difference between an

observed depth value and a synthesized depth value for that
synthesized pixel; the difference between the original body
part index, the (snap) body-part index, and/or the (grow)
body/part index for that synthesized pixel; and/or the differ
ence between the original player index, the (snap) player
index, and/or the (grow) player index for that synthesized
pixel.
0099. As indicated at 124 of FIG. 7, determining a pixel
case may include selecting a refine-Z pixel case. The refine-Z
pixel case may be selected when the observed depth value of
an observed pixel (or in a region of observed pixels) of the
observed depth image does not match the synthesized depth
value(s) in the synthesized depth image, but is close enough to
likely belong to the same object in both images, and the
body-part indices match (or, in Some cases, correspond to
neighboring body parts or regions). A refine-Z pixel case may
be selected for a synthesized pixel if a difference between an
observed depth value and a synthesized depth value for that
synthesized pixel is within a predetermined range and,
optionally, if that synthesized pixels (grow) body party index
corresponds to a body part that has not been designated for
receiving magnetism forces. The refine-Z pixel case corre
sponds to a computed force vector that may exert a force on
the model to move the model into the correct position. The
computed force vector may be applied along the Z axis per
pendicular to the image plane, along a vector normal to an
aspect of the model (e.g., face of the corresponding body
part), and/or along a vector normal to nearby observed pixels.
The magnitude of the force vector is based on the difference
in the observed and synthesized depth values, with greater
differences corresponding to larger forces. The force-receiv
ing location to which the force is applied can be selected to be
the nearest qualifying force-receiving location to the pixel of
interest (e.g., nearest torso joint), or the force can be distrib
uted among a weighted blend of the nearest force-receiving
locations. The nearest force-receiving location may be cho
sen, however, in Some cases, the application of biases can be
helpful. For example, if a pixel lies halfway down the upper
leg, and it has been established that the hip joint is less mobile
(or agile) than the knee, it may be helpful to bias the joint
forces for mid-leg pixels to act on the knee rather than the hip.
0100. The determination of which force-receiving loca
tion is nearest to the pixel of interest can be found by a
brute-force search, with or without the biases mentioned

above. To accelerate the search, the set of force-receiving
locations searched may be limited to only those on or near the
body part that is associated with the body-part index of this
pixel. BSP (binary space partitioning) trees may also be set
up, each time the pose is changed, to help accelerate these
searches. Each region on the body, or each body part corre
sponding to a body-partindex, may be given its own BSP tree.
If so, the biases can be applied differently for each body part,
which further enables wise selection of the proper force
receiving locations.
0101. As indicated at 126 of FIG. 7, determining a pixel
case may include selecting a magnetism pixel case. The mag
netism pixel case may be utilized when the synthesized pixel
being examined, in the (grow?) map corresponds to a prede
termined Subset of the body parts (e.g., the arms, or bp3, bp4.
bp5, bp7, bp8, and bp9 of FIG. 3). While the arms are pro
vided as an example, other body parts, such as the legs or the
entire body, may optionally be associated with the magnetism
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pixel case in some scenarios. Likewise, in Some scenarios, the
arms may not be associated with the magnetism pixel case.
0102 The pixels marked for the magnetism case may be
grouped into regions, each region being associated with a
specific body part (such as, in this example, upper left arm,
lower left arm, left hand, and so on). Which region a pixel
belongs to can be determined from its body-part index, or, a
more accurate test can be performed (to reduce error poten
tially introduced in the grow operation) by comparing the
pixel’s position to various points in or on the body model (but
not restricted to the body part indicated by the pixel’s body
part index). For example, for a pixel somewhere on the left
arm, various metrics can be used to determine to which bone

segment (shoulder-to-elbow, elbow-to-wrist, or wrist-to-tip
of-hand) the pixel is the most likely to belong. Each of these
bone segments may be considered a “region'.
0103 For each of these magnetism regions, centroids of
the pixels belonging to the region may be computed. These
centroids can be either orthodox (all contributing pixels are
weighted equally), or biased, where some pixels carry more
weight than others. For example, for the upper arm, three
centroids may be tracked: 1) an unbiased centroid, 2) a “near
centroid, whose contributing pixels are weighted more
heavily when they are closer to the shoulder; and 3) a “far
centroid, whose contributing pixels are weighted more
heavily when closer to the elbow. These weightings may be

linear (e.g., 2x) or nonlinear (e.g., x) or follow any curve.

0104. Once these centroids are computed, a variety of
options are available (and can be chosen dynamically) for
computing the position and orientation of the body part of
interest, even if some are partially occluded. For example,
when trying to determine the new position for the elbow, if the
centroid in that area is sufficiently visible (if the sum of the
weights of the contributing pixels exceeds a predetermined
threshold), then the centroid itself marks the elbow (estimate
#1). However, if the elbow area is not visible (perhaps
because it is occluded by some other object or body part), the
elbow location can still often be determined, as described in

the following nonlimiting example. If the far centroid of the
upper arm is visible, then a projection can be made out from
the shoulder, through this centroid, by the length of the upper
arm, to obtain a very likely position for the elbow (estimate
#2) If the near centroid of the lower arm is visible, then a
projection can be made up from the wrist, through this cen
troid, by the length of the lower arm, to obtain a very likely
position for the elbow (estimate #3).
0105. A selection of one of the three potential estimates
can be made, or a blend between the three potential estimates
may be made, giving priority (or higher weight) to the esti
mates that have higher visibility, confidence, pixel counts, or
any number of other metrics. Finally, in this example, a single
force vector may be applied to the model at the location of the
elbow; however, it may be more heavily weighted (when
accumulated with the pixel force vectors resulting from other
pixel cases, but acting on this same force-receiving location),
to represent the fact that many pixels were used to construct it.
When applied, the computed force vector may move the
model so that the corresponding model more favorably
matches the target shown in the observed image. An advan
tage of the magnetism pixel case is its ability to work well
with highly agile body parts. Such as arms.
0106. In some embodiments, a model without defined
joints or body parts may be adjusted using only the magne
tism pixel case.
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0107 As indicated at 128 and at 130 of FIG. 7, determin
ing a pixel case may include selecting a pull pixel case and/or
a push pixel case. These pixel cases may be invoked at the
silhouette, where the synthesized and observed depth values
may be severely mismatched at the same pixel address. It is
noted that the pull pixel case and the push pixel case can also
be used when the original player index does not match the
(grow) player index. The determination of push vs. pull is as
follows. If the synthesized depth image contains a depth value
that is less than (closer than) the depth value in the observed
depth image at that same pixel address, then the model can be
pulled toward the true silhouette seen in the grown image.
Conversely, if the original synthesized image contains a depth
value that is greater than (farther than) the depth value in the
observed depth image, then the model can be pushed out of
the space that the player no longer occupies (and toward the
real silhouette in the grown image). In either case, for each of
these pixels or pixel regions, a two- or three-dimensional
computed force vector may be exerted on the model to correct
the silhouette mismatch, either pushing or pulling parts of the
body model into a position that more accurately matches the
position of the target in the observed depth image. The direc
tion of such pushing and/or pulling is often predominantly in
the XY plane, although a Z component can be added to the
force in Some scenarios.

0108. In order to produce the proper force vector for a pull
or push case, the nearest point on either the player silhouette
in the synthesized depth image (for a pull case), or on the
player silhouette in the observed depth image (for a push
case) may first be found. This point can be found, for each
Source pixel (or for each group of source pixels), by perform
ing a brute-force, exhaustive 2D search for the nearest point
(on the desired silhouette) that meets the following criteria. In
the pull pixel case, the closest pixel with a player index in the
original map (at the seek position) that matches the player
index in the grown map (at the source pixel or region) is
found. In the push pixel case, the closest pixel with a player
index in the grown map (at the seek position) that matches the
player index in the original map (at the source pixel or region)
is found.

0109) However, a brute force search can be very compu
tationally expensive, and optimizations can be used to reduce
computational expense. One non-limiting example optimiza
tion for finding this point more efficiently is to follow the
gradient of the above described height map, or a blurred
version thereof, and to only examine pixels in a straight line,
in the direction of the gradient. In this height map, the height
values are low where the player index is the same in both the
original and grown player index maps, and the height values
are high where the player index (in both maps) is zero. The
gradient can be defined as the vector, at any given pixel,
pointing “downhill' in this height map. Both pull and push
pixels can then seek along this gradient (downhill) until they
reach their respective stopping condition, as described above.
Other basic optimizations for this seek operation include
skipping pixels, using intervalhalving, or using a slope-based
approach; re-sampling the gradient, at intervals, as the seek
progresses; as well as checking nearby for better/closer
matches (not directly along the gradient) once the stopping
criteria are met.

0110 No matter what technique is used to find the nearest
point on the silhouette of interest, the distance traveled (the
distance between the source pixel and the silhouette pixel),
D1, may be used to calculate the magnitude (length), D2, of
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the force vector that will push or pull the model. In some
embodiments, D2 may be linearly or nonlinearly related to

D1 (e.g., D2–2*D1 or D2-D1). As one nonlimiting

example, the following formula can be sued: D2=(D1-0.5
pixels)*2. For example, if there is a 5-pixel gap between the
silhouette in the two depth images, each pixel in this gap may
perform a small “seek” and produce a force vector. The pixels
near the real silhouette may seek by only 1 pixel to reach the
silhouette, so the force magnitude at those pixels will be
(1-0.5)*2=1. The pixels far from the real silhouette may seek
by 5 pixels, so the force magnitude will be (5-0.5)*2=9. In
general, going from the pixels closest to the real silhouette to

those farthest, the seek distances will be D1={1,2,3,4,5} and
the force magnitudes produced will be: D2={1, 3, 5, 7, 9}.
The average of D2 in this case is 5, as desired—the average
magnitudes of the resulting force vectors are equivalent to the
distance between the silhouettes (near each force-receiving
location), which is the distance that the model can be moved
to put the model in the proper place.
0111. The final force vector, for each source pixel, may
then be constructed with a direction and a magnitude (i.e.,
length). For pull pixels, the direction is determined by the
vector from the silhouette pixel to the source pixel; for push
pixels, it is the opposite vector. The length of this force vector
is D2. At each pixel, then, the force may be applied to a
best-qualifying (e.g., nearest) force-receiving location (or
distributed between several), and these forces can be aver
aged, at each force-receiving location, to produce the proper
localized movements of the body model.
0112. As indicated at 132 and at 134 of FIG. 7, determin
ing a pixel case may include selecting a self-occluding push
and/or pull pixel case. Whereas in the above-mentioned push
and pull pixel cases a body part may be moving in the fore
ground relative to a background or another target, the self
occluding push and pull pixel cases consider the scenarios
where the body part is in front of another body part of the
same target (e.g., one leg in front of another, arm in front of
torso, etc.). These cases may be identified when the pixel’s
(snap) player index matches its corresponding (grow) player
index, but when the (snap) body-part index does not match its
corresponding (grow) body-partindex. In Such cases, the seek
direction (to find the silhouette) may be derived in several
ways. As nonlimiting examples, a brute-force 2D search may
be performed; a second set of “occlusion' height maps may
be tailored for this case so that a gradient can guide a 1D
search; or the direction may be set toward the nearest point on
the nearest skeletal member. Details for these two cases are

otherwise similar to the standard pull and push cases.
0113 Push, pull, self-occluding push, and/or self-occlud
ing pull pixel cases may be selected for a synthesized pixel if
that synthesized pixel’s (grow) body party index corresponds
to a body part that has not been designated for receiving
magnetism forces.
0114. It is to be understood that in some scenarios a single
pixel may be responsible for one or more pixel cases. As a
nonlimiting example, a pixel may be responsible for both a
self-occluding push pixel force and a refine-Z pixel force,
where the self-occluding push pixel force is applied to a
force-receiving location on the occluding body part and the
refine-Z pixel force is applied to a force-receiving location on
the body part being occluded.
0.115. As indicated at 136 of FIG. 7, determining a pixel
case may include selecting no pixel case for a synthesized
pixel. Oftentimes a force vector will not need to be calculated
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for all synthesized pixels of the synthesized depth image. For
example, synthesized pixels that are farther away from the
body model shown in the synthesized depth image, and
observed pixels that are farther away from the target shown in
the observed depth image (i.e., background pixels), may not
influence any force-receiving locations or body parts. A pixel
case need not be determined for Such pixels, although it can be
in some scenarios. As another example, a difference between
an observed depth value and a synthesized depth value for that
synthesized pixel may be below a predetermined threshold
value (e.g., the model already matches the observed image).
AS Such, a pixel case need not be determined for Such pixels,
although it can be in some scenarios.
0116. The table provided below details an example rela
tionship between the pixel cases described above and the
joints illustrated in skeletal model 82 of FIG. 5. Pixel cases
1-7 are abbreviated in the table as follows: 1-Pull (regular),
2-Pull (occlusion), 3-Push (regular), 4-Push (occlusion),
5-Refine-Z, 6-Magnetic Pull, and 7-Occlusion (no action). A
“Yes” entry in the “Receives Forces?” column indicates that
the joint of that row may receive forces from a force vector.
An “X” entry in a pixel cases column denotes that the joint of
that row may receive a force from a force vector correspond
ing to the pixel case of that column. It is to be understood that
the following table is provided as an example. It is not to be
considered limiting. Other relationships between models and
pixel cases may be established without departing from the
Scope of this disclosure.
0117. At 140, method 100 of FIG. 7 includes, for each
synthesized pixel for which a pixel case has been determined,
computing a force vector based on the pixel case selected for
that synthesized pixel. As described above, each pixel case
corresponds to a different algorithm and/or methodology for
selecting the magnitude, direction, and/or force-receiving
location of a force vector. The force vectors may be computed
and/or accumulated in any coordinate space, such as world
space, screen space (pre-Z-divide), projection space (post-Zdivide), model space, and the like.
0118. At 142, method 100 includes mapping each com
puted force vector to one or more force-receiving locations of
the model. Mapping may include mapping a computed force
vector to a “best-matching force-receiving location. The
selection of a best-matching force-receiving location of the
model is dependent on the pixel case selected for the corre
sponding pixel. The best-matching force-receiving location
may be the nearest joint, vertex, or centroid, for example. In
Some embodiments, moments (i.e., rotational forces) may be
applied to a model.
0119. In general, translations may result from forces with
similar directions acting on the force-receiving locations of a
model, and rotations may result from forces of different direc
tions acting on the force-receiving locations of a model. For
deformable objects, some of the components of the force
vectors may be used to deform the model within its deforma
tion limits, and the remaining components of the force vectors
may be used to translate and/or rotate the model.
0120 In some embodiments, force vectors may be
mapped to the best-matching rigid or deformable object, Sub
object, and/or set of polygons of an object. Accordingly, some
of the force vectors may be used to deform the model, and the
remaining components of the force vectors may be used to
perform rigid translation of the model. Such a technique may
resultina “broken model (e.g., an arm could be severed from
the body). As discussed in more detail below, a rectification

step may then be used to transform translations into rotations
and/or apply constraints in order to connect body parts back
together along a low-energy path.
I0121. In some embodiments one or more target extremi
ties may be identified (e.g., relative to a middle or core of the
target). For example, during actions of interest, hands and feet
may diverge away from the torso. These highly diverging
parts may be flagged or otherwise determined to be points of
interest that have a high probability of corresponding to a
hand or foot. By combining these points of interest with
constraints, previous position, or other output from a model or
prediction system regarding the target pose, such an extremity
detector can be used to either construct or validate a pose.
(0.122 FIGS. 11A and 11B shows a very simplified
example of applying force vectors to a model—in the illus
trated example, a skeletal model 180. For the sake of simplic
ity, only two force vectors are shown in the illustrated
example. Each such force vector may be the result of the
summation of two or more different force vectors resulting
from the pixel case determinations and force vector calcula
tions of two or more different pixels. Often times, a model
will be adjusted by many different force vectors, each of
which is the sum of many different force vectors resulting
from the pixel case determinations and force vector calcula
tions of many different pixels.
(0123 FIG. 1A shows a skeletal model 180, where force
vector 182 is to be applied to joint j18 (i.e., an elbow) and
force vector 184 is to be applied to joint j20 (i.e., a wrist), for
the purpose of straightening one arm of skeletal model 180 to
more closely match an observed depth image. FIG. 11B
shows skeletal model 180 after the forces are applied. FIG.
11B illustrates how the applied forces adjust the pose of the
model. As shown in FIG. 11B, the lengths of the skeletal
members may be preserved. As further shown, the position of
joint j2 remains at the shoulder of the skeletal model, as
expected for the case of a human straightening their arm. In
other words, the skeletal model remains intact after the forces

have been applied. Maintaining the integrity of the skeletal
model when applying forces results from one or more con
straints being applied, as discussed in more detail hereafter. A
variety of different constraints can be enforced to maintain
the integrity of different possible model types.
(0.124. At 144, method 100 of FIG. 7 optionally includes
rectifying the model to a pose satisfying one or more con
straints. As described above, after collecting and mapping the
computed force vectors to the force-receiving locations of the
model, the computed force vectors may then be applied to the
model. If performed without constraint, this may “break' the
model, stretching it out of proportion and/or moving body
parts into invalid configurations for the actual body of the
target. Iterations of various functions may then be used to
“relax” the new model position into a “nearby legal configu
ration. During each iteration of rectifying the model, con
straints may be gently and/or gradually applied to the pose, in
order to limit the set of poses to those that are physically
expressible by one or more actual bodies of one or more
targets. In other embodiments, such a rectifying step may be
done in a non-iterative manner.

0.125. In some embodiments, the constraints may include
one or more of skeletal member length constraints, joint
angle constraints, polygon edge angle constraints, and colli
sion tests, as described hereafter.

I0126. As an example in which a skeletal model is used,
skeletal member (i.e., bone) length constraints can be applied.
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Force vectors that can be detected (i.e., force vectors at loca
tions where joints and/or body parts are visible and not
occluded) may be propagated along a network of skeletal
members of the skeletal model. By applying skeletal member
length constraints, the propagated forces may “settle in once
all of the skeletal members are of acceptable lengths. In some
embodiments, one or more of the skeletal member lengths are
allowed to be variable within a predetermined range. For
example, the length of skeletal members making up the sides
of the torso may be variable to simulate a deformable mid
section. As another example, the length of skeletal members
making up the upper-arm may be variable to simulate a com
plex shoulder Socket.
0127. A skeletal model may additionally or alternatively
be constrained by computing a length of each skeletal mem
ber based on the target, such that these lengths may be used as
constraints during rectification. For example, the desired
bone lengths are known from the body model; and the differ
ence between the current bone lengths (i.e., distances
between new joint positions) and the desired bone lengths can
be assessed. The model can be adjusted to decrease any error
between desired lengths and current lengths. Priority may be
given to certain joints and/or bones that are deemed more
important, as well as joints or body parts that are currently
more visible than others. Also, high-magnitude changes may
be given priority over low-magnitude changes.
0128 Joint visibility and/or confidence may be separately
tracked in the X,Y, and Z dimensions to allow more accurate

application of bone length constraints. For example, if a bone
connects the chest to the left shoulder, and the chest joint's Z
position is high-confidence (i.e., many refine-Z pixels corre
spond to the joint) and the shoulder's Y-position is high
confidence (many push/pull pixels correspond to the joint),
then any error in the bone length may be corrected while
partially or fully limiting movement of the shoulder in the Y
direction or the chest in the Z direction.

0129. In some embodiments, joint positions prior to recti
fication may be compared to joint positions after rectification.
If it is determined that a consistent set of adjustments is being
made to the skeletal model in every frame, method 100 may
use this information to perform a “progressive refinement on
the skeletal and/or body model. For example, by comparing
joint positions before and after rectification it may be deter
mined that in each frame the shoulders are being pushed
wider apart during rectification. Such a consistent adjustment
Suggests that the shoulders of the skeletal model are Smaller
than that of the target being represented, and consequently,
the shoulder width is being adjusted each frame during rec
tification to correct for this. In Such a case, a progressive
refinement, Such as increasing the shoulder width of the skel
etal model, may be made to correct the skeletal and/or body
model to better match the target.
0130. In regards to joint angle constraints, certain limbs
and body parts may be limited in their range of motion relative
to an adjacent body part. Additionally, this range of motion
may change based on the orientation of adjacent body parts.
Thus, applying joint angle constraints may allow limb seg
ments to be constrained to possible configurations, given the
orientation of parent limbs and/or body parts. For example,
the lower leg can be configured to bend backwards (at the
knee), but not forwards. If illegal angles are detected, the
offending body part(s) and/or their parents (or, in the case of
a mesh model, the offending triangles and their neighbors) are
adjusted to keep the pose within a range of predetermined

possibilities, thus helping avoid the case where the model
collapses into a pose that is deemed to be unacceptable. In
certain cases of extreme angle violations, the pose may be
recognized as backwards, i.e., what is being tracked as the
chest is really the player's back; the left hand is really the right
hand; and so on. When Such an impossible angle is clearly
visible (and Sufficiently egregious), this can be interpreted to
mean that the pose has been mapped backwards onto the
player's body, and the pose can be flipped to accurately model
the target.
I0131 Collision tests may be applied to prevent the model
from interpenetrating itself. For example, collision tests may
prevent any part of the forearms/hands from penetrating the
torso, or prevent the forearms/hands from penetrating each
other. In other examples, collision tests may prevent a leg
from penetrating the other leg. In some embodiments, colli
sion tests may be applied to models of two or more players to
prevent similar scenarios from occurring between models. In
Some embodiments, collision tests may be applied to a body
model and/or a skeletal model. In some embodiments, colli

sion tests may be applied to certain polygons of a mesh

model.

I0132) Collision tests may be applied in any suitable man
ner. One approach examines collisions of one “volumetric
line segment vs. another, where a Volumetric line segment
may be a line segment with a radius that extends out in 3-D.
An example of Such a collision test may be examining a
forearm vs. another forearm. In some embodiments, the Volu

metric line segment may have a different radius at each end of
the segment.
0.133 Another approach examines collisions of a volumet
ric line segment vs. a posed polygonal object. An example of
Such a collision test may be examining a forearm vs. a torso.
In some embodiments, the posed polygonal object may be a
deformed polygonal object.
I0134. In some embodiments, knowledge that different
portions of a target can move a limited distance in a time

frame (e.g., 40" or '/60" of a second) can be used as a con

straint. Such a constraint may be used to rule out certain poses
resulting from application of forces to pixel-receiving loca
tions of the model.

0.135. As indicated at 145, after the model has been
adjusted and optionally constrained, the process can loop
back to begin a new rasterization of the model into a new
synthesized depth image, which may then be compared to the
observed depth image so that further adjustments can be made
to the model. In this way, the model can be progressively
adjusted to more closely represent the modeled target. Virtu
ally any number of iterations can be completed each frame.
More iterations may achieve more accurate results, but more
iterations also may demand more computing overhead. It is
believed that two or three iterations perframe is appropriate in
many scenarios, although one iteration may be sufficient in
Some embodiments.

0.136 A posed model acquired using the above described
model fitting process, or a rasterized version thereof, may be
compared to the observed depth image in order to assess a
relative confidence in the acquired pose. Such a confidence
may be assessed per joint, body part, or pixel, or the confi
dence may be assessed for the model as a whole.
0.137 As indicated at 146, a posed model acquired via
model fitting can optionally be compared to a posed model
acquired via exemplar. In particular, one or more confidence
tests can be used to determine which pose is believed to be a
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more accurate representation of the target. When Such a com
parison is made, the pose that is believed to be more accurate
can be selected while the other pose is discarded and/or saved
to facilitate Subsequent pose determinations. In some
embodiments, high-confidence aspects of one pose may be
combined with high-confidence aspects of the other pose to
produce a combined pose that is believed to be a better rep
resentation of the target than either the model obtained via
model fitting or the model obtained via exemplar. It is to be
understood that in Some embodiments, model fitting, as dis
cussed with reference to steps 116-145 of FIG. 7, may be
skipped if the relative confidence in the exemplar pose is
above a predetermined threshold.
0.138. The relative frequency of when an exemplar pose, a
model-fitting pose, or a combined pose are tested and/or
chosen can be varied without departing from the scope of this
disclosure. In some embodiments, a pose acquired via model
fitting can be tested against a pose acquired via exemplar
every frame. In other embodiments, such a comparison may
only be carried out every nth frame, anytime the target moves
or changes poses by more than a threshold, or every time
confidence in either the model fitting model or the exemplar
model falls below a threshold. FIGS. 13 and 14 provide non
limiting example process flows for selecting a pose from
exemplar or model fitting.
0.139. At 147, method 100 of FIG. 7 optionally includes
changing the visual appearance of an on-screen character
(e.g., player avatar 190 of FIG. 12A) responsive to changes to
the model, such as changes shown in FIG. 11B. For example,
a user playing an electronic game on a gaming console (e.g.,
gaming system 12 of FIGS. 1A and 1B) may be tracked by the
gaming console as described herein. In particular, a body
model (e.g., body model 70 of FIG. 3) including a skeletal
model (e.g., skeletal model 180 of FIG. 11A) may be used to
model the target game player, and the body model may be
used to render an on-screen player avatar. As the game player
straightens one arm, the gaming console may track this
motion, then in response to the tracked motion, adjust the
model 180 as depicted in FIG. 11B. The gaming console may
also apply one or more constraints, as described above. Upon
making Such adjustments and applying such constraints, the
gaming console may display the adjusted player avatar 192,
as shown in FIG. 12B. This is also shown by way of example
in FIG. 1A, in which player avatar 24 is shown punching
boxing opponent 22 responsive to game player 18 throwing a
punch in real space.
0140 AS discussed above, visual target recognition can be
performed for purposes other than changing the visual
appearance of an on-screen character or avatar. As such, the
visual appearance of an on-screen character oravatar need not
be changed in all embodiments. As discussed above, target
tracking can be used for virtually limitless different purposes,
many of which do not result in the changing of an on-screen
character. The target tracking and/or the pose of the model, as
adjusted, can be used as a parameter to affect virtually any
element of an application, such as a game.
0141. As indicated at 148, the above described process can
be repeated for Subsequent frames.
0142. As discussed above, body Scanning and/or back
ground removal can be used to obtain a rough model of a
target and model fitting and/or exemplar can be used to find a
pose of the model and to track changing poses of the model
from frame to frame.
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0.143 FIG. 13 shows an example process flow 200 of a
target tracking method that uses exemplar to pass joint hints to
model fitting only if the model fitting is lost or deemed to be
below a predetermined confidence threshold. Using the
approach of FIG. 13, if the model fitting is not lost or deemed
to be of too low of confidence, model fitting is used to fit the
next frame.
0144. At 202, a body scan is performed to identify one or
more human targets. Such a scan may take one or more
frames. At 204, background removal can be performed to
facilitate tracking of an identified human target. At 206, it is
determined if the model has been lost or confidence in the
model from a previous frame is too low relative to the current
observed depth image. If the model has not been lost, the
process moves to step 214. If the model has been lost, at 208,
the observed depth image is systematically analyzed using
the exemplar process in order to find jointlocations of a model
and associated confidences that Such joint locations are cor
rect. At 210, it is determined if the relative confidences of the
joint locations are high enough to Suggest that a likely pose
has been acquired. If not, processing may return to step 206,
where the analysis can be repeated using an updated observed
depth image and/or different parameters in the analysis. If
confidence is high enough to Suggest that exemplar found a
pose, processing may pass to 212, where the joint locations
and/or confidences can be passed to the model fitting portion
of the processing pipeline. At 214, model fitting may be
executed as described above with reference to FIG. 7, using
the information from exemplar. At 216, the exemplar pose,
the model-fitting pose, or a combination thereof may be
reported and the process may be repeated.
0145 FIG. 14 shows an example process flow 220 of a
target tracking method that uses exemplar on every frame, or
alternatively, at selected frames, to pass joint information to
model fitting.
0146. At 222, a body scan is performed to identify one or
more human targets. Such a scan may take one or more
frames. At 224, background removal can be performed to
facilitate tracking of an identified human target. At 228, an
observed depth image is systematically analyzed using the
exemplar process in order to find joint locations of a model
and associated confidences that Such joint locations are cor
rect. At 230, it is determined if the relative confidences of the
joint locations are high enough to Suggest that a likely pose
has been acquired. If not, processing may return to step 228.
where the analysis can be repeated using an updated observed
depth image and/or different parameters in the analysis. If
confidence is high enough to Suggest that exemplar found a
pose, processing may pass to 232, where the joint locations
and/or confidences can be passed to the model fitting portion
of the processing pipeline. At 234, model fitting may be
executed as described above with reference to FIG. 7, using
the information from exemplar. At 236, the exemplar pose,
the model-fitting pose, or a combination thereof may be
reported and the process may be repeated.
0.147. It should be understood that the configurations and/
or approaches described herein are exemplary in nature, and
that these specific embodiments or examples are not to be
considered in a limiting sense, because numerous variations
are possible. The specific routines or methods described
herein may represent one or more of any number of process
ing strategies. AS Such, various acts illustrated may be per
formed in the sequence illustrated, in other sequences, in
parallel, or in some cases omitted. Likewise, the order of the
above-described processes may be changed.
0.148. The subject matter of the present disclosure includes
all novel and nonobvious combinations and Subcombinations
of the various processes, systems and configurations, and
other features, functions, acts, and/or properties disclosed
herein, as well as any and all equivalents thereof.
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1. A method of tracking a human target, the method com
prising:
receiving an observed depth image of a scene from a
Source:

body scanning the scene to identify a human target in the
Scene,

removing non-target background information from the
observed depth image:
applying to the observed depth image one or more decision
trees trained from a collection of known poses to find an
exemplar pose that represents an observed pose of the
human target;
rasterizing a body model of the human target into a syn
thesized depth image having a rasterized pose;
adjusting the rasterized pose of the body model into a
model-fitting pose based, at least in part, on differences
between the observed depth image and the synthesized
depth image:
comparing a confidence in the exemplar pose to a confi
dence in the model-fitting pose;
Selecting the exemplar pose if the confidence in the exem
plar pose is higher than or equal to the confidence in the
model-fitting pose; and
Selecting the model-fitting pose if the confidence in the
model-fitting pose is higher than the confidence in the
exemplar pose.
2. The method of claim 1, where a terminal node of a

decision tree yields a best-guess of a body part for a pixel and
a confidence that the best-guess is correct.
3. The method of claim 1, where removing non-target
background information from the observed depth image
includes removing depth image information outside of a
sphere surrounding the target.
4. The method of claim 1, further comprising analyzing the
observed depth image with a hand-identifying algorithm con
figured to identify hands on the human target; and
increasing relative confidence of the exemplar pose if the
exemplar pose more closely places hands in a same
location as the hand-identifying algorithm; and
increasing relative confidence of the model-fitting pose if
the model-fitting pose more closely places hands in a
same location as the hand-identifying algorithm.
5. A method of tracking a target, the method comprising:
receiving an observed depth image of a target from a
Source:

analyzing the observed depth image with a prior-trained
collection of known poses to find an exemplar pose that
represents an observed pose of the target;
rasterizing a model of the target into a synthesized depth
image having a rasterized pose;
adjusting the rasterized pose of the model into a model
fitting pose based, at least in part, on differences between
the observed depth image and the synthesized depth
image; and
Selecting the exemplar pose or the model-fitting pose.
6. The method of claim 5, further comprising analyzing the
observed depth image with a hand-identifying algorithm con
figured to identify hands on the target; and
biasing selection of the exemplar pose or the model-fitting
pose toward a pose that more closely places hands in a
same location as the hand-identifying algorithm.
7. The method of claim 5, further comprising body scan
ning a scene of the observed depth image to identify the
target.

8. The method of claim 5, further comprising removing
non-target background information from the observed depth
image.
9. The method of claim 8, where removing non-target
background information from the observed depth image
includes removing depth image information outside of a
three-dimensional buffer Surrounding the target.
10. The method of claim 8, where removing non-target
background information from the observed depth image
includes removing depth image information outside of a
sphere surrounding the target.
11. The method of claim 5, where the source includes a

depth camera.
12. The method of claim 5, where the source includes
Stereo Cameras.

13. The method of claim 5, where analyzing the observed
depth image with a prior-trained collection of known poses
includes applying to the observed depth image one or more
decision trees trained from the prior-trained collection of
known poses.
14. The method of claim 13, where a terminal node of a

decision tree yields a best-guess of a body part for a pixel and
a confidence that the best-guess is correct.
15. The method of claim 14, further comprising locating
each joint position of the exemplar pose based, at least in part,
on the best-guess of the body part for each pixel.
16. The method of claim 15, further comprising assigning
a confidence to each joint position based, at least in part, on
individual confidences for each pixel.
17. The method of claim 5, further comprising assessing a
confidence of the model-fitting pose based on a comparison
of the model-fitting pose and the observed pose.
18. The method of claim 5, where selecting the exemplar
pose or the model-fitting pose includes selecting the exemplar
pose if a confidence in the exemplar pose is higher than or
equal to a confidence in the model-fitting pose, and selecting
the model-fitting pose if the confidence in the model-fitting
pose is higher than the confidence in the exemplar pose.
19. The method of claim 5, where adjusting the rasterized
pose of the model into the model-fitting pose includes apply
ing one or more forces to force-receiving locations of the
model and allowing the model to move responsive to Such
forces.

20. A computing system, comprising:
a source configured to capture depth information;
a logic Subsystem operatively connected to the Source; and
a data-holding Subsystem holding instructions executable
by the logic Subsystem to:
receive an observed depth image of a target from a
Source:

analyze the observed depth image with a prior-trained
collection of known poses to find an exemplar pose
that represents an observed pose of the target;
rasterize a model of the target into a synthesized depth
image having a rasterized pose;
adjust the rasterized pose of the model into a model
fitting pose based, at least in part, on differences
between the observed depth image and the synthe
sized depth image; and
Select the exemplar pose or the model-fitting pose.
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