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PHYSICAL PATH DETERMINATION FOR
VIRTUAL NETWORK PACKET FLOWS

PRIORITY CLAIM

[0001] This application claims the benefit of U.S. Provisional Application No.

61/729,474, filed November 23, 2012; U.S. Provisional Application No. 61/723,684, filed

November 7, 2012; U.S. Provisional Application No. 61/723,685, filed November 7,

2012;U.S. Provisional Application No. 61/722,696, filed November 5, 2012; U.S.

Provisional Application No. 61/721,979, filed November 2, 2012; U.S. Provisional

Application No. 61/721,994, filed November 2, 2012; U.S. Provisional Application No.

61/718,633, filed October 25, 2012; U.S. Provisional Application No. 61/656,468, filed

June 6, 2012; U.S. Provisional Application No. 61/656,469, filed June 6, 2012; and U.S.

Provisional Application No. 61/656,471, filed June 6, 2012; the entire content of each of

which being incorporated herein by reference.

TECHNICAL FIELD

[0002] The invention relates to computer networks and more particularly to virtual

networks.

BACKGROUND

[0003] In a typical cloud data center environment, there is a large collection of

interconnected servers that provide computing and/or storage capacity to run various

applications. For example, a data center may comprise a facility that hosts applications

and services for subscribers, i.e., customers of data center. The data center may, for

example, host all of the infrastructure equipment, such as networking and storage

systems, redundant power supplies, and environmental controls. In a typical data center,

clusters of storage systems and application servers are interconnected via high-speed

switch fabric provided by one or more tiers of physical network switches and routers.

More sophisticated data centers provide infrastructure spread throughout the world with

subscriber support equipment located in various physical hosting facilities.

SUMMARY

[0004] In general, techniques are described for configuring and managing virtual

networks. For example, a virtual network controller is described that configures and



manages an overlay network within a physical network formed by plurality of switches.

A plurality of servers are interconnected by the switch fabric, and each of the servers

provide an operating environment executing one or more virtual machines in

communication via the overlay networks. The servers comprise a set of virtual switches

that extends the overlay network as a virtual network to the operating environment of the

virtual machines. The controller may instruct the servers and the virtual switches to

perform various operations, such as determining a physical network path taken by packets

of a network packet flow, determining latency through the network, re-routing traffic in

the virtual network due to network events, replicating traffic for multicasting, providing

multi-tenant services to support multiple virtual networks, monitoring and logging traffic

characteristics within the virtual networks and other operations.

[0005] Techniques for facilitating the operation of one or more virtual networks using a

distributed virtual network controller are also described. The system may include a first

controller node device configured to control operation of a first set of elements in the one

or more virtual networks. The system may further include a second controller node

device configured to control operation of a second set of elements in the one or more

virtual networks. The first controller node device and the second controller node device

may be peered using a peering protocol and may be peers according to the peering

protocol. The system may include hardware (and software) associated with one or more

of the first controller node device and the second controller node device.

[0006] In some examples, a system includes a first set of elements and a second set of

elements that implement one or more virtual networks. The system also includes a first

server device and a second server device each connected to a network by a switch fabric.

The system also includes a first controller node device configured to control operation of

the first set of elements in the one or more virtual networks, wherein the first set of

elements includes the first server device. The system further includes a second controller

node device configured to control operation of the second set of elements in the one or

more virtual networks, wherein the second set of elements includes the second server

device, wherein the first controller node device and the second controller node device are

peers according to a peering protocol by which the first controller node device and the

second controller node device exchange information relating to the operation of the first

set of elements and the second set of elements.

[0007] In some examples, a method for facilitating operation of one or more virtual

networks, the one or more virtual networks including a first server device and a second



server device each connected to a network by a switch fabric, includes using a first

controller node device to control operation of a first set of elements in the one or more

virtual networks, wherein the first set of elements includes the first server device. The

method also includes using a second controller node device to control operation of a

second set of elements in the one or more virtual networks, wherein the second set of

elements includes the second server device. The method further includes peering the first

controller node device and the second controller node device using a peering protocol to

exchange information, between the first controller node device and the second controller

node device, relating to the operation of the first set of elements and the second set of

elements.

[0008] In some examples, a virtual network controller node device includes one or more

processors and a control plane virtual machine executed by the processors to

communicate with a plurality of virtual network switches using an extensible Messaging

and Presence Protocol (XMPP). The virtual network controller node device also includes

a configuration virtual machine to store and manage a configuration database that

includes configuration information for the virtual network switches. The virtual network

controller node device also includes an analytics virtual machine to store and manage an

analytics database that includes logging information for the virtual network switches,

wherein the configuration virtual machine and analytics virtual machine communicate

with the control plane virtual machine using an Interface for Metadata Access Points

protocol, wherein the control plane virtual machine configures the virtual network

switches by using XMPP to send route data and configuration information to the virtual

network switches, andwherein the control plane virtual machine uses XMPP to receive

logging information for the virtual network switches and routes the logging information

to the analytics virtual machine for storage to the analytics database.

[0009] In some examples, a network system comprises a switch fabric comprising a

plurality of switches and a distributed controller having a set of controller node devices in

peer communication with each other in accordance with a peering protocol, wherein each

of the controller node devices configures and manages an overlay network within the

plurality of switches. The network system also comprises a plurality of servers

interconnected by the switch fabric, wherein each of the servers comprises an operating

environment executing one or more virtual machines in communication via the overlay

networks, and wherein the servers comprises a set of virtual switches that extends the

overlay network as virtual networks to the operating environment of the virtual machines.



[0010] In addition, techniques are described for determining a physical network path

taken by packets of a network packet flow, such as within the virtual networks described

herein. The techniques may be applied to determine, or "trace," a physical network path

in the virtualized network domain. In a virtualized or overlay network environment, the

edge of the network extends from a physical network element (e.g., a switch or a router)

to software switches (i.e., virtual switches) each executed by a hypervisor or a host

operating system of a physical server. In such an environment, physical servers may

execute application instances that communicate by exchanging layer three (L3 or

"network") packets using a virtual network that is implemented by one or more software

switches and that is orthogonal from the physical network and the corresponding physical

addressing scheme. Virtual network elements (which include both the virtual switches

and physical network elements) encapsulate packets generated or consumed by instances

of the application in the virtual network domain in a tunnel header that includes addresses

that conform to the physical network addressing scheme. Accordingly, and hereinafter, a

packet generated or consumed by application instances may be referred to as an in "inner

packet," while the physical network packet that includes the inner packet encapsulated

within the added tunnel header may be referred to as an "outer packet." The tunnel

header allows the physical network to tunnel the inner packet toward a destination virtual

switch for delivery to a destination application instance. In some cases, the tunnel header

may include sub-headers for multiple layers, such as a transport layer (e.g., Transmission

Control Protocol (TCP) or User Datagram Protocol (UDP) header), network layer, and/or

tunneling layer.

[0011] In some examples, a virtual network element receives a request to determine a

physical network path taken by packets of a network packet flow. For a packet that

corresponds to a particular packet flow, the virtual network element generates a first flow

trace packet that has one or more tunnel header fields identical to packets of the packet

flow. As a result, the first flow trace packet will traverse a physical network path

identical to packets of the packet flow. To determine a first next hop along the physical

network path taken by the packet flow, the virtual network element sets a time-to-live

(TTL) value for the flow trace packet to 1, then forwards the first flow trace packet to the

first next hop according to the virtual network element network forwarding table.

Because the TTL value for the first flow trace packet is set to 1, the first next hop discards

the first flow trace packet and returns a Time Exceeded message for the first flow trace

packet, such as an Internet Control Message Protocol (ICMP) Time Exceeded message.



The time exceeded message includes a network address of the first next hop. The virtual

network element iterates TTL values on successive flow trace packets, otherwise similar

to the first flow trace packet, and forwards the successive flow trace packets according to

the virtual network element forwarding table. Successive next hops along the physical

path for the packet flow therefore each receives a flow trace packet with TTL value set to

1 and each returns a time exceeded message. The virtual network element can use the

returned time exceeded messages returned from physical next hops along the physical

path to generate a list of the physical next hops, which the virtual network element can

return to a device that has requested the physical network path.

[0012] Because the flow trace packet is a trace packet and may not include application

data for an application, the virtual network element may in some instances add a special

flow trace packet indicator to a field of the tunnel header of flow trace packets. A tunnel

termination virtual network element, or "tunnel endpoint," ordinarily decapsulates

received outer packets of the tunneled packet flow to remove the outer header and

forwards the resulting inner packet toward an application. The flow trace packet indicator

indicates to the tunnel endpoint that a received packet is a flow trace packet and should be

discarded rather than forwarded. The tunnel endpoint therefore identifies packet flow

packets that include the flow trace packet indicator and discards the packet. In some

instances, the tunnel endpoint may have previously received an antecedent flow trace

packet for the packet flow for which the tunnel endpoint returned a time exceeded

message to the issuing virtual network element. In some examples, the tunnel endpoint

may return an ICMP Echo Reply message or other confirmation message upon receiving

a flow trace packet to the issuing virtual network element in order to confirm receipt of

the flow trace packet at the termination of the tunnel.

[0013] The techniques described herein may provide one or more advantages. For

example, the techniques may allow for determination of a physical network path for a

packet flow traversing a virtualized network domain. Determining a physical network

path for a packet flow using the described techniques may also overcome certain

limitations of the network trace route utility conventionally used to determine a physical

network path. In some cases, multiple paths of equal cost exist between a virtual network

element and a destination. The virtual network element may allocate packet flows having

the same source and destination to different equal-cost paths according to the

particularities of packet flow packet headers. In contrast to the trace route utility, which

may produce ICMP echo request messages that form a packet flow allocated by a virtual



network element to a different one of the multiple paths, the techniques may ensure that

the path taken by the flow trace packets matches the physical network path taken by a

corresponding packet flow in a multi-path environment.

[0014] In one aspect, a method for determining a physical network path of a packet flow

includes generating, with a network device, one or more flow trace packets having

incrementally increasing respective time-to-live (TTL) values. The method also includes

sending, with the network device, the flow trace packets on an outbound interface of the

network device for the physical network path. The method further includes receiving,

with the network device, corresponding time exceeded messages for the flow trace

packets, wherein each of the time exceeded message includes a source network address of

a network element on the physical network path.

[0015] In another aspect, a network device includes one or more processors and a switch

executed by the processors to forward packets of a packet flow to a physical network

path. The network device also includes a flow trace module to generate one or more flow

trace packets having incrementally increasing respective time-to-live (TTL) values,

wherein the switch module forwards the flow trace packets on an outbound interface of

the network device for the physical network path, wherein the flow trace module receives

corresponding time exceeded messages for the flow trace packets, and wherein each of

the time exceeded message includes a source network address of a network element on

the physical network path.

[0016] In another aspect, a non-transitory computer-readable medium contains

instructions. The instructions cause one or more programmable processors to generate,

with a network device, one or more flow trace packets having incrementally increasing

respective time-to-live (TTL) values. The instructions further cause the programmable

processors to send, with the network device, the flow trace packets on an outbound

interface of the network device for the physical network path. The instructions further

cause the programmable processors to receive, with the network device, corresponding

time exceeded messages for the flow trace packets, wherein each of the time exceeded

message includes a source network address of a network element on a physical network

path. The instructions also cause the programmable processors to determine, with the

network device, the physical network path using the source network addresses of the time

exceeded message.

[0017] The details of one or more embodiments of the invention are set forth in the

accompanying drawings and the description below. Other features, objects, and



advantages of the invention will be apparent from the description and drawings, and from

the claims.

BRIEF DESCRIPTION OF DRAWINGS

[0018] FIG. 1 is a block diagram illustrating an example network having a data center in

which examples of the techniques described herein may be implemented.

[0019] FIG. 2A is a block diagram illustrating an example implementation of the data

center of FIG. 1 in further detail.

[0020] FIG. 2B illustrates further example details of the data center of FIGS 1 and 2A to

provide multicast service within the virtual overlay network without requiring multicast

support in the underlying physical network.

[0021] FIG. 3 is another block diagram illustrating an example system illustrating

example configuration of routing information within a chassis switch and top-of-rack

(TOR) switches as described herein.

[0022] FIG. 4 is a block diagram illustrating an example implementation of a virtual

network controller to implement any combination of the techniques described herein

within one or more virtual networks in accordance with one or more embodiments of this

disclosure.

[0023] FIG. 5 is a block diagram illustrating an example implementation of a virtual

network controller in accordance with one or more embodiments of this disclosure.

[0024] FIG. 6 is a flowchart illustrating an example mode of operation of a network

element to determine a physical network path in a virtualized network domain in

accordance with techniques described in this disclosure.

[0025] FIG. 7 is a flowchart illustrating an example mode of operation of a network

element according to techniques of this disclosure.

[0026] FIG. 8 is a block diagram illustrating fields of an example flow trace packet

generated according to techniques described herein.

[0027] FIG. 9 is a block diagram illustrating fields of an example flow trace packet

generated according to techniques described herein.

[0028] FIG. 10 is a block diagram illustrating an example computing device in

accordance with one or more aspects of the present disclosure.

[0029] FIGS. 11-12 are flowcharts illustrating example operations of network devices in

accordance with one or more embodiments of this disclosure.



[0030] FIG. 13 is a block diagram illustrating, in detail, example components of a virtual

network controller to dynamically modify logging information generated by data center

elements according to techniques described herein.

[0031] FIG. 14 is a flowchart illustrating an example mode of operation of a virtual

network controller to dynamically modify logging information generated by a data center

element or other generator according to techniques described herein.

[0032] FIG. 15 is a block diagram illustrating an example computing device configured

to dynamically modify an extent of logging in response to directives from a collector,

according to techniques described in this disclosure.

[0033] FIG. 16 is a flowchart illustrating an example mode of operation by an application

to dynamically modify an extent of logging in response to directives from a collector,

according to techniques described in this disclosure.

[0034] FIG. 17A is a block diagram illustrating a system that includes network devices

that operate in accordance with the techniques of this disclosure.

[0035] FIG. 17B is a block diagram illustrating example tunneled encapsulation in

accordance with one example embodiment.

[0036] FIG. 17C is a block diagram illustrating a packet that is directed to a default

virtual subnet when there is no link failure.

[0037] FIG. 17D is a block diagram illustrating example tunneled encapsulation in

accordance with one example embodiment.

[0038] FIG. 17E is a block diagram illustrating example unencapsulated packet in

accordance with one example embodiment.

[0039] FIGS. 18A-18B are block diagrams illustrating example network forwarding

tables in accordance with one example embodiment.

[0040] FIGS. 19-20 are flowcharts illustrating example operations of network devices in

accordance with one or more embodiments of this disclosure.

[0041] FIG. 1 is a block diagram illustrating an example device in accordance with one

or more aspects of the present disclosure.

[0042] FIGS. 22A- 22B are conceptual diagrams illustrating examples of unbalanced

and balanced multicast trees created by a virtual network controller to provide distributed

multicast service in a virtual network.

[0043] FIGS. 23A - 23C are conceptual diagrams illustrating examples of multicast trees

created by a virtual network controller for network endpoints in a multicast group in

which any of the endpoints operates as a source node for the tree.



[0044] FIG. 24 is a conceptual diagram illustrating an example multicast tree created by a

virtual network controller for all servers in a multicast group with a minimized replication

limit.

[0045] FIG. 25A is a block diagram illustrating an example computing device for

replicating and forwarding packets according to a multicast tree created by a virtual

network controller, in accordance with one or more aspects of the present disclosure.

[0046] FIG. 25B is a flowchart illustrating an example operation of creating a multicast

tree with a virtual network controller for network endpoints of a multicast group in a

virtual network, and replicating and forwarding packets with one of the endpoints in

accordance with the multicast tree to provide distributed multicast service in the virtual

network.

[0047] FIG. 26 is another block diagram illustrating a system that stores session

information in accordance with various aspects of the techniques described in this

disclosure.

[0048] FIG. 27 is a flowchart depicting operation of a virtual switch executed by server a

server in performing the query translation process according to various aspects of the

techniques described in this disclosure.

[0049] FIG. 28 is a block diagram illustrating an example computing device for

facilitating operation of one or more virtual networks, in accordance with one or more

aspects of the present disclosure.

[0050] Like reference characters denote like elements throughout the figures and text.

DETAILED DESCRIPTION

[0051] FIG. 1 is a block diagram illustrating an example network 8 having a data center

10 in which examples of the techniques described herein may be implemented. In

general, data center 10 provides an operating environment for applications and services

for customers 11 coupled to the data center by service provider network 7. Data center 10

may, for example, host infrastructure equipment, such as networking and storage systems,

redundant power supplies, and environmental controls. Service provider network 7 may

be coupled to one or more networks administered by other providers, and may thus form

part of a large-scale public network infrastructure, e.g., the Internet.

[0052] In some examples, data center 10 may represent one of many geographically

distributed network data centers. As illustrated in the example of FIG. 1, data center 10



may be a facility that provides network services for customers 11. Customers 11 may be

collective entities such as enterprises and governments or individuals. For example, a

network data center may host web services for several enterprises and end users. Other

exemplary services may include data storage, virtual private networks, traffic

engineering, file service, data mining, scientific- or super- computing, and so on. In some

embodiments, data center 10 may be individual network servers, network peers, or

otherwise.

[0053] In this example, data center 10 includes a set of storage systems and application

servers 12A-12X (herein, "servers 12") interconnected via high-speed switch fabric 14

provided by one or more tiers of physical network switches and routers. Switch fabric 14

is provided by a set of interconnected top-of-rack (TOR) switches 16A-16BN

(collectively, "TOR switches 16") coupled to a distribution layer of chassis switches

18A-18M (collectively, "chassis switches 18"). Although not shown, data center 10 may

also include, for example, one or more non-edge switches, routers, hubs, gateways,

security devices such as firewalls, intrusion detection, and/or intrusion prevention

devices, servers, computer terminals, laptops, printers, databases, wireless mobile devices

such as cellular phones or personal digital assistants, wireless access points, bridges,

cable modems, application accelerators, or other network devices.

[0054] In this example, TOR switches 16 and chassis switches 18 provide servers 12 with

redundant (multi-homed) connectivity to IP fabric 20 and service provider network 7.

Chassis switches 18 aggregate traffic flows and provides high-speed connectivity between

TOR switches 16. TOR switches 16 may be network devices that provide layer 2 (MAC)

and/or layer 3 (e.g., IP) routing and/or switching functionality. TOR switches 16 and

chassis switches 18 may each include one or more processors and a memory, and that are

capable of executing one or more software processes. Chassis switches 18 are coupled to

IP fabric 20, which performs layer 3 routing to route network traffic between data center

10 and customers 11 by service provider network 7.

[0055] Virtual network controller 22 ("VNC") provides a logically and in some cases

physically centralized controller for facilitating operation of one or more virtual networks

within data center 10 in accordance with one or more embodiments of this disclosure. In

some examples, virtual network controller 22 may operate in response to configuration

input received from network administrator 24.

[0056] Typically, the traffic between any two network devices, such as between network

devices within IP fabric 20 (not shown) or between servers 12 and customers 11 or



between servers 12, for example, can traverse the physical network using many different

paths. For example, there may be several different paths of equal cost between two

network devices. In some cases, packets belonging to network traffic from one network

device to the other may be distributed among the various possible paths using a routing

strategy called multi-path routing at each network switch node. For example, the Internet

Engineering Task Force (IETF) RFC 2992, "Analysis of an Equal-Cost Multi-Path

Algorithm," describes a routing technique for routing packets along multiple paths of

equal cost. The techniques of RFC 2992 analyzes one particular multipath routing

strategy involving the assignment of flows to bins by hashing packet header fields that

sends all packets from a particular network flow over a single deterministic path.

[0057] For example, a "flow" can be defined by the five values used in a header to a

packet, or "five-tuple," i.e., the protocol, Source IP address, Destination IP address,

Source port and Destination port that are used to route packets through the physical

network. For example, the protocol specifies the communications protocol, such as TCP

or UDP, and Source port and Destination port refer to source and destination ports of the

connection. A set of one or more packet data units (PDUs) that match a particular flow

entry represent a flow. Flows may be broadly classified using any parameter of a PDU,

such as source and destination MAC and IP addresses, a Virtual Local Area Network

(VLAN) tag, transport layer information, a Multiprotocol Label Switching (MPLS) or

Generalized MPLS (GMPLS) label, and an ingress port of a network device receiving the

flow. For example, a flow may be all PDUs transmitted in a Transmission Control

Protocol (TCP) connection, all PDUs sourced by a particular MAC address or IP address,

all PDUs having the same VLAN tag, or all PDUs received at the same switch port.

[0058] Each individual switch router in the network may perform its own independent

hashing computation to determine the path that will be used by a particular flow. The

ECMP paths between the first and second network devices may be viewed by the virtual

network as one physical connection, as their packet (inner packet) is encapsulated by an

outer IP header.

[0059] In the example of FIG. 1, multiple paths 27A-27B (collectively, "path 27") of

equal routing cost exist from server 12A to server 12X. Path 27B traverses a physical

network path proceeding from server 12A and consisting of TOR switch 16A, chassis

switch 18A, TOR switch 16N, and server 12X. Path 27A, by contrast, traverses a

physical network path proceeding from server 12A and consisting of TOR switch 16A,

chassis switch 18M, TOR switch 16N, and server 12X. Server 12A may allocate packet



flows, generated by applications executing on server 12A (not shown in FIG. 1), to any of

paths 27 according to an allocation scheme. The allocation scheme may allocate packets

according to an invariant selection of the packet header fields, including source IP

address, destination IP address, IP protocol (IPv4) or next header (IPv6), transport layer

source port, and/or transport layer destination port, for example. Invariant is used to refer

to packet fields that do not change among packets belonging to a packet flow. Packets

belonging to a packet flow allocated to path 27A, for example, traverse path 27A to reach

server 12X.

[0060] In accordance with techniques described in this disclosure, server 12A may

receive a request 29A to determine a physical network path traversed by packets of a

particular packet flow that server 12A has allocated to path 27A. Server 12A generates a

first flow trace packet that has at least the packet header fields identical to packets of the

requested packet flow sufficient to cause server 12A to match the first flow trace packet to

the packet flow according to the allocation scheme and thereby cause the first flow trace

packet to be forwarded according to path 27A. As a result, the first flow trace packet will

traverse a physical network path identical to packets of the packet flow.

[0061] To determine a first next hop along the physical network path taken by the packet

flow, server 12A sets a time-to-live (TTL) value for the flow trace packet to 1, then

forwards the first flow trace packet to the first next hop of path 27A, i.e., TOR switch

16A. Because the TTL value for the first flow trace packet is set to 1, TOR switch 16A

decrements the TTL value to zero, discards the first flow trace packet, and returns an

Internet Control Message Protocol (ICMP) Time Exceeded message for the first flow

trace packet, which includes a network address of TOR switch 16A. Although described

as an ICMP Time Exceeded Message, the time exceeded message may include another

type of message that indicates TOR switch 16A has received an IP packet having TTL

value=l.

[0062] Server 12A generates a second flow trace packet, otherwise similar to the first

flow trace packet, but increments the TTL value to set the TTL value on the second flow

trace packet to 2. Server 12A forwards the second flow trace packet along path 27A.

Chassis switch 18M receives the second flow trace packet, discards the packet, and

responsively returns an ICMP Time Exceeded message to server 12A. Server 12A

iteratively generates additional flow trace packets for the packet flow, incrementing the

TTL value with each successive flow trace packet and forwarding the additional flow

trace packets along path 27A. As a result, successive next hop along the path 27A each



receives, for the packet flow, a flow trace packet with zero TTL and each returns an ICMP

Time Exceeded message to server 12A. In contrast to the trace route utility, which if

executed by server 12A would produce ICMP echo request messages that form a packet

flow that could be allocated by server 12A to path 27B, the techniques may ensure that

the path taken by the flow trace packets matches the physical network path taken by a

corresponding packet flow, i.e., path 27A in a multi-path environment. Server 12A can

use the returned ICMP Time Exceeded messages returned from physical next hops along

path 27A to generate a list of the physical next hops, which server 12A returns to VNC 22

in response 29B. In some instances, the techniques described above as being performed

by server 12A may instead, or additionally, be performed by elements of switch fabric 14

such as TOR switches 16 and chassis switches 18.

[0063] In a virtual network as shown in the example of FIG. 1, network controller 22 may

direct techniques to find the real latency using a statistical technique. Typically, the

virtual network domain is controlled separately from the physical network domain and, as

a result, the ability to ascertain the actual path of a packet for a given network flow within

the virtual network domain is not straightforward, and typically requires knowledge of the

state of the physical network.

[0064] One technique that could be employed to determine the path taken by a network

IP packet through a switch router network is to use an IP trace-route function, which is

supported by most operating systems as well as network operating systems. However,

such a trace-route function may not work well when a multi-path latency of any particular

flow, i.e., the time it takes for a packet to travel from one network device (e.g., server) to

another network device via a particular path of switches and connectors (e.g., within IP

fabric 20), is not readily available to the virtual network and to virtual routing technique

is employed, as different network flows use different paths through the network and the

trace-route packet that is used to ascertain the route will not have the same header as the

application packet. Because hashing functions in most network switch routers depends

on the packet header, this trace-route packet may not follow the same path.

[0065] In accordance with the techniques of this disclosure, one method for determining

latency in a multi-path routing environment is to collect statistics on every virtual switch

node (e.g., residing on servers 12), that is, every switch node collects data on which

packets have travelled through the switch node and when they travelled through the

switch node between servers 12. The switch then sends this data to an analytics engine

executing on virtual network controller 22. The analytics engine can use the data to



calculate latency. Collecting all such data from the virtual switch nodes on all servers 12,

however, may result in massive amounts of data, which may be difficult to use effectively

and will eat away network bandwidth. So in some exemplary embodiments, an

administrator 24 may choose to restrict the data that is gathered. For example, the

administrator 24 may specify at virtual network controller 22 that statistics are to be

captured for a certain class of traffic, and may also restrict the period of time over which

statistic are collected. To capture a certain class of traffic the packet can be used like a

match list, called a packet classifier. Virtual network controller 22 can send the packet

classifiers down to be installed on the appropriate servers 12.

[0066] In order to provide network services for customers 11, servers 12 of data center 10

may exchange large amounts of data with each other via switch fabric 14. In general, it

may be desirable for servers 12 to communicate using multicast service. Multicast

service involves delivering data through a network to a group of subscribers substantially

simultaneously in a single transmission from a source device. In the example of FIG. 1,

when two or more of servers 12 are interested in receiving the same multicast data from a

source server 12A, for example, the interested servers 12 may request to join a multicast

group associated with the multicast data.

[0067] In a conventional data center, in order to forward the multicast data from a source

server to two or more other servers, the multicast data is replicated, as needed, by the

physical network switches and routers within the switch fabric. The network switches

and routers used to replicate and forward the multicast data for the multicast group may

create a multicast distribution tree through the switch fabric to manage the replication and

delivery of the multicast data. In a case where a large number of servers, e.g., 2000

servers, are interconnected by the switch fabric, each pair of servers may have a large

number of equal cost paths between them. The physical servers may communicate using

unicast service, but multicast service between the physical servers may be more difficult

to manage due to the large number of redundant paths in the switch fabric.

[0068] In addition, multicast protocols used in the conventional data center may waste

bandwidth by not efficiently using all of the available links within the switch fabric.

Moreover, the physical switches and routers within the switch fabric may only be able to

support a very small number of multicast tables such that the conventional data center

will be unable to scale to support the large number of multicast groups necessary for the

large number of interconnected servers.



[0069] The above issues with providing L3 multicast service between servers in a large

data center may not be solved, however, with a virtual overlay network built on the

switch fabric to emulate an L2 network between virtual switches executed on the servers.

Conventionally, in order for the virtual overlay network to emulate L2 multicast service,

the underlying switch fabric must also support multicast service.

[0070] In general, this disclosure describes techniques to provide multicast service within

a virtual network without requiring multicast support in the underlying network. More

specifically, the techniques enable support of L2 multicast service in a virtual overlay

network of switch fabric 14 using virtual network controller 22 and endpoint replication.

The virtual network controller 22 is configured to create a multicast tree for endpoint

devices, e.g., servers 12, of a multicast group in the virtual network. The multicast tree is

considered a multicast tree because it is created in a virtual overlay network emulating L2

multicast such that any of servers 12 can be the source server of the multicast traffic,

known as bidirectional multicast. The virtual network controller 22 then communicates

the multicast tree to one or more of servers 12 of the multicast group to instruct servers 12

to replicate and forward multicast packets to the two or more of servers 12 that belong to

the multicast group according to the multicast tree.

[0071] According to the techniques, the multicast tree is calculated at virtual network

controller 22 instead of in a distributed fashion by network switches and routers in switch

fabric 14 that service the multicast group. In addition, the replication and forwarding of

multicast packets is performed by virtual switches executed on servers 12 of the virtual

network. No replication is performed within the underlying switch fabric 14. In this way,

the techniques enable multicast service within a virtual network without requiring

multicast support in the underlying network. For example, switch fabric 14 does not need

to support L3 multicast, which may make switch fabric 14 simple and easy to manage.

[0072] In addition, virtual network controller 22 may create the multicast tree to

minimize a replication limit such that several of servers 12 may replicate and forward a

small number of multicast packets, instead of a single source server having to incur the

load of replicating and forwarding the packets to all the servers that belong to the

multicast group. Further, virtual network controller 22 may configure a unique virtual

network tunnel encapsulation for each link direction in the multicast tree for the multicast

group in order to efficiently use bandwidth in switch fabric 14. The techniques are

described in more detail with respect to virtual network controller 22 and servers 12 in

FIGS. 2A and 2B.



[0073] In some examples, virtual network controller 22 operates as a logging information

collector to obtain logging information from different elements of data center 10,

including any of chassis switches 18, TOR switches 16, IF-MAP server 26, and any of

servers 12 or applications executing thereon. Chassis switches 18, TOR switches 16, IF-

MAP server 26, and any of servers 12 may generally be referred to as "generators" herein.

Although described below primarily with respect to server 12A, the techniques of this

disclosure may therefore be applied to at least any of the aforementioned network

elements.

[0074] Server 12A is configured to generate logging information in accordance with a

baseline extent of logging. Server 12A and other generators of logging information are

alternatively referred to herein as "generators." The baseline extent refers to the types

and amount of logging information that is collected by generators under ordinary or

"baseline" operating circumstances with the logging extent unmodified by VNC 22.

Server 12A sends collected logging information to VNC 22 in log messages. Server 12A

may send the log messages periodically or responsive to some event, e.g., the generation

of new logging information or a certain amount of logging information generated, to

update the logging information for server 12A on VNC 22. In the illustrated example,

server 12A sends log message 25 including newly-generated logging information to VNC

22.

[0075] In accordance with techniques described herein, VNC 22 analyzes the logging

information in log message 25 to determine that the extent of logging performed by server

12A should be modified. Virtual network controller 22 therefore generates and sends

logging modification message 27 to server 12A to indicate to server 12A the new extent

of logging. Server 12A modifies its logging operations to conform to the extent of

logging specified by VNC 22, which may include increasing an amount of logging by,

e.g., returning state information already stored to memory for an application, directing the

application to execute one or more diagnostic subroutines to generate additional logging

information, setting a variable or flag that causes the application to generate logging

information to a greater extent over the baseline. Server 12A returns the logging

information generated in accordance with the increase over the baseline extent in log

message 29. In this way, VNC 22 dynamically adapts the extent of logging performed by

server 12A to expand the amount of logging information collected when indicated by

previously-received logging information (here, the logging information in log message

25).



[0076] In some examples, in addition to dynamically adjusting the extent of logging

information generated by server 1 A, VNC 22 may also direct server 12A to modify a

rate of sending log messages. For instance, server 12A may generate log messages for

baseline logging information periodically. When directed by VNC 22 according to

described techniques, server 12A may increase the rate of log messages and/or may send

logging information generated in accordance with the increase over the baseline extent as

soon as possible after its generation to rapidly provide the logging information to VNC 22

to facilitate rapid response to the events of interest, e.g., errors and/or exceptions caused

by the execution of one or more applications by server 12A.

[0077] In some examples, VNC 22 may implement techniques to facilitate multi-tenancy

in the context of a vendor-neutral server, such as Interface for Metadata Access Point (IF-

MAP) server 26 ("IF-MAP server 26"). IF-MAP server 26 may represent an intermediate

network device that stores information in accordance with a vendor-neutral data model.

"IF-MAP" originally referred to an authorization data model that provides a standardized

authorization data model that vendors may adopt so as to reduce communication or

interoperability issues that arise between vendor-specific or proprietary authorization data

models. The group responsible for introducing IF-MAP, known as the Trusted

Computing Group (TCG), is encouraging vendors to accept this new IF-MAP standard

and vendors are releasing devices compliant with this standard.

[0078] The IF-MAP standard provides not only a vendor-neutral or cross-vendor data

model but also provides an IF-MAP protocol by which to access the authorization

information stored according to this standard, vendor-neutral authorization data model.

The IF-MAP protocol supports various IF-MAP messages or communications by which

to publish authorization information, search authorization information stored within the

IF-MAP server, subscribe to authorization information stored within the IF-MAP server,

and poll the IF-MAP server for authorization information to which a given device is

subscribed. More information concerning the IF-MAP cross-vendor or vendor-neutral

data model and protocol can be found in a specification entitled "TNC IF-MAP Binding

for SOAP," Specification Version 2.1, Revision 15, dated May 7, 2012, the contents of

which are hereby incorporated by reference as if set forth in its entirety.

[0079] IF-MAP has since been expanded or modified to accommodate different

technologies, including cloud computing (which may involve data centers, such as data

center 10, that host cloud computing applications). IF-MAP server 26 may represent an

IF-MAP server that implements a data model that conforms to IF-MAP in this cloud



computing context and that supports the IF-MAP protocol for publishing, polling,

accessing and/or receiving data stored to this cloud computing version of the IF-MAP

data model.

[0080] While described herein with respect to this particular vendor-neutral authorization

data model set forth by the IF-MAP standard, the techniques may be implemented with

respect to any standard or accepted authorization data model. Moreover, while described

as a separate device, e.g., a standalone database, IF-MAP server 22 may be integrated

within any one of the network devices shown as residing within data center 10 in FIG. 1.

For example, virtual network controller 22 may include an integrated IF-MAP server 26.

The techniques of this disclosure therefore should not be limited to the example of FIG. 1

in this respect.

[0081] A virtual network may be used with multi-tenancy. The term "multi-tenancy"

may refer to a system in which a single hardware and software platform simultaneously

supports multiple tenants (e.g., customers, clients) from a common data store. The shared

platform in the multi-tenant architecture is usually designed to virtually partition data and

operations so that each tenant works with a unique virtual application instance. In one

implementation, each subnet shown in FIG. 1 may serve one tenant, for example one

company. In some examples, a first virtual network would belong to CompanyA, a

second virtual network would belong to CompanyB, etc.

[0082] IF-MAP server 26 may not however support multi-tenancy when identifiers from

different companies overlap. To illustrate by way of example, both CompanyA and

CompanyB may have an employee identified as "Employee #5," where this identifier

may be used to retrieve authorization or other information concerning "Employee #5."

IF-MAP server 26 may not be able to resolve to which of CompanyA and CompanyB the

request for information concerning "Employee #5" is to be returned. In this sense, IF-

MAP server 26 may be unable to maintain different records for "Employee #5" at

CompanyA and "Employee #5" at CompanyB, which may result in a single record used

for both of Employee #5 at CompanyA and CompanyB. Mingling of information across

CompanyA and CompanyB in this manner may represent a substantial breach of security,

especially given that IF-MAP server 26 may store authorization information that may

result in Employee #5 receiving authorization to access data for a CompanyA at which

Employee #5 may not work.

[0083] In accordance with various aspects of the techniques described in this disclosure,

one or more of servers 12 may translate what may be referred to as "locally unique"



identifiers into globally unique identifiers that are unique within the context of data center

10. In other words, servers 1 may translate identifiers used for accessing data stored to

IF-MAP server 26 that are locally unique within the context of the company into

identifiers that are unique across all of the companies accessing data center 10, thereby

potentially ensuring that data stored to IF-MAP server 26 remains secure in the sense that

the data is only accessibly by the particular CompanyA and not by another company or

customer of data center 10.

[0084] In operation, server 12A may, as one example, receive a request regarding data

associated with an identifier that is unique within one of a number of customers of data

center 10 (where, as described in more detail below, each customer as is often represented

within data center 10 by a corresponding one of a number of virtual networks) that

originated the request. In the example of FIG. 1, the request conforms to the vendor-

neutral IF-MAP protocol, but the techniques may be performed with respect to any

vendor-neutral or vendor specific protocol.

[0085] Server 12A may then translate the identifier (e.g., Employee #5) included within

the request to generate a globally unique identifier that is unique within the plurality of

virtual networks. Typically, this translation is transparent to the customer, which is

another way of saying that the customer, CompanyA in this example, is not aware of this

translation given that the identifier is locally unique within the context of CompanyA.

That is, server 12A may translate the identifier in such a way that users and devices of

CompanyA are not be able to detect that the translation occurred.

[0086] Typically, server 12A may store an association between each customer (or its

virtual network representation of the customer) and a namespace. As one example, the

namespace may comprise the name of the customer (e.g., CompanyA). Server 12A may

then append this namespace to the identifier to generate the globally unique identifier. To

illustrate, server 12A may receive a request from CompanyA having an identifier,

Employee #5. Server 12A may translate identifier Employee #5 to a globally unique

identifier by appending CompanyA to Employee #5 with the resulting globally unique

identifier of "CompanyA:Employee #5." Appending namespaces in this manner is

similar to how namespaces are employed in various computer programming languages,

such as C++.

[0087] In any event, after generating the globally unique identifier, server 12A may

update the request to replace the identifier included within the request with the globally

unique identifier. Server 12A may then transmit the updated request to IF-MAP server



26. This request may comprise any form of communication including data publish

requests, data polling requests, data retrieval requests or any other form of IF-MAP

request or communication. The term "request" should therefore not be restricted in this

sense to a request for data, but may refer to any request or communication.

[0088] IF-MAP server 26 may issue a response to the request, where the response may

include the globally unique identifier. Given that the customer, CompanyA in this

example, is often not aware of the translation performed by server 12A, server 12A may

translate this globally unique identifier to recover the original identifier, which again is

locally unique within the context of CompanyA. Server 12A may then update the

response to replace the globally unique identifier with the recovered locally unique

identifier. Server 12A may then transmit the updated response to CompanyA, which may

process the response in any number of ways, but often in the context of authorizing the

identifier to access data stored by or applications executed by one or more of servers 12.

[0089] While described above as using namespaces, the techniques may generally

involve translation or transformation of the identifier from a locally unique identifier to a

globally unique identifier. Using namespaces in the manner described above is merely

one example of this translation and the techniques may be performed with respect to other

forms of translation. For example, the translation may be performed using a mapping

between customer/identifier combination and a globally unique identifier (which may be

a number or index into the table). In other words, while namespaces are appended to the

identifier to form the globally unique identifier, the techniques may be performed with

respect to other forms of translation that do not reuse the locally unique identifier in the

manner described above with respect to namespaces.

[0090] In this way, each tenant would be assigned its own namespace within its own

subnet, such as "CompanyA" and "CompanyB." The tenants maintain identifiers that are

unique in its respective context/subnet, but the identifiers may not be globally unique.

For example, CompanyA may have an identifier "Employee#5" and CompanyB may also

have the same identifier "Employee#5" in their respective namespace. As each company

has its own namespace, the same identifier may be used by multiple companies without a

conflict. Each tenant may then only know about the identifiers in its own namespace.

[0091] FIG. 2Ais a block diagram illustrating an example implementation of data center

10 of FIG. 1 in further detail. In the example of FIG. 2A, data center 10 includes an

overlay network that extends switch fabric 14 from physical switches 16, 18 to software

or "virtual" switches 30A-30X (collectively, "virtual switches 30"). Virtual switches 30



dynamically create and manage one or more virtual networks 34 usable for

communication between application instances. In one example, virtual switches 30

execute the virtual network as an overlay network, which provides the capability to

decouple an application's virtual address from a physical address (e.g., IP address) of the

one of servers 12A-12X ("servers 12") on which the application is executing. Each

virtual network may use its own addressing and security scheme and may be viewed as

orthogonal from the physical network and its addressing scheme. Various techniques

may be used to transport packets within and across virtual networks 34 over the physical

network. In some examples, the techniques described in this disclosure provide multicast

service within virtual networks 34 without requiring multicast support in the underlying

physical network.

[0092] Each virtual switch 30 may execute within a hypervisor, a host operating system

or other component of each of servers 12. In the example of FIG. 2A, virtual switch 30A

executes within hypervisor 31, also often referred to as a virtual machine manager

(VMM), which provides a virtualization platform that allows multiple operating systems

to concurrently run on one of host servers 12. In the example of FIG. 2A, virtual switch

30A manages virtual networks 34, each of which provides a network environment for

execution of one or more virtual machines (VMs) 36 on top of the virtualization platform

provided by hypervisor 31. Each VM 36 is associated with one of the virtual subnets

VN0-VN1 managed by the hypervisor 31.

[0093] In general, each VM 36 may be any type of software application and may be

assigned a virtual address for use within a corresponding virtual network 34, where each

of the virtual networks may be a different virtual subnet provided by virtual switch 3OA.

A VM 36 may be assigned its own virtual layer three (L3) IP address, for example, for

sending and receiving communications but may be unaware of an IP address of the

physical server 12A on which the virtual machine is executing. In this way, a "virtual

address" is an address for an application that differs from the logical address for the

underlying, physical computer system, e.g., server 12A in the example of FIGS. 2A and

2B.

[0094] In one implementation, each of servers 12 includes a corresponding one of virtual

network (VN) agents 35A-35X (collectively, "VN agents 35") that controls the overlay

of virtual networks 34 and that coordinates the routing of data packets within server 12.

In general, each VN agent 35 communicates with virtual network controller 22, which

generates commands to control routing of packets through data center 10. VN agents 35



may operate as a proxy for control plane messages between virtual machines 36 and

virtual network controller 22. For example, a VM 36 may request to send a message

using its virtual address via the VN agent 35A, and VN agent 35A may in turn send the

message and request that a response to the message be received for the virtual address of

the VM 36 that originated the first message. In some cases, a VM 36 may invoke a

procedure or function call presented by an application programming interface of VN

agent 35A, and the VN agent 35A may handle encapsulation of the message as well,

including addressing.

[0095] In one example, network packets, e.g., layer three (L3) IP packets or layer two

(L2) Ethernet packets generated or consumed by the instances of applications executed by

virtual machines 36 within the virtual network domain may be encapsulated in another

packet (e.g., another IP or Ethernet packet) that is transported by the physical network.

The packet transported in a virtual network may be referred to herein as an "inner packet"

while the physical network packet may be referred to herein as an "outer packet."

Encapsulation and/or de-capsulation of virtual network packets within physical network

packets may be performed within virtual switches 30, e.g., within the hypervisor or the

host operating system running on each of servers 12. As another example, encapsulation

and de-capsulation functions may be performed at the edge of switch fabric 14 at a first-

hop TOR switch 16 that is one hop removed from the application instance that originated

the packet. This functionality is referred to herein as tunneling and may be used within

data center 10 to create one or more overlay networks. Besides IPinIP, other example

tunneling protocols that may be used include IP over GRE, VxLAN, MPLS over GRE,

etc.

[0096] As noted above, virtual network controller 22 provides a logically centralized

controller for facilitating operation of one or more virtual networks within data center 10.

Virtual network controller 22 may, for example, maintain a routing information base, e.g.,

one or more routing tables that store routing information for the physical network as well

as one or more overlay networks of data center 10. Similarly, switches 16, 18 and virtual

switches 30 maintain routing information, such as one or more routing and/or forwarding

tables. In one example implementation, virtual switch 30A of hypervisor 3 1 implements

a network forwarding table (NFT) 32 for each virtual network 34. In general, each NFT

32 stores forwarding information for the corresponding virtual network 34 and identifies

where data packets are to be forwarded and whether the packets are to be encapsulated in



a tunneling protocol, such as with a tunnel header that may include one or more headers

for different layers of the virtual network protocol stack.

[0097] For example, virtual machine 36 VM1 sends a packet 41, an "inner packet,"

virtual switch 3OA by an internal link. Virtual switch 3OA uses NFTi to look up a virtual

network destination network address for packet 4 1. NFTi specifies an outbound interface

for virtual switch 30A and encapsulation for packet 41. Virtual switch 30A applies the

encapsulation to add a tunnel header to generate outer packet 43 and outputs outer packet

43 on the outbound interface, in this case toward TOR switch 16A.

[0098] The routing information may, for example, map packet key information (e.g.,

destination IP information and other select information from packet headers) to one or

more specific next hops within the networks provided by virtual switches 30 and switch

fabric 14. In some case, the next hops may be chained next hop that specify a set of

operations to be performed on each packet when forwarding the packet, such as may be

used for flooding next hops and multicast replication. In some cases, virtual network

controller 22 maintains the routing information in the form of a radix tree having leaf

nodes that represent destinations within the network. U.S. Patent 7,184,437 provides

details on an exemplary embodiment of a router that utilizes a radix tree for route

resolution, the contents of U.S. Patent 7,184,437 being incorporated herein by reference

in its entirety.

[0099] As shown in FIG. 2A, each virtual network 34 provides a communication

framework for encapsulated packet communications 37 for the overlay network

established through switch fabric 14. In this way, network packets associated with any of

virtual machines 36 may be transported as encapsulated packet communications 37 via

the overlay network. In addition, in the example of FIG. 2A, each virtual switch 30

includes a default network forwarding table NFT0 and provides a default route that allows

a packet to be forwarded to virtual subnet VN0 without encapsulation, i.e., non-

encapsulated packet communications 39 per the routing rules of the physical network of

data center 10. In this way, subnet VN0 and virtual default network forwarding table

NFTo provide a mechanism for bypassing the overlay network and sending non-

encapsulated packet communications 39 to switch fabric 14.

[0100] Moreover, virtual network controller 22 and virtual switches 30 may communicate

using virtual subnet VN0 in accordance with default network forwarding table NFTo

during discovery and initialization of the overlay network, and during conditions where a

failed link has temporarily halted communication via the overlay network. Once



connectivity with the virtual network controller 22 is established, the virtual network

controller 22 updates its local routing table to take into account new information about

any failed links and directs virtual switches 30 to update their local network forwarding

tables 32. For example, virtual network controller 22 may output commands to virtual

network agents 35 to update one or more NFTs 32 to direct virtual switches 30 to change

the tunneling encapsulation so as to re-route communications within the overlay network,

for example to avoid a failed link.

[0101] When link failure is detected, a virtual network agent 35 local to the failed link

(e.g., V Agent 35A) may immediately change the encapsulation of network packet to

redirect traffic within the overlay network and notifies virtual network controller 22 of the

routing change. In turn, virtual network controller 22 updates its routing information any

may issues messages to other virtual network agents 35 to update local routing

information stored by the virtual network agents within network forwarding tables 32.

[0102] Virtual switch 30A of server 12A includes flow trace module (FTM) 48 to

determine physical network paths traversed by packet flows switched by virtual switch

30A. Flow trace module 48 may be executed by hypervisor 31, by a host operating

system of server 12A, or by VM agent 35A of server 12. To trace a physical network

path traversed by outer packet 45, flow trace module 48 generates a flow trace packet

45A that includes a tunnel header similar to that of outer packet 43 . However, flow trace

module 48 initially sets a TTL value of first flow trace packet 45A to 1. In addition, flow

trace module 48 may set a special flow trace packet indicator in a field of the tunnel

header of flow trace packet 45A and subsequent flow trace packets (e.g., flow trace

packet 45B) corresponding to flow trace packet 45A to direct a receiving virtual switch

30 of data center 10 to discard the inner packet of the first flow trace packet if received

with a TTL value set greater than 1. Virtual switch 3OA outputs flow trace packet 45A on

the output interface shared by flow trace packet 45A and outer packet 43. TOR switch

16A that is a first next hop on a physical network path for flow trace packet 45A and

outer packet 43 receives flow trace packet 45A, decrements the TTL value to 0 and,

because the TTL value is 0, returns an ICMP Time Exceeded message 47A to virtual

switch 3OA.

[0103] ICMP Time Exceeded message 47A may include a Time Exceeded message Code

0 to indicate that TOR switch 16A discarded flow trace packet 45A due to an expired

TTL field. ICMP Time Exceeded message 47A is an IP packet that includes an IMCP

Time Exceeded message (ICMP Type 11). The IP packet header has a source IP address



of TOR switch 16A and a destination IP address that is the source IP address of flow trace

packet 45A (e.g., the IP address of virtual machine 36 VM1). The IMCP Time Exceeded

message includes the IP header and the first eight bytes of the encapsulated data of flow

trace packet 45A.

[0104] Flow trace module 48 additionally generates flow trace packet 45B, which is

similar to flow trace packet 45A but has a TTL value of 2. Virtual switch 30A outputs

flow trace packet 45B on the output interface shared by flow trace packet 45B and outer

packet 43. Chassis switch 18A receives flow trace packet 45B with TTL value set to 1,

having been TTL value-decremented and forwarded by TOR switch 16A. Chassis switch

18A, like TOR switch 16A with respect to flow trace packet 45A, decrements the TTL

value of flow trace packet 45B to 0 and therefore return an ICMP Time Exceeded

message 47B to virtual switch 30A. ICMP Time Exceeded message 47B is similar to

ICMP Time Exceeded message 47A but has a source IP address that is an IP address of

chassis switch 18A.

[0105] Flow trace module 48 continues generating flow trace packets in this manner until

switch 30A receives a confirmation message 49 that one of the subsequent flow trace

packets has arrived at another of virtual switches 30, in this case server 12X. A

confirmation message may include, e.g., an ICMP Echo Reply message. In this way,

FTM 48 of switch 30A may receive messages, including ICMP Time Exceeded messages

47A, 47B, from each of the physical network elements on a physical network path

traversed by outer packet 45. Flow trace module 48 may aggregate IP addresses for each

of the physical network elements from the respective received messages into a list, which

FTM 48 may send to, e.g., a virtual network controller 22 of data center 10. Flow trace

module 48 may in some instances append a virtual IP address for server 12X received in

confirmation message 49 to the list. Flow trace module 48 returns the list of IP addresses

for the physical network elements to a requesting device, or may provide the list to

another component of virtual switch 30A or a host operating system of server 12A, for

example.

[0106] In accordance with the techniques of this disclosure, network controller 22 may

direct the components to find a latency through a physical network in a virtualized

network. For example, administrator 24 may configure packet classifiers to specify which

packets are to be monitored for latency and on which time domains on virtual network

controller 22 via commands entered in web console 42. Virtual network controller 22

notifies relevant V N agents 35 of the packet monitoring definitions based on the packet



classifiers. VN agents 35 install packet capture logic on respective virtual switches 30.

Virtual switches 30 match packets using the packet capture logic, and sends copies of the

matching packets to VN agents 35. VN agents 35 calculate a packet signature for each

packet, and send information to virtual network controller 22, such as information

specifying the packet signature, a switch identifier of the virtual switch 30 that matched

the packets, and a timestamp indicating the time of calculating the packet signature (or a

time of matching the packets, for example). Distributed analytics engines of virtual

network controller 22 analyze the received information and compile results regarding

packet latency, as described in further detail below. Virtual network controller 22 may

send results, such as a report, to web console 42 for display to administrator 24.

[0107] In some examples, VMl 36 or an application executing thereon is configured to

generate logging information in accordance with a baseline extent of logging. VMl 36

sends collected logging information to VNC 22 in log messages. In the illustrated

example, VMl 36 sends log message 4 1 including newly-generated logging information

to VNC 22. VMl 36 may be configured to send log message 4 1 using the default

network forwarding table NFTo that provides a default route that allows a packet to be

forwarded to VNC 22 by virtual subnet VN0 without encapsulation, i.e., non-

encapsulated packet communications 39 per the routing rules of the physical network of

data center 10. In some examples, VMl 36 may be configured with a virtual network

address that virtual switch 30A maps to a physical network address of VNC 22 for non-

encapsulated transmission of log message 4 1 to VNC 22.

[0108] In still further examples, VMl 36 sends log message 4 1 by VN agent 35A

operating as a proxy for control plane messages between virtual machines 36 and virtual

network controller 22. For example, VMl 36 request to send log message 4 1 using its

virtual address via the VN agent 35A, and VN agent 35A may in turn send log message

4 1 and request that a response to the message be received for the virtual address of the

VM 36 that originated log message 41. In some cases, a VM 36 may invoke a procedure

or function call presented by an application programming interface of VN agent 35A, and

the VN agent 35A may handle encapsulation of the message as well, including

addressing.

[0109] VNC 22 analyzes the logging information in log message 25 to determine that the

extent of logging performed by VMl 36 should be modified. Virtual network controller

22 therefore generates and sends logging modification message 43 to server VMl 36 to

indicate to VMl 36 the new extent of logging. VMl 36 modifies its logging operations to



conform to the extent of logging specified by V C 22, which may include increasing an

amount of logging by, e.g., returning state information already stored to memory for an

application or by directing the application to execute one or more diagnostic subroutines

to generate additional logging information. VM1 36 may return the logging information

generated in accordance with the increase over the baseline extent to VNC 22 in a log

message according to techniques described above.

[0110] As further shown in the example of FIG. 2, multiple servers 12 have access to the

IF-MAP server 26 via virtual network controller 22. Also, multiple tenants have access to

the same IF-MAP server 26. Each server 12 has multiple tenants VN1, VN2, VN3 and a

Translator (in the form of VNO) that knows all the tenants managed by its server 12.

Upon receiving a query (which may be another way of referring to the requests referenced

above) from a subnet, such as VN1, that belongs to CompanyA, the translator VNO

converts the query into a globally unique query by adding the unique namespace of the

querying tenant (in this case, CompanyA).

[0111] For example, suppose a query is generated by CompanyA about Employee#5.

Without the Translator VNO, a query about Employee#5 may not be processed because

CompanyB and Company C may also have an identifier Employee#5 in their respective

namespaces and the IF-MAP server 26would not know to which Employee#5 the query

pertains. The Translator VNO translates the query "Employee#5" into "CompanyA:

Employee#5" by identifying the connection through which the query came in (i.e.,

whether it came from VN1, VN2, etc., in the example of FIG. 2). With the translated

query that is globally unique, the techniques may promote for efficient use of IF-MAP

server 26 (in that IF-MAP server 26 may be shared by multiple tenants).

[0112] The query result (which is another way of referring to the response referenced

above) generated by IF-MAP server 26 may include the namespace "CompanyA." If

needed, the translator VNO may strip the namespace from the globally unique identifier

(and thereby recover the locally unique identifier) before forwarding the result to the

subnet VN1 (which is the subnet that originated the request/query) because the subnet

VN1 may not recognize the result that includes the namespace "CompanyA."

[0113] While the tenants are not "virtualization aware" or, in other words, aware of the

multi-tenancy of data center 10, IF-MAP server 26 is virtualization-aware, and may use a

format such as "namespace: identifier" when associating the session data for a particular

identifier to the namespace:identifier in the database.



[0114] In this sense, VNO, which may represent the translator of virtual switch 3OA (as

one example, may receive a request regarding data associated with an identifier that is

unique within one of the VNs 34 that originated the request. VNO may then translate the

identifier included within the request to generate a globally unique identifier that is

unique within the VNs 34. VNO may also update the request to replace the identifier

included within the request with the globally unique identifier and transmit the updated

request to IF-MAP server 26 via virtual network controller 22.

[0115] In some instances, as noted above, VNO may perform the translation by appending

a namespace assigned to the one of the virtual networks that originated the request, i.e.,

VN1 in the example above, to the identifier to generate the globally unique identifier.

[0116] As described above, the techniques may promote more efficient usage of IF-MAP

server 26 by facilitating multi-tenancy. As a result of performing the techniques, VNO

may receive another request from a different one of VNs 34 than the one that originated

what may be referred to as the first request described above (i.e., VN1 in the above

example), where this second request may concern data associated with the same identifier

as that included in the first request. This same identifier may also be unique within this

other one of VNs 34, e.g., VN2. VNO may then translate the identifier included within

the second request to generate a second globally unique identifier that is unique within

VNs 34 and different from the other globally unique identifier generated for the first

request. VNO may update this second request to replace the second identifier included

within the second request with the second globally unique identifier, and transmit the

updated second request to IF-MAP server 26. In this manner, the techniques may

promote multi-tenancy within IF-MAP server 26 without having to virtualize or otherwise

create and maintain multiple instances of an IF-MAP server 26 (such as one per customer

or tenant).

[0117] FIG. 2B illustrates further example details of the data center of FIGS. 1 and 2A to

provide multicast service within the virtual overlay network without requiring multicast

support in the underlying physical network. In accordance with the techniques, in this

example, virtual network controller 22 includes a tree unit 40 configured to create or

calculate a multicast tree for one or more of servers 12 that belong to a given multicast

group in the virtual network 34. In general, tree unit 40 may create a different multicast

tree for each multicast group within each of virtual networks 34. Tree unit 40 may create

the multicast trees to facilitate delivery of multicast packets for the multicast groups



between two or more servers in the virtual networks 34. Tree unit 40 then stores the

different multicast trees in a memory 42 within virtual network controller 22.

[0118] In some cases, the multicast trees may be unidirectional multicast trees in which a

root node of the multicast tree operates as the source of the multicast packets for the

multicast group and the multicast packets are communicated in a single, downstream

direction from the root node. In other cases, the multicast trees may be bidirectional

multicast trees in which any node of the multicast tree may operate as the source of the

multicast packets for the multicast group and the multicast packets may be communicated

in either an upstream or downstream direction from a root node of the multicast tree.

According to the techniques, virtual network controller 22 may create bidirectional

multicast trees because virtual network 34 emulates L2 multicast, which supports

bidirectional multicast.

[0119] According to the techniques, the multicast trees are calculated at the centralized

location of virtual network controller 22 instead of in a distributed fashion by TOR

switches 16 and chassis switches 18 that service the multicast group in the underlying

physical network. In this way, the location of servers 12 connected to the underlying

network may be considered. For example, in a data center, it may be desirable for tree

unit 40 to create a multicast tree such that replication by servers within a given physical

rack does not cross rack boundaries.

[0120] In the context of multicasting in virtual networks 34, VMs 36 executed in servers

12 may exchange messages to learn about "neighboring" multicast-enabled VMs 36 in

other servers 12. In the contest of virtual networks 34, servers 12 may be considered

logical neighbors that are directly reachable by tunneling over the underlying physical

network. In one example, servers 12 may exchange Protocol Independent Multicast

(PIM) messages in virtual networks 34. As described above, the underlying physical

network may not support multicast service such that the multicast neighbor messages may

be communicated between servers 12 and virtual network controller 22 using virtual

networks 34.

[0121] In order to create the multicast trees, virtual network controller 22 may receive

join requests from one or more of servers 12 interested in receiving multicast packets

associated with a particular multicast group. Virtual network controller 22 may similarly

receive leave requests from servers 12 that would like to stop receiving multicast packets

for the multicast group. For example, virtual network controller 22 may receive the join

or leave requests as packets that conform to Internet Group Management Protocol



(IGMP) or another multicast protocol. The join and leave request packets may include a

multicast group identifier, and a virtual address of a VM 36 executed on one of servers 12

that is interested in joining or leaving the identified multicast group. As described above,

the underlying network may not support multicast service such that join and leave

requests for the multicast groups may be communicated between servers 1 and virtual

network controller 22 using virtual networks 34. Virtual network controller 22 may

maintain membership information mapping VMs 36 to multicast groups for each virtual

network 34.

[0122] Tree unit 40 of virtual network controller 22 may then create a multicast tree of a

given multicast group based on the membership information and the routing information

maintained for the physical network and the associated virtual network 34. For example,

tree unit 40 may determine a topology of the multicast tree based on the servers 12 that

include VMs 36 that belong to the multicast group, the available paths in the physical

network between the servers 12 included in the multicast group, and the tunnels between

the servers 12 in the virtual network 34.

[0123] In addition, tree unit 40 may determine a topology of the multicast tree based on a

replication limit for each of servers 12 included in the multicast group of the multicast

tree. In some cases, tree unit 40 may calculate the multicast tree in order to minimize a

replication limit for each of the servers and balance the replication across the tree. In this

way, tree unit 40 may create the multicast tree such that each of the servers 12 performs a

similar, small amount of replication, instead of one or two servers having to incur the load

of replicating and forwarding the packets to all the servers that belong to the multicast

group.

[0124] As an example, tree unit 40 may create a multicast tree to minimize the replication

limit such that each of servers 12 sends at most a quantity (N) of packet copies. The

replication limit may be selected to be greater than or equal to 2 and substantially less

than the quantity (M) of servers in the multicast group, i.e., 2 < N « M. In another

example, the replication limit may be selected to be less than or equal to the quantity of

the devices minus one, i.e., 2 < N < M-l. In yet another example, the replication limit for

each of servers 12 may be configured to be fixed at certain value, e.g., 8 or 16.

[0125] In some cases, tree unit 40 may be configured to determine the replication limit

(N) at least based on the number of servers (M) in the multicast group and latency

requirements, which are proportional to a number of replication stages or levels (i.e.,

depth of the multicast tree). In this case, the replication limit may be determined based on



balancing two factors: minimizing the tree depth (D) of the multicast tree and minimizing

the replication limit (N) for each of the servers in the multicast tree. Tree unit 40 may be

configurable to give greater weight to either tree depth or replication limit. For example,

the replication limit may be determined in order to satisfy [LOGN(M)] = D. In some

cases, the number of replications for a given server 1 may be a function of the

performance of the replication unit 40 of the server 12. For example, tree unit 40 may

maintain a table in memory 42 that gives replication count based on a type of the server

12. If the smallest table entry for a server 12 in the multicast group is equal to K, then 2 <

N < K such that if [LOG (M)] is less than D and [LOGN(M)] = D. Several methods for

minimizing the replication limit and balancing the replications limit and the tree depth are

described in greater detail below with respect to FIGS. 6A - 6B and 8.

[0126] Virtual network controller 22 may also be configured to generate a unique tunnel

encapsulation for each link direction of the generated multicast tree. In the multicast tree,

the tunnel encapsulation in each direction is unique because each direction of a link

between two of servers 12 has a different combination of source-IP-address (SIP),

destination-IP-address (DIP) and multicast group-ID (MGID). This combination in an

ordered tuple {SIP,DIP,MGID} will not repeat for any other group or link or other

direction of the same link. In this way, servers 12 may use a different tunnel

encapsulation header for each packet copy.

[0127] In data center 10, the paths between servers 12 through switch fabric 14 may be

substantially equally probable such that forwarding may not be limited to certain links

chosen by multicast algorithms in the underlying physical network. The different tunnel

encapsulation headers allow multiple equal cost paths in the physical network to be used

for the same multicast group, which efficiently utilizes bandwidth of the network. A

configuration in which each link direction in the multicast tree has a unique tunnel

encapsulation header may enable virtual network controller 22 to randomize the

distribution of traffic over the multiple equal cost paths in the underlying physical

network.

[0128] In order to perform multicast in a virtual network 34, virtual network controller 22

communicates a multicast tree created for specific multicast group in the virtual network

34 to servers 12 that belong to the multicast group. In some examples, virtual network

controller 22 communicates a multicast tree to one of servers 12 as tree forwarding state

including one or more forwarding entries of the multicast tree relevant to the particular

one of servers 12. The forwarding entries may be stored in NFT 32 corresponding to the



virtual network 34. The tree forwarding state may include next hop information of the

multicast tree for virtual switch 30 of the server 12. The next hops may be chained next

hop that specify replication to be performed on each multicast packet for the multicast

group by virtual switch 30 when forwarding the packet.

[0129] The communicated multicast tree instructs virtual switches 30 of the servers 12 to

replicate and forward multicast packets to other servers 12 according to the multicast tree.

As illustrated in FIG. 2A, virtual switches 30 each include a corresponding one of

replication units 44A - 44X ("rep. units 44"). Replication units 44 replicate a received

multicast packet based on the topology of the multicast tree. Virtual switches 30 then

forward the packet copies to one or more other servers of the multicast group using tunnel

encapsulation in accordance with one of NFTs 32 as configured by virtual network

controller 22.

[0130] According to the techniques, server 12A, for example, receives a multicast tree for

a multicast group in a virtual network 34 to which server 12A belongs from virtual

network controller 22. Server 12A may then receive multicast packets for the multicast

group to be forwarded on the virtual network according to the multicast tree for the

multicast group. Virtual switch 30A of server 12A uses replication unit 44A to replicate

the multicast packets for the multicast group according to the received bidirectional

multicast. If server 12A is the source server or an intermediate server in the multicast

tree, then replication unit 44A may create one or more copies of the packet as required by

the multicast tree. According to the multicast tree, replication unit 44A of server 12A

may generate no more than N copies of the multicast packet. One or more of servers 12B

- 12X that belong to the same multicast group may also receive the multicast tree from

virtual network controller 22. The replication units 44B - 44X of each of the servers 12B

- 12X may also generate a number of copies of the multicast packet according to the

multicast tree. In some cases, the number of copies may be the same as the number of

copies generated by replication unit 44A. In other cases, the number of the copies may be

different than generated by replication unit 44A.

[0131] Virtual switch 30A then forwards the replicated multicast packets using tunnel

encapsulation to the other servers 12 of the multicast group in the virtual network

according to the multicast tree. Virtual switch 30A may encapsulate each of the copies of

the packet in a unique tunnel encapsulation header as specified by one of NFTs 32 in

virtual switch 30A, as configured by virtual network controller 22. In this way, multiple

equal cost paths in the underlying network may be used for the same multicast group to



efficiently use bandwidth. The unique tunnel encapsulation headers may be configured

by virtual network controller 22 such that each link direction in the multicast tree has a

unique virtual network tunnel encapsulation. The replication and forwarding of multicast

packets is only performed by virtual switches 30 executed on servers 12 in the virtual

network. No replication is performed within the underlying network. In this way, the

techniques enable multicast service within a virtual network without requiring multicast

support in the underlying network.

[0132] FIG. 3 is another block diagram illustrating an example system 50 illustrating

example configuration of routing information within a chassis switch and TOR switches

as described herein. System 50 of FIG. 3 may, for example, correspond to portions of

data center 10 illustrated in FIGS 1 and 2.

[0133] In this example, chassis switch 52 ("CH 52"), which may be any of chassis

switches 18 of FIG. 1, is coupled to Top of Rack (TOR) switches 58A-58B ("TORs 58")

by chassis link 60A and chassis link 60B, respectively ("chassis links 60"). TORs 58

may, in some examples, be any of TORs 16 of FIG. 1. In the example of FIG. 3, TORs 58

are also coupled to servers 51A-51B ("servers 51") by TOR links 62A-62D ("TOR links

62"). Servers 5 1 may be any of servers 210 (FIG. 1). Here, servers 5 1 communicate with

both TORs 58, and can physically reside in either associated rack. TORs 58 each

communicate with a number of network switches, including chassis switch 52.

[0134] Chassis switch 52 has a processor 54A in communication with an interface for

communication with a network as shown, as well as a bus that connects a memory (not

shown) to processor 54A. The memory may store a number of software modules. These

modules include software that controls network routing, such as an OSPF module (not

shown) containing instructions for operating the chassis switch 52 in compliance with the

OSPF protocol. Chassis switch 52 maintains routing table ("RT table") 56A containing

routing information for packets, which describes a topology of a network. Routing table

56A may be, for example, a table of packet destination Internet protocol (IP) addresses

and the corresponding next hop, e.g., expressed as a link to a network component.

Reference herein to IP may refer to IPv4 or IPv6.

[0135] TORs 58 each have a respective processor 54B, 54C, an interface in

communication with chassis switch 52, and a memory (not shown). Each memory

contains software modules including an OSPF module and routing table 56B, 56C as

described above.



[0136] TORs 58 and chassis switch 52 may exchange routing information specifying

available routes, such as by using a link-state routing protocol such as Open Shortest Path

First (OSPF) or IS-IS. TORs 58 may be configured as owners of different routing

subnets. For example, TOR 58A is configured as the owner of Subnet 1, which is the

subnet 10.10.10.0/24 in the example of FIG. 2A, and TOR 58A is configured as the owner

of Subnet 2, which is the subnet 10.10.11 .0/24 in the example of FIGS. 2A and 2B. As

owners of their respective Subnets, TORs 58 locally store the individual routes for their

subnets and need not broadcast all route advertisements up to chassis switch 52. Instead,

in general TORs 58 will only advertise their subnet addresses to chassis switch 52.

[0137] Chassis switch 52 maintains a routing table ("RT table") 56A, which includes

routes expressed as subnets reachable by TORs 58, based on route advertisements

received from TORs 58. In the example of FIG. 2A, RT table 56A stores routes indicating

that traffic destined for addresses within the subnet 10.10.11.0/24 can be forwarded on

link 60B to TOR 58B, and traffic destined for addresses within the subnet 10. 10. 10.0/24

can be forwarded on link 60A to TOR 58A.

[0138] In typical operation, chassis switch 52 receives Internet Protocol (IP) packets

through its network interface, reads the packets' destination IP address, looks up these

addresses on routing table 56A to determine the corresponding destination component,

and forwards the packets accordingly. For example, if the destination IP address of a

received packet is 10.10.10.0, i.e., the address of the subnet of TOR 58A, the routing

table of chassis switch 52 indicates that the packet is to be sent to TOR 58A via link 60A,

and chassis switch 52 transmits the packet accordingly, ultimately for forwarding to a

specific one of the servers 51.

[0139] Similarly, each of TORs 58 receives Internet Protocol (IP) packets through its

network interface, reads the packets' destination IP address, looks up these addresses on

its routing table 56 to determine the corresponding destination component, and forwards

the packets according to the result of the lookup. In some cases, a network element (e.g.,

one of TORs 48 or chassis switch 52) may receive an IP packet having a TTL value of 1.

As a result, the network element returns an ICMP Time Exceeded message to the source

IP address of the packet. In accordance with techniques described herein, servers 5 1 may

"walk" a physical network path of system 50 by issuing successive flow trace packets

with iterated TTL values and receive, in response, ICMP Time Exceeded messages from

successive physical network elements along the path.



[0140] In one example iteration, server 51A sends flow trace packet 66, an IP packet,

having a TTL value set to 1 to TOR 58A. Flow trace packet 66 may represent any of

flow trace packets 45 of FIG. 2A. TOR 58A receives flow trace packet 66, decrements

the TTL value and, because the TTL value is now 0, returns an ICMP Time Exceeded

message 68 to server 51A.

[0141] FIG. 4 is a block diagram illustrating an example implementation of a virtual

network controller 22 for facilitating operation of one or more virtual networks in

accordance with one or more embodiments of this disclosure. Virtual network controller

22 may, for example, correspond to virtual network controller 22 of data center 10 of

FIGS. 1 and 2.

[0142] Virtual network controller (VNC) 22 of FIG. 4 illustrates a distributed

implementation of a VNC that includes multiple VNC nodes 80A-80N (collectively,

"VNC nodes 80") to execute the functionality of a data center VNC, including managing

the operation of virtual switches for one or more virtual networks implemented within the

data center. Each of VNC nodes 80 may represent a different server of the data center,

e.g., any of servers 12 of FIGS. 1-2, or alternatively, on a server or controller coupled to

the IP fabric by, e.g., an edge router of a service provider network or a customer edge

device of the data center network. In some instances, some of VNC nodes 80 may

execute as separate virtual machines on the same server.

[0143] Each of VNC nodes 80 may control a different, non-overlapping set of data center

elements, such as servers, individual virtual switches executing within servers, individual

interfaces associated with virtual switches, chassis switches, TOR switches, and/or

communication links. VNC nodes 80 peer with one another using peering links 86 to

exchange information for distributed databases, including distributed databases 82A-82K

(collectively, "distributed databases 82"), and routing information (e.g., routes) for

routing information bases 84A-84N (collectively, "RIBs 84"). Peering links 86 may

represent peering links for a routing protocol, such as a Border Gateway Protocol (BGP)

implementation, or another peering protocol by which VNC nodes 80 may coordinate to

share information according to a peering relationship.

[0144] VNC nodes 80 of VNC 22 include respective RIBs 84 each having, e.g., one or

more routing tables that store routing information for the physical network and/or one or

more overlay networks of the data center controlled by VNC 22. In some instances, one

of RIBs 84, e.g., RIB 84A, may store the complete routing table for any of the virtual



networks operating within the data center and controlled by the corresponding VNC node

80 (e.g., VNC node 80A).

[0145] In general, distributed databases 82 define the configuration or describe the

operation of virtual networks by the data center controlled by distributed VNC 22. For

instance, distributes databases 82 may include databases that describe a configuration of

one or more virtual networks, the hardware/software configurations and capabilities of

data center servers, performance or diagnostic information for one or more virtual

networks and/or the underlying physical network, the topology of the underlying physical

network including server/chassis switch/TOR switch interfaces and interconnecting links,

and so on. Distributed databases 82 may each be implemented using, e.g., a distributed

hash table (DHT) to provide a lookup service for key/value pairs of the distributed

database stored by different VNC nodes 80. VNC nodes 80 may request the servers 12

return a physical path through a virtual network for a network flow. VNC nodes 80 may

then store the physical path to one of distributed databases 82. In some instances, any of

VNC nodes 80 may determine a physical path through virtual network for a network flow

using techniques described herein as being performed by a server 12.

[0146] In accordance with aspects of the techniques of this disclosure, when VN agents

35 send messages to virtual network controller 22 over the physical network to trigger

virtual network controller 22 to update network forwarding table 280 with specific routes

to re-route network traffic, these communications may occur over peering links 66, such

as via a routing protocol like BGP or other peering protocol. Similarly, once initial

contact has been established with virtual network controller 22 (e.g., a BGP or other

communication session is established), virtual network controller 22 may send an overlay

route to VN agent 35A via peering links 66. VN agent 35A may receive the message

from virtual network controller 22 with the overlay routes via peering links 66.

[0147] FIG. 5 is a block diagram illustrating an example implementation of a virtual

network controller 100 for facilitating operation of one or more virtual networks in

accordance with one or more embodiments of this disclosure. Virtual network controller

100 may, for example, correspond to virtual network controller 22 of data center 10 of

FIGS. 1 and 2 or virtual network controller 22 of FIG. 4.

[0148] As illustrated in the example of FIG. 5, distributed virtual network controller

(VNC) 100 includes one or more virtual network controller ("VNC") nodes 102A-102N

(collectively, "VNC nodes 102"). Each of VNC nodes 102 may represent any of VNC

nodes 80 of virtual network controller 22 of FIG. 4. VNC nodes 102 that peer with one



another according to a peering protocol operating over network 160. Network 160 may

represent an example instance of switch fabric 14 and / or IP fabric 20 of FIG. 1. In the

illustrated example, VNC nodes 102 peer with one another using a Border Gateway

Protocol (BGP) implementation, an example of a peering protocol. In this sense, VNC

nodes 102A and 102N may represent a first controller node device and a second

controller node device peered using a peering protocol. VNC nodes 102 include

respective network discovery modules 114A-1 14N to discover network elements of

network 160.

[0149] VNC nodes 102 provide, to one another using the peering protocol, information

related to respective elements of the virtual network managed, at least in part, by the VNC

nodes 102. For example, VNC node 102A may manage a first set of one or more servers

operating as virtual network switches for the virtual network. VNC node 102A may send

information relating to the management or operation of the first set of servers to VNC

node 102N by BGP 118A. Other elements managed by VNC nodes 102 may include

network controllers and/or appliances, network infrastructure devices (e.g., L2 or L3

switches), communication links, firewalls, and VNC nodes 102, for example. Because

VNC nodes 102 have a peer relationship, rather than a master-slave relationship,

information may be sufficiently easily shared between the VNC nodes 102. In addition,

hardware and/or software of VNC nodes 102 may be sufficiently easily replaced,

providing satisfactory resource fungibility.

[0150] Each of VNC nodes 102 may include substantially similar components for

performing substantially similar functionality, said functionality being described

hereinafter primarily with respect to VNC node 102A. VNC node 102A may include an

analytics database 106A for storing diagnostic information related to a first set of

elements managed by VNC node 102A. VNC node 102A may share at least some

diagnostic information related to one or more of the first set of elements managed by

VNC node 102A and stored in analytics database 106, as well as to receive at least some

diagnostic information related to any of the elements managed by others of VNC nodes

102. Analytics database 106A may represent a distributed hash table (DHT), for instance,

or any suitable data structure for storing diagnostic information for network elements in a

distributed manner in cooperation with others of VNC nodes 102. Analytics databases

106A-106N (collectively, "analytics databases 106") may represent, at least in part, one

of distributed databases 82 of distributed virtual network controller 22 of FIG. 4.



[0151] VNC node 102A may include a configuration database 110A for storing

configuration information related to a first set of elements managed by VNC node 102A.

Control plane components of VNC node 102A may store configuration information to

configuration database 1 1OA using interface 144A, which may represent an Interface for

Metadata Access Points (IF-MAP) protocol implementation. VNC node 102A may share

at least some configuration information related to one or more of the first set of elements

managed by VNC node 102A and stored in configuration database 110A, as well as to

receive at least some configuration information related to any of the elements managed by

others of VNC nodes 102. Configuration database 110A may represent a distributed hash

table (DHT), for instance, or any suitable data structure for storing configuration

information for network elements in a distributed manner in cooperation with others of

VNC nodes 102. Configuration databases 110A-110N (collectively, "configuration

databases 110") may represent, at least in part, one of distributed databases 82 of

distributed virtual network controller 22 of FIG. 4. Portions of RIBs 84 may be stored by

control plane VMs 112 to facilitate operation of network discovery modules and BGPs

118.

[0152] Virtual network controller 100 may perform any one or more of the illustrated

virtual network controller operations represented by modules 130, which may include

orchestration 132, user interface 134, VNC global load balancing 136, and one or more

applications 138. VNC 100 executes orchestration module 132 to facilitate the operation

of one or more virtual networks in response to a dynamic demand environment by, e.g.,

spawning/removing virtual machines in data center servers, adjusting computing

capabilities, allocating network storage resources, and modifying a virtual topology

connecting virtual switches of a virtual network. VNC global load balancing 136

executed by VNC 100 supports load balancing of analytics, configuration,

communication tasks, e.g., among VNC nodes 102. Applications 138 may represent one

or more network applications executed by VNC nodes 102 to, e.g., change topology of

physical and/or virtual networks, add services, or affect packet forwarding.

[0153] User interface 134 includes an interface usable to an administrator (or software

agent) to control the operation of VNC nodes 102. For instance, user interface 134 may

include methods by which an administrator may modify, e.g. configuration database 1 1OA

of VNC node 102A. Administration of the one or more virtual networks operated by

VNC 100 may proceed by uniform user interface 134 that provides a single point of



administration, which may reduce an administration cost of the one or more virtual

networks.

[0154] V C node 102A may include a control plane virtual machine (VM) 112A that

executes control plane protocols to facilitate the distributed VNC techniques described

herein. Control plane VM 112A may in some instances represent a native process. In the

illustrated example, control VM 112A executes BGP 118Ato provide information related

to the first set of elements managed by VNC node 102A to, e.g., control plane virtual

machine 112N of VNC node 102N. Control plane VM 112A may use an open standards

based protocol (e.g., BGP based L3VPN) to distribute information about its virtual

network(s) with other control plane instances and/or other third party networking

equipment(s). Given the peering based model according to one or more aspects described

herein, different control plane instances (e.g., different instances of control plane VMs

112A-1 12N) may execute different software versions. In one or more aspects, e.g.,

control plane VM 112A may include a type of software of a particular version, and the

control plane VM 112N may include a different version of the same type of software.

The peering configuration of the control node devices may enable use of different

software versions for the control plane VMs 112A-1 12N. The execution of multiple

control plane VMs by respective VNC nodes 102 may prevent the emergence of a single

point of failure.

[0155] Control plane VM 112A communicates with virtual network switches, e.g.,

illustrated VM switch 174 executed by server 140, using a communication protocol

operating over network 160. Virtual network switches facilitate overlay networks in the

one or more virtual networks. In the illustrated example, control plane VM 112A uses

Extensible Messaging and Presence Protocol (XMPP) 116Ato communicate with at least

virtual network switch 174 by XMPP interface 150A. Virtual network route data, statistics

collection, logs, and configuration information may in accordance with XMPP 116A be

sent as XML documents for communication between control plane VM 112A and the

virtual network switches. Control plane VM 112A may in turn route data to other XMPP

servers (such as an analytics collector) or may retrieve configuration information on

behalf of one or more virtual network switches. Control plane VM 112A may further

execute a communication interface 144A for communicating with configuration virtual

machine (VM) 108A associated with configuration database 110A. Communication

interface 144A may represent an IF-MAP interface.



[0156] VNC node 102A may further include configuration VM 108A to store

configuration information for the first set of element to and manage configuration

database 110A. Configuration VM 108A, although described as a virtual machine, may

in some aspects represent a native process executing on an operating system of VNC node

102A.Configuration VM 108A and control plane VM 112A may communicate using IF-

MAP by communication interface 144A and using XMPP by communication interface

146A. In some aspects, configuration VM 108A may include a horizontally scalable

multi-tenant IF-MAP server and a distributed hash table (DHT)-based IF-MAP database

that represents configuration database 110A. In some aspects, configuration VM 108A

may include a configuration translator, which may translate a user friendly higher-level

virtual network configuration to a standards based protocol configuration (e.g., a BGP

L3VPN configuration), which may be stored using configuration database 1 1OA.

Communication interface 140 may include an IF-MAP interface for communicating with

other network elements. The use of the IF-MAP may make the storage and management

of virtual network configurations very flexible and extensible given that the IF-MAP

schema can be dynamically updated. Advantageously, aspects of virtual network

controller 100 may be flexible for new applications 138.

[0157] In accordance with various aspects of the techniques described in this disclosure,

the translator of one or more of configuration VMs 108 may provide translation to

facilitate multi-tenancy within the IF-MAP server/database. That is, these translators

discussed above may perform the techniques described in this disclosure to translate

identifiers unique to the originating one of configuration VMs 108, but not unique

globally across all of configuration VMs 108, to globally unique identifiers to facilitate

multi-tenancy within the IF-MAP server/database in the manner described above. These

translators may perform translation that is similar, in this respect, to the translation

performed by VN 58, as described above with respect to the example of FIG. 3.

[0158] VNC node 102A may further include an analytics virtual machine (VM) 104A to

store diagnostic information (and/or visibility information) related to at least the first set

of elements managed by VNC node 102A. Control plane VM and analytics VM 104 may

communicate using an XMPP implementation by communication interface 146A.

Analytics VM 104A, although described as a virtual machine, may in some aspects

represent a native process executing on an operating system of VNC node 102A.

[0159] Analytics VM 104A may include analytics database 106A, which may represent

an instance of a distributed database that stores visibility data for virtual networks, such



as one of distributed database 82 of distributed virtual network controller 22 of FIG. 4.

Visibility information may describe visibility of both distributed V C 100 itself and of

customer networks. The distributed database may include an XMPP interface on a first

side and a REST/JASON/XMPP interface on a second side.

[0160] Virtual network switch 174 may implement the layer 3 forwarding and policy

enforcement point for one or more end points and/or one or more hosts. The one or more

end points or one and/or one or more hosts may be classified into a virtual network due to

configuration from control plane VM 112A. Control plane VM 112A may also distribute

virtual-to-physical mapping for each end point to all other end points as routes. These

routes may give the next hop mapping virtual IP to physical IP and encapsulation

technique used (e.g., one of IPinIP, NVGRE, VXLAN, etc.). Virtual network switch 174

may be agnostic to actual tunneling encapsulation used. Virtual network switch 174 may

also trap interesting layer 2 (L2) packets, broadcast packets, and/or implement proxy for

the packets, e.g. using one of Address Resolution Protocol (ARP), Dynamic Host

Configuration Protocol (DHCP), Domain Name Service (DNS), etc.

[0161] In some cases, different VNC nodes 102 may be provided by different suppliers.

However, the peering configuration of VNC nodes 102 may enable use of different

hardware and/or software provided by different suppliers for implementing the VNC

nodes 102 of distributed VNC 100. A system operating according to the techniques

described above may provide logical view of network topology to end-host irrespective of

physical network topology, access type, and/or location. Distributed VNC 100 provides

programmatic ways for network operators and/or applications to change topology, to

affect packet forwarding, and/or to add services, as well as horizontal scaling of network

services, e.g. firewall, without changing the end-host view of the network.

[0162] Control plane VMs 112 may request the servers 12 return a physical path through

a virtual network for a network flow. Upon control plane VMs 112 receiving a physical

path, corresponding analytics VMs 104 may store the physical path to corresponding

analytics databases 106. In some instances, any of VNC nodes 102 may determine a

physical path through virtual network for a network flow using techniques described

herein as being performed by a server 12.

[0163] In accordance with some techniques of this disclosure, analytics VM 104 (which

may also be referred to herein as "analytics engines") analyze the status of the physical

network indicated by network 160, which may include IP fabric 20 (FIG. 1). Network

160 may include, for example, switches (routers) and connectors. Analytics VM 104



includes, for example, analytics databases 106 and memory (not shown) that may be

linearly scaled via same virtual network forming the network 160. Analytics VM 104 are

connected to network 160 via connectors 148A-148N. The system of FIG. 5 includes

various servers including server 170, which may be servers such as described in FIG. 2A

and 2B as servers 12. Server 170 includes a virtual switch 174, also sometimes referred

to as a virtual network router (VN-router), which encapsulates and forwards the

application packets over the physical network, and a virtual network agent, VN switch

agent 172, which provides the intelligence to virtual switch 174 by talking to virtual

network controller 100 and provides statistics to analytics VM 104. The virtual switch

174 hides the physical network from the physical switches and routers as found in the IP

fabric of network 160. Thus, it can appear that, for example, server 12A is directly

connected to server 12N (FIG. 1). Servers 12 also include a series of guest virtual

machines VM 36 (FIG. 2). In some examples, analytics VM 104 are actually some

instances of VMs 36.

[0164] One method for determining latency in a multi-path routing environment is to

collect statistics on every virtual switch 174, that is, every virtual switch 174, collects

data on which packets have travelled through the virtual switch 174 and when they

travelled through the virtual switch 174 between servers 170. The virtual switch 174 then

sends this data to one of the analytics VM 104. The analytics VMs 104 can use the data

to calculate latency. For example, the administrator may specify that statistics are to be

captured for a certain class of traffic, and may also restrict the period of time over which

statistic are collected. To capture a certain class of traffic the packet can be used like a

match list, called a packet classifier.

[0165] For example, to see how certain flows are doing, an example packet classifier

"PC" is defined as:

PC = {

Id: 4502

Start-time: 8:00:00 12/5/2012

End-time: 8:01:00 12/5/2012

SEQ: {

Protocol: 'TCP',

SIP: 10.1.1.0/24,

SP: any,

DIP: 10.5.1.42/32,



DP: 80,

Comment: 'all web traffic to load balancer '

{

Protocol: 'TCP',

SIP: 10.1.1.42/32,

SP: any,

DIP: 10.5.1.45/32,

DP: any,

Comment: 'all trafficfrom load balancer to firewall '

}

}

[0166] This will capture web traffic to load balancer and traffic from the load balancer

that are sent to firewall, starting on 8am Dec 5th 2012 for one minute. This classifier can

be set by web console 42 (FIG. 2) to analytics VM 104 which will inform all relevant V N

switch agents 172.

[0167] In some example, distributed virtual network controller 100 may perform

techniques described herein to dynamically adapt the extent of logging performed by

virtual network elements. These techniques may be performed in a distributed manner,

which different VNC nodes 102 controlling logging information collection and

dynamically modifying the extent of logging information generated by network elements

for the VNC node 102 controls, said techniques being described below with respect to

VNC 102A.

[0168] Analytics VM 104A is configured in configuration database 110 as a collector of

logging information generated by the set of network elements controlled, at least in part,

by VNC 102A. Analytics VM 104A receives logging information from the network

elements and stores the logging information to analytics database 106A for analysis.

Logging information stored to analytics database 106A may indicate any of a number of

different network element operation dimensions, including resource utilization, types of

applications executed, packet transmission/receipt rate, performance, etc., that may

indicate to analytics VM 104A and/or a data center administrator of a need to modify the

configuration of one or more network elements, increase the number of resources, modify

the software for executing applications, and so forth. In the illustrated example, server

170 may send one or more log messages to VNC 102 , which control plane VM 112A



receives and communicates to analytics VM 104A using XMPP by communication

interface 146A. The log messages may include logging information generated and sent

according to a baseline extent.

[0169] Rules engines 200A-200N of respective analytics VMs 104A-104N apply one or

more (i.e., a set of) rules to logging information collected by analytics VM 104A and

stored to analytics DB 106A. An administrator may use UI 134 to dynamically configure

the rules applied by rules engine 200A to add, modify, or remove rules. Rules engine

200A, for example, may apply the rules or a strict subset of the rules to logging

information transported by incoming log messages prior to analytics VM 104A storing the

logging information to analytics DB 106A. Alternatively, or additionally, rules engine

200A may apply the rules or a strict subset of the rules continually to logging information

stored to analytics DB 106A.

[0170] Each of the rules includes actions for a corresponding condition that, when

applied and matched by logging information received, cause rules engine 200A to execute

the actions. The actions may include directing a network element to modify the extent to

which it generates and sends logging information by, e.g., performing "on-demand"

information collection responsive to VNC node 102A directives. For example, on-

demand information collection may include tracing events in the virtual/physical memory

space of an application executing on the network element to obtain logging information

and may also, or alternatively, include actively probing the application by directing the

application to execute one or more diagnostic subroutines that generate diagnostic

logging information.

[0171] In general, event tracing may include the recording of information in a particular

memory space, whether written to the memory space by the application during normal

operation in response to a directive received from VNC 102A (i.e., a collector). The

techniques may therefore allow for the production and logging of additional information

once an error or any other information message is received. In general, application

probing can involve directing the application in question to run integrated diagnostic

subroutines to collect additional information that may be useful to analytics VM 104A or

an administrator in diagnosing error. Examples of such subroutines include subroutines

for setting up/monitoring new counters or events, running various diagnostics, and

performing trace routes or other methods to determine a virtual or physical network path

through a data center.



[0172] Analytics VM 104A may direct an application to modify the extent to which

logging information is generated using various techniques, including calling a method of

an API exposed by the application in accordance with XMPP interface 150A. In the

illustrated example, analytics VM 104 communicates with server 170 via control plane

VM 112A using XMPP by communication interface 146A. Calling a method of an

exposed API may represent an example instance of logging modification message 43 of

FIG. 2A.

[0173] Server 170 sends additional traced information and/or information retrieved by

active probing to VNC 102A for storage in analytics database 106A where it can be

retrieved by an administrator or analyzed by analytics VM 104A for troubleshooting

purposes. Server 170 may sends logging information in accordance with XMPP interface

150A in this example. However, other communication interfaces for exchanging logging

information between VNC 102A and server 170 may be used, including Simple Object

Access Protocol (SOAP), Common Object Broker Request Architecture (CORBA),

Remote Procedure Calls (RPC), and the like.

PHYSICAL PATHDETERMINATION FOR VIRTUALNETWORK PACKET
FLOWS
[0174] FIG. 6 is a flowchart illustrating an example mode of operation of a network

element to determine a physical network path in a virtualized network domain in

accordance with techniques described in this disclosure. This mode of operation is

described with respect to components of server 12A of FIG. 2A and 2B but may be

performed by other network elements of data center 10, such as TORs 16 or chassis

switches 18.

[0175] Initially, flow trace module (FTM) 48 of server 12A receives a request to

determine, or "trace," a physical network path traversed by packets of a packet flow

(100). The request may include, e.g., a complete IP packet that conforms to the packet

flow, an IP header that matches IP headers of packets of the packet flow, or one or more

fields for such an IP header (a source IP address and destination IP address for example).

The packet flow may represent a packet flow that traverses an overlay/virtual network. In

some examples, V N agent 35A receives the request from VNC 22 and sends the request

to FTM 48. FTM 48 may use a destination IP address for the packet flow to query a

network forwarding table 32 corresponding to the virtual network of the packet flow, such

as NFTi, to obtain a tunnel header and in some cases other tunneling information, such as



an outbound interface, for packets of the packet flow (202). To initialize the flow trace,

FTM 48 sets a variable, TTL_VAR, to 0 (204).

[0176] Flow trace module 48 generates an outer, flow trace packet for the virtual network

by generating an inner packet that includes trace packet information, such as a trace

packet identifier and sequence number, and appending the obtained tunnel header to the

inner packet and adding a flow trace packet indicator to a field of the outer packet (206).

For subsequently generated flow trace packets for this request, FTM 48 may increment

the sequence number. The flow trace packet indicator is described in further detail with

respect to FIGS. 8-9. The inner packet of the flow trace packet is a data payload of the

flow trace packet.

[0177] Flow trace module 48 increments TTL_VAR (208) and sets the TTL field of the

flow trace packet to TTL_VAR (210). For the initial flow trace packet, this means the

TTL field has a value of 1. Switch 3OA forwards the flow trace packet module by the

outbound interface according to the network forwarding table corresponding to the virtual

network of the packet flow (212).

[0178] If switch 30A does not receive a confirmation message (NO branch of 214) and

instead receives a time exceeded message (e.g., an ICMP Time Exceeded message)

responsive to the latest flow trace packet for the request (216), FTM 48 appends the

source address of the time exceeded message to a list of physical network element

network addresses (218). The source address is an address of the physical network

element that sent the time exceeded message. Flow trace module 48 then performs again

at least steps 106-1 12 to generate and forward another flow trace packet with an

incremented value for the TTL field. In this way, flow trace module 48 generates one or

more flow trace packets having incrementally increasing respective time-to-live values.

[0179] If switch 30A receives a confirmation message (YES branch of 214) responsive to

a flow trace packet, such as an ICMP Echo Reply, this indicates that a tunnel endpoint for

the virtual network has received the flow trace packet and that the physical network path

has been fully traced. FPM module 48 therefore replies to the request by sending the list

of physical network element network addresses to the requesting device. In some

examples, VM agent 35A sends the list to VNC 22.

[0180] FIG. 7 is a flowchart illustrating an example mode of operation of a network

element according to techniques of this disclosure. This mode of operation is described

with respect to components of server 12A of FIGS. 2A and 2B but may be performed by

other network elements of data center 10, such as TORs 16 or chassis switches 18.



[0181] Switch 3OA of server 12A is a tunnel endpoint for a virtual network, such as the

virtual network associated with network forwarding table 32 NFTi, and receives a packet

by a tunnel of the virtual network (230). The packet is an outer packet that includes a

tunnel header and may represent one of the packets described with respect FIGS. 8-9. If

the tunnel header does not include a flow trace packet indicator (NO branch of 232), then

switch 3OA decapsulates the inner packet of the tunnel header and forwards the inner

packet to one of VMs 32 that has a network address that is a destination network address

of the inner packet (234). If, however, the tunnel includes a flow trace packet indicator

(YES branch of 232), the packet is a flow trace packet and switch 30A sends a

confirmation message to another of servers 12 having a network address that is a source

network address of the tunnel header to confirm receipt at server 12A (236). The

confirmation message may transport at least a portion of the inner packet, including the IP

header of the inner packet in some cases. The confirmation message may be, e.g., an

ICMP Echo Reply message. Because the flow trace packet received by server 12A does

not carry application data for any of VMs 32, switch 30A discards the flow trace packet.

[0182] FIG. 8 is a block diagram illustrating fields of an example flow trace packet

generated according to techniques described herein. MPLS-in-GRE packet 250 is a flow

trace packet generated for a virtual network implemented according to MPLS-in-GRE

encapsulation techniques, which encapsulates a Multiprotocol Label Switching (MPLS)

packet in Generic Route Encapsulation (GRE) for a GRE tunnel. For simplicity and ease

of illustration, MPLS-in-GRE packet 250 does not illustrate each and every field of a

typical MPLS-in-GRE packet but is offered to highlight the techniques described herein.

[0183] A MPLS-in-GRE tunnel endpoint generates MPLS-in-GRE packet 250 to include

tunnel header 266, which includes an outer IP header 268 composed of source IP address

252 ("SRC IP 252"), destination IP address 254 ("DST IP 254"), Time-to-Live field 256

having a value incrementally set according to techniques described above with respect to,

e.g., FIG. 6, and IP protocol field 258 ("PROTO 258") that defines the protocol used in

the data portion of the IP datagram (here, GRE); a GRE tunnel header 270 composed of

GRE protocol field 260 ("GRE PROTO 260") that identifies the protocol used in the data

portion of the GRE datagram (here, MPLS); and an MPLS label stack 272 that includes

MPLS label 262 ("MPLS 262"). MPLS label 262 is an MPLS label value used to

designate the individual MPLS-in-GRE overlay network on which communication VMs

are situated. MPLS-in-GRE packet 250 also includes an inner packet 264, which may



include flow trace information about MPLS-in-GRE packet 250 such as an identifier

and/or sequence number.

[0184] In some cases, the tunnel endpoint may allocate a packet flow to any one of a

plurality of equal-cost multipaths to reach a packet flow destination. The tunnel endpoint

may apply a hashing function to one or more of the header fields of a packet for a packet

flow, and the output of the hashing function determines the path in the equal-cost

multipath that is selected for the packet flow. In the example MPLS-in-GRE packet 250,

the tunnel endpoint applies a hashing function to SRC IP 252, DST IP 254, IP protocol

field 258, and GRE protocol field 260. However, the tunnel endpoint does not apply the

hashing function to MPLS label 262. As a result, MPLS-in-GRE packet 250 may be

hashed to the path of the equal-cost multipath that is the same path as that selected for the

packet flow whose physical network path is being traced. In other words, for a packet

flow being traced, the tunnel endpoint generates MPLS-in-GRE packet 250 to include

hashed fields identical to packets of the packet. Other fields may vary. Because ICMP is

identified differently in other instances of IP protocol field 258 for, e.g., ICMP Echo

Requests and because IP protocol field 258 is a hash field, ICMP packets will necessarily

be hashed by a tunnel endpoint differently that MPLS-in-GRE packet 250 and may result

in ICMP Echo Request being transported on a different path in an equal-cost multipath

proceeding from the tunnel endpoint.

[0185] Accordingly, to identify MPLS-in-GRE packet 250 as a flow trace packet, MPLS-

in-GRE packet 250 includes a flow trace packet indicator in the form of a flow trace

packet indicator value for MPLS label 262. The flow trace packet indicator value, like

MPLS label 262, may be a 20-bit value that is a specially-designated value to identify a

packet as a flow trace packet rather than to designate an individual MPLS-in-GRE-based

overlay network. Because a tunnel endpoint does not hash MPLS label 262 in a hashing

function, MPLS-in-GRE packet 250 may follow the same physical network path as a

packet of the packet flow being traced.

[0186] FIG. 9 is a block diagram illustrating fields of an example flow trace packet

generated according to techniques described herein. Virtual extensible Local Area

Network (VxLAN) packet 280 is a flow trace packet generated for a virtual network

implemented according to VxLAN techniques. For simplicity and ease of illustration,

VxLAN packet 280 does not illustrate each and every field of a typical VxLAN packet

but is offered to highlight the techniques described herein.



[0187] A VxLAN Tunnel End Point is a tunnel endpoint that generates VxLAN packet

280 to include tunnel header 296, which includes an outer IP header composed of source

IP address 282 ("SRC IP 282"), destination IP address 284 ("DST IP 284"), Time-to-Live

field 286 having a value for multiple instances of VxLAN packet 280 incrementally

increasing according to techniques described above with respect to, e.g., FIG. 6, and IP

protocol field 287 that defines the protocol used in the data portion of the IP datagram

(here, UDP); an outer UDP header composed of source UDP port 288 ("SRC PORT 288")

and destination UDP port 290 ("DST PORT 290"); and a VxLAN header that includes

VxLAN network identifier (VNI) 292 ("VNI 292") (alternatively referred to as a VxLAN

segment identifier). VNI 292 is a 24 bit value used to designate the individual VxLAN

overlay network on which communication VMs are situated. VxLAN packet 280 also

includes an inner packet 294, which may include flow trace information about VxLAN

packet 280 such as an identifier and/or sequence number.

[0188] In some cases, the tunnel endpoint may allocate a packet flow to any one of a

plurality of equal-cost multipaths to reach a packet flow destination. The tunnel endpoint

may apply a hashing function to one or more of the header fields of a packet for a packet

flow, and the output of the hashing function determines the path in the equal-cost

multipath that is selected for the packet flow. In the example VxLAN packet 280, the

tunnel endpoint applies a hashing function to SRC IP 282, DST IP 284, IP protocol field

287, SRC PORT 288, and DST PORT 290. However, the tunnel endpoint does not apply

the hashing function to VNI 292. As a result, VxLAN packet 280 may be hashed to the

path of the equal-cost multipath that is the same path as that selected for the packet flow

whose physical network path is being traced. In other words, for a packet flow being

traced, the tunnel endpoint generates VxLAN packet 280 to include hashed fields

identical to packets of the packet. Other fields may vary. Because ICMP is identified

differently in other instances of IP protocol field 287 for, e.g., ICMP Echo Requests and

because IP protocol field 287 is a hash field, ICMP packets will necessarily be hashed by

a tunnel endpoint differently that VxLAN packet 280 and may result in ICMP Echo

Request being transported on a different path in an equal-cost multipath proceeding from

the tunnel endpoint.

[0189] Accordingly, to identify VxLAN packet 280 as a flow trace packet, VxLAN

packet 280 includes a flow trace packet indicator in the form of a flow trace packet

indicator value for VNI 292. The flow trace packet indicator value, like VNI 292, may be

a 24-bit value that is a specially-designated value to identify a packet as a flow trace



packet rather than to designate an individual VxLAN overlay network. Because a tunnel

endpoint does not hash VNI 292 in a hashing function, VxLAN packet 280 may follow

the same physical network path as a packet of the packet flow being traced. Although

described above with respect to MPLS-in-GRE- and VxLAN-based network

virtualization, the techniques of this disclosure may applicable to other network

virtualization encapsulation types, including MPLS-in-IP, Network Virtualization using

Generic Routing Encapsulation (NVGRE), and others.

[0190] FIG. 10 is a block diagram illustrating an example computing device for

implementing any of the various techniques describe herein. Computing device 300 may

represent, e.g., any of servers 12, TORs 16, or chassis switches 18 of FIG. 1. FIG. 10

illustrates only one particular example of computing device 300, and many other

examples of computing device 300 may be used in other instances. For example, a

computing device that implements TORs 16 and chassis switches 18 may include a high

speed distributed forwarding plane.

[0191] As shown in the specific example of FIG. 10, computing device 300 includes one

or more processors 301, one or more communication units 302, one or more input devices

304, one or more output devices 306, and one or more storage devices 308. Computing

device 300 further includes operating system 310, virtualization module 3 12, and one or

more applications 314A-314N (collectively "applications 314"). Virtualization module

312 may represent hypervisor 31 of server 12A, for instance, and applications 314 may

represent different VMs 36. Each of components 301, 302, 304, 306, and 308 may be

interconnected (physically, communicatively, and/or operatively) for inter-component

communications. As one example in FIG. 10, components 301, 302, 304, 306, and 308

may be coupled by one or more communication channels 316. In some examples,

communication channels 316 may include a system bus, network connection, interprocess

communication data structure, or any other channel for communicating data.

Virtualization module 312 and applications 314, as well as operating system 310 may also

communicate information with one another as well as with other components in

computing device 300. Virtualization module 3 12 includes software switch 320 to switch

packets on one or more virtual networks. Virtualization module 312 also includes flow

trace module 318 to determine physical network paths of network flows switched by

computing device 300 by generating flow trace packets and incrementally setting

respective TTL values to cause downstream switching device to return time exceeded



messages to computing device. Flow trace module 318 may represent an example

instance of FTM 48 of FIG. 1.

[0192] Processors 301, in one example, are configured to implement functionality and/or

process instructions for execution within computing device 300. For example, processors

301 may be capable of processing instructions stored in storage devices 308. Examples

of processors 301 may include, any one or more of a microprocessor, a controller, a

digital signal processor (DSP), an application specific integrated circuit (ASIC), a field-

programmable gate array (FPGA), or equivalent discrete or integrated logic circuitry.

[0193] One or more storage devices 308 may be configured to store information within

computing device 300 during operation. Storage devices 308, in some examples, are

described as a computer-readable storage medium. In some examples, storage devices

308 are a temporary memory, meaning that a primary purpose of storage devices 308 is

not long-term storage. Storage devices 308, in some examples, are described as a volatile

memory, meaning that storage devices 308 do not maintain stored contents when the

computer is turned off. Examples of volatile memories include random access memories

(RAM), dynamic random access memories (DRAM), static random access memories

(SRAM), and other forms of volatile memories known in the art. In some examples,

storage devices 308 are used to store program instructions for execution by processors

301. Storage devices 308, in one example, are used by software or applications running

on computing device 300 (e.g., operating system 3 10, virtualization module 3 12 and the

like) to temporarily store information during program execution.

[0194] Storage devices 308, in some examples, also include one or more computer-

readable storage media. Storage devices 308 may be configured to store larger amounts

of information than volatile memory. Storage devices 308 may further be configured for

long-term storage of information. In some examples, storage devices 308 include non

volatile storage elements. Examples of such non-volatile storage elements include

magnetic hard discs, tape cartridges or cassettes, optical discs, floppy discs, flash

memories, or forms of electrically programmable memories (EPROM) or electrically

erasable and programmable memories (EEPROM).

[0195] Computing device 300, in some examples, also includes one or more

communication units 302. Computing device 300, in one example, utilizes

communication units 302 to communicate with external devices. Communication units

302 may communicate, in some examples, by sending data packets over one or more

networks, such as one or more wireless networks, via inbound and outbound links.



Communication units 302 may include one or more network interface cards (IFCs), such

as an Ethernet card, an optical transceiver, a radio frequency transceiver, or any other type

of device that can send and receive information. Other examples of such network

interfaces may include Bluetooth, 3G and Wi-Fi radio components. In some examples,

computing device 300 utilizes communication units 302 to exchange tunneled packets

with other computing devices in a virtualized network domain of a data center.

[0196] Computing device 300, in one example, also includes one or more input devices

304. Input devices 304, in some examples, are configured to receive input from a user

through tactile, audio, or video feedback. Examples of input devices 304 include a

presence-sensitive display, a mouse, a keyboard, a voice responsive system, video

camera, microphone or any other type of device for detecting a command from a user. In

some examples, a presence-sensitive display includes a touch-sensitive screen.

[0197] One or more output devices 306 may also be included in computing device 300.

Output devices 306, in some examples, are configured to provide output to a user using

tactile, audio, or video stimuli. Output devices 306, in one example, include a presence-

sensitive display, a sound card, a video graphics adapter card, or any other type of device

for converting a signal into an appropriate form understandable to humans or machines.

Additional examples of output devices 306 include a speaker, a cathode ray tube (CRT)

monitor, a liquid crystal display (LCD), or any other type of device that can generate

intelligible output to a user.

[0198] Computing device 300 may include operating system 312. Operating system 312,

in some examples, controls the operation of components of computing device 300. For

example, operating system 312, in one example, facilitates the communication of modules

applications 314 with processors 301, communication units 302, input devices 304, output

devices 306, and storage devices 310. Applications 314 may each include program

instructions and/or data that are executable by computing device 300. As one example,

application 314A may include instructions that cause computing device 300 to perform

one or more of the operations and actions described in the present disclosure.

FINDING LATENCY THROUGH A PHYSICAL NETWORK IN A VIRTUALIZED
NETWORK
[0199] In general, the following sections of this disclosure describe techniques for

determining latency in a physical network that includes a number of network devices over

which packets travel. In a virtual network architecture, information regarding latency of



any particular flow, i.e., the time it takes for a packet to travel from one network device

(e.g., server) to another network device via a particular path of switches and connectors,

may not be readily available to the virtual network.

[0200] When a packet matching a defined set of monitored packets travels through a

network device (e.g., a switch or router) during the defined time period, the network

device can make a copy of the packet without affecting the flow of the packet, and send

information from the copied packet back to an analytics engine of a logically centralized

virtual network controller along with the time stamp and the identity of the network

device. In other words, the analytics engine receives information on when and where the

packet has travelled. By analyzing this information from a number of network devices,

analytics engines of the virtual network controller can determine the time taken by

specific packets to traverse the physical network, and can identify network devices and/or

connections in the physical network that slows the speed of the network. Additionally,

instead of sending back an entire copy of the monitored packet, the network device can

take a hash, i.e., signature, of an invariant portion of the copied packet that uniquely

identifies the packet, for instance the payload, and send the signature back to the analytic

engine along with a device identifier and timestamp information. Sending the signatures

instead of the entire packet can provide a more scalable mechanism by compressing the

amount of information that needs to be sent and stored in the network.

[0201] Using a collection of such latency information, the virtual network controller can

identify places in the physical network that are slow or where bottlenecks in traffic are

occurring. Such a bottleneck may be indicative of a problem with the physical network,

such as, for example, a deteriorated cable. Identifying such problems in the physical

network without having to run specific testing on each of the components of the network

may save time and money, and can help ensure that the network performs optimally and

without interruption.

[0202] In one embodiment, a method for determining latency of a physical network path

in a network includes receiving, by a virtual network controller, a plurality of messages

from a plurality of network devices in a network, wherein each of the messages includes

(1) a packet signature comprising a hash of an invariant portion of an original packet that

uniquely identifies the original packet, (2) an identifier of one of the plurality of network

devices from which the respective message was received, and (3) a timestamp indicating

a time an original packet was processed by the network device from which the respective

message was received. The method also includes identifying, by the virtual network



controller, two or more of the plurality of messages having a common packet signature,

and determining, by the virtual network controller, a latency of a physical network path in

the network based on analysis of contents of the identified messages having a common

packet signature.

[0203] In another embodiment, a method includes receiving from a virtual network

controller, by a network device, information specifying packet characteristics of packets

to be analyzed, receiving a packet, responsive to determining that the packet matches the

specified characteristics, and by a virtual network agent executing on the network device,

determining a hash of an invariant portion of the packet that uniquely identifies the packet

to obtain a packet signature, and forwarding, to the virtual network controller, a message

that specifies: (1) the packet signature, (2) an identifier of the network device, and (3) a

timestamp indicating a time the packet was processed by the network device.

[0204] In another embodiment, a computer-readable storage medium includes

instructions for causing a programmable processor to receive a plurality of messages from

a plurality of network devices in a network, wherein each of the messages includes (1) a

packet signature comprising a hash of an invariant portion of an original packet that

uniquely identifies the original packet, (2) an identifier of one of the plurality of network

devices from which the respective message was received, and (3) a timestamp indicating

a time an original packet was processed by the network device from which the respective

message was received, identify two or more of the plurality of messages having a

common packet signature, and determine a latency of a physical network path in the

network based on analysis of contents of the identified messages having a common

packet signature.

[0205] In a further embodiment, a virtual network controller includes one or more

processors, and a plurality of virtual machines executed by the processors to receive a

plurality of messages from a plurality of network devices in a network, wherein each of

the messages includes (1) a packet signature comprising a hash of an invariant portion of

an original packet that uniquely identifies the original packet, (2) an identifier of one of

the plurality of network devices from which the respective message was received, and (3)

a timestamp indicating a time an original packet was processed by the network device

from which the respective message was received. The virtual network controller also

includes a plurality of analytics virtual machines, wherein the plurality of virtual

machines identify two or more of the plurality of messages having a common packet



signature, and determine a latency of a physical network path in the network based on

analysis of contents of the identified messages having a common packet signature.

[0206] In another example, a system includes a virtual network controller that includes

one or more processors, a plurality of virtual machines executed by the processors, and a

plurality of network devices comprising one or more processors, wherein the plurality of

network devices receive from the virtual network controller, information specifying

packet characteristics of packets to be analyzed receiving a packet, wherein the plurality

of virtual machines receive a plurality of messages from the plurality of network devices,

wherein each of the messages includes (1) a packet signature comprising a hash of an

invariant portion of an original packet that uniquely identifies the original packet, (2) an

identifier of one of the plurality of network devices from which the respective message

was received, and (3) a timestamp indicating a time an original packet was processed by

the network device from which the respective message was received, wherein the virtual

network controller further comprises a plurality of analytics virtual machines that identify

two or more of the plurality of messages having a common packet signature, and

determine a latency of a physical network path in the network based on analysis of

contents of the identified messages having a common packet signature, and wherein the

plurality of network devices comprise a virtual network agent executing on the processors

that, responsive to determining that the packet matches the specified characteristics,

determining a hash of an invariant portion of the packet that uniquely identifies the packet

to obtain a packet signature, and forward, to the virtual network controller, a message that

specifies: (1) the packet signature, (2) an identifier of the network device, and (3) a

timestamp indicating a time the packet was processed by the network device.

[0207] FIG. 1 1 is a flowchart illustrating example operation of network devices in

accordance with the techniques of this disclosure. FIG. 11 is described with respect to

FIGS. 1-3. As shown in FIG. 11, to determine the latency of a class of traffic, a request is

initiated by the admin, such as via a device used to access the network, for instance, web

console 42. The request may specify a packet classifier that describes characteristics of

packets to be analyzed, and may also define a time period in which the packet classifier

should be applied, such as by setting a start time and end time. The web console 42

delivers a message to the analytics VM 104 with the packet classifier information (500).

[0208] The Analytics VM 104, in turn, receives the message (502) and notifies and

delivers the packet classifier and time period securely to the appropriate V N switch agent

172 in the network (504). Analytics VM 104 can identify which V N switch agents 172



need to be notified based on the packet classifier, such as based on a comparison of the IP

addresses in the packet classifier relative to which subnets are owned by the VN switch

agent 172. Each of the notified VN switch agents 172 can install this packet classifier on

their respective virtual switch 174 to capture the appropriate packets, e.g., at their egress

interface. Each virtual switch 174 thus can enable the received packet classifier at the

specified start time. If the end time is in the past, virtual switch 174 can ignore this

packet classifier. If start time is in the past, virtual switch 174 can enable the packet

classifier immediately. The virtual switch 174 will disable the packet classifier at the end

time.

[0209] When a packet traveling in the network matches a packet classifier on the virtual

switch 174 (509), the virtual switch 174 sends a copy of the packet to a slow path for

processing at the VN switch agent 172 (510), without affecting delivery of the original

received packet. In a networking data path of the switches and router, when a packet

comes to be forwarded, there may exist two paths, fast path and slow path. Fast path is

like cached memory, and determines what to do with the packet, such as where to send it

to, without delay. If the information is not at hand, for example like cache miss, the

packet is queued for further processing, where some other program looks up database to

what to do with this packet, and if necessary, update the fast path cache.

[0210] Usually a network device performs this flow-based forwarding by caching or

otherwise storing flow state for the packet flows of a given communication session

between two devices. Generally, upon recognizing a first packet of a new flow, a network

device initializes data to record the state data for the session. The VN switch agent 172

may inspect packet flows for the sessions. In some cases, the VN switch agent 172 may

comprise two forwarding paths, a first path for processing a first packet of a newly

established flow and a second path for inspecting and forwarding subsequent packets

associated with a pre-existing flow. The first path through the VN switch agent 172 may

be referred to as the "first path," "slow path," or "session management path." At this

time, after processing the first packet of the newly established flow, the VN switch agent

172 may update flow tables to record the session and otherwise initialize session data.

The second path through VN switch agent 172 may be referred to as the "fast path"

because the second path normally does not take as long to traverse as the first path due to

the lack of detailed inspection needed for subsequent packets in an already-established

flow. Further details relating to network devices having a fast path and slow path can be

found in U.S. Patent No. 8,339,959, filed July 30, 2008, entitled "Streamlined Packet



Forwarding using Dynamic Filters for Routing and Security in a Shared Forwarding

Plane," the entire content of which is incorporated by reference herein. Virtual switch

174 sends additional information such as a timestamp, ingress port and egress port etc. to

the slow path along with the copy of the packet.

[0211] As will be described in more detail below with respect to FIG. 7 the VN switch

agent 172 calculates the packet signature and sends that with statistics to analytics VM

104 (512), analytics VM 104 calculates by incoming signature and may distribute the

calculation across other Analytics VM 104 in virtual network controller 100 (514), and

analytics VMs 104 compiles the result (516) and may optionally send the compiled result

to the web console 42 for display and/or further use (518). The web console may display

the result (520).

[0212] FIG. 12 is a flowchart illustrating example operation of network devices in

accordance with the techniques of this disclosure. FIG. 12 illustrates one example

operation of how latency may be calculated by a virtual network controller, but the

techniques of this disclosure are not limited to this particular example. As shown in FIG.

12, V N switch agent 172, on receiving one such packet, first calculates a hash (550) (such

as md5, shal, etc.) of a part of packet that is path invariant and uniquely identifies the

packet (such as, for example, the IP payload). This hash will be treated as the key, or

signature, of the packet. This key along with the switch identifier, which is unique to the

V N switch agent 172, and which identifies which virtual switch 174 the packet passed

through, timestamp, ingress port, egress port, etc. as data will be sent back to the analytics

VM 104 for further processing (555). Analytics VM 104 also receives this data from VN

agents 172 of other servers 170 (not shown in FIG. 5) (560).

[0213] On the expiry of the end time (plus some jitter), analytics VMs 104 will start

processing each packet by the hash keys. Such initial processing may include gathering

data per key, and forming a list of values of the key and assigning a job per key (packet

hash) to one of the analytics VMs 104 across virtual network controller 100 (565). That

is, each original packet yielded a unique hash, which can be used as the key to identify

each of the packets and their information. Analytics VM 104 may obtain, for each hash, a

list of switch ids, timestamps, ingress ports and egress ports, etc.

[0214] For each hash, analytics VM 104 will then sort the associated list by timestamp

(570) and construct the topology map that the packet has traversed (virtual network

topology map) based on the list of switch ids and timestamps, and match the topology

map up with the known physical topology of the network (575). The virtual network



topology map includes a topology map of virtual switches based on the virtual switch ids.

As analytics VMs 104 are linearly scaled, each gets a part of the job to process and

determine the results. Near consistency of the timestamp is assumed to allow the clock

drifts.

[0215] Next, the analytic engine 320 identifies the source and destination of this packet

represented by the hash, and this hash can be broken down as n-distinct flows (580).

Then, on each of the flows, analytics VM 104 generates the path list (590), which consists

of {switch- 1, switch-2 . . . switch-r}, which are the specific physical switches that the

packet traversed. Analytics VM 104 generates a hash on this switch list or path-map

(595), which is used as the key for the subsequent calculation. For each path-map hash,

the near consistent time that the packet took from its source to its destination can be

determined. The expected error is also calculated, which will be used to calculate the

jitter or latency per path.

[0216] With the path-map hash, all the flows can be combined (600) detected for a path-

map and from there analytics VM 104 can compute the statistical measure of the latency

(605). By combining across the packet classifier, analytics VMs 104 can determine the

real latency by evaluating minimum, maximum, mean and standard deviation per path in

this network.

[0217] Using a collection of such latency information, virtual network controller 100 can

identify places in the physical network that are slow or where bottlenecks in traffic are

occurring. Such a bottleneck may be indicative of a problem with the physical network,

such as, for example, a deteriorated cable. Identifying such problems in the physical

network without having to run specific testing on each of the components of the network

saves time and money, and can help ensure that the network performs optimally and

without interruption.

[0218] Additionally, the method can be used with any sets of physical switches provided

that for each physical switch in the set there is an associated VN-agent capable of

receiving the PC, identifying (and hashing) the identified packets, and forwarding it to an

analytics engine for further processing as described above.

[0219] Techniques are described for determining latency in a physical network that

includes a number of network devices over which packets travel. A virtual network

controller receives a plurality of messages from a plurality of network devices in a

network, each of the messages including a packet signature comprising a hash of an

invariant portion of an original packet that uniquely identifies the original packet, an



identifier of one of the plurality of network devices from which the respective message

was received, and a timestamp indicating a time an original packet was processed by the

network device from which the respective message was received. The virtual network

controller determines a latency of a physical network path in the network based on

analysis of contents of the identified messages having a common packet signature.

[0220] Various examples are described in the following clauses. The examples set forth

in any of the following clauses may be incorporated and implemented in combination

with any of the other examples described throughout this disclosure in accordance with

the techniques described herein.

[0221] Clause 1. A method for determining latency of a physical network path in a

network, the method comprising: receiving, by a virtual network controller, a plurality of

messages from a plurality of network devices in a network, wherein each of the messages

includes (1) a packet signature comprising a hash of an invariant portion of an original

packet that uniquely identifies the original packet, (2) an identifier of one of the plurality

of network devices from which the respective message was received, and (3) a timestamp

indicating a time an original packet was processed by the network device from which the

respective message was received; identifying, by the virtual network controller, two or

more of the plurality of messages having a common packet signature; determining, by the

virtual network controller, a latency of a physical network path in the network based on

analysis of contents of the identified messages having a common packet signature.

[0222] Clause 2. The method of clause 1, wherein the plurality of network devices

comprise a plurality of virtual network agents executing on a plurality of server devices in

the network, wherein the identifier of the network device comprises an identifier of a

virtual switch associated with a virtual network agent.

[0223] Clause 3. The method of clause 2, wherein different ones of the plurality of

server devices receive the same original packet at different times.

[0224] Clause 4. The method of any of clauses 1-3, wherein the identifying

comprises identifying, by a plurality of distributed analytics virtual machines executing

on the virtual network controller, the two or more of the plurality of messages having a

common packet signature, and wherein the determining comprises determining at least in

part by the plurality of distributed analytics virtual machines analyzing contents of the

plurality of messages to determine the latency.

[0225] Clause 5. The method of any of clauses 1-4, further comprising prior to

receiving the plurality of messages, sending, by the virtual network controller, one or



more commands to the plurality of network device indicating characteristics of packets to

be analyzed and a time range in which to collect packets matching the characteristics,

wherein receiving the plurality of messages comprises receiving the plurality of messages

responsive to sending the one or more commands.

[0226] Clause 6. The method of any of clauses 1-5, further comprising: by the

virtual network controller: sorting contents of the plurality of messages by signature;

obtaining for each signature, a list of network device identifiers and timestamps; and

sorting the list for each signature by timestamp.

[0227] Clause 7. The method of clause 6, further comprising: by the virtual network

controller: for a given signature, constructing a virtual network topology map that the

original packet traversed based on the list of list of virtual network device identifiers and

timestamps associated with that signature; and matching the virtual network topology

map to a known physical topology of the network.

[0228] Clause 8. The method of clause 7, further comprising: identifying distinct

flows associated with one of the signatures; generating a path map for one of the

identified flows comprising a list of physical network devices that a packet in the flows

traversed based on the known physical topology of the network; generating a hash on the

path map; and for each path map hash, determining a time that a packet took in traversing

a physical network path from a source to a destination.

[0229] Clause 9. The method of clause 8, further comprising: computing a statistical

measure of the latency of the physical network path.

[0230] Clause 10. A method comprising: receiving from a virtual network controller,

by a network device, information specifying packet characteristics of packets to be

analyzed; receiving a packet; responsive to determining that the packet matches the

specified characteristics, and by a virtual network agent executing on the network device,

determining a hash of an invariant portion of the packet that uniquely identifies the packet

to obtain a packet signature; and forwarding, to the virtual network controller, a message

that specifies: (1) the packet signature, (2) an identifier of the network device, and (3) a

timestamp indicating a time the packet was processed by the network device.

[0231] Clause 11. The method of clause 10, wherein the identifier of the network

device comprises an identifier of a virtual switch associated with a virtual network agent.

[0232] Clause 12. The method of any of clauses 10-11, wherein the invariant portion

of the packet comprises a payload of the packet.



[0233] Clause 13. The method of any clauses 1-12, wherein the received information

specifies a time period during which to apply the packet characteristics.

[0234] Clause 14. The method of any of clauses 1-13, wherein the packet

characteristics comprise a source address and destination address of the packets to be

monitored.

[0235] Clause 15. A computer-readable storage medium comprising instructions for

causing a programmable processor to:

[0236] receive a plurality of messages from a plurality of network devices in a

network, wherein each of the messages includes (1) a packet signature comprising a hash

of an invariant portion of an original packet that uniquely identifies the original packet,

(2) an identifier of one of the plurality of network devices from which the respective

message was received, and (3) a timestamp indicating a time an original packet was

processed by the network device from which the respective message was received;

identify two or more of the plurality of messages having a common packet signature; and

determine a latency of a physical network path in the network based on analysis of

contents of the identified messages having a common packet signature.

[0237] Clause 16. A virtual network controller comprising: one or more processors; a

plurality of virtual machines executed by the processors to receive a plurality of messages

from a plurality of network devices in a network, wherein each of the messages includes

(1) a packet signature comprising a hash of an invariant portion of an original packet that

uniquely identifies the original packet, (2) an identifier of one of the plurality of network

devices from which the respective message was received, and (3) a timestamp indicating

a time an original packet was processed by the network device from which the respective

message was received; and a plurality of analytics virtual machines, wherein the plurality

of virtual machines identify two or more of the plurality of messages having a common

packet signature, and determine a latency of a physical network path in the network based

on analysis of contents of the identified messages having a common packet signature.

[0238] Clause 17. The virtual network controller of clause 16, wherein the plurality of

analytics virtual machines sort contents of the plurality of messages by signature, obtain

for each signature, a list of network device identifiers and timestamps, and sort the list for

each signature by timestamp.

[0239] Clause 18. The virtual network controller of clause 17, wherein the plurality of

analytics virtual machines, for a given signature, construct a virtual network topology

map that the original packet traversed based on the list of list of virtual network device



identifiers and timestamps associated with that signature, and match the virtual network

topology map to a known physical topology of the network.

[0240] Clause 19. The virtual network controller of clause 18, wherein the plurality of

analytics virtual machines identify distinct flows associated with one of the signatures,

generate a path map for one of the identified flows comprising a list of physical network

devices that a packet in the flows traversed based on the known physical topology of the

network, generate a hash on the path map, and for each path map hash, determine a time

that a packet took in traversing a physical network path from a source to a destination.

[0241] Clause 20. The virtual network controller of any of clauses 1-19, wherein the

plurality of analytics virtual machines compute a statistical measure of the latency of the

physical network path.

[0242] Clause 21. A system comprising: a virtual network controller comprising:

[0243] one or more processors; a plurality of virtual machines executed by the

processors; and a plurality of network devices comprising one or more processors,

wherein the plurality of network devices receive from the virtual network controller,

information specifying packet characteristics of packets to be analyzed receiving a packet,

wherein the plurality of virtual machines receive a plurality of messages from the

plurality of network devices, wherein each of the messages includes (1) a packet signature

comprising a hash of an invariant portion of an original packet that uniquely identifies the

original packet, (2) an identifier of one of the plurality of network devices from which the

respective message was received, and (3) a timestamp indicating a time an original packet

was processed by the network device from which the respective message was received;

wherein the virtual network controller further comprises a plurality of analytics virtual

machines that identify two or more of the plurality of messages having a common packet

signature, and determine a latency of a physical network path in the network based on

analysis of contents of the identified messages having a common packet signature;

wherein the plurality of network devices comprise a virtual network agent executing on

the processors that, responsive to determining that the packet matches the specified

characteristics, determining a hash of an invariant portion of the packet that uniquely

identifies the packet to obtain a packet signature, and forward, to the virtual network

controller, a message that specifies: (1) the packet signature, (2) an identifier of the

network device, and (3) a timestamp indicating a time the packet was processed by the

network device.



[0244] Clause 22. The system of clause 21, wherein plurality of network devices

comprise a plurality of server devices each comprising a respective virtual switch and a

respective virtual network agent, and wherein the identifier specified by the message

comprises an identifier of a virtual switch associated with a virtual network agent.

DYNAMIC LOGGING
[0245] In general, techniques of this disclosure are described for dynamically modifying

the extent of logging performed by logging information generators in response to events

detected in logging information received by the collector. For example, a generator

device may log information to an extent that accords with a logging baseline and

regularly update the collector with the baseline logging information. The collector may

determine, by analyzing the baseline logging information, that an event has occurred on

or been detected by the generator that indicates a need for a greater logging extent. In

other words, the collector may determine that the generator is to log more information

than what is stipulated by the logging baseline due, e.g., to an error event. The collector

may therefore direct the generator to increase its logging extent to log additional

information. In some instances, this directive may include requesting the generator to

reply with additional state information. In some instances, this directive may include

requesting the generator to actively probe the application by, e.g., triggering a diagnostic

subroutine that generates additional logging information than what is stipulated by the

baseline. The techniques may, as a result, enable a collector to dynamically adapt the

extent of logging performed by a logging information generator to expand the amount of

logging information collected when needed. In a data center environment in which a

large number of devices may generate logging information, the techniques may result in a

more manageable collection of logging information.

[0246] FIG. 13 is a block diagram illustrating, in detail, example components of a virtual

network controller to dynamically modify logging information generated by data center

elements according to techniques described herein. Collector 1204A of analytics VM

104A communicates with data center elements to receive logging information in log

messages. In the illustrated example, collector 1204A receives log message 1208 from

application 1212 executing on virtual machine 1174 of server 170. Rules engine 1200A

applies a set of one or more rules 1206A, which each defines conditions and a set of one

or more actions, to log messages received and collector 1204A stores a representation of

the log messages (or at least logging information transported therein) to log database



1202A of analytics database 106A. Rules 1206A are programmable, in that administrator

24 may interact with UI 134 to add, modify, or delete rules in rules 1206A using rule

modification message 1154. As a result, rules 1206A may be extended in the field or post

development, and as new rules are defined during system/solution testing or

troubleshooting at customer sites. Collector 1204A may be implemented in hardware,

software, firmware, or any combination thereof.

[0247] Although described as a database, log database 1202A may be implemented using

one or more of a variety of data structures, including various types of databases, log files

(i.e., flat files with a series of logged records), tables, linked lists, maps, etc. Logging

information in log database 1202A may be referenced by entries of a distributed hash

table, which allows multiple V C nodes 102 to identify a location of and obtain logging

information for a particular server, for instance.

[0248] Logging information transported by log messages, including log message 1208,

may have a structured format having known field values to enable the application of rules

1206A to structured data. For example, log messages may be encoded using XML and

may conform to XMPR

[0249] A message may include, e.g., information in the follow general format:

<msg-id, stringl, fieldl, string2 , field2, ...>

[0250] The message identifier "msg-id" is a unique message identifier that allows users to

identify and select the message in log database 1202A. The string fields, "stringl,

"string2, and so forth can be any character string or bitstring, where particular strings can

identify a particular object, error, exception, etc. The fields "fieldl," "field2," and so

forth can contain information relating to properties of the immediately preceding string.

Accordingly, a rule of rules 1206A:

if (string = , fieldl = ) then (action)

[0251] In the above example of action may define one or actions to be performed by rules

engine 1204A (or other component of VNC node 102A). For instance, if a particular

error occurs (as indicated by string and fieldl values) and produces results in a particular

location, rules engine 1200A may perform an action to determine more information about

the error by directing application 1212 to generate additional logging information



regarding the error. The string and field values can be used in any manner to indicate any

form of error, and the actions can be any action that can be undertaken by a computer.

The directive to application 1212 from rules engine 1200A may be to trace the contents of

a particular buffer used by an application (i.e. store the contents in the analytics database),

retrieve tables or other information, set up an active probe, etc.

[0252] Further examples of rules include rules such as:

if (Method_l message-type is X ) then (get Method_2

messages using parameters from Method_l message)

if (Method_l message-type is Y ) then (get Method_2

messages using parameters from Method_l message)

if (Method_2 message-type is Z ) then (set Method 3

trigger)

[0253] In the immediately preceding examples, "Method 1" refers to baseline logging,

"Method 2" refers to application tracing, and "Method 3" refers to active probing (e.g.,

triggering diagnostic subroutines in an application. In other words, examples Rules 1 and

2 trigger application tracing if either of two different message-types ("X" and "Y", which

may be indicated by particular string/field combinations, for instance) occurs, and Rule 3

triggers a particular probe if another message-type ("Z") occurs. In the illustrated

example, one of rules 1206A matches logging information received in log message 1208,

and rules engine 1200A performs the corresponding action for the rule to send logging

modification message 1210 to application 1212 to modify the extent of logging

information generated. In some instances, a rule may cause logging information received

in "Method_2" messages to trigger a "Method_3" action, and vice-versa. As noted

above, the techniques may include other types of rules other types of "methods" that

direct the generation of logging information in other ways.

[0254] Other types of actions that may be defined by rules 1206A is the implementation

and population of secondary tables containing certain information. For example, rules

1206A when applied by rules engine 1200A can direct applications to generate and store

specific additional information required by certain troubleshooting applications to the

secondary tables, which may store information in any format.



[0255] FIG. 14 is a flowchart illustrating an example mode of operation of a virtual

network controller to dynamically modify logging information generated by a data center

element or other generator according to techniques described herein. The example is

described for illustrative purposes with respect to components of VNC node 102A of FIG.

4. Initially, collector 1204A receives baseline logging information in a log message 1208

from application 1212 in accordance with a baseline extent for application 1212 (1300).

Rules engine 1200A applies rules 1206A or a strict subset thereof to the baseline logging

information to attempt to match respective rule conditions to properties of the baseline

logging information (1302). If one of rules 1206A applied by rules engine 1200A

matches and specifies an application tracing action (YES branch of 1304), rules engine

1200A sends logging modification message 1210 to include a directive to application

1212 to perform an application trace (1306). Subsequently, collector 1204A receives a

responsive log message that includes the application trace results for analysis by, e.g.

analytics VM 104A (1308). Collector 1204A stores the logging information to log

database 1202A.

[0256] If one of rules 1206A applied by rules engine 1200A matches and specifies an

active probe action (YES branch of 13 10), rules engine 1200A sends logging

modification message 1210 to include a directive to application 1212 to perform an active

probe (1312). Subsequently, collector 1204A receives a responsive log message that

includes the active probe results for analysis by, e.g. analytics VM 104A (1314).

Collector 1204A stores the logging information to log database 1202A. If none of the

rules 1206A applied by rules engine 1200A to log message 1208 match (NO branch of

1310), collector 1204A only stores the logging information to log database 1202A. In

some cases logging information may match multiple rules 1206A and cause rules engine

1200A to execute multiple corresponding sets of actions of different types (e.g., both

application tracing and active probing).

[0257] FIG. 15 is a block diagram illustrating an example computing device configured

to dynamically modify an extent of logging in response to directives from a collector,

according to techniques described in this disclosure. Computing device 1400 may

represent, e.g., any of servers 12, TORs 16, or chassis switches 18 of FIG. 1. FIG. 15

illustrates only one particular example of computing device 1400, and many other

examples of computing device 1400 may be used in other instances. For example, a

computing device that implements TORs 16 and chassis switches 18 may include a high

speed distributed forwarding plane.



[0258] As shown in the specific example of FIG. 15, computing device 1400 includes one

or more processors 1401, one or more communication units 1402, one or more input

devices 1404, one or more output devices 1406, and one or more storage devices 1408.

Computing device 1400 further includes operating system 1410, virtualization module

1412, and one or more applications 1414A-1414N (collectively "applications 1414").

Virtualization module 1412 may represent hypervisor 3 1 of server 12A, for instance, and

applications 1414 may represent different VMs 36. Each of components 1401, 1402,

1404, 1406, and 1408 may be interconnected (physically, communicatively, and/or

operatively) for inter-component communications. As one example in FIG. 15,

components 1401, 1402, 1404, 1406, and 1408 may be coupled by one or more

communication channels 1416. In some examples, communication channels 1416 may

include a system bus, network connection, interprocess communication data structure, or

any other channel for communicating data. Virtualization module 1412 and applications

1414, as well as operating system 1410 may also communicate information with one

another as well as with other components in computing device 1400. Virtualization

module 1412 includes software switch 1420 to switch packets on one or more virtual

networks. Virtualization module 1412 also includes flow trace module 1418 to determine

physical network paths of network flows switched by computing device 1400 by

generating flow trace packets and incrementally setting respective TTL values to cause

downstream switching device to return time exceeded messages to computing device.

Flow trace module 1418 may represent an example instance of FTM 48 of FIG. 1.

[0259] Processors 1401, in one example, are configured to implement functionality

and/or process instructions for execution within computing device 1400. For example,

processors 1401 may be capable of processing instructions stored in storage devices 1408.

Examples of processors 1401 may include, any one or more of a microprocessor, a

controller, a digital signal processor (DSP), an application specific integrated circuit

(ASIC), a field-programmable gate array (FPGA), or equivalent discrete or integrated

logic circuitry.

[0260] One or more storage devices 1408 may be configured to store information within

computing device 1400 during operation. Storage devices 1408, in some examples, are

described as a computer-readable storage medium. In some examples, storage devices

1408 are a temporary memory, meaning that a primary purpose of storage devices 1408 is

not long-term storage. Storage devices 1408, in some examples, are described as a

volatile memory, meaning that storage devices 1408 do not maintain stored contents when



the computer is turned off. Examples of volatile memories include random access

memories (RAM), dynamic random access memories (DRAM), static random access

memories (SRAM), and other forms of volatile memories known in the art. In some

examples, storage devices 1408 are used to store program instructions for execution by

processors 1401. Storage devices 1408, in one example, are used by software or

applications running on computing device 1400 (e.g., operating system 1410,

virtualization module 1412 and the like) to temporarily store information during program

execution.

[0261] Storage devices 1408, in some examples, also include one or more computer-

readable storage media. Storage devices 1408 may be configured to store larger amounts

of information than volatile memory. Storage devices 1408 may further be configured for

long-term storage of information. In some examples, storage devices 1408 include non

volatile storage elements. Examples of such non-volatile storage elements include

magnetic hard discs, tape cartridges or cassettes, optical discs, floppy discs, flash

memories, or forms of electrically programmable memories (EPROM) or electrically

erasable and programmable memories (EEPROM).

[0262] Computing device 1400, in some examples, also includes one or more

communication units 1402. Computing device 1400, in one example, utilizes

communication units 1402 to communicate with external devices. Communication units

1402 may communicate, in some examples, by sending data packets over one or more

networks, such as one or more wireless networks, via inbound and outbound links.

Communication units 1402 may include one or more network interface cards (IFCs), such

as an Ethernet card, an optical transceiver, a radio frequency transceiver, or any other type

of device that can send and receive information. Other examples of such network

interfaces may include Bluetooth, 3G and Wi-Fi radio components. In some examples,

computing device 1400 utilizes communication units 1402 to exchange tunneled packets

with other computing devices in a virtualized network domain of a data center.

[0263] Computing device 1400, in one example, also includes one or more input devices

14014. Input devices 1404, in some examples, are configured to receive input from a user

through tactile, audio, or video feedback. Examples of input devices 1404 include a

presence-sensitive display, a mouse, a keyboard, a voice responsive system, video

camera, microphone or any other type of device for detecting a command from a user. In

some examples, a presence-sensitive display includes a touch-sensitive screen.



[0264] One or more output devices 1406 may also be included in computing device 1400.

Output devices 1406, in some examples, are configured to provide output to a user using

tactile, audio, or video stimuli. Output devices 1406, in one example, include a presence-

sensitive display, a sound card, a video graphics adapter card, or any other type of device

for converting a signal into an appropriate form understandable to humans or machines.

Additional examples of output devices 1406 include a speaker, a cathode ray tube (CRT)

monitor, a liquid crystal display (LCD), or any other type of device that can generate

intelligible output to a user.

[0265] Computing device 1400 may include operating system 1412. Operating system

1412, in some examples, controls the operation of components of computing device 1400.

For example, operating system 1412, in one example, facilitates the communication of

modules applications 1414 with processors 1401, communication units 1402, input

devices 1404, output devices 1406, and storage devices 1410. Applications 1414 may

each include program instructions and/or data that are executable by computing device

1400.

[0266] As one example, application 1414A may include instructions that cause

computing device 1400 to perform one or more of the operations and actions described in

the present disclosure. Application 1414A includes probe routine 1418 and trace routine

1420. Responsive to directives from a collector, probe routine 1418 increases an extent to

which application 1414A generates logging information. Responsive to directives from a

collector, trace routine 1420 reads application trace information from memory to generate

additional logging information. Application 1414A sends generated logging information

to the collector.

[0267] FIG. 16 is a flowchart illustrating an example mode of operation by an application

to dynamically modify an extent of logging in response to directives from a collector,

according to techniques described in this disclosure. The example mode of operation is

described for illustrative purposes with respect to computing device 1400 of FIG. 15.

[0268] Initially, application 1414A of computing device 1400 is configured to send

baseline logging information to a collector, such as VNC 22 of FIG. 1, in a log message

(1530). Application 1414A receives a logging modification message from the collector

directing application 1414A to modify the extent of logging information generation

(1532). If the logging modification message includes a directive to perform an

application trace (YES branch of 1534), trace routine 1420 executes to perform the

application trace and generate new logging information in accordance with zero or more



parameters specified in the logging modification message (1536). For example, the

logging modification message may specify performing the application trace with respect

to a particular data structure stored by application 1414A.

[0269] If the logging modification message includes a directive to perform an active

probe (YES branch of 1538), probe routine 1418 executes to perform the probe to

generate new logging information (1540). Performing the probe may include setting a

flag or modifying a variable to increase an extent to which application 1414A generates

logging information. Application 1414A sends the newly-generated logging information

in a new log message to the collector for analysis (1542).

[0270] Various examples are described in the following clauses. The examples set forth

in any of the following clauses may be incorporated and implemented in combination

with any of the other examples described throughout this disclosure in accordance with

the techniques described herein

[0271] Clause 1. A method comprising receiving, by a collector, a log message that

includes logging information from a generator; applying, by the collector, one or more

rules that each specify a condition and a corresponding action to the logging information

to identify a matching rule; and upon identifying a matching rule, executing the action of

the matching rule to generate and send a logging modification message to increase an

extent to which the generator generates logging information.

[0272] Clause 2. The method of clause 1, further comprising receiving, by the

collector, an additional log message that includes additional logging information

generated by the generator in accordance with the increased extent.

[0273] Clause 3. The method of any of clauses 1-2, wherein the action of the

matching rule specifies an active probe and the logging modification message includes a

directive to the generator to perform an active probe of an application.

[0274] Clause 4. The method of any of clauses 1-3, wherein the action of the

matching rule specifies an application trace and the logging modification message

includes a directive to the generator to perform an application trace of an application.

[0275] Clause 5. The method of any of clauses 1-4, further comprising receiving,

by the collector, a rule modification message that includes a new rule; adding the new

rule to the one or more rules; and applying the new rule to the logging information.



[0276] Clause 6. A network device comprising one or more processors; a collector

configured for execution by the processors to receive a log message that includes logging

information from a generator; and a rules engine to apply one or more rules that each

specify a condition and a corresponding action to the logging information to identify a

matching rule, wherein the rules engine, upon identifying a matching rule,

executes the action of the matching rule to generate and send a logging modification

message to increase an extent to which the generator generates logging information.

[0277] Clause 7. The network device of clause 6, wherein the collector receives an

additional log message that includes additional logging information generated by the

generator in accordance with the increased extent.

[0278] Clause 8. The network device of any of clauses 6-7, wherein the action of

the matching rule specifies an active probe and the logging modification message

includes a directive to the generator to perform an active probe of an application.

[0279] Clause 9. The network device of any of clauses 6-8, wherein the action of

the matching rule specifies an application trace and the logging modification message

includes a directive to the generator to perform an application trace of an application.

[0280] Clause 10. The network device of any of clauses 6-9, further comprising a

control plane process to receive a rule modification message that includes a new rule and

add the new rule to the one or more rules, wherein the rules engine applies the new rule to

the logging information.

[0281] Clause 11. The network device of any of clauses 6-10, wherein the collector

comprises a virtual network controller that controls operation of one or more virtual

networks.

[0282] Clause 12. The network device of clause 11, further comprisinga distributed

analytics database that includes a log database, wherein the collector stores the logging

information to the log database.

[0283] Clause 13. The network device of clause 12, further comprisingan analytics

virtual machine to analyze the distributed analytics database to diagnose conditions of one

the virtual networks.

[0284] Clause 14. A method comprising sending, by a computing device and to a

collector, baseline logging information for an application in a log message; receiving, by

the computing device and from the collector, a logging modification message; responsive

to the logging modification message, increasing an extent to which the application

generates logging information; and sending, by the computing device and to the collector,



an additional log message that includes additional logging information generated by the

application in accordance with the increased extent.

[0285] Clause 15. The method of clause 14, wherein the logging modification

message includes a directive to perform an active probe of an application, the method

further comprising executing the active probe by the application.

[0286] Clause 16. The method of any of clauses 14-15, wherein the logging

modification message includes a directive to perform an application trace of an

application, the method further comprising executing the application trace by the

application.

[0287] Clause 17. A network device comprising one or more processors; an

application configured for execution by the processors; an output device to send, to a

collector, baseline logging information for the application in a log message; an input

device to receive, from the collector, a logging modification message, wherein the

application, responsive to the logging modification message, increases an extent to which

the application generates logging information, and wherein the output device sends, to the

collector, an additional log message that includes additional logging information

generated by the application in accordance with the increased extent.

[0288] Clause 18. The network device of clause 17, wherein the logging modification

message includes a directive to perform an active probe of an application, the network

device further comprising an active probe module of the application to execute the active

probe.

[0289] Clause 19. The network device of any of clauses 17-18, wherein the logging

modification message includes a directive to perform an application trace of an

application, the network device further comprising an application trace module to execute

the application trace.

RE-ROUTING NETWORK TRAFFIC AFTER LINK FAILURE

[0290] In general, this portion of the disclosure describes techniques for communicating

between network devices. For example, in accordance with the techniques of this

disclosure, servers may be configured to use a virtual network overlay even when

communicating in the underlying physical network. Servers may be configured with a

reserved virtual network representing the physical network. In one example, the virtual

network is referred to as virtual-network-0 or V 0. V 0 may be one of a plurality of

virtual networks configured on a server. However, in contrast to the other virtual



networks for which the server encapsulates packets and forwards the encapsulated

packets according to overlay network rules, when forwarding packets to the V Ovirtual

network, the server does not encapsulate packets and forwards them according to the rules

of the physical network based on the forwarding information specified by a network

forwarding table for VNO.

[0291] Initial communication between a virtual network agent of the server and a virtual

network controller occurs over the default route specified by VNO, prior to a

communication session being established between virtual network agent of the server and

the virtual network controller or during establishment of the communication session.

Once the communication session is established between the virtual network agent of the

server and the virtual network controller, the virtual network controller sends commands

to the virtual network agent of the server to install specific routes in the route table

(forwarding table) for VNO, where the installed specific routes will use the overlay

network and encapsulation.

[0292] In this manner, the virtual network controller and the server may communicate

using virtual subnet VNO in accordance with default network forwarding table NFTo

during discovery and initialization of the overlay network, and during conditions where a

failed link, node, or other network disruption has temporarily halted communication via

the overlay network. In accordance with the techniques of this disclosure, when link

failure is detected, a the virtual network agent local to the failed link can change the

encapsulation of network packet to redirect traffic within the overlay network, and the

virtual network agent notifies the virtual network controller of the routing change. In

turn, the virtual network controller updates its routing information any may issues

messages to other virtual network agents of other servers to update local routing

information stored by the virtual network agents within network forwarding tables.

[0293] In one example, a method includes prior to establishing a communication session

between a virtual network controller and a virtual network agent executing on a server

device, sending network packets by the server device to the virtual network controller

using a default route for a physical network, and after establishing the communication

session between the virtual network controller device and the virtual network agent,

receiving from the virtual network controller a command to install a new route at the

server device, wherein the new route specifies encapsulation information to use for

encapsulating network packets for sending the network packets to the virtual network

controller over an overlay network. The method also includes, responsive to detecting a



failed link in the physical network, sending packets to the virtual network controller on an

alternate route in the overlay network.

[0294] In one example, a network device includes a virtual network agent, and a network

interface to send network packets to the virtual network controller using a default route

for a physical network prior to establishing a communication session between a virtual

network controller and the virtual network agent, wherein, after establishing the

communication session between the virtual network controller device and the virtual

network agent, the virtual network agent receives from the virtual network controller a

command to install a new route at the network device, wherein the new route specifies

encapsulation information to use for encapsulating network packets for sending the

network packets to the virtual network controller over an overlay network, and wherein,

responsive to detecting a failed link in the physical network, the virtual network agent

sends packets to the virtual network controller on an alternate route in the overlay

network.

[0295] In another example, a computer-readable storage medium includes instructions

that cause a programmable processor to prior to establishing a communication session

between a virtual network controller and a virtual network agent executing on a server

device, send network packets by the server device to the virtual network controller using

a default route for a physical network, after establishing the communication session

between the virtual network controller device and the virtual network agent, receive from

the virtual network controller a command to install a new route at the server device,

wherein the new route specifies encapsulation information to use for encapsulating

network packets for sending the network packets to the virtual network controller over the

overlay network, and, responsive to detecting a failed link in the physical network, send

packets to the virtual network controller on an alternate route in the overlay network.

[0296] In a further example, a system includes a virtual network controller; and a server

network device that includes a virtual network agent and a network interface to send

network packets to the virtual network controller using a default route for a physical

network prior to establishing a communication session between a virtual network

controller and the virtual network agent. After establishing the communication session

between the virtual network controller device and the virtual network agent, the virtual

network agent receives from the virtual network controller a command to install a new

route at the network device, wherein the new route specifies encapsulation information to

use for encapsulating network packets for sending the network packets to the virtual



network controller over an overlay network. Responsive to detecting a failed link in the

physical network, the virtual network agent sends packets to the virtual network

controller on an alternate route in the overlay network. The virtual network controller

includes one or more processors, and a plurality of virtual machines executed by the

processors, wherein the plurality of virtual machines receive a plurality of messages from

a plurality of network devices including the server network device, wherein each of the

plurality of messages specifies a respective default route.

[0297] FIG. 17A is a block diagram illustrating a system 2250 that includes network

devices that operate in accordance with the techniques of this disclosure. FIG. 17A

includes links that represent the connections of physical servers to IP Fabric 2260.

Servers 2252A-2252B ("servers 2252") may be similar to any of servers 12 of FIGS. 1-2,

servers 50 of FIG. 3, and server 170 of FIG. 5. In the depiction of FIG. 17A, each server

2252 is connected to the IP Fabric 2260 via a first link a and a second link b. Server

2252A has a first link a having an IP address IP l a and a second link b having an IP

address IP lb. Server 2252B has a first link a that is assigned the IP address IP2a and a

second link b that is assigned the IP address IP2b. The VMs 2254A-2254B ("VMs

2254") of server 2252A generates packets bearing a source IP address of IPVl, and server

2252B generates packets bearing source IP addresses of IPV2.

[0298] In one example, network packets, e.g., layer three (L3) IP packets or layer two

(L2) Ethernet packets generated or consumed by the instances of applications executed by

virtual machines 36 within the virtual network domain may be encapsulated in another

packet (e.g., another IP or Ethernet packet) that is transported by the physical network.

The packet transported in a virtual network may be referred to herein as an "inner packet"

while the physical network packet may be referred to herein as an "outer packet."

Encapsulation and/or de-capsulation of virtual network packets within physical network

packets may be performed within virtual switches, e.g., within the hypervisor or the host

operating system running on each of servers 2252. ECMP paths between first and second

network devices such as servers 2252 may be viewed by the virtual network as one

physical connection, as their packet (inner packet) is encapsulated by the outer IP

encapsulation.

[0299] FIG. 17B is a block diagram illustrating example tunneled encapsulation in

accordance with one example embodiment. For example, FIG. 17B illustrates tunneled

encapsulation to direct data packets having a source IP address IP l a and a destination IP

address IP2a. As mentioned above, tunneling encapsulation is used to re-route packets in



a virtual network. During encapsulation, packet 2262 (shown as having a source address

of IPV1 and a destination address of IPV2) is encapsulated with an outer envelope 2264,

which indicates the address to which the packet 2262 should be routed. In the particular

example, packets 2262 is routed from the interface of server 2252A having IP address

IP l a over link a, through IP fabric 2260, and then over link a to server 2252B to

destination IP address IP2a.

[0300] FIG. 17C is a block diagram illustrating a packet that is directed to a default

virtual subnet V 0 when there is no link failure. When there is no link failure, virtual

switch 30A encapsulates packet 2266 such that the address on the encapsulation envelope

2268 matches the original intended address of the packet 2266 since no adjustment is

needed. This ends up being the same as the example of FIG. 17B.

[0301] FIG. 17D is a block diagram illustrating example tunneled encapsulation in

accordance with one example embodiment. For example, FIG. 17D illustrates an example

case where hypervisor 31 of the sending server 2252A has detected a failed link on a path

to the destination. For example, the link a between IP fabric 2260 and server 2252B may

have failed, and a hypervisor of server 2252A is notified of the failure. When a failed link

occurs in the network, hypervisor 3 1 is notified of the failure, and updates its forwarding

information to indicate to use an envelope 2272 that has an alternate destination address

to encapsulate the packet 2270. In the particular example, the packet 2270 that before the

failure would be routed from source address IP l a to destination address IP2a will now be

routed from source address IP l a to destination address IP2b, because link a between IP

fabric 2260 and server 2252B is failed.

[0302] FIG. 17E is a block diagram illustrating example unencapsulated packet 2274 in

accordance with one example embodiment. FIG. 17E illustrates an example case where a

NFT 32 indicates that a switch should route a data packet to a default route, which takes

the packet to TOR switch 16A. When the default route is used, overlay network is not

used, and virtual switch 30A forwards the packet to TOR switch 16A without

encapsulation.

[0303] FIGS. 18A-18B are block diagrams illustrating example network forwarding

tables in accordance with one example embodiment. Network forwarding table 2280 is a

L3 routing table, and may correspond to one of NFTs 32 of virtual switch 30A (FIG. 1),

such as NFT 32 associated with VN0. In the example of FIG. 18A, example network

forwarding table 2280 is depicted at a time before the VN agent 35A associated with the

virtual switch 30Ahas established a communication session with virtual network



controller 22. In the example of FIG. 18A, NFT 2280 includes a default route for

forwarding packets on the physical network to the virtual network controller. NFT 2280

includes route entries that indicate encapsulation addresses comprising actual network

addresses assigned to physical network devices in the physical network.

[0304] In the example of FIG. 18B, network forwarding table 2280 is depicted at a time

after the VN agent 35A has established a communication session with virtual network

controller 22 and received an overlay route 2296 that has been installed in network

forwarding table 2280.

[0305] Each route entry of network forwarding table 2280 points to a respective next hop.

The next hop specifies information on how to forward the packet and whether the packet

is encapsulated in an outer IP packet (or other encapsulation). The special virtual network

VNO is reserved for the physical network (e.g., of IP fabric 14). The default route 2282 in

the network forwarding table 2280 points to a next hop 2284 indicating to forward a

packet without encapsulation, to the physical network as per routing rules of the physical

network. Once the connectivity with virtual network controller 22 is established, virtual

network controller 22 starts putting new specific routes in this routing table, which uses

an encapsulated overlay technique. The encapsulation works at the network layer and

does not break any L4 connections, which is transparent to applications. This keeps the

IP fabric simple and cost-effective. For example, virtual network controller 22 adds an

entry 2296 specifying an overlay route and pointing to an encapsulation action 2298. In

some examples, a control plane VM of virtual network controller 22 communicates with

virtual network switches, e.g., illustrated VM switches 2254 executed by servers 2252,

using a communication protocol such as XMPP operating over network 2260, such as

described above with respect to FIG. 5.

[0306] The server device may maintain multiple routing tables or NFTs, such as one for

each subnet supported by the server. For example, in addition to NFT 2280, a server may

also include a second L3 routing table other than the default table for VNO, i.e., a table

associated with a virtual network for which network addresses of network components in

the virtual network are different than network addresses of network devices in the

physical network.

[0307] Responsive to detecting a failed link in the physical network prior to establishing

the communication session between the virtual network controller device and the virtual

network agent, the virtual switch sends packets to the virtual network controller on an

alternate route in the physical network, and responsive to detecting a failed link in the



physical network after to establishing the communication session between the virtual

network controller device and the virtual network agent, the virtual switch sends packets

to the virtual network controller on an alternate route in the overlay network.

[0308] FIG. 19 is a flowchart depicting an initiation process in accordance with the

techniques of this disclosure. As described with reference to FIGS. 18A-18B, the

network forwarding table 2280 includes a default route 2282 which, if taken, sends a

packet to a subnet V Owithout encapsulation. Before a VN agent has established a

communication session with the virtual network controller, the virtual switch associated

with the VN agent uses the default route 2282 for forwarding packets over the physical

network (2320). That is, while initial contact with the virtual network controller 22 has

not yet been established, virtual switch 3OA directs received packets unencapsulated to

the subnet VNO. For example, without encapsulation, the packet is sent to virtual

network controller 22 via TOR switch 16A. The subnet VNO does not use an overlay

network, and VN agent 35A sends a message to virtual network controller 22 over the

physical network (2322) to trigger virtual network controller 22 to update network

forwarding table 2280 with specific routes. Once initial contact has been established with

virtual network controller 22, such as using XMPP, virtual network controller 22 may

send an overlay route to VN agent 35A to install in network forwarding table 2280 having

a next hop to encapsulate packets and direct the encapsulated packets to intended

destinations using overlay network rules. VN agent 35A receives the message from

virtual network controller 22 with the overlay route(s) (2324) and installs the overlay

route(s) to the data plane at network forwarding table 2280 (2326).

[0309] FIG. 20 is a flowchart depicting example operation of network devices in

accordance with the techniques of this disclosure. FIG. 20 will be described for purposes

of example with respect to FIG. 2A. Upon receiving a packet (2352), server 12A

determines the virtual subnet containing the correct destination, e.g., based on the

destination address specified in a header of the packet (2354). Then, hypervisor 31 (for

example, virtual switch 3OA of hypervisor 31) looks up the route in NFT 0 using any

technique such as a longest-prefix matching (LPM) algorithm (2356). If virtual switch

30A determines that the route is not present (NO branch of 2358), the packet is dropped

and the process begins again with the next packet (2360). If, on the other hand, virtual

switch 30A determines that the route is present in NFTo (YES branch of 2358), then

virtual switch 30A determines the next hop for the route from NFTo (2362). If the next

hop says to encapsulate the packet (YES branch of 2364), then the envelope information



is added as shown in FIG. 17B and virtual switch 3OA sends the packet to the destination

address. If virtual switch 30A determines that the next hop does not prescribe

encapsulation (NO branch of 2364), then virtual switch 30A sends the packet without

encapsulation, as in FIG. 17E.

[0310] FIG. 2 1 is a block diagram illustrating an example device 2190 in accordance with

one or more aspects of the present disclosure. FIG. 19 illustrates only one particular

example of computing device 2190, and many other examples of computing device 2 190

may be used in other instances. Computing device 2190 may represent, for example, any

of servers 12, TOR switches 16, chassis switches 18, virtual network controller 22, web

console 42, or IFMAP server 26 of FIGS. 1-2, for example.

[0311] As shown in the specific example of FIG. 19, computing device 2190 includes one

or more processors 2200, one or more communication units 2202, one or more input

devices 2204, one or more output devices 2206, and one or more storage devices 2208.

Computing device 2190, in the specific example of FIG. 19, further includes operating

system 2210, virtualization module 2212, and one or more applications 2214A-2214N

(collectively "applications 2214"). Each of components 2200, 2202, 2204, 2206, and

2208 may be interconnected (physically, communicatively, and/or operatively) for inter-

component communications. As one example in FIG. 19, components 2200, 2202, 2204,

2206, and 2208 may be coupled by one or more communication channels 2216. In some

examples, communication channels 2216 may include a system bus, network connection,

interprocess communication data structure, or any other channel for communicating data.

Virtualization module 2212 and applications 2214, as well as operating system 2210 may

also communicate information with one another as well as with other components in

computing device 2190. Virtualization may allow the functions of these components to

be distributed over multiple machines or multiple virtual machines, while a hypervisor

gives the appearance of single component.

[0312] Processors 2200, in one example, are configured to implement functionality

and/or process instructions for execution within computing device 2190. For example,

processors 2200 may be capable of processing instructions stored in storage devices 2208.

Examples of processors 2200 may include, any one or more of a microprocessor, a

controller, a digital signal processor (DSP), an application specific integrated circuit

(ASIC), a field-programmable gate array (FPGA), or equivalent discrete or integrated

logic circuitry.



[0313] One or more storage devices 2208 may be configured to store information within

computing device 2190 during operation. Storage devices 2208, in some examples, are

described as a computer-readable storage medium. In some examples, storage devices

2208 are a temporary memory, meaning that a primary purpose of storage devices 2208 is

not long-term storage. Storage devices 2208, in some examples, are described as a

volatile memory, meaning that storage devices 2208 do not maintain stored contents when

the computer is turned off. Examples of volatile memories include random access

memories (RAM), dynamic random access memories (DRAM), static random access

memories (SRAM), and other forms of volatile memories known in the art. In some

examples, storage devices 2208 are used to store program instructions for execution by

processors 2200. Storage devices 2208, in one example, are used by software or

applications running on computing device 2190 (e.g., operating system 2210,

virtualization module 2212 and the like) to temporarily store information during program

execution.

[0314] Storage devices 2208, in some examples, also include one or more computer-

readable storage media. Storage devices 2208 may be configured to store larger amounts

of information than volatile memory. Storage devices 2208 may further be configured for

long-term storage of information. In some examples, storage devices 2208 include non

volatile storage elements. Examples of such non-volatile storage elements include

magnetic hard discs, tape cartridges or cassettes, optical discs, floppy discs, flash

memories, or forms of electrically programmable memories (EPROM) or electrically

erasable and programmable memories (EEPROM).

[0315] Computing device 2190, in some examples, also includes one or more

communication units 2202. Computing device 2190, in one example, utilizes

communication units 2202 to communicate with external devices. Communication units

2202 may communicate, in some examples, by sending data packets over one or more

networks, such as one or more wireless networks, via inbound and outbound links.

Communication units 2202 may include one or more network interface cards (IFCs), such

as an Ethernet card, an optical transceiver, a radio frequency transceiver, or any other type

of device that can send and receive information. Other examples of such network

interfaces may include Bluetooth, 3G and WiFi radio components. In some examples,

computing device 2190 utilizes communication units 2202 to communicate with other

network devices, such as to send or receive messages as described herein.



[0316] Computing device 2190, in one example, also includes one or more input devices

2204. Input devices 2204, in some examples, are configured to receive input from a user

through tactile, audio, or video feedback. Examples of input devices 2204 include a

presence-sensitive display, a mouse, a keyboard, a voice responsive system, video

camera, microphone or any other type of device for detecting a command from a user. In

some examples, a presence-sensitive display includes a touch-sensitive screen.

[0317] One or more output devices 2206 may also be included in computing device 2190.

Output devices 2206, in some examples, are configured to provide output to a user using

tactile, audio, or video stimuli. Output devices 2206, in one example, include a presence-

sensitive display, a sound card, a video graphics adapter card, or any other type of device

for converting a signal into an appropriate form understandable to humans or machines.

Additional examples of output devices 2206 include a speaker, a cathode ray tube (CRT)

monitor, a liquid crystal display (LCD), or any other type of device that can generate

intelligible output to a user.

[0318] Computing device 2190 may include operating system 2212. Operating system

2212, in some examples, controls the operation of components of computing device 2190.

For example, operating system 2212, in one example, facilitates the communication of

modules applications 2214 with processors 2200, communication units 2202, input

devices 2204, output devices 2206, and storage devices 2210. Applications 2214 may

each include program instructions and/or data that are executable by computing device

2190. As one example, application 2214A may include instructions that cause computing

device 2190 to perform one or more of the operations and actions described in the present

disclosure.

[0319] In accordance with techniques of the present disclosure, computing device 2190

may operate in accordance with the example processes described in FIGS. 19-20.

[0320] Various examples are described in the following clauses. The examples set forth

in any of the following clauses may be incorporated and implemented in combination

with any of the other examples described throughout this disclosure in accordance with

the techniques described herein

[0321] Clause 1. A method comprising: prior to establishing a communication

session between a virtual network controller and a virtual network agent executing on a

server device, sending network packets by the server device to the virtual network

controller using a default route for a physical network; after establishing the

communication session between the virtual network controller device and the virtual



network agent, receiving from the virtual network controller a command to install a new

route at the server device, wherein the new route specifies encapsulation information to

use for encapsulating network packets for sending the network packets to the virtual

network controller over an overlay network; and responsive to detecting a failed link in

the physical network, sending packets to the virtual network controller on an alternate

route in the overlay network.

[0322] Clause 2. The method of clause 1, further comprising: by the server device,

maintaining a layer three (L3) routing table having a default route for forwarding packets

on the physical network to the virtual network controller.

[0323] Clause 3. The method of clause 2, wherein the L3 routing table includes

route entries that indicate encapsulation addresses comprising actual network addresses

assigned to physical network devices in the physical network.

[0324] Clause 4. The method of any of clauses 1-3, further comprising: by the server

device, maintaining a second L3 routing table, wherein the second L3 routing table is

associated with a virtual network for which network addresses of network components in

the virtual network are different than network addresses of network devices in the

physical network .

[0325] Clause 5. The method of any of clauses 1-4, further comprising: responsive

to receiving the command from the virtual network controller, installing the new route to

the L3 routing table; and sending network packets as encapsulated network packets using

the overlay network to the virtual network controller based at least on the new route.

[0326] Clause 6. The method of any of clauses 1-5, wherein the default route is

expressed as an Internet Protocol (IP) address assigned to a physical network device.

[0327] Clause 7. The method of any of clauses 1-6, wherein the virtual network

controller device and the virtual network agent are part of a software defined network

(SDN).

[0328] Clause 8. The method of any of clauses 1-7, wherein sending packets on an

alternate route comprises: responsive to detecting a failed link in the physical network

prior to establishing the communication session between the virtual network controller

device and the virtual network agent, sending packets to the virtual network controller on

an alternate route in the physical network; and responsive to detecting a failed link in the

physical network after to establishing the communication session between the virtual

network controller device and the virtual network agent, sending packets to the virtual

network controller on an alternate route in the overlay network.



[0329] Clause 9. A computer-readable storage medium comprising instructions for

causing a programmable processor to: prior to establishing a communication session

between a virtual network controller and a virtual network agent executing on a server

device, send network packets by the server device to the virtual network controller using

a default route for a physical network; after establishing the communication session

between the virtual network controller device and the virtual network agent, receive from

the virtual network controller a command to install a new route at the server device,

wherein the new route specifies encapsulation information to use for encapsulating

network packets for sending the network packets to the virtual network controller over the

overlay network; and responsive to detecting a failed link in the physical network, send

packets to the virtual network controller on an alternate route in the overlay network.

[0330] Clause 10. A network device comprising: a virtual network agent; and a

network interface to send network packets to a virtual network controller using a default

route for a physical network prior to establishing a communication session between the

virtual network controller and the virtual network agent, wherein, after establishing the

communication session between the virtual network controller device and the virtual

network agent, the virtual network agent receives from the virtual network controller a

command to install a new route at the network device, wherein the new route specifies

encapsulation information to use for encapsulating network packets for sending the

network packets to the virtual network controller over an overlay network, and wherein,

responsive to detecting a failed link in the physical network, the virtual network agent

sends packets to the virtual network controller on an alternate route in the overlay

network.

[0331] Clause 11. The network device of clause 10, further comprising: a layer three

(L3) routing table having a default route for forwarding packets on a physical network to

a virtual network controller device.

[0332] Clause 12. The network device of any of clauses 10 or 11, wherein in response

to receiving the command from the virtual network controller device, the virtual network

agent installs the new route to the L3 routing table, and sends network packets as

encapsulated network packets using the overlay network to the virtual network controller

based on the new route.

[0333] Clause 13. The network device of any of clauses 10-12, wherein the default

route is expressed as an Internet Protocol (IP) address assigned to a physical network

device.



[0334] Clause 14. The network device of any of clauses 10-13, wherein the virtual

network controller device and the virtual network agent are part of a software defined

network (SDN).

[0335] Clause 15. A system comprising: a virtual network controller; and a server

network device comprising: a virtual network agent; and a network interface to send

network packets to the virtual network controller using a default route for a physical

network prior to establishing a communication session between a virtual network

controller and the virtual network agent, wherein, after establishing the communication

session between the virtual network controller device and the virtual network agent, the

virtual network agent receives from the virtual network controller a command to install a

new route at the network device, wherein the new route specifies encapsulation

information to use for encapsulating network packets for sending the network packets to

the virtual network controller over an overlay network, and wherein, responsive to

detecting a failed link in the physical network, the virtual network agent sends packets to

the virtual network controller on an alternate route in the overlay network, wherein the

virtual network controller comprises: one or more processors; a plurality of virtual

machines executed by the processors, wherein the plurality of virtual machines receive a

plurality of messages from a plurality of network devices including the server network

device, wherein each of the plurality of messages specifies a respective default route.

MULTICAST SERVICE IN VIRTUAL NETWORKS
[0336] In a typical cloud data center environment, there is a large collection of

interconnected servers that provide computing and/or storage capacity to run various

applications. For example, a data center may comprise a facility that hosts applications

and services for subscribers, i.e., customers of the data center. The data center may, for

example, host all of the infrastructure equipment, such as networking and storage

systems, redundant power supplies, and environmental controls. In a typical data center,

clusters of storage systems and application servers are interconnected via high-speed

switch fabric provided by one or more tiers of physical network switches and routers, e.g.,

a Clos network. More sophisticated data centers provide infrastructure spread throughout

the world with subscriber support equipment located in various physical hosting facilities.

[0337] In general, multicast service involves delivering data through a network to a group

of subscribers, e.g., customers of a data center or servers within a data center,

substantially simultaneously in a single transmission from a source device, e.g., a server.



As an example, when two or more subscribers are interested in receiving the same

multicast data, each of the subscribers may request to join a multicast group associated

with the multicast data. The multicast data from the source is replicated, as needed, by

physical network switches and routers within the network in order to reach the

subscribers of the multicast group. The network switches and routers used to replicate

and forward the multicast data for the multicast group may create a multicast distribution

tree through the network for delivery of the multicast data.

[0338] In a case where a large number of servers are interconnected by a switch fabric,

each pair of servers may have a large number of equal cost paths between them. In this

scenario, layer two (L2) connectivity between the physical servers may become

unmanageable, and the physical servers may only be connected to each other using layer

three (L3) connectivity. The physical servers connected via the switch fabric may

communicate using unicast service, but multicast service between the physical servers

may be more difficult to manage due to the large number of redundant paths in the

network. In some cases, a virtual overlay network may be built on top of the switch

fabric to emulate an L2 network between virtual switches executed on the servers using a

tunnel encapsulation protocol, e.g., IP-in-IP, NvGRE, or VXLAN. In order for the virtual

overlay network to emulate L2 multicast service, however, the underlying switch fabric

must also support multicast service.

[0339] In general, techniques are described to provide multicast service within a virtual

network without requiring multicast support in the underlying network. More

specifically, the techniques enable support of L2 multicast service in a virtual overlay

network of a switch fabric using a logically centralized virtual network controller and

endpoint replication. The virtual network controller is configured to create a multicast

tree for endpoint devices, e.g., servers, of a multicast group in the virtual network. The

virtual network controller then communicates the multicast tree to one or more of the

endpoint devices of the multicast group to instruct the endpoint devices to replicate and

forward multicast packets to other endpoint devices according to the multicast tree. The

multicast tree may be a unidirectional multicast tree or a bidirectional multicast tree.

[0340] According to the techniques, the multicast tree is calculated at a centralized

location of the virtual network controller instead of in a distributed fashion by network

switches and routers that service the multicast group. In addition, the replication and

forwarding of multicast packets is performed by virtual switches executed on the endpoint

devices in the virtual network. No replication is performed within the underlying



network. In this way, the techniques enable multicast service within a virtual network

without requiring multicast support in the underlying network. In addition, the

centralized virtual network controller may create the multicast tree to minimize a

replication limit such that several endpoints of the virtual network may replicate and

forward a small number of multicast packets, instead of the source endpoint having to

incur the load of replicating and forwarding the packets to all the endpoints that belong to

the multicast group. Further, the virtual network controller may configure a unique

virtual network tunnel encapsulation for each link direction in the multicast tree for the

multicast group in order to efficiently use bandwidth in the network.

[0341] In one example, a method comprises creating, with a virtual network controller of

a virtual network, a multicast tree for endpoint devices of a multicast group in the virtual

network, storing the multicast tree in a memory within the virtual network controller, and

communicating, with the virtual network controller, the multicast tree to one or more of

the endpoint devices of the multicast group in order to instruct virtual switches executed

on the endpoint devices to replicate and forward multicast packets according to the

multicast tree.

[0342] In another example, a method comprises receiving, with an endpoint device of a

multicast group in a virtual network, multicast packets for the multicast group to be

forwarded on the virtual network according to a multicast tree for the multicast group, the

multicast tree created by a virtual network controller of the virtual network, replicating,

with a virtual switch executed on the endpoint device, the multicast packets for the

multicast group according to the multicast tree, and forwarding, with the virtual switch

executed on the endpoint device, the replicated multicast packets using tunnel

encapsulations to one or more other endpoint devices of the multicast group according to

the multicast tree.

[0343] In a further example, a virtual network controller of a virtual network comprises a

memory, and one or more processor configured to create a multicast tree for endpoint

devices of a multicast group in the virtual network, store the multicast tree in the memory

of the virtual network controller, and communicate the multicast tree to one or more of

the endpoint devices of the multicast group in order to instruct virtual switches executed

on the endpoint devices to replicate and forward multicast packets according to the

multicast tree.

[0344] In an additional example, an endpoint device in a virtual network comprises one

or more processors configured to receive multicast packets for a multicast group to which



the endpoint device belongs to be forwarded on the virtual network according to a

multicast tree for the multicast group, wherein the multicast tree is created by a virtual

network controller of the virtual network, and a virtual switch executed on the processors

configured to replicate the multicast packets for the multicast group according to the

multicast tree, and forward the replicated multicast packets using tunnel encapsulations to

one or more other endpoint devices of the multicast group according to the multicast tree.

[0345] In another example, a system of a virtual network, the system comprises a virtual

network controller configured to create a multicast tree for endpoint devices of a

multicast group in the virtual network, store the multicast tree in a memory within the

virtual network controller, and communicate the multicast tree to one or more of the

endpoint devices of the multicast group, and one of the endpoint devices of the multicast

group configured to receive multicast packets for the multicast group to be forwarded on

the virtual nework, and execute a virtual switch to replicate multicast packets for the

multicast group according to the multicast tree, and forward the replicated multicast

packets using tunnel encapsulations to one or more of the other endpoint devices of the

multicast group according to the multicast tree.

[0346] In a further example, a computer-readable storage medium comprises instructions

that when executed cause one or more processor to create, with a virtual network

controller of a virtual network, a multicast tree for endpoint devices of a multicast group

in the virtual network, store the multicast tree in a memory within the virtual network

controller, and communicate, with the virtual network controller, the multicast tree to one

or more of the endpoint devices of the multicast group in order to instruct virtual switches

executed on the endpoint devices to replicate and forward multicast packets according to

the multicast tree.

[0347] In another example, a computer-readable storage medium comprises instructions

that when executed cause one or more processor to receive, with an endpoint device of a

multicast group in a virtual network, multicast packets for the multicast group to be

forwarded on the virtual network according to a multicast tree for the multicast group, the

multicast tree created by a virtual network controller of the virtual network, replicate,

with a virtual switch executed on the endpoint device, the multicast packets for the

multicast group according to the multicast tree, and forward, with the virtual switch

executed on the endpoint device, the replicated multicast packets using tunnel

encapsulations to one or more other endpoint devices of the multicast group according to

the multicast tree.



[0348] FIG. 22A illustrates an unbalanced multicast tree that may be created by a virtual

network controller, e.g., virtual network controller 22 from FIGS. 2A and 2B. Virtual

network controller 22 may create the illustrated multicast tree in order to minimize a

replication limit for each of the servers. The replication limit (N) for a given multicast

tree may be selected based on a device population in the multicast group (M) such that 2

< N < (M-l). In some cases, the replication limit (N) for the multicast tree may be

selected such that 2 < N « M. In yet other cases, the replication limit (N) for the

multicast tree may be determined to satisfy [LOGN(M)] = D , wherein D is equal to a

depth of the tree, and [X] connotes a floor function equal to the largest integer not greater

than X. The replication limit specifies a maximum number of copies of a multicast

packet that each server in the multicast tree must make. The tree depth specifies a

number of stages or levels of servers in the topology of the multicast tree.

[0349] In some cases, virtual network controller 22 may create the multicast tree to

balance the replication limit (N) and the tree depth (D). Minimizing the replication limit

for all the servers in the multicast tree avoids having an overly horizontal tree topology in

which one or two servers in the tree incur the load of replicating and forwarding packets

to a majority of the servers. The replication limit may be balanced against the tree depth

to avoid having an overly vertical tree topology in which each server is making only a

few, e.g., one, copies of the multicast packet for further transmission. In this way,

computing resources and network resources may be conserved, and the computing load

may be distributed across all the servers of the multicast group.

[0350] In the example illustrated in FIG. 22A, the number of servers in the multicast

group of the multicast tree is equal to 10 (M = 10) and the multicast tree has two stages or

levels of servers (D = 2). Virtual network controller 22, therefore, may create the

multicast tree illustrated in FIG. 22A based on a replication limit equal to 3 (N = 3), which

satisfies 2 < N < 9, 2 < N « 10, and [LOGN(10)] = 2. As shown in FIG. 22A, assuming

the root server S10 is the source server, S10 3190 makes three packet copies and

transmits the copies to S8 188, S2 3182 and S3 3183. S8 3188 then makes three packet

copies and transmits the copies to SI 3181, S7 3187 and S9 3189. S2 3182 makes two

packet copies and transmits the copies to S4 3184 and S5 3185. S3 3183 makes only one

packet copy and transmits the copy to S6 3186. As can be seen, although each of the

servers in the multicast tree is within the replication limit of 3, the replication load is

unevenly distributed with S10 190 and S8 3188 each generating 3 copies (N = 3), S2

3182 generating 2 copies (2 < N), and the S3 3183 generating 1 copy ( 1 <N).



[0351] When total number of nodes is not ( -1)/(N-1) then some of the penultimate

leaf nodes may not have N leafs. This is true of the multicast tree illustrated in FIG. 6A,

in which the total number of nodes is not equal to 13 so not all of S8 3188, S2 3182 and

S3 3183 can have 3 leaf nodes. In such cases, virtual network controller 22 may generate

a balanced multicast tree, as illustrated in FIG. 22B, such that each penultimate leaf node

will have a number of leaf nodes that differ with each other by +/- (N/2).

[0352] FIG. 22B illustrates a balanced multicast tree that may be created by virtual

network controller 22. As shown in FIG. 22B, again assuming the root server S10 is the

source server, S10 190 makes three packet copies and transmits the copies to S8 3188, S2

3182 and S3 3183 . S8 3188 then makes two packet copies and transmits the copies to S1

3181 and S7 3187. S2 3182 makes two packet copies and transmits the copies to S4 3184

and S5 3 185. S3 3 183 also makes two packet copies and transmits the copies to S6 3 186

and S9 3 189. As can be seen, each of the servers in the multicast tree is within the

replication limit of 3, and the replication load is evenly distributed with S10 190

generating 3 copies (N = 3) and each of S8 3188, S2 3182 and S3 3183 generating 2

copies (2 < N).

[0353] FIGS. 23A - 23C are conceptual diagrams illustrating examples of multicast trees

created by a virtual network controller for all servers in a multicast group in which any

server operates as a source node for the tree. In the illustrated examples, the multicast

trees include the same ten servers and the same balanced topology as the multicast tree

illustrated in FIG. 6B. In accordance with the techniques of this disclosure, the multicast

trees are created in a virtual overlay network capable of emulating L2 multicast. The

multicast trees, therefore, may be bidirectional multicast trees in which any of the servers

may operate as the source server of the multicast packets for the multicast group. When

any of the intermediate servers receives a packet from another server in the tree, the

intermediate server performs replication and transmits a packet copy on each link of the

multicast tree, except the link on which the packet was received.

[0354] FIG. 23A illustrates a bidirectional multicast tree in which server S2 3 182 operates

as the source server. As shown in FIG. 23A, S2 makes three packet copies and transmits

the copies to S4 3 184, S5 3 185, and S10 190 (i.e., the root server). S10 190 then makes

two packet copies and transmits the copies to S8 3188 and S3 3183. S10 190 does not

send a packet copy on the link from which it received the packet from S2 3182. S8 3188

then makes two packet copies and transmits the copies to SI 3181 and S7 3187, but S8

3188 does not send a packet copy on the link from which it received the packet from S10



190. S3 3183 also makes two packet copies and transmits the copies to S6 3186 and S9

3 189, but does not send a packet copy on the link from which it received the packet from

S10 190.

[0355] FIG. 23B illustrates a bidirectional multicast tree in which server S4 3184 operates

as the source server. As shown in FIG. 7B, S4 makes one packet copy and transmits the

copy to S2 3182. S2 3 182 then makes two packet copies and transmits the copies to S5

3 185 and S10 190 (i.e., the root server). S2 3 182 does not send a packet copy on the link

from with it received the packet from S4 3184. S10 190 then makes two packet copies

and transmits the copies to S8 3 188 and S3 3 183. S10 190 does not send a packet copy

on the link from with it received the packet from S2 3182. S8 3188 then makes two

packet copies and transmits the copies to S1 3181 and S7 3187, but S8 3188 does not

send a packet copy on the link from which it received the packet from S10 190. S3 3183

also makes two packet copies and transmits the copies to S6 3186 and S9 3189, but does

not send a packet copy on the link from which it received the packet from S10 190.

[0356] FIG. 23C illustrates a multicast tree in which server S10 190 (i.e., the root server)

operates as the source server. In this example, the illustrated multicast tree may be a

unidirectional multicast tree or a bidirectional multicast tree. As shown in FIG. 3 1C, S10

makes three packet copies and transmits the copies to S8 3188, S2 3182, and S3 3183. S8

3188 then makes two packet copies and transmits the copies to S1 3181 and S7 3187, but

S8 3188 does not send a packet copy on the link from which it received the packet from

S10 190. S2 3 182 makes two packet copies and transmits the copies to S4 3 184 and S5

3185, but S2 3182 does not send a packet copy on the link from which it received the

packet from S10 190. S3 3183 also makes two packet copies and transmits the copies to

S6 3186 and S9 3189, but does not send a packet copy on the link from which it received

the packet from S10 190.

[0357] FIG. 24 is a conceptual diagram illustrating an example multicast tree created by a

virtual network controller for all servers in a multicast group with a minimized replication

limit. In the illustrated example, the multicast tree includes the same ten servers as the

multicast trees illustrated in FIGS. 22A - 22B and FIGS. 23A - 23C in a different

topology. The multicast trees arrange the servers in stages or levels such that one or more

of the servers generate copies of multicast packets to be transmitted to intermediate

servers that, in turn, may make additional copies of the multicast packets to be transmitted

to other servers in the multicast group.



[0358] The multicast tree illustrated in FIG. 24 may be created by a virtual network

controller, e.g., virtual network controller 22 from FIGS. 2A and 2B. Virtual network

controller 22 may create the illustrated multicast tree in order to further minimize a

replication limit for each of the servers. In the example multicast trees in FIGS. 22A -

22B and FIGS. 23A - 23C, the replication limit (N) was set equal to 3 based on the

number of servers in the multicast group of the multicast tree being equal to 10 (M = 10)

and the multicast trees having two stages or levels of servers (D = 2). In the example

multicast tree illustrated in FIG. 24, the number of servers in the multicast group of the

multicast tree is again equal to 10 (M = 10) except the tree topology has changed to

include three stages or levels of servers (D = 3). Virtual network controller 22, therefore,

may create the multicast tree illustrated in FIG. 32 based on a replication limit equal to 2

(N = 2), which satisfies 2 < N < 9, 2 < N « 10, and [LOGN(10)] = 3.

[0359] As shown in FIG. 24, assuming the root server S10 is the source server, S10 190

makes two packet copies and transmits the copies to S8 3188 and S2 3182. S8 3188 then

makes two packet copies and transmits the copies to SI 3 181 and S7 3 187. S7 3 187 also

makes two packet copies and transmits the copies to S9 3189 and S4 3184. S2 3182

makes two packet copies and transmits the copies to S5 3185 and S6 3186. S5 3185 then

makes one packet copy and transmits the copy to S3 3 183. As can be seen, each of the

servers in the multicast tree is within the replication limit of 2, and the replication load is

evenly distributed with each of S10 190, S8 3188, S7 3187, and S2 3182 generating 2

copies (N = 2), and the S5 3185 generating 1 copy ( 1 < N).

[0360] FIG. 25A is a block diagram illustrating an example computing device 3 198 for

replicating and forwarding packets according to a multicast tree created by a virtual

network controller, in accordance with one or more aspects of the present disclosure.

FIG. 25A illustrates only one particular example of computing device 3 198, and many

other examples of computing device 3198 may be used in other instances.

[0361] As shown in the specific example of FIG. 33, computing device 3198 includes one

or more processors 3200, one or more communication units 3202, one or more input

devices 3204, one or more output devices 3206, and one or more storage devices 3208.

Computing device 3 198, in the specific example of FIG. 25A, further includes operating

system 3210, virtualization module 3212, and one or more applications 3214A-3214N

(collectively "applications 3214"). Each of components 3200, 3202, 3204, 3206, and

3208 may be interconnected (physically, communicatively, and/or operatively) for inter-

component communications. As one example in FIG. 25A, components 3200, 3202,



3204, 3206, and 3208 may be coupled by one or more communication channels 3216. In

some examples, communication channels 3216 may include a system bus, network

connection, interprocess communication data structure, or any other channel for

communicating data. Virtualization module 3212 and applications 3214, as well as

operating system 3210 may also communicate information with one another as well as

with other components in computing device 3 198.

[0362] Processors 3200, in one example, are configured to implement functionality

and/or process instructions for execution within computing device 3 198. For example,

processors 3200 may be capable of processing instructions stored in storage devices 3208.

Examples of processors 3200 may include, any one or more of a microprocessor, a

controller, a digital signal processor (DSP), an application specific integrated circuit

(ASIC), a field-programmable gate array (FPGA), or equivalent discrete or integrated

logic circuitry.

[0363] One or more storage devices 3208 may be configured to store information within

computing device 3198 during operation. Storage devices 3208, in some examples, are

described as a computer-readable storage medium. In some examples, storage devices

3208 are a temporary memory, meaning that a primary purpose of storage devices 3208 is

not long-term storage. Storage devices 3208, in some examples, are described as a

volatile memory, meaning that storage devices 3208 do not maintain stored contents when

the computer is turned off. Examples of volatile memories include random access

memories (RAM), dynamic random access memories (DRAM), static random access

memories (SRAM), and other forms of volatile memories known in the art. In some

examples, storage devices 3208 are used to store program instructions for execution by

processors 3200. Storage devices 3208, in one example, are used by software or

applications running on computing device 3198 (e.g., operating system 3210,

virtualization module 3212 and the like) to temporarily store information during program

execution.

[0364] Storage devices 3208, in some examples, also include one or more computer-

readable storage media. Storage devices 3208 may be configured to store larger amounts

of information than volatile memory. Storage devices 3208 may further be configured for

long-term storage of information. In some examples, storage devices 3208 include non

volatile storage elements. Examples of such non-volatile storage elements include

magnetic hard discs, tape cartridges or cassettes, optical discs, floppy discs, flash



memories, or forms of electrically programmable memories (EPROM) or electrically

erasable and programmable memories (EEPROM).

[0365] Computing device 3 198, in some examples, also includes one or more

communication units 3202. Computing device 3 198, in one example, utilizes

communication units 3202 to communicate with external devices. Communication units

3202 may communicate, in some examples, by sending data packets over one or more

networks, such as one or more wireless networks, via inbound and outbound links.

Communication units 3202 may include one or more network interface cards (IFCs), such

as an Ethernet card, an optical transceiver, a radio frequency transceiver, or any other type

of device that can send and receive information. Other examples of such network

interfaces may include Bluetooth, 3G and WiFi radio components.

[0366] Computing device 3 198, in one example, also includes one or more input devices

3204. Input devices 3204, in some examples, are configured to receive input from a user

through tactile, audio, or video feedback. Examples of input devices 3204 include a

presence-sensitive display, a mouse, a keyboard, a voice responsive system, video

camera, microphone or any other type of device for detecting a command from a user. In

some examples, a presence-sensitive display includes a touch-sensitive screen.

[0367] One or more output devices 3206 may also be included in computing device 3 198.

Output devices 3206, in some examples, are configured to provide output to a user using

tactile, audio, or video stimuli. Output devices 3206, in one example, include a presence-

sensitive display, a sound card, a video graphics adapter card, or any other type of device

for converting a signal into an appropriate form understandable to humans or machines.

Additional examples of output devices 3206 include a speaker, a cathode ray tube (CRT)

monitor, a liquid crystal display (LCD), or any other type of device that can generate

intelligible output to a user.

[0368] Computing device 3 198 may include operating system 3210. Operating system

3210, in some examples, controls the operation of components of computing device 3198.

For example, operating system 3210, in one example, facilitates the communication of

applications 3214 with processors 3200, communication units 3202, input devices 3204,

output devices 3206, and storage devices 3210. Applications 3214 may each include

program instructions and/or data that are executable by computing device 3 198. As one

example, application 3214Amay include instructions that cause computing device 3198

to perform one or more of the operations and actions described in the present disclosure.



[0369] In accordance with techniques of the present disclosure, computing device 3198

may operate as an endpoint device of a virtual network, such as one of servers 1 in data

center 10 from FIGS. 1 and 2. More specifically, computing device 3198 may use

virtualization module 3212 to execute one or more virtual switches (not shown) that

create and manage one or more virtual networks as virtual overlay networks of a data

center switch fabric. Communication units 3202 of computer device 3198 may receive

communications from a virtual network controller for the virtual networks.

[0370] According to the techniques, communication units 3202 may receive a multicast

tree for a multicast group of a virtual network from the virtual network controller, and

communicate the multicast tree to a replication unit ("rep. unit") 3216 executed on

virtualization module 3212. Communication units 3202 may then receive multicast

packets for the multicast group to be forwarded on the virtual network. The multicast tree

may instruct replication unit 3216 to replicate and forward the multicast packets to other

endpoint devices according to the multicast tree. The multicast tree is calculated for the

virtual network by the virtual network controller in a centralized location instead of in a

distributed fashion by components in an underlying physical network. In addition, the

replication and forwarding of multicast packets is only performed by virtual switches

executed on computing device 3198 and the other endpoint devices of the virtual network.

No replication is performed within the underlying physical network. In this way, the

techniques enable multicast service between computing device 3198 and the other

endpoint devices within the virtual network without requiring multicast support in the

underlying network.

[0371] FIG. 25B is a flowchart illustrating an example operation of creating a multicast

tree with a virtual network controller for network endpoints of a multicast group in a

virtual network, and replicating and forwarding packets with one of the endpoints in

accordance with the multicast tree to provide distributed multicast service in the virtual

network. The operation of FIG. 25B is described with respect to virtual network

controller 22 and server 12A from FIG. 2A.

[0372] Virtual network controller 22 creates a multicast tree for servers 12 of a multicast

group in a virtual network (3220). In this way, the multicast tree is created in a logically

centralized location, i.e., virtual network controller 22, instead of in a distributed fashion

by components in the underlying network that service the multicast group. Virtual

network controller 22 may create the multicast tree to facilitate delivery of multicast



packets for the multicast group between two or more endpoints or servers in the virtual

network.

[0373] In some cases, the multicast tree may be a unidirectional multicast tree in which a

root node of the multicast tree operates as the source of the multicast packets for the

multicast group and the multicast packets are communicated in a single, downstream

direction from the root node. In other cases, the multicast tree may be a bidirectional

multicast tree in which any node of the multicast tree may operate as the source of the

multicast packets for the multicast group and the multicast packets may be communicated

in either an upstream or downstream direction from a root node of the multicast tree.

According to the techniques, virtual network controller 22 may create bidirectional

multicast trees because the virtual overlay network emulates L2 multicast, which supports

bidirectional multicast.

[0374] Virtual network controller 22 may calculate the multicast tree based on topology

information of the underlying physical network received, e.g., in accordance with a

routing protocol executed by V C 22. In addition, virtual network controller 22 may

calculate the multicast tree in order to minimize a replication limit at each of the servers

and balance the replication across the tree. In this way, virtual network controller 22 may

create the multicast tree such that each of the source and intermediate servers performs a

similar, small amount of replication, instead of the source server having to incur the load

of replicating and forwarding the packets to all the servers that belong to the multicast

group. Virtual network controller 22 stores the multicast tree to memory (3222). Virtual

network controller 22 then communicates the multicast tree to one or more of the servers

12 of the multicast group (3224).

[0375] Server 12A, for example, receives the multicast tree for the multicast group to

which server 12A belongs from virtual network controller 22 (3226). Server 12A also

receives multicast packets for the multicast group to be forwarded on the virtual network

according to the multicast tree (3227). Server 12A executes virtual switch 30A for the

virtual network within hypervisor 31. Server 12A uses a replication unit of virtual switch

30A (e.g., replication unit 3216 of computing device 3198) to replicate the multicast

packets for the multicast group according to the multicast tree (3228). For example, if

server 12A is the source server or an intermediate server in the multicast tree, then

replication unit 44A may create one or more copies of the packet as required by the

multicast tree.



[0376] Server 12A then uses virtual switch 30A to forward the replicated multicast

packets using tunnel encapsulation to the other servers of the multicast group in the

virtual network according to the multicast tree (3230). Virtual switch 30A may

encapsulate each of the copies of the packet in a unique tunnel encapsulation header. In

this way, multiple equal cost paths in the underlying network may be used for the same

multicast group to efficiently use bandwidth. The unique tunnel encapsulation headers

may be configured by virtual network controller 22 such that each link direction in the

multicast tree has a unique virtual network tunnel encapsulation. The replication and

forwarding of multicast packets is only performed by virtual switches 30 executed on

servers 12 in the virtual network. No replication is performed within the underlying

network. In this way, the techniques enable multicast service within a virtual network

without requiring multicast support in the underlying network.

[0377] Various examples are described in the following clauses. The examples set forth

in any of the following clauses may be incorporated and implemented in combination

with any of the other examples described throughout this disclosure in accordance with

the techniques described herein

[0378] Clause 1. A method comprising: creating, with a virtual network controller of

a virtual network, a multicast tree for endpoint devices of a multicast group in the virtual

network; storing the multicast tree in a memory within the virtual network controller; and

communicating, with the virtual network controller, the multicast tree to one or more of

the endpoint devices of the multicast group in order to instruct virtual switches executed

on the endpoint devices to replicate and forward multicast packets according to the

multicast tree.

[0379] Clause 2. The method of clause 1, wherein communicating the multicast tree

to a particular one of the endpoint devices comprises communicating one or more

forwarding entries of the multicast tree relevant to the particular one of the endpoint

devices.

[0380] Clause 3. The method of clause 2, wherein the one or more forwarding

entries include next hop information of the multicast tree, and wherein the next hop

information includes a chained next hop that specifies replication to be performed on each

of the multicast packets for the multicast group by the particular one of the endpoint

devices.



[0381] Clause 4. The method of any of clauses 1-3, wherein creating the multicast

tree comprises configuring a unique virtual network tunnel encapsulation for each link

direction in the multicast tree.

[0382] Clause 5. The method of any of clauses 1-4, wherein creating the multicast

tree comprises creating the multicast tree based on one or more of membership

information for the multicast group, network topology information of a physical network

underlying the virtual network, and network topology information of the virtual network.

[0383] Clause 6. The method any of clauses 1-5, wherein creating the multicast tree

comprises creating the multicast tree to minimize a replication limit for each of the

endpoint devices in the multicast group.

[0384] Clause 7. The method any of clauses 1-6, wherein creating the multicast tree

comprises creating the multicast tree to balance a replication limit for each of the

endpoint devices in the multicast group with a tree depth of the multicast tree.

[0385] Clause 8. The method any of clauses 1-7, wherein the virtual network

controller of the virtual network comprises a centralized controller of a virtual overlay

network of a data center switch fabric.

[0386] Clause 9. The method any of clauses 1-8, wherein the multicast tree

comprises one of a unidirectional multicast tree or a bidirectional multicast tree.

[0387] Clause 10. A method comprising: receiving, with an endpoint device of a

multicast group in a virtual network, multicast packets to be forwarded on the virtual

network according to a multicast tree for the multicast group, the multicast tree created by

a virtual network controller of the virtual network; replicating, with a virtual switch

executed on the endpoint device, the multicast packets for the multicast group according

to the multicast tree; and forwarding, with the virtual switch executed on the endpoint

device, the replicated multicast packets using tunnel encapsulations to one or more other

endpoint devices of the multicast group according to the multicast tree.

[0388] Clause 11. The method of clause 10, further comprising receiving, with the

endpoint device from the virtual network controller, one or more forwarding entries of the

multicast tree relevant to the endpoint device.

[0389] Clause 12. The method of clause 11, wherein the one or more forwarding

entries include next hop information of the multicast tree, and wherein the next hop

information includes a chained next hop that specifies replication to be performed on each

of the multicast packets for the multicast group by the endpoint device.



[0390] Clause 13. The method of any of clauses 10-12, wherein forwarding the

multicast packets comprises encapsulating each copy of the multicast packets with a

unique virtual network tunnel encapsulation configured by the virtual network controller.

[0391] Clause 14. The method of any of clauses 10-13, wherein replicating the

multicast packets comprises replicating the multicast packets based on a minimized

replication limit for the endpoint device.

[0392] Clause 15. The method of any of clauses 10-14, wherein the endpoint device

comprises a source node of the multicast tree that replicates and forwards multicast

packets to one or more other endpoint devices of the multicast group according to the

multicast tree.

[0393] Clause 16. The method of clause any of clauses 10-14, wherein the endpoint

device comprises an intermediate node that receives multicast packets from another

endpoint device of the multicast group, and replicates and forwards the multicast packets

to one or more other endpoint devices of the multicast group according to the multicast

tree without sending the multicast packets on a link to the endpoint device from which the

multicast packets were received.

[0394] Clause 17. The method of clause any of clauses 10-14, wherein the endpoint

device in the virtual network comprises a server in a virtual overlay network of a data

center switch fabric.

[0395] Clause 18. The method of clause 10, wherein the multicast tree comprises one

of a unidirectional multicast tree or a bidirectional multicast tree.

[0396] Clause 19. A virtual network controller of a virtual network comprising: a

memory; and one or more processor configured to create a multicast tree for endpoint

devices of a multicast group in the virtual network, store the multicast tree in the memory

of the virtual network controller, and communicate the multicast tree to one or more of

the endpoint devices of the multicast group in order to instruct virtual switches executed

on the endpoint devices to replicate and forward multicast packets according to the

multicast tree.

[0397] Clause 20. The virtual network controller of clause 19, wherein the processors

are configured to communicate the multicast tree to a particular one of the endpoint

devices as one or more forwarding entries of the multicast tree relevant to the particular

one of the endpoint devices.

[0398] Clause 21. The virtual network controller of clause 20, wherein the one or

more forwarding entries include next hop information of the multicast tree, and wherein



the next hop information includes a chained next hop that specifies replication to be

performed on each of the multicast packets for the multicast group by the particular one

of the endpoint devices.

[0399] Clause 22. The virtual network controller of any of clauses 19-21, wherein the

processors are configured to configure a unique virtual network tunnel encapsulation for

each link direction in the multicast tree.

[0400] Clause 23 . The virtual network controller of any of clauses 19-22, wherein the

processors are configured to create the multicast tree based on one or more of

membership information for the multicast group, network topology information of a

physical network underlying the virtual network, and network topology information of the

virtual network.

[0401] Clause 24. The virtual network controller of any of clauses 19-22, wherein the

processors are configured to create the multicast tree to minimize a replication limit for

each of the endpoint devices in the multicast group.

[0402] Clause 25. The virtual network controller of any of clauses 19-22, wherein the

processor are configured to create the multicast tree to balance a replication limit for each

of the endpoint devices in the multicast group with a tree depth of the multicast tree.

[0403] Clause 26. The virtual network controller any of clauses 19-25, wherein the

virtual network controller of the virtual network comprises a centralized controller of a

virtual overlay network of a data center switch fabric.

[0404] Clause 27. An endpoint device in a virtual network comprising: one or more

processors configured to receive multicast packets for a multicast group to which the

endpoint device belongs to be forwarded on the virtual network according to a multicast

tree for the multicast group, wherein the multicast tree is created by a virtual network

controller of the virtual network; and a virtual switch executed on the processors

configured to replicate the multicast packets for the multicast group according to the

multicast tree, and forward the replicated multicast packets using tunnel encapsulations to

one or more other endpoint devices of the multicast group according to the multicast tree.

[0405] Clause 28. The endpoint device of clause 27, wherein the processors are

configured to receive, from the virtual network controller, one or more forwarding entries

of the multicast tree relevant to the endpoint device.

[0406] Clause 29. The endpoint device of any of clauses 27-28, wherein the one or

more forwarding entries include next hop information of the multicast tree, and wherein

the next hop information includes a chained next hop that specifies replication to be



performed on each of the multicast packets for the multicast group by the endpoint

device.

[0407] Clause 30. The endpoint device of any of clauses 27-29, wherein the virtual

switch is configured to encapsulate each copy of the multicast packets with a unique

virtual network tunnel encapsulation configured by the virtual network controller.

[0408] Clause 31. The endpoint device of clause any of clauses 27-30, wherein the

virtual switch is configured to replicate the multicast packets based on a minimized

replication limit for the endpoint device.

[0409] Clause 32. The endpoint device of any of clauses 27-3 1, wherein the endpoint

device comprises a source node of the multicast tree that replicates and forwards

multicast packets to two or more other endpoint devices of the multicast group according

to the multicast tree.

[0410] Clause 33. The endpoint device of any of clauses 27-31, wherein the endpoint

device comprises an intermediate node that receives multicast packets from another

endpoint device of the multicast group, and replicates and forwards the multicast packets

to one or more other endpoint devices of the multicast group according to the multicast

tree without sending the multicast packets on a link to the endpoint device from which the

multicast packets were received.

[0411] Clause 34. The endpoint device of any of clauses 27-3 1, wherein the endpoint

device in the virtual network comprises a server in a virtual overlay network of a data

center switch fabric.

[0412] Clause 35. A system of a virtual network, the system comprising: a virtual

network controller configured to create a multicast tree for endpoint devices of a

multicast group in the virtual network, store the multicast tree in a memory within the

virtual network controller, and communicate the multicast tree to one or more of the

endpoint devices of the multicast group; and one of the endpoint devices of the multicast

group configured to receive multicast packets for the multicast group to be forwarded on

the virtual network, and execute a virtual switch to replicate the multicast packets for the

multicast group according to the multicast tree, and forward the replicated multicast

packets using tunnel encapsulations to one or more of the other endpoint devices of the

multicast group according to the multicast tree.

[0413] Clause 36. A computer-readable storage medium comprising instructions that

when executed cause one or more processors to: create, with a virtual network controller

of a virtual network, a multicast tree for endpoint devices of a multicast group in the



virtual network; store the multicast tree in a memory within the virtual network

controller; and communicate, with the virtual network controller, the multicast tree to one

or more of the endpoint devices of the multicast group in order to instruct virtual switches

executed on the endpoint devices to replicate and forward multicast packets according to

the multicast tree.

[0414] Clause 37. A computer-readable storage medium comprising instructions that

when executed cause one or more processors to: receive, with an endpoint device of a

multicast group in a virtual network, multicast packets to be forwarded on the virtual

network according to a multicast tree for the multicast group, the multicast tree created by

a virtual network controller of the virtual network; replicate, with a virtual switch

executed on the endpoint device, the multicast packets for the multicast group according

to the multicast tree; and forward, with the virtual switch executed on the endpoint

device, the replicated multicast packets using tunnel encapsulations to one or more other

endpoint devices of the multicast group according to the multicast tree.

MULTITENANT SERVER FOR VIRTUAL NETWORKS WITHIN
DATACENTER
[0415] In general, techniques are described to facilitate multi-tenancy in the context of a

vendor-neutral server, such as an Interface for Metadata Access Point (IF-MAP) server.

The various techniques described in this disclosure may provide for a multi-tenant IF-

MAP server in the context of a number of virtual networks executing within a data center,

where each of the virtual networks are associated with a different tenant and access the

IF-MAP server to maintain session data. Virtual switches that support these virtual

networks may ensure identifiers associated with the session data may be globally unique

across the virtual networks so as to effectively maintain separate or non-overlapping

virtual IF-MAP server spaces for each of the virtual networks. To ensure this separation,

the virtual switches may translate identifiers in responses from the virtual networks from

locally unique identifiers that are unique within the context of the virtual network to

globally unique identifiers that are unique across all of the virtual networks. Typically,

this translation involves appending a namespace to the identifier in the response to create

a globally unique identifier in the form of "namespace:identifier." In this manner, the

techniques may facilitate multi-tenancy within vendor-neutral databases.

[0416] FIG. 26 is block diagram illustrating a system 4050 that stores session information

in accordance with various aspects of the techniques described in this disclosure.



Multiple servers 4052A-4052N ("servers 52") have access to IF-MAP server 4054.

Servers 4052 may each represent one of servers 12 shown in the examples above. IF-

MAP server 4054 may represent IF-MAP server 26 in some examples. As described

above, IF-MAP server 4054 is virtualization-aware, and may use a format such as

"namespace:identifier." Also, multiple tenants have access to IF-MAP server 26. Each

of servers 4052 has multiple tenants VN1, V 2, V 3 (which may be referred to

collectively as "VNs 4056") and a translator VNO (which may also be referred to as

translator 4058") that includes data defining all the tenants managed by its corresponding

one of servers 4052.

[0417] Upon receiving a query from a subnet VN1 that belongs to, for example,

CompanyA, the translator VNO converts the query into a globally unique query by adding

the unique namespace of the querying tenant (in this case, CompanyA). For example,

suppose a query is generated by Company A about Employee#5. Without the translator

VNO, a query regarding Employee#5 may not be processed because CompanyB and

CompanyC may also have an identifier Employee#5 in their respective namespaces and

IF-MAP server 4054 would not know to which Employee#5 the query pertains. The

translator VNO translates the query "Employee#5" into "CompanyA: Employee#5" by

identifying the connection through which the query came in. With the translated query

that is globally unique, IF-MAP server 4052 can be used efficiently given that multiple

tenants may "share" the same IF-MAP server, i.e., IF-MAP server 4054 in the example of

FIG. 3.

[0418] The query result generated by IF-MAP server 4054 may include the namespace

"CompanyA." The translator VNO may strip the namespace before forwarding the result

to the subnet VN1 because the subnet VN1 may not recognize the result that includes the

namespace "CompanyA."

[0419] Typically, VNs 4056 forward all packets that are directed to resources internal to

data center 10 to VN 4058, which represents the VN for data center 10. In other words,

when configuring VNs 4056, each of VNs 4056 are configured to forward requests for

resources internal to data center 10, such as IF-MAP server 4054, to VN 4058. VN 4058

may then process these requests, which in the case of IF-MAP server 4054 may include

translating this identifier (which is layer seven (L7) data in terms of the Open Systems

Interconnection (OSI) model) and modifying the request to replace this identifier with the

globally unique identifier.



[0420] Although not shown in the example of FIG. 3, VN 4058 may also include a table

or other data structure that identifies which of V s 4056 have been configured to use a

namespace so as to automatically generate globally unique identifiers and which of VNs

4056 have not been configured to use a namespace so as to automatically generation

globally unique identifiers. That is, some of VNs 4056 may be configured to use a

namespace when formatting requests for session data associated with a particular

identifier, while others of VNs 4056 may not be configured to use a namespace in this

manner. For those of VNs 4056 not configured to use a namespace, translator 4058 may

transparently translate the identifier in these requests to generate an updated request

having the globally unique identifier in place of the identifier generated by those of VNs

4056 that do not use namespaces. VN 4058 may maintain a data structure to identify

those of VNs 4056 that use namespaces and those that do not use namespaces, using this

table to process both requests sent to and responses from IF-MAP server 4054.

[0421] FIG. 27 is a is a flowchart depicting operation of a virtual switch executed by a

server in performing the query translation process according to various aspects of the

techniques described in this disclosure. Typically, the query translation process (denoted

as query translation process "4180" in the example of FIG. 35) would be executed in

server 4052A, for example, by the translator VN0 (or in server 4052A, for example, by

VN 4058). In some instances, one or more of configuration VMs 108 may execute query

translation process 4180.

[0422] The translator VN0 receives a query (e.g., for data associated with the identifier

"Employee#5") from one of the tenants (step 4182), such as CompanyA that is hosted by

subnet VN1. If the query does not include a namespace (step 4183), the translator VN0

globalizes the query by adding a namespace to it based on from which tenant the query

came (step 4184). If the query already includes a namespace, then no namespace is added

and step 4184 may be bypassed. The query with the added namespace may now be

"CompanyA: Employee#5." This query with the added namespace is then forwarded to

IF-MAP server 4054 (step 4186), and a result is received (step 4188). The result includes

the namespace "CompanyA," as the IF-MAP server 4054 is universal and handles queries

from different subnets 218. For example, the result may be "CompanyA:Miami." If the

original query did not include a namespace, the translator VN0 takes out the namespace

(step 4190) and forwards the result ("Miami") to the tenant (step 4192). If the original

query included a namespace, the Translator VN0 may forward the query result to the

tenant without taking out the namespace.



[0423] With the query translation process 4180, server 4052A may automatically add the

namespace to an identifier without the client or tenant being aware of the naming scheme.

Server 4052A may, in this sense, effectively translate between a locally unique identifier

and a globally unique identifier, allowing multiple tenants to share the IF-MAP server

4054.

[0424] As described above, the techniques may facilitate multi-tenancy of a server

accessed by virtual networks of a data center. Various examples are described in the

following clauses. The examples set forth in any of the following clauses may be

incorporated and implemented in combination with any of the other examples described

throughout this disclosure in accordance with the techniques described herein

[0425] Clause 1. A method comprising: receiving, with a virtual switch that supports

a plurality of virtual networks executing within a data center, a request regarding data

associated with an identifier that is unique within one of the plurality of virtual networks

that originated the request; translating the identifier included within the request to

generate a globally unique identifier that is unique within the plurality of virtual

networks; updating the request to replace the identifier included within the request with

the globally unique identifier; and transmitting the updated request to a server of the

data center.

[0426] Clause 2. The method of clause 1, wherein translating the identifier included

within the request comprises appending a namespace assigned to the one of the virtual

networks that originated the request to the identifier to generate the globally unique

identifier.

[0427] Clause 3. The method of any of clauses 1-2, wherein the one of the plurality

of virtual network that originated the request comprises a first one of the plurality of

virtual networks, wherein the request comprises a first request, wherein the globally

unique identifier comprises a first globally unique identifier, and wherein the method

further comprises: receiving, with the virtual switch, a second request regarding data

associated with the same identifier as that included in the first request, wherein the same

identifier is also unique within a second one of the plurality of virtual networks that

originated the second request; translating the identifier included within the second request

to generate a second globally unique identifier that is unique within the plurality of virtual

networks and different from the first globally unique identifier; updating the second

request to replace the second identifier included within the second request with the



second globally unique identifier; and transmitting the updated second request to the

server.

[0428] Clause 4. The method of any of clauses 1-3, further comprising: receiving a

response from the server that includes the globally unique identifier; translating the

globally unique identifier to recover the identifier included within the request; updating

the response to replace the globally unique identifier with the recovered identifier; and

transmitting the response to the one of the plurality of virtual networks that issued the

request.

[0429] Clause 5. The method of clause 4, wherein translating the request comprises

transparently translating the identifier included within the request to generate the globally

unique identifier that is unique within the plurality of virtual networks such that the one

of the plurality of virtual networks that originated the response does not detect the

translation, and wherein translating the globally unique identifier comprises transparently

translating the globally unique identifier included within the response to recover the

identifier included within the request such that the one of the plurality of virtual networks

that originated the response is not aware of the translation.

[0430] Clause 6. The method of clause any of clauses 1-5, wherein translating the

identifier comprises transparently translating the identifier included within the request to

generate the globally unique identifier that is unique within the plurality of virtual

networks such that the one of the plurality of virtual networks that originated the response

is not aware of the translation.

[0431] Clause 7. The method of clause any of clauses 1-6, wherein the request

conforms to a vendor neutral protocol, and wherein the server comprises a vendor neutral

server that stores data in accordance with a vendor neutral data model.

[0432] Clause 8. The method of any of clauses 1-5, wherein the request conforms to

an Interface for Metadata Access Point (IF-MAP) protocol, and wherein the server

comprises an IF-MAP server that stores data in accordance with an IF-MAP data model.

[0433] Clause 9. The method of clause 1, wherein each of the plurality of virtual

networks is associated with a different customer of the data center, and wherein the server

comprises a multi-tenant server that stores data for at least two of the different customers.

[0434] Clause 10. A device included within a data center comprising: one or more

processors configured to execute a virtual switch that supports a plurality of virtual

networks executing within the data center, wherein the virtual switch is configured to

receive a request regarding data associated with an identifier that is unique within one of



the plurality of virtual networks that originated the request, translate the identifier

included within the request to generate a globally unique identifier that is unique within

the plurality of virtual networks, update the request to replace the identifier included

within the request with the globally unique identifier, and transmit the updated request to

a server of the data center.

[0435] Clause 11. The device of clause 10, wherein the one or more processors are

further configured to, when translating the identifier included within the request, append a

namespace assigned to the one of the virtual networks that originated the request to the

identifier to generate the globally unique identifier.

[0436] Clause 12. The device of any of clauses 10-11, wherein the one of the plurality

of virtual network that originated the request comprises a first one of the plurality of

virtual networks, wherein the request comprises a first request, wherein the globally

unique identifier comprises a first globally unique identifier, and wherein the one or more

processors are further configured to receive a second request regarding data associated

with the same identifier as that included in the first request, wherein the same identifier is

also unique within a second one of the plurality of virtual networks that originated the

second request, translate the identifier included within the second request to generate a

second globally unique identifier that is unique within the plurality of virtual networks

and different from the first globally unique identifier, update the second request to replace

the second identifier included within the second request with the second globally unique

identifier, and transmit the updated second request to the server.

[0437] Clause 13. The device of any of clauses 10-12, wherein the one or more

processors are further configured to receive a response from the server that includes the

globally unique identifier, translate the globally unique identifier to recover the identifier

included within the request, update the response to replace the globally unique identifier

with the recovered identifier, and transmit the response to the one of the plurality of

virtual networks that issued the request.

[0438] Clause 14. The device of clause 13, wherein the one or more processors are

further configured to, when translating the request, transparently translate the identifier

included within the request to generate the globally unique identifier that is unique within

the plurality of virtual networks such that the one of the plurality of virtual networks that

originated the response does not detect the translation, and wherein the one or more

processors are further configured to, when translating the globally unique identifier,

transparently translate the globally unique identifier included within the response to



recover the identifier included within the request such that the one of the plurality of

virtual networks that originated the response is not aware of the translation.

[0439] Clause 15. The device of any of clauses 10-14, wherein the one or more

processors are further configured to, when translating the identifier, transparently

translate the identifier included within the request to generate the globally unique

identifier that is unique within the plurality of virtual networks such that the one of the

plurality of virtual networks that originated the response is not aware of the translation.

[0440] Clause 16. The device of any of clauses 10-15, wherein the request conforms

to a vendor neutral protocol, and wherein the server comprises a vendor neutral server

that stores data in accordance with a vendor neutral data model.

[0441] Clause 17. The device of any of clauses 10-15, wherein the request conforms

to an Interface for Metadata Access Point (IF-MAP) protocol, and wherein the server

comprises an IF-MAP server that stores data in accordance with an IF-MAP data model.

[0442] Clause 18. The device of clause 10, wherein each of the plurality of virtual

networks is associated with a different customer of the data center, and wherein the server

comprises a multi-tenant server that stores data for at least two of the different customers.

[0443] Clause 19. A non-transitory computer readable storage medium having stored

thereon instructions that, when executed, cause one or more processors of a device

included within a data center to execute a virtual switch that supports a plurality of virtual

networks executing within the data center, wherein the virtual switch is configured to

receive a request regarding data associated with an identifier that is unique within one of

the plurality of virtual networks that originated the request, translate the identifier

included within the request to generate a globally unique identifier that is unique within

the plurality of virtual networks, update the request to replace the identifier included

within the request with the globally unique identifier, and transmit the updated request to

a server.

FACILITATING OPERATION OF ONE OR MORE VIRTUAL NETWORKS

[0444] In general, techniques for facilitating the operation of one or more virtual

networks using a distributed virtual network controller are described. The one or more

virtual networks may include at least a server device that is connected to an Internet

Protocol network through at least a switch device. The system may include a first

controller node device configured to control operation of a first set of elements in the one

or more virtual networks. The system may further include a second controller node



device configured to control operation of a second set of elements in the one or more

virtual networks. The first controller node device and the second controller node device

may be peered using a peering protocol and may be peers according to the peering

protocol. The system may include hardware (and software) associated with one or more

of the first controller node device and the second controller node device.

[0445] FIG. 28 is a block diagram illustrating an example device 5200 for facilitating

operation of one or more virtual networks in accordance with one or more aspects of the

present disclosure. FIG. 6 illustrates only one particular example of computing device

5200, and many other examples of computing device 5200 may be used in other

instances. Computing device 5200 may, for instance, represent an example instance of

any of servers 12 of FIG. 1.

[0446] As shown in the specific example of FIG. 6, computing device 5200 includes one

or more processors 5201, one or more communication units 5202, one or more input

devices 5204, one or more output devices 5206, and one or more storage devices 5208.

Computing device 5200, in the specific example of FIG. 6, further includes operating

system 5210, virtualization module 5212, and one or more applications 5214A-5214N

(collectively "applications 5214"). Each of components 5201, 5202, 5204, 5206, and

5208 may be interconnected (physically, communicatively, and/or operatively) for inter-

component communications. As one example in FIG. 6, components 5201, 5202, 5204,

5206, and 5208 may be coupled by one or more communication channels 5216. In some

examples, communication channels 5216 may include a system bus, network connection,

interprocess communication data structure, or any other channel for communicating data.

Virtualization module 5212 and applications 5214, as well as operating system 5210 may

also communicate information with one another as well as with other components in

computing device 5200.

[0447] Processors 5201, in one example, are configured to implement functionality

and/or process instructions for execution within computing device 5200. For example,

processors 5201 may be capable of processing instructions stored in storage devices 5208.

Examples of processors 5201 may include, any one or more of a microprocessor, a

controller, a digital signal processor (DSP), an application specific integrated circuit

(ASIC), a field-programmable gate array (FPGA), or equivalent discrete or integrated

logic circuitry.

[0448] One or more storage devices 5208 may be configured to store information within

computing device 5200 during operation. Storage devices 5208, in some examples, are



described as a computer-readable storage medium. In some examples, storage devices

5208 are a temporary memory, meaning that a primary purpose of storage devices 5208 is

not long-term storage. Storage devices 5208, in some examples, are described as a

volatile memory, meaning that storage devices 5208 do not maintain stored contents when

the computer is turned off. Examples of volatile memories include random access

memories (RAM), dynamic random access memories (DRAM), static random access

memories (SRAM), and other forms of volatile memories known in the art. In some

examples, storage devices 5208 are used to store program instructions for execution by

processors 5201. Storage devices 5208, in one example, are used by software or

applications running on computing device 5200 (e.g., operating system 5210,

virtualization module 5212 and the like) to temporarily store information during program

execution.

[0449] Storage devices 5208, in some examples, also include one or more computer-

readable storage media. Storage devices 5208 may be configured to store larger amounts

of information than volatile memory. Storage devices 5208 may further be configured for

long-term storage of information. In some examples, storage devices 5208 include non

volatile storage elements. Examples of such non-volatile storage elements include

magnetic hard discs, tape cartridges or cassettes, optical discs, floppy discs, flash

memories, or forms of electrically programmable memories (EPROM) or electrically

erasable and programmable memories (EEPROM).

[0450] Computing device 5200, in some examples, also includes one or more

communication units 5202. Computing device 5200, in one example, utilizes

communication units 5202 to communicate with external devices. Communication units

5202 may communicate, in some examples, by sending data packets over one or more

networks, such as one or more wireless networks, via inbound and outbound links.

Communication units 5202 may include one or more network interface cards (IFCs), such

as an Ethernet card, an optical transceiver, a radio frequency transceiver, or any other type

of device that can send and receive information. Other examples of such network

interfaces may include Bluetooth, 3G and Wi-Fi radio components.

[0451] Computing device 5200, in one example, also includes one or more input devices

5204. Input devices 5204, in some examples, are configured to receive input from a user

through tactile, audio, or video feedback. Examples of input devices 5204 include a

presence-sensitive display, a mouse, a keyboard, a voice responsive system, video



camera, microphone or any other type of device for detecting a command from a user. In

some examples, a presence-sensitive display includes a touch-sensitive screen.

[0452] One or more output devices 5206 may also be included in computing device 5200.

Output devices 5206, in some examples, are configured to provide output to a user using

tactile, audio, or video stimuli. Output devices 5206, in one example, include a presence-

sensitive display, a sound card, a video graphics adapter card, or any other type of device

for converting a signal into an appropriate form understandable to humans or machines.

Additional examples of output devices 5206 include a speaker, a cathode ray tube (CRT)

monitor, a liquid crystal display (LCD), or any other type of device that can generate

intelligible output to a user.

[0453] Computing device 5200 may include operating system 5212. Operating system

5212, in some examples, controls the operation of components of computing device 5200.

For example, operating system 5212, in one example, facilitates the communication of

modules applications 5214 with processors 5201, communication units 5202, input

devices 5204, output devices 5206, and storage devices 5210. Applications 5214 may

each include program instructions and/or data that are executable by computing device

5200. As one example, application 5214A may include instructions that cause computing

device 5200 to perform one or more of the operations and actions described in the present

disclosure.

[0454] In accordance with techniques of the present disclosure, computing device 5200

may further include virtual switch 5216 and virtual network agent 5218, which may be

executed by executed on virtualization module 5212 operating as a hypervisor or on a

native operating system of computing device 5200. Virtual switch 5216 and virtual

switch agent 5218 may execute virtual switch 174 and virtual network switch agent 172

of FIG. 5, respectively. Virtual switch 5216 may implement the layer 3 forwarding and

policy enforcement point for one or more end points and/or one or more hosts (e.g., VMs

36) executing on computing device 5200. The one or more end points or one and/or one

or more hosts may be classified into a virtual network due to configuration information

received from a virtual network controller, such as VNC 22 of FIG. 1.

[0455] Techniques are described for facilitating the operation of one or more virtual

networks using a distributed virtual network controller are described. Various examples

are described in the following clauses. The examples set forth in any of the following

clauses may be incorporated and implemented in combination with any of the other



examples described throughout this disclosure in accordance with the techniques

described herein

[0456] Clause 1. A system comprising a first set of elements and a second set of

elements that implement one or more virtual networks; first server device and a second

server device each connected to a network by a switch fabric; a first controller node

device configured to control operation of the first set of elements in the one or more

virtual networks, wherein the first set of elements includes the first server device; and a

second controller node device configured to control operation of the second set of

elements in the one or more virtual networks, wherein the second set of elements includes

the second server device, wherein the first controller node device and the second

controller node device are peers according to a peering protocol by which the first

controller node device and the second controller node device exchange information

relating to the operation of the first set of elements and the second set of elements.

[0457] Clause 2. The system of clause 1, further comprising a virtual network switch

of the first server device, the virtual network switch being configured to facilitate overlay

of a plurality of networks in the one or more virtual networks by tunneling packets to the

second server device using a layer 3 protocol.

[0458] Clause 3. The system of any of clauses 1-2, wherein the first controller node

device includes a first analytics database for storing diagnostic information related to the

first set of elements, wherein the second controller node device includes a second

analytics database for storing diagnostic information related to the second set of elements,

and wherein the first controller node device and the second controller node are configured

to share at least some diagnostic data related to one or more of the first set of elements

and the second set of elements.

[0459] Clause 4. The system of clause 3, wherein the first analytics database and the

second analytics database are parts of a distributed database.

[0460] Clause 5. The system of any of clauses 1-4, wherein the first controller node

device includes a first configuration database for storing configuration information related

to the first set of elements using an Interface for Metadata Access Points protocol,

wherein the second controller node device includes a second configuration database for

storing configuration information related to the second set of elements, and wherein the

first controller node device and the second controller node are configured to share at least

some configuration data related to one or more of the first set of elements and the second

set of elements.
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[0461] Clause 6. The system of any of clauses 1-5, further comprising a user

interface configured for interacting with the first controller node device and for

interacting with the second controller node device.

[0462] Clause 7. The system of any of clauses 1-6, wherein the first controller node

device is configured to use the peering protocol to provide information related to the first

set of elements to the second controller node device.

[0463] Clause 8. The system of any of clauses 1-7, wherein the peering protocol is a

Border Gateway Protocol.

[0464] Clause 9. The system of any of clauses 1-8, wherein the first controller node

device includes a first control plane virtual machine, wherein the second controller node

device includes a second control plane virtual machine, and wherein the first control

plane virtual machine is configured to use the peering protocol to provide information

related to the first set of elements to the second control plane virtual machine.

[0465] Clause 10. The system of any of clauses 1-9, further comprising a virtual

network switch implemented in the first server device and configured to facilitate overlay

of a plurality of networks in the one or more virtual networks, wherein the first control

plane virtual machine is configured to use an extensible Messaging and Presence

Protocol to communicate with the virtual network switch.

[0466] Clause 11. The system of any of clauses 1-9, wherein the first controller node

device further includes a first configuration virtual machine configured to store

configuration information related to the first set of elements, and wherein the first control

plane virtual machine is configured to use at least one of an Extensible Messaging and

Presence Protocol and an Interface for Metadata Access Points protocol to communicate

with the first configuration virtual machine.

[0467] Clause 12. The system of any of clauses 1-9, wherein the first controller node

device further includes a first analytics virtual machine configured to store diagnostic

information related to the first set of elements, and wherein the first control plane virtual

machine is configured use an extensible Messaging and Presence Protocol to

communicate with the first analytics virtual machine.

[0468] Clause 13. The system of any of clauses 1-9, wherein the first control plane

virtual machine includes a type of software of a particular version, and wherein the

second control plane virtual machine includes the type of software of a different version

that is different from the particular version.



[0469] Clause 14. A method for facilitating operation of one or more virtual

networks, the one or more virtual networks including a first server device and a second

server device each connected to a network by a switch fabric, the method comprising

using a first controller node device to control operation of a first set of elements in the

one or more virtual networks, wherein the first set of elements includes the first server

device; using a second controller node device to control operation of a second set of

elements in the one or more virtual networks, wherein the second set of elements includes

the second server device; and peering the first controller node device and the second

controller node device using a peering protocol to exchange information, between the first

controller node device and the second controller node device, relating to the operation of

the first set of elements and the second set of elements.

[0470] Clause 15. The method of clause 14, further comprising using a virtual

network switch implemented in the server device and using a layer 3 protocol to facilitate

overlay of a plurality of networks in the one or more virtual networks.

[0471] Clause 16. The method of any of clauses 14-15, further comprising using a

first analytics database implemented in the first controller node device to store diagnostic

information related to the first set of elements; using a second analytics database

implemented in the second controller node device to store diagnostic information related

to the second set of elements; and using the first controller node device to provide at least

some diagnostic data related to one or more of the first set of elements and the second set

of elements to the second controller node.



[0472] Clause 17. The method of any of clauses 14-16, wherein the first analytics

database and the second analytics database are parts of a distributed database.

[0473] Clause 18. The method of any of clauses 14-17, further comprising using a

first configuration database implemented in the first controller node device and using an

Interface for Metadata Access Points protocol to store configuration information related

to the first set of elements; using a second configuration database implemented in the

second controller node device to store configuration information related to the second set

of elements; and using the first controller node device to provide at least some

configuration data related to one or more of the first set of elements and the second set of

elements to the second controller node device.

[0474] Clause 19. A virtual network controller node device comprising one or more

processors; a control plane virtual machine executed by the processors to communicate

with a plurality of virtual network switches using an extensible Messaging and Presence

Protocol (XMPP); a configuration virtual machine to store and manage a configuration

database that includes configuration information for the virtual network switches; an

analytics virtual machine to store and manage an analytics database that includes logging

information for the virtual network switches, wherein the configuration virtual machine

and analytics virtual machine communicate with the control plane virtual machine using

an Interface for Metadata Access Points protocol, wherein the control plane virtual

machine configures the virtual network switches by using XMPP to send route data and

configuration information to the virtual network switches, and wherein the control plane

virtual machine uses XMPP to receive logging information for the virtual network

switches and routes the logging information to the analytics virtual machine for storage to

the analytics database.

[0475] Clause 20. A network system comprising a switch fabric comprising a

plurality of switches; a distributed controller having a set of controller node devices in

peer communication with each other in accordance with a peering protocol, wherein each

of the controller node devices configures and manages an overlay network within the

plurality of switches; a plurality of servers interconnected by the switch fabric, wherein

each of the servers comprises an operating environment executing one or more virtual

machines in communication via the overlay networks, and wherein the servers comprises

a set of virtual switches that extends the overlay network as virtual networks to the

operating environment of the virtual machines.



[0476] Clause 1. The network system of clause 20, wherein the network comprises a

network data center.

[0477] Clause 22. The network system of any of clauses 20-21, wherein the

controller node devices exchange information relating to the operation of the virtual

switches via the peering protocol.

[0478] The techniques described herein, including in the preceding any of sections, may

be implemented in hardware, software, firmware, or any combination thereof. Various

features described as modules, units or components may be implemented together in an

integrated logic device or separately as discrete but interoperable logic devices or other

hardware devices. In some cases, various features of electronic circuitry may be

implemented as one or more integrated circuit devices, such as an integrated circuit chip

or chipset.

[0479] If implemented in hardware, this disclosure may be directed to an apparatus such a

processor or an integrated circuit device, such as an integrated circuit chip or chipset.

Alternatively or additionally, if implemented in software or firmware, the techniques may

be realized at least in part by a computer-readable data storage medium comprising

instructions that, when executed, cause a processor to perform one or more of the

methods described above. For example, the computer-readable data storage medium may

store such instructions for execution by a processor.

[0480] A computer-readable medium may form part of a computer program product,

which may include packaging materials. A computer-readable medium may comprise a

computer data storage medium such as random access memory (RAM), read-only

memory (ROM), non-volatile random access memory (NVRAM), electrically erasable

programmable read-only memory (EEPROM), Flash memory, magnetic or optical data

storage media, and the like. In some examples, an article of manufacture may comprise

one or more computer-readable storage media.

[0481] In some examples, the computer-readable storage media may comprise non-

transitory media. The term "non-transitory" may indicate that the storage medium is not

embodied in a carrier wave or a propagated signal. In certain examples, a non-transitory

storage medium may store data that can, over time, change (e.g., in RAM or cache).

[0482] The code or instructions may be software and/or firmware executed by processing

circuitry including one or more processors, such as one or more digital signal processors

(DSPs), general purpose microprocessors, application-specific integrated circuits

(ASICs), field-programmable gate arrays (FPGAs), or other equivalent integrated or



discrete logic circuitry. Accordingly, the term "processor," as used herein may refer to

any of the foregoing structure or any other structure suitable for implementation of the

techniques described herein. In addition, in some aspects, functionality described in this

disclosure may be provided within software modules or hardware modules.

[0483] Various embodiments have been described. These and other embodiments are

within the scope of the following examples.



CLAIMS

What is claimed is:

1. A network system comprising:

a switch fabric comprising a plurality of switches interconnected to form a

physical network;

a distributed virtual network controller having a set of controller node devices in

peer communication with each other in accordance with a peering protocol, wherein each

of the controller node devices configures and manages an overlay network within

physical network formed by the plurality of switches;

a plurality of servers interconnected by the switch fabric, wherein each of the

servers comprises an operating environment executing one or more virtual machines in

communication via the overlay networks, and wherein the servers comprises a set of

virtual switches that extends the overlay network as a virtual network to the operating

environment of the virtual machines,

wherein one or more of the virtual machines executing on the servers receives a

request from the controller to determine a physical network path taken by packets of a

network packet flow through the switch fabric, and

wherein the receiving one of the virtual machines:

generates one or more flow trace packets having incrementally increasing

respective time-to-live (TTL) values,

sends the flow trace packets on an outbound interface of a corresponding

one of the servers for the physical network path,

receives corresponding time exceeded messages for the flow trace packets,

wherein each of the time exceeded messages includes a source network address of

a network element on the physical network path, and

generates a list physical next hops for the physical network path, wherein

the list of physical next hops comprises a list of the source network addresses

received in the time exceeded messages; and

responsive to the request, sends the list to the virtual network controller.

2. The network system of claim 1, wherein the network comprises a network data

center.



3. The network system of any of claims 1-2, further comprising at least one virtual

agent executing on at least one of the virtual machines,

wherein the virtual agent send network packets to the virtual network controller

using a default route for a physical network when a communication session between the

virtual network controller and the virtual network agent has not yet been established,

wherein, after the communication session between the virtual network controller

and the virtual network agent, the virtual network agent receives from the virtual network

controller a command to install a new route at the network device, wherein the new route

specifies encapsulation information to use for encapsulating network packets for sending

the network packets to the virtual network controller over the overlay network, and

wherein, responsive to detecting a failed link in the physical network, the virtual

network agent sends packets to the virtual network controller on an alternate route in the

overlay network.

4. The network system of claim 3, wherein in response to receiving the command

from the virtual network controller, the virtual network agent installs the new route to the

L3 routing table, and sends network packets as encapsulated network packets using the

overlay network to the virtual network controller based on the new route.

5. The network system of any of claims 1-4,

wherein the virtual network controller is configured to receive a plurality of messages

from the virtual machines, wherein each of the messages includes (1) a packet signature

comprising a hash of an invariant portion of an original packet that uniquely identifies the

original packet, (2) an identifier of one of the plurality of network devices from which the

respective message was received, and (3) a timestamp indicating a time an original packet

was processed by the network device from which the respective message was received;

and

wherein virtual network controller identifies two or more of the plurality of

messages having a common packet signature, and determine a latency of a physical

network path in the network based on analysis of contents of the identified messages

having a common packet signature.



6. The network system of claim 5,

wherein the virtual network controller is configured to identify two or more of the

plurality of messages having a common packet signature and analyze contents of the

plurality of messages to determine the latency.

7. The network system of claim 6, wherein, prior to receiving the plurality of

messages, the virtual network controller sends one or more commands to the plurality of

virtual machines indicating characteristics of packets to be analyzed and a time range in

which to collect packets matching the characteristics.

8. The network system of any of claims 1-7,

wherein the virtual network controller is configured to create a multicast tree for

any of the servers having one or more of the virtual machines that are members of a

multicast group in the virtual network,

wherein the virtual network controllers stores the multicast tree in the memory of

the virtual network controller and communicates the multicast tree to one or more of the

servers of the multicast group to instruct the virtual switches executing on those servers to

replicate and forward multicast packets through the overlay network according to the

multicast tree.

9. The network system of any of claims 1-8,

wherein each of the virtual switches are configured to support a plurality of virtual

networks, each of the virtual networks comprising a different overlay network within

physical network formed by the plurality of switches, and

wherein each of the virtual switches are configured to receive a request regarding

data associated with an identifier that is unique within one of the plurality of virtual

networks that originated the request, translate the identifier included within the request to

generate a globally unique identifier that is unique within the plurality of virtual

networks, update the request to replace the identifier included within the request with the

globally unique identifier, and transmit the updated request to a servers having a

repository of data for the virtual networks of the network system.



10. The network system of claim 9, wherein the virtual switches are further

configured to, when translating the identifier included within the request, append a

namespace assigned to the one of the virtual networks that originated the request to the

identifier to generate the globally unique identifier.

11. The network system of any of claim 9-10,

wherein the request conforms to an Interface for Metadata Access Point (IF-MAP)

protocol, and

wherein the server comprises an IF-MAP server that stores the data for the virtual

networks in accordance with an IF-MAP data model.

12. A method for determining a physical network path of a packet flow comprising:

generating, with a network device, one or more flow trace packets having

incrementally increasing respective time-to-live (TTL) values;

sending, with the network device, the flow trace packets on an outbound interface

of the network device for the physical network path; and

receiving, with the network device, corresponding time exceeded messages for the

flow trace packets, wherein each of the time exceeded messages includes a source

network address of a network element on the physical network path.

13. The method of claim 12, wherein each of the flow trace packets includes a tunnel

header comprising an Internet Protocol (IP) field value that is equivalent to an IP field

value of a tunnel header for a packet of the packet flow.

14. The method of any of claims 12-13, wherein each of the flow trace packets

includes a flow trace packet indicator.

15. The method of claim 14, wherein the flow trace packet indicator is one of a

Multiprotocol Label Switching (MPLS) label value or Virtual extensible Local Area

Network (VxLAN) network identity value that identifies a packet as a flow trace packet.



16. The method of any of claims 12-15, further comprising:

receiving, with the network device, a packet;

determining whether the packet is a flow trace packet;

upon determining the packet is a flow trace packet, sending a confirmation

message to a network address that is a source network address of the flow trace packet,

wherein the confirmation message indicates that the network device is a tunnel endpoint

for the packet and that the network device received the packet.

17. The method of claim 16, wherein determining whether the packet is a flow trace

packet comprises determining whether the packet includes a flow trace packet indicator.

18. The method of any of claims 12-17, further comprising:

receiving, with the network device and from a requesting device, a request to

determine the physical network path;

generating a list of the source network addresses received in the time exceeded

messages; and

responsive to the request, sending the list to the requesting device.

19. The method of claim 18,

wherein the request includes a destination network address of the packet flow, and

wherein generating the flow trace packets comprises determining the tunnel

header using the destination network address and adding the tunnel header as an outer

header of each of the flow trace packets.

20. The method of any of claims 12-19, further comprising:

receiving, with the network device, a confirmation message that is associated with

the flow trace packets and that indicates that a tunnel endpoint for a tunnel that transports

the packet flow received one of the flow trace packets; and

responsive to receiving the confirmation message, refraining from generating

additional flow trace packets for determining the physical network path of the packet

flow.

21. The method of claim 20, wherein the confirmation message comprises an Internet

Control Message Protocol (ICMP) Echo Reply message.



22. A network system comprising:

a plurality of servers executing virtual machine, the servers being coupled by a

switch fabric comprising a plurality of switches interconnected to form a physical

network,

wherein the servers comprises a set of virtual switches that extends the overlay

network as virtual networks to the operating environment of the virtual machines

the switches being configured by a controller to establish a virtual network comprising an

overlay network through the plurality of switches,

wherein the virtual machine is configured to implement any of the methods of

claims 12-21.

23. A network device comprising:

one or more processors;

a switch executed by the processors to forward packets of a packet flow to a

physical network path; and

a flow trace module to generate one or more flow trace packets having

incrementally increasing respective time-to-live (TTL) values,

wherein the switch module forwards the flow trace packets on an outbound

interface of the network device for the physical network path, and

wherein the flow trace module receives corresponding time exceeded messages

for the flow trace packets, wherein each of the time exceeded messages includes a source

network address of a network element on the physical network path.

24. The network device of claim 13, wherein the network device implements any of

the methods of claims 12-21.

25. A non-transitory computer-readable medium comprising instructions for causing

one or more programmable processors to:

generate, with a network device, one or more flow trace packets having

incrementally increasing respective time-to-live (TTL) values;

send, with the network device, the flow trace packets on an outbound interface of

the network device for the physical network path;



receive, with the network device, corresponding time exceeded messages for the

flow trace packets, wherein each of the time exceeded message includes a source network

address of a network element on a physical network path; and

determine, with the network device, the physical network path using the source

network addresses of the time exceeded message.

26. A controller node that configures and manages an overlay network of a network

system in which a plurality of servers are interconnected by the switch fabric, each of the

servers comprising an operating environment executing one or more virtual machines in

communication via the overlay networks,

wherein the servers comprises a set of virtual switches that extends the overlay

network as virtual networks to the operating environment of the virtual machines, and

wherein the controller node devices directs at least one of the servers to execute any of

the methods of claims 12-21 to determine a path through the overlay network of the

network system.

27. A method comprising:

prior to establishing a communication session between a virtual network controller

and a virtual network agent executing on a server device, sending network packets by the

server device to the virtual network controller using a default route for a physical

network;

after establishing the communication session between the virtual network

controller device and the virtual network agent, receiving from the virtual network

controller a command to install a new route at the server device, wherein the new route

specifies encapsulation information to use for encapsulating network packets for sending

the network packets to the virtual network controller over an overlay network; and

responsive to detecting a failed link in the physical network, sending packets to

the virtual network controller on an alternate route in the overlay network.



28. A method for determining latency of a physical network path in a network, the

method comprising:

receiving, by a virtual network controller, a plurality of messages from a plurality

of network devices in a network, wherein each of the messages includes (1) a packet

signature comprising a hash of an invariant portion of an original packet that uniquely

identifies the original packet, (2) an identifier of one of the plurality of network devices

from which the respective message was received, and (3) a timestamp indicating a time

an original packet was processed by the network device from which the respective

message was received;

identifying, by the virtual network controller, two or more of the plurality of

messages having a common packet signature;

determining, by the virtual network controller, a latency of a physical network

path in the network based on analysis of contents of the identified messages having a

common packet signature.

29. The method of claim 28, wherein the plurality of network devices comprise a

plurality of virtual network agents executing on a plurality of server devices in the

network, wherein the identifier of the network device comprises an identifier of a virtual

switch associated with a virtual network agent.

30. A method comprising:

receiving, with a virtual switch that supports a plurality of virtual networks

executing within a data center, a request regarding data associated with an identifier that

is unique within one of the plurality of virtual networks that originated the request;

translating the identifier included within the request to generate a globally unique

identifier that is unique within the plurality of virtual networks;

updating the request to replace the identifier included within the request with the

globally unique identifier; and

transmitting the updated request to a server of the data center.
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