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(57) ABSTRACT 

A new approach is proposed that contemplates systems and 
methods to support the operation of a Virtual Media Room or 
Virtual Meeting Room (VMR), wherein each VMR can 
accept from a plurality of participants at different geographic 
locations a variety of video conferencing feeds from video 
conference endpoints that can be either proprietary or stan 
dards-based and enable a multi-party video conferencing ses 
sion among the plurality of participants by composing one 
composite audio and video stream for each of the participants. 
Each single VMR can be implemented across an infrastruc 
ture of globally distributed set of servers/media processing 
nodes co-located in Points of Presence (POPs) for Internet 
access. Each VMR also gives its users a rich set of conferenc 
ing and collaboration interaction hitherto not experienced by 
Video conferencing users. 

Dual Bitrate 
304 CompreSSed 308 to Remote 

Wide0 NOdes 

MultiCast 
WideO 

Wide0 

DiStrib, 
MultiCaSt 

Audio Mixer 

310 

  

  

  

  

    

  

  

  



Patent Application Publication Apr. 3, 2014 Sheet 1 of 21 US 2014/0092203A1 

User EXperience 106 

Engine 

Virtual Media ROOn 102 

Engine 

Global Infrastructure 104 

Engine 

FIG. 1 

  



Patent Application Publication Apr. 3, 2014 Sheet 2 of 21 US 2014/0092203A1 

ACCept from a plurality Of participantS to a 
Virtual meeting room (WMR) a plurality of 

Video Conferencing feeds from a plurality of 
Video Conference endpoints each associated 

With One of the plurality Of participants 

202 

For each of the plurality of participants to the 
WMR, Convert and Compose the plurality of 
Video Conference feeds into a Composite 204 

Video and audio Stream Compatible With the 
Video Conference endpoint aSSOCiated With 

the participant 

Enable a multi-party Video Conferencing 
Session in real time among the plurality of 206 
participants, Wherein the plurality of Video 
Conference endpoints are of different types 

Render the COmpOSite audio/Video Stream to 
each of the plurality of participants to the VMR 

for an enhanced user eXperience 
208 

FIG. 2 

  



US 2014/0092203A1 

PrOtOCO/ 
COnnectOr 

J9000SUBII 0001/ 

Apr. 3, 2014 Sheet 3 of 21 Patent Application Publication 

  



Patent Application Publication Apr. 3, 2014 Sheet 4 of 21 US 2014/0092203A1 

FIG. 4A 

N N | | | | | 
NN | | | | 
NNN 
N 

| | | | | | | | 
| | | | | | | 

FIG. 4B 

    

  





US 2014/0092203A1 Apr. 3, 2014 Sheet 6 of 21 Patent Application Publication 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 7 of 21 Patent Application Publication 

SUUQSAS 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 8 of 21 Patent Application Publication 

0,4 UO 9dMyS 

ll/008939'H 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 9 of 21 

Od l10 00ÁXS 

Patent Application Publication 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 10 of 21 Patent Application Publication 

Billing Systems 

USer/ACCOUnt 
Management 

ddy q0/M 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 11 of 21 Patent Application Publication 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 12 of 21 Patent Application Publication 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 13 of 21 Patent Application Publication 

YZ 

N 

INHINO0 C13H7HS 
  

  

  

  

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 14 of 21 Patent Application Publication 

INHINO0 (]}}}}/HS (]}}}}/HS 38 01 | WH1N00 

  

  

  

  

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 15 of 21 Patent Application Publication 

• 
? · 

---- *** 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 16 of 21 Patent Application Publication 

    

    

  

  

  



SIS'/8 

Patent Application Publication 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 18 of 21 Patent Application Publication 

9000SSæd 9/M THI) 9.JP?S U99/0S SI? Z J9SI) SOUOS ? J9ST) 

  



US 2014/0092203A1 Apr. 3, 2014 Sheet 19 of 21 Patent Application Publication 

  

  



US 2014/0092203A1 

N0||VINHW95S | W OJC?M 

Apr. 3, 2014 Sheet 20 of 21 Patent Application Publication 

  

  

  

  



US 2014/0092203A1 Patent Application Publication 

  

  



US 2014/0092203 A1 

SYSTEMIS AND METHODS FORSCALABLE 
COMPOSITION OF MEDIA STREAMS FOR 

REAL-TIME MULTIMEDIA 
COMMUNICATION 

RELATED APPLICATIONS 

0001. This application claims priority to U.S. Provisional 
Patent Application No. 61/334,043, filed May 12, 2010, and 
entitled “Systems and methods for virtualized video confer 
encing across multiple standard and proprietary standards.” 
and is hereby incorporated herein by reference. 
0002 This application claims priority to U.S. Provisional 
Patent Application No. 61/334,045, filed May 12, 2010, and 
entitled “Systems and methods for virtual media room for 
video conferencing, and is hereby incorporated herein by 
reference. 
0003. This application claims priority to U.S. Provisional 
Patent Application No. 61/334,050, filed May 12, 2010, and 
entitled “Systems and methods for distributed global infra 
structure to Support virtualized video conferencing, and is 
hereby incorporated herein by reference. 
0004. This application claims priority to U.S. Provisional 
Patent Application No. 61/334,054, filed May 12, 2010, and 
entitled “Systems and methods for customized user experi 
ence to virtualized video conferencing, and is hereby incor 
porated herein by reference. 

BACKGROUND 

0005 Videoconferencing in the enterprise has seen rapid 
growth in recent years as businesses have become global and 
employees interact with a large ecosystem of remote employ 
ees, partners, Vendors and customers. At the same time, avail 
ability of cheap software solutions in the consumersector and 
widespread availability of video cameras in laptop and 
mobile devices has fueled wide adoption of video chat to stay 
connected with family and friends. 
0006. However, the landscape of options available for vid 
eoconferencing remains fragmented into isolated islands that 
cannot communicate well with each other. Within the enter 
prise there are hardware based conference rooms equipped 
with videoconferencing systems from Vendors such as Poly 
com, Tandberg and LifeSize, and high end Telepresence sys 
tems popularized by vendors such as Cisco. At the lower end 
of the price spectrum are software based enterprise videocon 
ferencing applications such as Microsoft's Lync as well as 
consumer video chat applications such as Skype, GoogleTalk 
and Apple's FaceTime. 
0007. There are significant trade-offs between price, qual 

ity and reach when choosing to use any of the above systems 
for a video call. Large corporations invest hundreds of thou 
sands of dollars in their Telepresence systems to achieve low 
latency, high-definition calls but can only reach a small Subset 
of people that have access to similar systems. Medium sized 
businesses invest tens of thousands of dollars in their hard 
ware based systems to achieve up to 720p High Definition 
(HD) quality. They buy hardware Multi-Party Conferencing 
Units (MCU) worth hundreds of thousands of dollars with a 
fixed number of “ports” and use these to communicate 
between their different branch offices, but are at a loss when 
it comes to communicating easily with systems outside their 
company. Companies that cannot afford these settle for lower 
quality best-effort experiences using clients such as Skype, 
but on the flip side are able to easily connect with others 
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whether they be inside or outside their own companies. Aver 
age users find these trade-offs when using videoconferencing 
too complicated to understand compared to audio calls using 
mobile or landline telephones that just work” without them 
thinking about all of these trade-offs. As a result there is low 
adoption of videoconferencing in business even though the 
technology is easily available and affordable to most people. 
0008 Today, more than ever before, there is a need for a 
service that removes this tradeoff and provides a high-quality 
video call at almost the price of an audio call without the user 
having to think about complicated trade-offs. Such a service 
would connect disparate hardware and software videoconfer 
encing and chat systems from different vendors, talking dif 
ferent protocols (H.323, SIP, XMPP proprietary) and have 
different video and audio codecs talk to each other. It would 
offer very low latency and a much better viewing experience 
than current solutions. It would be hosted in the Internet/ 
cloud, thereby removing the need for complicated equipment 
with significant capital and operating investment within the 
enterprise. Ease of use would be as simple as setting up an 
audio conference call without the need for complicated pro 
visioning arrangements from corporate IT. 
0009. The foregoing examples of the related art and limi 
tations related therewith are intended to be illustrative and not 
exclusive. Other limitations of the related art will become 
apparent upon a reading of the specification and a study of the 
drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0010 FIG. 1 depicts an example of a system to support 
operations of a virtual meeting room (VMR) across multiple 
standard and proprietary video conference systems. 
0011 FIG.2 depicts a flowchart of an example of a process 
to operations of a VMR across multiple standard and propri 
etary video conference systems. 
0012 FIG.3 depicts an example of various components of 
a media processing node. 
0013 FIGS. 4(a)-(b) depict diagrams of examples of 
media encoding under a simple dyadic scenario. 
0014 FIG. 5 depicts an example of a diagram for highly 
Scalable audio mixing and sampling. 
0015 FIG. 6 depicts an example of an Internet/cloud 
based audio acoustic echo canceller. 
0016 FIGS. 7(a)-(c) depict an example of a multi-phased 
media stream distribution process achieved locally on a LAN 
present in each POP or across multiple POPs on the WAN. 
0017 FIG. 8 depicts examples of software components of 
global infrastructure engine to support the VMR. 
0018 FIG. 9 depicts an example illustrating a high-level 
mechanism for fault tolerant protocol handling to prevent 
improper input from causing instability and possible security 
breach. 
0019 FIG. 10 depicts an example illustrating techniques 
for firewall traversal. 
0020 FIG. 11 depicts an example of a diagram to manage 
and control the video conference. 
0021 FIG. 12 depicts an example of a diagram for high 
quality event sharing using MCUs of the global infrastructure 
engine. 
0022 FIG. 13 depicts an example of one way in which a 
laptop or mobile phone could be associated with a conference 
room system. 
0023 FIG. 14 depicts an example of a diagram for provid 
ing welcome screen content to the participants. 
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0024 FIG. 15 depicts an example of a diagram for person 
alizable videoconference rooms on a per call basis. 
0025 FIG. 16 depicts an example of a single online 
“home” for personalized sharing one’s desktop, laptop and/or 
mobile screen. 

0026 FIG. 17 depicts an example of one-click video con 
ference call plug-in via a mailbox. 
0027 FIG. 18 depicts an example of a diagram for deliv 
ering a virtual reality experience to the participants. 
0028 FIG. 19 depicts an example of a diagram for aug 
mented-reality user interaction services to the participants. 

DETAILED DESCRIPTION OF EMBODIMENTS 

0029. The approach is illustrated by way of example and 
not by way of limitation in the figures of the accompanying 
drawings in which like references indicate similar elements. 
It should be noted that references to “an or 'one' or “some’ 
embodiment(s) in this disclosure are not necessarily to the 
same embodiment, and Such references mean at least one. 
0030. A new approach is proposed that contemplates sys 
tems and methods to support the operation of a Virtual Media 
Room or Virtual Meeting Room (VMR), wherein each VMR 
can accept from a plurality of participants at different geo 
graphic locations a variety of video conferencing feeds of 
audio, video, presentation and other media streams from 
video conference endpoints and other multimedia-enabled 
devices that can be either proprietary or standards-based and 
enable a multi-party or point-to-point video conferencing 
session among the plurality of participants. For non-limiting 
examples, video feeds from proprietary video conference 
endpoints include but are not limited to, Skype, while video 
feeds from standards-based video conference endpoints 
include but are not limited to, H.323 and SIP. Each single 
VMR can be implemented and supported across an infra 
structure of globally distributed set of commodity servers 
acting as media processing nodes co-located in Points of 
Presence (POPs) for Internet access, wherein such massively 
distributed architecture can Support thousands of simulta 
neously active VMRs in a reservation-less manner and yet is 
transparent to the users of the VMRs. Each VMR gives its 
users a rich set of conferencing and collaboration interaction 
hitherto not experienced by video conferencing participants. 
These interactions encompass controlling of a video confer 
encing session, its configuration, the visual layout of the 
conferencing participants, customization of the VMR and 
adaptation of the room to different vertical applications. For a 
non-limiting example, one such use of the VMR is to facilitate 
point-to-point calls between two disparate endpoints such as 
a Skype client and a standards-based H.323 endpoint wherein 
the Skype user initiates a call to another user with no knowl 
edge of the other user's endpoint technology and a VMR is 
automatically provisioned between the two parties after 
determining the need for the translation needed between the 
two endpoints. 
0031. The approach further utilizes virtual reality and aug 
mented-reality techniques to transform the video and audio 
streams from the participants in various customizable ways to 
achieve a rich set of user experiences. A globally distributed 
infrastructure Supports the sharing of the event among the 
participants at geographically distributed locations through a 
plurality of MCUs (Multipoint Control Unit), each config 
ured to process the plurality of audio and video streams from 
the plurality of video conference endpoints in real time. 
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0032 Compared to conventional video conferencing sys 
tems that require every participant to the video conference to 
follow the same communication standard or protocol, a VMR 
allows the users/participants of a video conference to partici 
pate in a multi-party or point-to-point video conferencing 
session in device and protocol independent fashion. By con 
ducting manipulation of the video and audio streams trans 
parently in the Internet/cloud without end user involvement, 
the proposed approach brings together video conference sys 
tems of different devices and protocols of video conferencing 
and video chat that exist in the world today as one integrated 
system. 
0033 Hosting the VMR in the Internet/cloud allows for 
the participants to initiate a call to anyone and have the VMR 
ring them at all their registered endpoint devices and have the 
callee pickup the call from any endpoint device that they wish 
to transparently. AVMR hosted in the Internet/cloud enables 
any participant to upload media content to the cloud and have 
it be retransmitted to other participants in formats of their 
choice, with or without modifications. 
0034 FIG. 1 depicts an example of a system 100 to sup 
port operations of a VMR across multiple standard and pro 
prietary video conference systems. Although the diagrams 
depict components as functionally separate. Such depiction is 
merely for illustrative purposes. It will be apparent that the 
components portrayed in this figure can be arbitrarily com 
bined or divided into separate software, firmware and/or 
hardware components. Furthermore, it will also be apparent 
that such components, regardless of how they are combined 
or divided, can execute on the same host or multiple hosts or 
several virtualized instances on one or more hosts, and 
wherein the multiple hosts can be connected by one or more 
networks geographically distributed anywhere in the world. 
0035. In the example of FIG. 1, the system 100 includes at 
least a VMR engine 102 that operates the VMRs, a global 
infrastructure engine 104 that supports the operations of the 
VMRs, and a user experience engine 106 that enhance the 
users’ experience of the VMRs. 
0036. As used herein, the term engine refers to software, 
firmware, hardware, or other component that is used to effec 
tuate a purpose. The engine will typically include Software 
instructions that are stored in non-volatile memory (also 
referred to as secondary memory). When the software 
instructions are executed, at least a Subset of the Software 
instructions is loaded into memory (also referred to as pri 
mary memory) by a processor. The processor then executes 
the Software instructions in memory. The processor may be a 
shared processor, a dedicated processor, or a combination of 
shared or dedicated processors. A typical program will 
include calls to hardware components (such as I/O devices), 
which typically requires the execution of drivers. The drivers 
may or may not be considered part of the engine, but the 
distinction is not critical. 

0037. In the example of FIG. 1, each of the engines can run 
on one or more hosting devices (hosts). Here, a host can be a 
computing device, a communication device, a storage device, 
or any electronic device capable of running a software com 
ponent. For non-limiting examples, a computing device can 
be but is not limited to a laptop PC, a desktop PC, a tablet PC, 
an iPad, an iPod, an iPhone, iTouch, Google's Android 
device, a PDA, or a server machine that is a physical or virtual 
server and hosted in an Internet public or private data center 
by a service provider or a third party for the service provider 
orinside an enterprise’s private data center or office premises. 
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A storage device can be but is not limited to a hard disk drive, 
a flash memory drive, or any portable storage device. A com 
munication device can be but is not limited to a mobile phone. 
0038. In the example of FIG. 1, each of the VMR engine 
102, global infrastructure engine 104, and user experience 
engine 106 has one or more communication interfaces (not 
shown), which are software components that enable the 
engines to communicate with each other following certain 
communication protocols, such as TCP/IP protocol, over one 
or more communication networks. Here, the communication 
networks can be but are not limited to, internet, intranet, wide 
area network (WAN), local area network (LAN), wireless 
network, Bluetooth, WiFi, and mobile communication net 
works. The physical connections of the network and the com 
munication protocols are well known to those of skill in the 
art. 

0039 FIG.2 depicts a flowchart of an example of a process 
to operations of a VMR across multiple standard and propri 
etary video conference systems. Although this figure depicts 
functional steps in a particular order for purposes of illustra 
tion, the process is not limited to any particular order or 
arrangement of steps. One skilled in the relevant art will 
appreciate that the various stepsportrayed in this figure could 
be omitted, rearranged, combined and/or adapted in various 
ways. 
0040. In the example of FIG. 2, the flowchart 200 starts at 
block 202 where accepting from a plurality of participants a 
plurality of video conferencing feeds from a plurality of video 
conference endpoints each associated with one of the plural 
ity of participants to a virtual meeting room (VMR) are 
accepted. The flowchart 200 continues to block 204 where, 
for each of the plurality of participants to the VMR, the 
plurality of video conference feeds are converted and com 
posed into a composite video and audio stream compatible 
with the video conference endpoint associated with the par 
ticipant. The flowchart 200 continues to block 206 where a 
multi-party video conferencing session is enabled in real time 
among the plurality of participants is enabled, wherein the 
plurality of video conference endpoints are of different types. 
The flowchart 200 ends at block 208 where the composite 
audio and video stream is rendered to each of the plurality of 
participants to the VMR for an enhanced user experience. 

Virtual Meeting/Media Room (VMR) 
0041. In the example of FIG. 1, VMR engine 102 allows 
participants to a video conference room to participate via all 
types of video conferencing endpoints. VMR engine 102 
coalesces the video conferencing feeds from the Vagaries of 
different manufacturers’ video equipment and/or software 
implementations of video conferencing systems and end 
points in real time in order to effectively handle a multi-party 
video conferencing session. More specifically, VMR engine 
102 converts and composes in real time the plurality of video 
conference feeds from the participants to a VMR to a com 
posite video and audio stream compatible with each of the 
Video conference endpoints, i.e., the video conference system 
associated with each of the participants to the VMR. Here, the 
conversion of the video conference feeds includes at least one 
or more of the following areas of the video conference feeds: 

0042 Video encoding formats (e.g., H.264, proprietary, 
etc.) 

0043 Video encoding profiles and levels (e.g. H264 
Main Profile, H264 Constrained Baseline Profile, etc.) 

0044 Audio encoding formats (e.g., SILK, G7xx, etc.) 
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0.045 Communication protocols (e.g., H.323, SIP, 
XMPP proprietary, etc.) 

0046) Video resolutions (e.g., QC/SIF, C/SIF, Q/VGA, 
High Definition 720p/1080p, etc.) 

0047 Screen ratios (e.g., 4:3, 16:9, custom, etc.) 
0.048 Bitrates for audio streams (e.g. narrowband, 
wideband, etc.) 

0049 Bitrates for video streams (e.g. 1.5 Mbps, 768 
kbps, etc.) 

0050 Encryption standards (e.g., AES, proprietary, 
etc.) 

0051 Acoustic considerations (e.g., echo cancellations, 
noise reduction, etc.) 

The technologies involved for the conversion of the video 
conference feeds include but are not limited to, transcoding, 
upscaling downscaling, transrating, mixing video and audio 
streams, adding and removing video, audio and other multi 
media streams, noise reduction and automatic gain control 
(AGC) of the video conference feeds. 
0052. In some embodiments, VMR engine 102 will facili 
tate point-to-point calls between two disparate endpoints 
such as a Skype client and a standards-based H.323 endpoint 
wherein the Skype user initiates a call to another user with no 
knowledge of the other user's endpoint technology and a 
VMR is automatically provisioned between the two parties 
after determining the need for the translation needed between 
the two endpoints. In this case the VMR is used to allow two 
endpoints to communicate without the users needing to know 
or worry about the differences between the protocols, video 
encodings, audio encodings or other technologies used by the 
endpoints. 
0053. In some embodiments, VMR engine 102 composes 
and renders the composite video and audio stream to closely 
match the capabilities of the video conferencing endpoint 
associated with each of the participants in order for the par 
ticipant to have an effective meeting experience. When com 
positing the frames of the video and audio stream for final 
rendition, VMR engine 102 may take into consideration the 
innovative video layouts of the participants as well as the 
activity of various participants to the video conference. For a 
non-limiting example, VMR engine 102 may give more 
prominence to the active speaker at the conference relative to 
other participants. In some embodiments, VMR engine 102 
may also accommodate multimedia data streams/content 
accompanying the video conference feeds as part of the com 
posite audio/video steam for collaboration, wherein multime 
dia data streams may include but are not limited to, slides 
sharing, whiteboards, video streams and desktop screens. 
Chat style messages for real time communication amongst 
the participants is also Supported. Participant status informa 
tion including but not limited to the type of endpoint used, 
signal quality received and audio/video mute status could also 
be displayed for all of the participants. 
0054. In some embodiments, media processing node 300 

is designed to convert and compose several video conference 
feeds of video and audio streams in real-time to create and 
render one or more composite multimedia streams for each 
participant to the VMR. As shown in the example depicted in 
FIG. 3, media processing node 300 may include as its com 
ponents one or more of video compositor 302, video 
transcoder 304, distributed multicast video switch 306, audio 
transcoder/pre-processor 308, distributed multicast audio 
mixer 310, protocol connector 312, and a distributed confer 
ence session controller 314. In the case of video, the video 
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streams from the participants are made available at the media 
processing node 300 in three (or more) forms: 
0055 original compressed video 
0056 uncompressed raw video 
0057 a lower resolution compressed thumbnail video 
0058. In the example of FIG. 3, video compositor 302 of 
media processing node 300 subscribes to whichever video 
stream it needs based on the set of videos needed to be 
composed and rendered to the participants. The two (or more) 
compressed forms of the video streams listed above are 
transcoded by video transcoder 304 sent by distributed mul 
ticast video switch 306 using a multicast address on the net 
work so that other (remote) media processing nodes that want 
these video streams can subscribe to them as needed. This 
scheme allows the entire cluster of nodes (locally and glo 
bally) to share and/or exchange the audio and video streams 
they need in the most efficient manner. These streams could 
be transmitted over the public internet, over a private network 
or over a provisioned overlay network with service level 
guarantees. Using this approach, video compositor 302 may 
show various composites, including but limited to, just the 
active speaker, two people side-by-side if they are having a 
conversation, and any other custom format as requested by a 
participant, which may include transformations of the video 
into other representations as well. 
0059. In the example of FIG. 3, video transcoder 304 of 
media processing node 300 encodes and decodes composite 
video streams efficiently, where characteristics of each indi 
vidual stream can be extracted during decoding. Here, video 
transcoder 304 gathers knowledge provided by the coded 
bitstream of the composite video streams, wherein such gath 
ered information include but are not limited to: 
0060 Motion Vectors (MVs) 
0061 cbp and skip. 
0062 Static macro blocks (O motion vector and no chp) 
0063 quantization value (Qp) 
0064 frame rate. 
These characteristics are used to build up a metadata field 
associated with the uncompressed video stream as well as a 
synthetic stream of compressed or otherwise transformed 
data. 
0065. In some embodiments, video compositor 302 not 
only composes the raw video stream into a composite video 
stream but also builds up a composite metadata field in order 
to apply similar operations (including both 2D and 3D opera 
tions) outlined in the metadata field to the individual video 
streams of the composite video. For a non-limiting example, 
motion vectors need to be applied with the same transforma 
tion that video compositor 302 may apply to each raw video 
stream, including but not limited to, Scaling, rotation, trans 
lation, shearing. This metadata could be used for other non 
real-time multimedia services including but not limited to 
recorded streams and annotated streams for offline search and 
indexing. 
0066 FIGS. 4(a)-(b) depict diagrams of examples of 
media encoding under a simple dyadic scenario of where the 
input is scaled down by a factor of two, where FIG. 4(a) 
illustrates how macro blocks (MB) are treated and FIG. 4(b) 
illustrates how motion vector are processed. Here, video com 
positor 402 does its best to align raw videos on macro block's 
boundary for best result. For that purpose, layouts used by 
Video compositor 402 are chosen judiciously to minimize the 
amount of macro blocks covered by a video stream while 
maintaining the target size of the video. Optionally video 

Apr. 3, 2014 

compositor 402 may mark the boundary area of video feeds as 
Such since these feeds typically contains less information in 
the context of video conferencing. This metadata field could 
include information Such as the positions of speakers in the 
Video stream who can then be segmented and compressed 
separately. The composite metadata field is then processed to 
provide meaningful information on a macro block basis and 
to best match the encoding technology. For non-limiting 
examples, 

0067. In the case of H.264, the processing takes into 
account the fact that macro blocks can be subdivided 
down to 4x4 sub-blocks. 

0068. In the case of H.263, the macro blocks cannot be 
subdivided or can only be subdivided in 8x8 blocks 
depending of the annexes used. 

0069. In the case of H.261, the macro blocks are not 
Subdivided. 

0070. In some embodiments, video transcoder 304 is 
given the composite raw video and composite metadata field 
and video transcoder 304 then uses the knowledge provided 
by the metadata field to reduce computation and focus on 
meaningful area. For non-limiting examples: 

0071 Skip macro block detection: extremely fast skip 
macro block detection can be achieved by choosing skip 
automatically if the composite metadata point to a static 
MB. 

0.072 MV search range: search range of MV can be 
dynamically adapted based on composite metadata field 
information. The search range is directly evaluated 
based on the MV on the matching MB in the metadata 
field. 

0073. MV predictor: the MV indicated in the composite 
metadata field is used as a primary predictor during 
motion estimation. 

0.074 Quantization: the quantization value (Qp) used 
during encoding is bounded by the value provided in the 
composite metadata field. 

0075 Frame rate adaptation. area of the composite with 
lower frame rate are marked as skipped when no update 
for that frame rate is given 

0.076 Area of composite with no motion gets fewer bits. 
0077 Areas on the border of each video are encoded 
with fewer bits. 

0078. In the case of audio, audio transcoder/pre-processor 
308 mixes each participants audio stream along with the 
audio streams from other participants received at media pro 
cessing node 300 through distributed multicast audio mixer 
310. The mixed output can also be sent over the network via 
distributed multicast audio mixer 310 so that all other nodes 
that want to receive this stream may subscribe to it and mix it 
in with the local streams on their media processing nodes. 
Such an approach makes it possible for the global infrastruc 
ture engine 104 to provide mixed audio output to all partici 
pants in a video conference hosted at a VMR in a distributed 
a. 

0079. In some embodiments, audio transcoder/pre-pro 
cessor 308 enables highly scalable audio mixing that mixes 
audio signals from various codec at the best sampling rate as 
shown in the example depicted in the diagram of FIG.5. More 
specifically, audio transcoder/pre-processor 308 first deter 
mines the best possible sampling rate to mix audio based on 
the video endpoints associated with participants in a particu 
larVMR. Audio transcoder/pre-processor 308 then estimates 
noise on each channel coming in and determines Voice activi 
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ties on each channel. Only active channels are mixed to elimi 
nate all noise in the VMR and the channels are equalized to 
boost signal and reduce noise. Finally, audio transcoder/pre 
processor 308 mixes full channels by normalization of chan 
nels and creates unique streams for each participant based on 
all other audio streams in the VMR to eliminate echo on the 
channel. 
0080. In some embodiments, audio transcoder/pre-pro 
cessor 308 enables real-time language translation and other 
speech-to-text or speech-to-visual services including but not 
limited to language-to-English translation and Subtitling in 
real-time, interacting and modifying content in the call 
through Voice commands and pulling in data in real-time from 
the internet through speech-to-visual services. 
0081. Since bad or non-existent echo cancellation on the 
part of one or more participants in a conference call often 
deteriorates the whole conference for everyone in the VMR, 
in some embodiments, audio transcoder/pre-processor 308 
enables automatic Internet/cloud-based determination of the 
need for acoustic echo cancellation at a video conference 
endpoint as shown in the example depicted in the diagram of 
FIG. 6. First, audio transcoder/pre-processor 308 determines 
the roundtrip delay on the audio stream going out of the MCU 
to the endpoint and back. Audio transcoder/pre-processor 308 
then estimates the long term and short term power consump 
tion on the speaker and microphone signal going out of MCU. 
The natural loss on the endpoint can then be calculated by the 
following formula: 

ERL=logo (power(Micphone Signal) power(Speaker 
Signal)) 

If the natural loss of the endpoint is greater than 24 dB, there 
is no need to do echo cancellation as the endpoint is taking 
care of echo. 

Distributed Infrastructure 

0082 Traditional approaches to build an infrastructure for 
Video conferencing that meets these requirements would 
often demand custom hardware that uses FPGAs (Field Pro 
grammable Logic Arrays) and DSPs (Digital Signal Proces 
sors) to deliver low latency media processing and to chain the 
hardware together to handle the large load. Sucha customized 
hardware system is not very flexible in the A/V formats and 
communication protocols it can handle since the hardware 
logic and DSP code is written and optimized for a specific set 
of A/V codecs and formats. Such system can also be very 
expensive to build requiring large R&D teams and multi-year 
design cycles with specialized engineering skills. 
0083 Supporting the operations of the VMR engine 102 in 
FIG. 1 requires a multi-protocol Video bridging Solution 
known in the industry as a MCU (Multipoint Control Unit) as 
the media processing node 300 discussed above to process 
and compose video conference feeds from various endpoints. 
Traditionally, an MCU is built with custom hardware that ties 
together 100s of DSPs with special purpose FPGAs, resulting 
in large MCUs with many boards of DSPs in expensive 
bladed rack mounted systems. Even with Such expensive 
systems, it is only possible to achieve 10s or 100s of partici 
pants connected to an MCU when the participants use HD 
Video. To achieve larger scale, a service provider has to buy 
many such bladed boxes and put some load balancers and 
custom Scripting together. But such an approach is expensive, 
hard to manage, hard to program the DSP software and FPGA 
code used, and hard to distribute seamlessly across the globe. 
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Additionally, Such system usually runs a proprietary OS that 
makes it hard to add third party software and in general 
provide new features rapidly, and some of the functionality, 
Such as the ability to do flexible compositing for participants 
in a virtual room when the room spans across multiple MCUs, 
is lost. 

I0084. In the example of FIG. 1, global infrastructure 
engine 104 enables efficient and Scalable processing and 
compositing of media streams by building the MCUs as the 
media processing nodes for video stream processing from 
off-the-shelf components, such as Linux/x86 CPUs and PC 
GPUs (Graphics Processing Units) instead of custom hard 
ware. These MCUs can be deployed in a rack-and-stack 
cloud-computing style and hence achieves the most scalable 
and cost/performance efficient approach to support the VMR 
service. The x86 architecture has improved vastly over the 
last 5 years in its Digital Signal Processing (DSP) capabili 
ties. Additionally, off-the-shelf Graphics Processing Units 
(GPU) used for rendering PC graphics can be used to augment 
the processing power of the CPU. 
I0085. In the example of FIG. 1, global infrastructure 
engine 104 that Supports and enables the operations of the 
VMRs has at least one or more of the following attributes: 
I0086 Ability to support wide variety of audio video for 
mats and protocols; 
I0087 Scalable mixing and composition of the audio and 
Video streams; 
I0088 Service delivered across the globe with minimized 
latency; 
I0089 Capital efficient to build and cost efficient to oper 
ate. 

0090. In some embodiments, global infrastructure engine 
104 enables to cluster the x86 servers both locally on a LAN 
as well as across geographies as the media processing nodes 
300 for the MCUs to achieve near unlimited scaling. All of the 
media processing nodes 300 work together as one giant 
MCU. In some embodiments, such clustered MCU design 
makes use of network layer multicast and a novel multi-bit 
rate stream distribution scheme to achieve the unlimited scal 
ing. Under Such design, global infrastructure engine 104 is 
able to achieve great scalability in terms of number of par 
ticipants per call, geographic distribution of callers, as well as 
distribution of calls across multiple POPs worldwide. 
0091. In some embodiments, global infrastructure engine 
104 distributes the MCUs acround the globe in Points of 
Presence (POPs) at third party data centers to process video 
conference feeds coming from video conference endpoints 
having different communication protocols. Each POP has as 
much processing power (e.g., servers) as required to handle 
the load from that geographical region the POP is located. 
Users/participants connecting to the video conference system 
100 are directed by the global infrastructure engine 104 to the 
closest POP (the “connector) so as to allow them to mini 
mize their latency. Once the participants reach the POP of the 
global infrastructure engine 104, their conference feeds of 
audio and video streams can be carried on a high performance 
network between the POPs. Such distributed infrastructure of 
global infrastructure engine 104 enables the biggest media 
processing engine (VMR engine 102) ever built to act as one 
single system 100. Such a system would take a lot of capital 
costs, R&D costs and immense amount of operation scripting 
coordination if it were to be built using the traditional 
approach of DSP/FPGA-based custom hardware. 
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0092 FIGS. 7(a)-(c) depict an example of a multi-phased 
media stream distribution process achieved locally on a LAN 
present in each POP or across multiple POPs on the WAN 
(Wide Area Network). FIG. 7(a) depicts Phase I of media 
stream distribution—single node media distribution with a 
POP, where video conference feeds from participants to a 
Video conference via for non-limiting examples, room sys 
tems running H.323, PCs running H.323, PCs running Skype, 
all connect to one node in a POP based on proximity to 
conference host, where the video conference feeds are load 
balanced but not clustered among nodes in the POP. FIG.7(b) 
depicts Phase II of media stream distribution—clustered 
nodes media distribution with a POP, wherein video confer 
ence feeds from the participants are load balanced among 
cluster of nodes at the POP, and the audio/video streams are 
distributed/overflowed among the nodes in the POP. FIG.7(c) 
depicts Phase III of media stream distribution—complete 
media distribution among both the cluster of nodes with the 
POP and among different POPs as well, where some partici 
pants to the conference may connect to their closest POPs 
instead of a single POP 
0093. In some embodiments, the global infrastructure 
engine 104 may allow for multiple other globally distributed 
private networks to connect to it, including but not limited to 
deployments of videoconferencing services such as 
Microsoft Lync that require federation (i.e. cooperation 
among multiple organizational entities) at edge nodes and 
translation and decoding of several communication and trans 
port protocols. 
0094. In some embodiments, global infrastructure engine 
104 may limit video conference feed from every participant to 
a video conference to go through a maximum of two hops of 
media processing nodes and/or POPs in the system. However, 
it is possible to achieve other types of hierarchy with inter 
mediate media processing nodes that do transcoding or 
transcode-less forwarding. Using this scheme, global infra 
structure engine 104 is able to provide pseudo-SVC (Scalable 
Video Coding) to participants associated with devices that do 
not support SVC, i.e., each of the participants to the video 
conference supports AVC (Audio-Video Coding) with appro 
priate bit rate upshift/downshift capabilities. The global infra 
structure engine 104 takes these AVC streams and adapts 
them to multi-bit-rate AVC streams inside the media distri 
bution network. Under this scheme, it is still possible to use 
SVC on the devices that support SVC. It is also possible to use 
SVC on the internal network instead of multi-bit-rate AVC 
streams as such network adapts and grows as the adoption of 
SVC by the client devices of the participants increases. 
0095 FIG. 8 depicts examples of software components of 
global infrastructure engine 104 to support the operation of 
the VMR. Some of these components, which include but are 
not limited to, media gateway engine, media processing 
engine for transcoding, compositing, mixing and echo can 
cellation among H.26x, G.7xx, and SILK, multi-protocol 
connectors among H.323, Skype, SIP, XMPP, and NAT tra 
Versal, Web applications such as conference control, Screen 
and presentation sharing, chat, etc., are distributed across the 
nodes and POPs of the global infrastructure engine 104 for 
real-time communication. Some components, which include 
but are not limited to, user/account management, billing sys 
tem, NOC (Network operation center) systems for bootstrap 
ping, monitoring, and node management are run at one or 
more centralized but redundant management nodes. Other 
components, which include but are not limited to, common 
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application framework and platform (e.g., Linux/x86 CPUs, 
GPUs, package management, clustering) can be run on both 
the distributed nodes and the centralized management nodes. 
0096. Whenever input is accepted over an open network to 
a service, especially from un-trusted sources, strong valida 
tion must occur in order to prevent security breaches, denial 
of service attacks, and general instability to the service. In the 
case of video conferencing, the audio/video stream input 
from a conferencing endpoint that needs to be validated may 
include control protocol messages and compressed media 
streams, both of which must be validated. While it is impor 
tant that the code handling the un-trusted input be responsible 
for doing validation and sanity checks before allowing it to 
propagate through the system, history has shown that relying 
on this as the only validation strategy is insufficient. For a 
non-limiting example, H.323 heavily utilizes Abstract Syntax 
Notation One (ASN.1) encoding, and most public ASN.1 
implementations have several security issues over the years 
and ASN.1's complexity makes it nearly impossible to hand 
code a parser that is completely secure. For another non 
limiting example, many implementations for H.264 video 
decoders do not contain bounds checks for performance rea 
Sons, and instead contain system-specific code to restart the 
codec when it has performed an invalid memory read and 
triggered a fault. 
0097. In some embodiments, global infrastructure engine 
104 provides a high-level mechanism for fault tolerant pro 
tocol handling to prevent improper input from causing insta 
bility and possible security breach via protocol connector 212 
as illustrated by the example depicted in FIG.9. All codes that 
process protocol control messages and compressed audio and 
Video streams are isolated in one or more separate, indepen 
dent, unprivileged processes. More specifically, 

0.098 Separate processes: each incoming connection 
should cause a new process to be created by protocol 
connector 212 to handle it. This process should also be 
responsible for decompressing the incoming media 
stream, translating the incoming control messages into 
internal API calls, and decompressing the media into an 
internal uncompressed representation. For a non-limit 
ing example, inbound H.264 video can be converted into 
YUV420P frames before being passed on to another 
process. The goal should be that if this process crashes, 
no other part of the system will be affected. 

0099 Independent processes: each connection should 
be handled in its own process. A given process should 
only be responsible for one video conference endpoint 
So that if this process crashes, only that single endpoint 
will be affected and everyone else in the system will not 
notice anything. 

0.100 Unprivileged processes: each process should be 
as isolated as possible from the rest of the system. To 
accomplish this, ideally each process runs with its own 
user credentials, and may use the chroot() system call to 
make most of the file system inaccessible. 

0101 Performance considerations: protocol connector 
212 may introduce several processes where typically 
only one exists brings about the possibility of perfor 
mance degradation, especially in a system handling 
audio and video streams where a large amount of data 
needs to be moved between processes. To that end, 
shared memory facilities can be utilized to reduce the 
amount of data that needs to be copied. 
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0102. In some embodiments, global infrastructure engine 
104 Supports distributed fault-tolerant messaging for an Inter 
net/cloud-based client-server architecture, wherein the dis 
tributed fault-tolerant messaging provides one or more of the 
following features: 

0103) Ability to direct unicast, broadcast, multicast and 
anycast traffic with both reliable and unreliable delivery 
mechanisms. 

0104 Ability to load balance service requests across 
media processing nodes and context sensitive or free 
server classes. 

0105 Synchronous & asynchronous delivery mecha 
nisms with ability to deliver messages in spite of process 
crashes. 

0106 Priority based and temporal order delivery 
mechanisms including atomic broadcasts using efficient 
fan-out techniques. 

0107 Ability to implement an efficient fan out using 
single write and atomic broadcast. 

0108) Ability to discard non-real-time queued mes 
Sages selectively improving real-time responsiveness. 

0109 Priority based queuing mechanism with the abil 
ity to discard non-real time events not delivered. 

0110. A transaction aware messaging system. 
0111 Integration with a hierarchical entry naming sys 
tem based on conference rooms, IP addresses, process 
names, pids etc. 

0112 Traditionally, legacy video endpoints of the video 
conference participants, such as video conferencing end 
points using the H.323 protocols, typically communicate with 
other endpoints within a LAN of a corporate or organizational 
network. There have been attempts made to enable the H.323 
endpoints to seamlessly communicate with endpoints outside 
the corporate network through firewalls—some of which 
have been standardized in the form of ITU protocol exten 
sions to H.323, namely H.460.17, 18, 19, 23, 24, while others 
have been advocated by Video conferencing equipment ven 
dors to include deploying gateway hardware or Software 
within DMZ of the corporate network. However, none of 
these attempts have been very successful as evidenced by the 
fact the inter-organizational calls are still cumbersome and 
happen only with heavy IT Support and involvement. 
0113. In some embodiments, global infrastructure engine 
104 enables seamless firewall traversal for legacy video con 
ference endpoints of the video conference participants to 
communicate with other endpoints. Since legacy video con 
ferencing endpoints usually implement only standardized 
protocols that do not assume an Internet/cloud-based service 
being available, global infrastructure engine 104 utilizes at 
least one or more of the following techniques for firewall 
traversal as illustrated by the example depicted in the diagram 
of FIG 10: 

0114 Restricting all video conference calls to be out 
bound calls from the endpoints behinda firewall going to 
a server in the global infrastructure engine 104 that is 
reachable on a public IP address on the Internet which is 
accessible by every user. This avoids the double firewall 
issue between two corporate or organizational networks 
that makes inter-organization calls much harder. 

0115 Keeping the set of UDP/IP ports used to reach the 
global infrastructure engine 104 and the set of UDP/IP 
ports from which global infrastructure engine 104 dis 
tributes media to a small named subset of ports. This 
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allows corporations with restricted firewall policies to 
open their firewalls in a narrow scope Versus making the 
firewall wide open. 

0116. Offering a simple web browser-based application 
that allows any user to easily run a series of checks to 
ascertain the nature and behavior of a corporation’s fire 
wall and to determine whether or not the firewall may be 
an issue with H.323 endpoints or any rule change would 
be needed. 

0.117 Offering an enhanced browser-based application 
as a tunneling proxy that enables any user to run a 
software in a browser or native PC OS to allow an 
endpoint to tunnel through the Software to one or more 
public servers on the Internet. Alternately, the software 
can be run in a stand-alone manner on any PC or server 
on the network in native or virtual machine form factor 
to enable the same tunneling. 

0118. In the example of FIG. 1, user experience engine 
106 renders multimedia content including but not limited to 
the composite audio/video stream to each of the participants 
to the VMR for an enhanced User Experience (UE) for the 
participants. The UE provided by user experience engine 106 
to the participants to the VMR hosted by VMR engine 102 
typically comprises one or more of the following areas: 

0119 Physical interaction with the video conference 
endpoint. User experience engine 106 enables control 
ling the setup and management of a multi-party video 
conferencing session in a VMR in a device/manufac 
turer independent way. Most of the physical interaction 
with the manufacturer supplied remote control can be 
subsumed by a web application, wherein the web appli 
cation can be launched from any computing or commu 
nication device, including laptop, Smartphones or tablet 
devices. In some embodiments, these interactions could 
be driven through speech or visual commands as well 
that the Internet/cloud based software recognizes and 
translates into actionable events. 

0120 User interface (UI) associated with a Web appli 
cation that controls the participants interactions with 
the VMR engine 102. Here, user experience engine 106 
controls interaction of the moderator and the conferenc 
ing participants. Through an intuitive UI provided by 
user experience engine 106, participants to the video 
conference can control Such features Such as video lay 
outs, muting participants, sending chat messages, share 
Screens and add third party video content. 

0121 Video/Multimedia content. User experience 
engine 106 controls content rendered in the form of 
Screen layouts, composite feeds, welcome banners, etc. 
during the video conference as well as what the partici 
pants see when they log into a VMR, what they physi 
cally see on the screen etc. In some embodiments, the UI 
and/or the multimedia content could contain informa 
tion related to performance metrics for the participants 
call experience, including but not limited to video reso 
lution, video and audio bitrate, connection quality, 
packet loss rates for the connection, carbon offsets 
gained as a result of the call, transportation dollars saved 
and dollars saved in comparison to traditional MCU 
based calls. This also allows for eco-friendly initiatives 
Such as infrequent flyer miles or a similarly framed 
service for miles of travel saved and the bragging rights 
associated with various status levels similar to frequent 
flyer status levels. Incentive programs can be based out 
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of attaining different levels of status that encourages 
participants to use videoconferencing VS. traveling for a 
meeting. This gives them personal incentive to use vid 
eoconferencing over and above the business benefits. 

0.122 Customization of the video conference session 
for a specific (e.g., vertical industry) application. User 
experience engine 106 allows customization of the 
VMR in order to tailor a video conference session to the 
needs of a particular industry so that the conference 
participants may experience a new level of collaboration 
and meeting effectiveness. Such vertical industries or 
specialties include but are not limited to, hiring and 
recruiting, distance learning, telemedicine, secure legal 
depositions, shared-viewing of real-time events such as 
sports and concerts and customer Support. 

I0123 Personalization of the VMR as per the modera 
tors and/or the participants preferences and privileges. 
User experience engine 106 provides the moderator the 
ability to personalize the meeting when scheduling a 
Video conference. Examples of Such customization 
include but are not limited to, the initial welcome ban 
ner, uploading of meeting agenda, specifying the video 
layouts that will be used in the session and privileges 
given to the session participants. 

0.124 Despite the fact that most conventional video con 
ference systems cost tens of thousands of dollars, they offer 
very limited freedom and flexibility to the call organizer or to 
any participants in terms of controlling the user experience 
during the call. The layouts come pre-configured to a select 
few options, and the settings that can be modified during a call 
are also limited. 

0.125. In some embodiments, user experience engine 106 
provides moderator-initiated in-meeting/session manage 
ment and control over security and privacy settings during a 
particular video conference call, wherein Such management 
and control features include but are not limited to, muting a 
particular speaker at the video conference, controlling and/or 
broadcasting layouts associated with one of the video confer 
ence endpoints to all or a Subset of the participants, and 
sharing additional materials selectively with a subset of the 
participants (for a non-limiting example, in an HR vertical 
application where multiple interviewers are interviewing one 
candidate in a common call). 
0126. By offering the video conferencing service over the 
Internet/cloud, user experience engine 106 eliminates a lot of 
these limitations of the conventional video conference sys 
tems. For a non-limiting example, user experience engine 106 
enables participants associated different types of video con 
ference endpoints to talk to each other over the Internet during 
the video conference. For a non-limiting example, partici 
pants from H.323 endpoints to talk to participants from desk 
top clients such as Skype, and both the moderator and the 
participants can choose from a wide variety of options. In 
addition, by providing the ability to terminate the service in 
the cloud, user experience engine 106 enables access to a 
much richer set of features for a conference call that a par 
ticipant can use compared to a conventional passively bridged 
conference call. More specifically, every participant can have 
control of one or more of: 

I0127. 1. Which active participants to the VMR to view 
in his/her video windows on the screen of his/her video 
conference endpoint. 
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0.128 2. Layout options for how the different partici 
pants should be shown on the screen of his/her video 
conference endpoint. 

0129. 3. Layout options on where and how to view the 
secondary video channel (screen sharing, presentation 
sharing, shared viewing of other content) on the screen 
of his/her video conference endpoint. 

Using such in-meeting controls, a moderator can control 
security and privacy settings for the particular call in ways 
that prior art does not allow, or does not provide for. 
0.130. As shown in the example depicted in the diagram of 
FIG. 11, the moderator of the call, in addition to the afore 
mentioned options, has a richer Suite of options to pick from 
through a web interface to manage and control the video 
conference, which include but are not limited to, 

0131 1. Muting subsets of participants during a call. 
0.132. 2. Sharing content with subsets of participants 
during the course of a call. 

0.133 3. Prescribing a standard layout of the screen of 
his/her video conference point and a set of displayed 
callers for other participants to see. 

0.134 4. Choosing to display caller-specific metadata 
on the respective video windows of a subset of the par 
ticipants, including user-name, site name, and any other 
metadata. 

0.135 5. Easy and seamless way to add or remove par 
ticipants from the video conference call through a real 
time, dynamic web interface. 

0.136 6. Easily customizable welcome screen displayed 
to video callers onjoining the call that can display infor 
mation relevant to the call as well as any audio or video 
materials that the service provider or the call moderators 
wishes for the participants to see. 

0.137 In some embodiments, user experience engine 106 
enables private conferences in a VMR by creating sub-rooms 
in main VMR that any subset of the participants to the main 
VMR could join and have private chats. For a non-limiting 
example, participants can invite others for a quick audio/ 
video or text conversation while being on hold in the main 
VMR. 
0.138 A shared experience of events among participants to 
a video conference often requires all participants to be physi 
cally present at the same place. Otherwise, when it happens 
over the Internet, the quality is often very poor and the steps 
needed to achieve this are quite challenging for the average 
person to pursue this as a viable technological option. 
0.139. In some embodiments, user experience engine 106 
provides collaborative viewing of events through VMRs that 
can be booked and shared among the participants so that they 
are able to experience the joy of simultaneously participating 
in an event and sharing the experience together via a video 
conference. For a non-limiting example, the shared event can 
be a Super Bowl game that people want to enjoy with friends, 
or a quick session to watch a few movie trailers together 
among a group of friends to decide which one to go watch in 
the theater. 
0140. In some embodiments, user experience engine 106 
utilizes the MCUs of the global infrastructure engine 104 to 
offer an easy, quick, and high-quality Solution for event shar 
ing as illustrated by the example depicted in the diagram of 
FIG. 12. More specifically, user experience engine 106 
enables one initiating participant 1202 to invite a group of 
other participants 1204 for a shared video conference call in 
aVMR1208 via a web interface 1206. Once everyonejoins in 
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VMR 1206 to share online videos and content, initiating 
participant 1202 can then present the link to the website 
where the content to be shared 1208 is located and the content 
1208 starts streaming into the same VMR 1206 directly from 
the content source whether the content is co-located with the 
initiating participant 1202 or located on the Internet on a 3" 
party web site or content store. Participant 1202 may continue 
to have conversations with other participants 904 while 
watching this content 1210. features that include but are not 
limited to, the layout of the content in terms of where it is 
visible, its audio level, whether it should be muted or not, 
whether it should be paused or removed temporarily are in the 
control of the person sharing the content 1210 similar to the 
management and control by a moderator to a video confer 
ence as discussed above. Such an approach provides a com 
pelling and novel way to watch live events among groups of 
people whose locations are geographically distributed, yet 
want to experience an event together. This enables a whole 
new set of applications around active remote participation in 
live professional events such as conferences and Social events 
Such as weddings. 
0141. In some embodiments, user experience engine 106 
enables multiple views and device-independent control by the 
participants to the video conference. Here, the video end 
points each have its own user interface and in the case of 
hardware video systems available in conference rooms, the 
Video conference endpoints may each have a remote control 
that is not very easy to use. In order to make the user experi 
ence of connecting to the VMR simple, user experience 
engine 106 minimizes the operations that need to carry out 
using the endpoints native interface and move all of those 
functions to a set of interfaces running on a device familiar to 
most users—desktop PC, laptop PC, mobile phone or mobile 
tablet, and thus makes the user experience to control the VMR 
mostly independent of the endpoint devices user interface 
capabilities. With such device-independent control of the 
video conference, user experience engine 106 provides flex 
ibility, ease-of-use, richness of experience and feature-expan 
sion that it allows to make the experience far more personal 
and meaningful to participants. 
0142. In some embodiments, user experience engine 106 
may also allow a participant to participate in and/or control a 
Video conference using multiple devices/video conference 
endpoints simultaneously. On one device such as the video 
conference room system, the participant can receive audio 
and video streams. On another device Such as a laptop or 
tablet, the same participant can send/receive presentation 
materials, chat messages, etc. and also use it to control the 
conference Such as muting one or more of the participants, 
changing the layout on the screens of the video conference 
endpoints with PIP for the presentation, etc. The actions on 
the laptop are reflected on the video conference room system 
since both are connect to the same VMR hosting the video 
conference. 

0143 Joining a video conference from H323 endpoints 
today often involve cumbersome steps to be followed via a 
remote-control for the device. In addition to logistical issues 
Such as locating the remote in the required room, there are 
learning-curve related issues in terms of picking the correct 
number to call from the directory, entering a specified code 
for the call from the remote etc. Both endpoint participants as 
well as desktop participants are directly placed into confer 
ence with their video devices turned on upon joining a call. 
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0144. In some embodiments, user experience engine 106 
offers radically new ways to improve and simplify this user 
experience by rendering to the participants welcome screen 
content that includes but is not limited to, interactive welcome 
handshake, Splash screen, interactions for entering room 
number related info, welcome video, etc. for video confer 
ences as shown in the example depicted in the diagram of 
FIG. 14. To join a call from a video conference endpoint, all 
that the moderator needs to do is to call a personal VMR 
number he/she subscribes to. The moderator can then setup 
details for the call, including the rich media content that 
would form part of the welcome handshake with other par 
ticipants, which may then be setup as default options for all 
calls hosted by the moderator. Other participants call into the 
VMR and enter the room number specified for the conference 
call. On joining the VMR, they first enjoy the rich media 
content setup as their welcome screen, including content spe 
cific to the call. Such as agenda, names of parties calling in, 
company related Statistics etc. Such content could also be 
more generic for non-business applications, including any 
flash content include videos, music, animations, ads etc. 
Upon joining the call, the display also shows a code that is 
specific to the participant on his/her screen, which can be 
applied to content to the call for content sharing. The code can 
also be entered from a web application used for the call or can 
be driven through Voice or visual commands that are recog 
nized and processed by software in the internet cloud that are 
then translated into actionable events. 

014.5 FIG. 13 depicts an example of one way in which a 
laptop or mobile phone could be associated with a conference 
room system, wherein the participant uses an H/W room 
conferencing system 1002 and dials out to a well-known 
VMR 1004 using the directory entry on the remote. Once 
connected, user experience engine 106 plays back a welcome 
screen, along with a "sessionid' associate with this leg of the 
conference. The participant goes to a web application 1006 or 
mobile application 1008 and enters this session id into the 
application along with the meeting number of the VMR that 
he/she wishes to join, which places the participant into the 
VMR. Alternatively, a participant can join in a video confer 
ence hosted in a VMR via one of the following ways: 

0.146 
0147 
0.148 Playing recognizable music or sound patterns 
from the laptop into the conference room system 

0.149 Showing some gestures or patterns to the camera 
of the conference room once it is connected. 

0150. The experience as described above also provides the 
opportunity to not have audio or video streams turn on by 
default for any of the participants. When all participants are 
settled in and the call is ready to start, the moderator could 
enable this globally, and each participant may have fine 
grained control over whether to turn on/off their audio/video 
as well. In some embodiments, this also allows for monetiz 
able services to be provided while participants wait, such as 
streaming advertisements that are localized to the participants 
region, timeZone, demographics and other characteristics as 
determined by the service in the internet cloud. In other 
embodiments, while people wait for the call to begin, videos 
about new features introduced in the service could be shown, 
while in some other embodiments, detailed information about 
participants on the call could be shown in multimedia-rich 
formats that were not possible in prior-art. 

Using touch tone on the conference room system 
Controlling via Voice recognition once dials in 
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0151. Currently, consumers who wish to organize a video 
call, have only two sets of options available—either choose a 
business/professional option that uses H.323 endpoints such 
as Polycom or Tandberg system, or use limited functionality/ 
quality desktop applications that show them postage-stamp 
quality video of participants, typically on a simple or bland 
background or interface. 
0152 To address this situation, user experience engine 
106 provides personalizable VMRs to allow participants to 
customize or personalize his/her conference experience on a 
per call basis as depicted by the example of the diagram of 
FIG. 15, which dramatically transforms, revolutionizes, and 
democratizes the video conference experience. For business 
users, user experience engine 106 provides the layout and 
background for the call resembling a conference room, or a 
similar professional setting, and different types of back 
grounds, welcome music, welcome banner and other status 
and chat messages and tickers during the call. 
0153. The moderator for the call can pick this from a suite 
of options provided to him/her based on the subscription plan. 
For retail consumers, the experience would be a lot more 
informal and transformative. The caller could decorate his/ 
her room in any way he/she prefers. The participants per 
sonal website for the VMR could be similarly decorated and 
customized. During the course of the call, user experience 
engine 106 may extract or read in these customizable options 
specified by the different participants and place them in this 
customized VMR so that the experience is much more 
enriched than a conventional call. 
0154 Offering such personalized conference service over 
the Internet/cloud has the distinct advantage of removing 
processor and computing capabilities at any of the endpoint 
equipment. As long as the endpoints are able to receive and 
process encoded video streams, user experience engine 106 
are able to provide any level of media-rich content to the 
participants as part of their call experience, all of which can be 
controlled and setup by the moderator of the VMR. 
0155 For a two-person conversation, instead of a tradi 
tional flat layout showing both parties side by side, user 
experience engine 106 may present a 3D layout where the 
input videos from both participants are set to make it look like 
that they are looking at each other so that other participants at 
the video conference see the conversation happen more natu 
rally. Similarly, for a non-traditional application Such as 
remote medicine or a conference call where patients can talk 
to doctors remotely, the conference itself could be made to 
resemble a doctor's office. Patients could watch a video 
together about some health related issue while they wait for 
the doctor, and once the doctor calls in, the experience could 
simulate a virtual doctors office visit. Other applications 
include but are not limited to scenarios Such as recruiting 
could have their own customized layout and look-and-feel of 
a video call with the resume of interviewee being visible to 
the interviewers in their video, and can be edited and anno 
tated by the interviewers, but this may be hidden from the 
interviewee. 
0156. A “meet-me” service such as ours preserves ano 
nymity of callers by allowing them to call in from any soft 
ware or hardware endpoint without the callee finding any 
personal identifiable information about the caller. 
0157. A significant pain point for Web users currently is a 
lack of convenient and complete solutions to collaborate 
remotely. There are many scenarios in which users need to 
share what is currently on their screen-a drawing, a video, 
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the current state of their machine during online troubleshoot 
ing, to name a few—with a remote user. The only way to do 
this currently is to be signed in to a desktop client that Sup 
ports screen sharing, ask a contact for permission to start 
sharing. If one does not have such a desktop client, or the 
person they wish to share a screen with is not a contact on that 
client, this method fails. Moreover, these solutions arent 
available on mobile phone and other small screen devices. 
0158. In some embodiments, user experience engine 106 
creates a single online “home for personalized sharing one's 
desktop, laptop and/or mobile screen with other video con 
ference endpoints. As discussed herein, screen sharing refers 
to the act of being able to see a remote machine's screen by 
displaying one's own screen to the screen of another/remote 
Video conference endpoints, or both in a streaming fashion. 
Some minor variants of this include allowing the remote user 
to see only parts of one's screen, giving them the additional 
ability to interact with one’s screen etc. For non-limiting 
examples, user experience engine 106 provides one or more 
of the following features for screen sharing: 

0159. Addressable in a personalized, consistent way 
over HTTP or HTTPS. For a non-limiting example as 
shown in FIG.16, a user of the service would be allotted 
a URL of the form http://myscreen/oeblow to serve as 
apersistent access link to the user's screen, whenever the 
user is sharing one or more of his/her screens. The user 
can then share this URL with his/her friends, colleagues, 
on their online profiles on social networks etc. Here, the 
URL can be a so-called TinyURL, which is a shortened 
URL (typically <10 characters, including domain end 
ing) that can serve as an easy shorthand for a location on 
the web. 

0.160 Access to one's screen sharing URL will be cus 
tomizable with a default option to only be available 
when the user is actively choosing to share his/her 
Screen. Moreover, a combination of participant pass 
codes, timed Screen share sessions and IP address filter 
ing options are provided to the user to ensure maximum 
control over the people the user shares his/her screens 
with. 

0.161 While in the screen share mode, participants will 
be shown the list of available screens and can choose to 
view one or more of these. Depending on the hosts 
permission settings, they may also be given remote 
access to interact with the screen being shared. 

0162 Companies such as Skype have created browser 
plug-ins that allow a participant to easily call any number that 
is displayed in his/her browser with one click by showing a 
“Skype phone” logo next to any number displayed in the 
browser and routing these calls through a Skype desktop 
client. On the other hand, users today commonly have their 
online contacts in one of a few stores—Google contacts, 
Exchange, Yahoo contacts, Skype, Facebook etc. While these 
contacts can be interacted in different ways from within 
native applications (for a non-limiting example, hovering 
over a Google contact gives users a menu with options to mail 
or IM that contact), there is no simple pervasive way to offer 
one-click video call functionality across different contact 
protocols similar to what Skype does for numbers. 
0163. In some embodiments, user experience engine 106 
Supports web browser and/or desktop plug-ins to enable intel 
ligent one-click Video conference calls to participants (as 
opposed to numbers) on VMR contacts from recognized pro 
tocols of the video conference points. As used herein, plug-in 



US 2014/0092203 A1 

refers to a small piece of software that extends the capabilities 
of a larger program, which is commonly used in web browsers 
and desktop applications to extend their functionality in a 
particular area. 
0164. In some embodiments, user experience engine 106 
creates plug-ins that offer Such functionality wherever con 
tacts from recognized protocols are displayed in the browser 
(ex. Gmail, Y! Mail, etc.) and/or desktop applications (MS 
Outlook, Thunderbird etc.). As shown in the example of FIG. 
17, the one-click video conference call plug-in offered by 
user experience engine 106 has at least the following features: 

0.165 1. A user has to agree to install the plug-in(s) and 
the applications in which they will be active. 

0166 2. For enabled applications, every contact from a 
recognized protocol (tentatively, Exchange and Google 
contacts) has a “video call” logo next to it. For a non 
limiting example, if the sender of a mail in a user's 
Exchange mailbox was on a recognized protocol, the 
display interface of the mailbox is enhanced with a video 
call logo and a small arrow to show more options. 

0.167 3. Clicking on the logo launches a video confer 
ence call via a VMR between the user and that contact, 
with an appropriate choice of endpoints for either end. 

0168 4. Clicking on the arrow provides users with the 
complete list of ways in which they can interact with this 
contact via the VMR service, including audio calls, 
Scheduling a future call, etc. 

0169. In some embodiments, user experience engine 106 
performs automatic video gain control when some rooms of 
the video conference call are too bright and cause distraction. 
Similar to AGC (Auto Gain Control) in audio systems, the 
brightness of all rooms of the video endpoints that are part of 
the video conference can be adjusted to give a semblance that 
the conference is happening in the same place. Optionally, 
automatic video gain control can be turned on by a participant 
to the conference who feels that the brightness of one or more 
of the rooms are disturbing. 
0170 In some embodiments, user experience engine 106 
provides live information about cost saving of the ongoing 
Video conference. Such as miles saved, cost of gas and hotel 
per call, achieved by the video conference. Here, the distance 
between participants can be calculated based on geo-location 
of IP addresses and mileage and federal mileage credits can 
be calculated based on the miles saved per call in order to 
come up with a total dollar amount to be rendered on the 
screen. The carbon offsets that can be claimed can also be 
computed based on the locations of participants and duration 
of the call, and displayed to the participants appropriately. 
0171 Virtual reality (VR) representations today straddle 
the spectrum between avatars that are preconfigured to be 
picked from, to static images that can be uploaded and ani 
mated to a limited extent. In a multiparty video call setting, 
there is no way to either re-locate the participants onto a 
virtual world while keeping their personas real-world, or 
transplanting them into a VR world as well as “avatarizing 
their personas at the same time. 
0172. In some embodiments, user experience engine 106 
presents photo-realistic virtual reality (VR) events to partici 
pants to a video conference through the MCUs of the global 
infrastructure engine 104 to resolve both issues discussed 
above. Like a conventional video conference call, the VMR 
takes in the inputs of audio/video streams from the different 
participants’ cameras, composites them together into one, 
encodes and sends the composite video to each participant 
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separately. When the participants desire a VR version of an 
event, user experience engine 106 takes one or more of the 
additional steps as follows to deliver such VR experience to 
the participants as depicted in the diagram of the example of 
FIG. 18: 

0173 1. Image detection and segmentation component 
1802 receives the input video from each participant. 

0.174 2. Segmentation component 1802 detects and 
extracts out a participant from background of the video 
stream and provides metadata about his/her location and 
other features in the video stream. 

0.175 3. User experience engine 106 then animates the 
participant via virtual reality rendering component 1804 
by adding various characteristics to the face of the par 
ticipant, or transforming the face by applying any image 
transformation algorithm. It may perform further analy 
sis, face and feature detection and fully animate the face 
of the participant to create a semi-animated version of 
the face itself. 

0176 4.Video compositor 302 within media processing 
node 300 then replaces the extracted background with 
the background overlaid with VR rendered (animated) 
participant and provides the video stream to other par 
ticipants. 

With such an approach, user experience engine 106 is able to 
capture and transform the input video and audio streams from 
different participants in different customizable ways to 
achieve different user experiences. 
(0177. In some embodiments, user experience engine 106 
may extract all participants out of their environments of video 
streams, and then add them back to a common environment 
and sent together as one video stream. For a non-limiting 
example, different participants calling in from different geo 
graphical locations can all be made to look like they are seated 
across each other at a conference table and having a conver 
sation. 
0.178 Providing localized, real-time offering of ads 
related to services available to a user in a particular geo 
graphical area has immense market application and benefits. 
The few current solutions that exist rely heavily or purely on 
GPS related information, or high performance processor on 
the mobile device to do the processing required to generate 
the information. In some embodiments, user experience 
engine 106 enables internet/cloud-based augmented-reality 
user interaction services via the MCUs of the global infra 
structure engine 104. More specifically, user experience 
engine 106 analyzes the video stream captured from a par 
ticipant/user's video conference endpoint (e.g., a cell phone 
camera) and provides augmented-reality video feedback to 
the user with annotations on services available in the geo 
graphical area of the participant, Such as local events, enter 
tainment and dining options. All the user needs to do is to 
place a video call to a VMR, while directing his/her camera 
towards the objects of his/her interest. As shown in the 
example depicted in the diagram of FIG. 19, user experience 
engine 106 and global infrastructure engine 104 takes away 
any requirement for processor capability at the user's device 
to process the received video in the cloud, analyze it via image 
detection and segmentation component 1902 for, for non 
limiting examples, billboards, identifiable landmarks in order 
to check against the GPS information from location service 
database 1904 or obtained from the user's GPS information to 
determine his/her whereabouts. User experience engine 106 
then modifies the input video feed using the gathered geo 
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logical information of the user and overlays the video stream 
via metadata compositor 1906 with metadata such as names 
of restaurants within walking distance, names of entertain 
ment options locally to generate an augmented reality feed for 
the user. 

0179. In the example of FIG. 19, image detection and 
segmentation component 1302 is at the core of this logic, 
which analyzes the input video and extracts Zones of interest 
within the video. Location service database 1904 is populated 
with information about different zip-codes which can take in 
GPS data and/or zipcodes as input and provide a rich set of 
data about the services in that area and any other offerings that 
would be of interest. Metadata compositor 1906 renders 
metadata in real time that will take the inputs from image 
detection and segmentation component 1902 and location 
service database 1904 and overlay the input video feed with 
useful metadata about the Surroundings as discussed above. 
0180. In some embodiments, user experience engine 106 
may provide a guided tour of the area as the user walks around 
the area, where user experience engine 106 may pre-fill the 
screen with more information about the sights and Sounds of 
the area. In some embodiments, user experience engine 106 
may populate that information into the video as well and show 
pictures of friends who might be nearby in order to tie this 
augmented reality service into existing services for locating 
friends within the same neighborhood. 
0181. In some embodiments, the augmented reality ser 
vice provided by user experience engine 106 is customizable, 
not just at the time of installation of any software downloaded 
onto a mobile device of the user, but on a per-use basis. The 
user may use the augmented reality service for various pur 
poses, for non-limiting examples, a 411 lookup at one instant, 
and immediately after that, the user may call in and get a 
virtual tour of a local tourist highlight. Soon after that, the 
user may ask for restaurant related information to go grab a 
meal. As more information becomes available on third party 
sites about each location, the user experience engine 106 
provides a seamless way to tie up with each of those providers 
over the Internet/cloud to offer more current information to 
each user. Since Such an approach is completely rack-and 
stack, depending solely on the plan that a user chooses, the 
calls can be run through a system with more processing capa 
bilities to extract and provide more information to the user, 
thus providing a full Suite of pricing options depending on the 
feature set needed by each user. 
0182. In some embodiments, user experience engine 106 
Supports real-time translator-free multimedia communica 
tions during a live video conference by translating between 
different languages in real-time in the cloud, so that partici 
pants to the VMR could speak to each other in different 
languages and still continue on an intelligent conversation. 
More specifically, the real-time cloud-based translation may 
include but is limited to one or more of the following options: 

0183 Real voice plus subtitles in one common lan 
guage, e.g., a videoconference where different speakers 
could be speaking in different languages and the trans 
lation/subtitling gets done seamlessly in the cloud; 

0.184 Translation from speech-to-visual for speech-ini 
tiated services such as search and location-based ser 
vices; 

0185. Translated voices in language that each partici 
pant can select for him/herself 
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0186 Same language as what the speaker is speaking, 
but choice of different voices to replace the speaker's 
Voice; 

0187. Simultaneous delivery of multimedia addresses/ 
sessions in different languages to different users through 
the cloud; 

0188 Applications other than audio/video transmis 
sion, such as real-time translation of documents/inputs 
from the format of the sender to any supported format 
that any receiver chooses to receive data in. The conver 
sion happens in real-time in the cloud. 

Given the latency built into videoconferencing, a service like 
this would do away with the need to have human translators 
when two or more parties are communicating in different 
languages. 
0189 One embodiment may be implemented using a con 
ventional general purpose or a specialized digital computer or 
microprocessor(s) programmed according to the teachings of 
the present disclosure, as will be apparent to those skilled in 
the computer art. Appropriate Software coding can readily be 
prepared by skilled programmers based on the teachings of 
the present disclosure, as will be apparent to those skilled in 
the software art. The invention may also be implemented by 
the preparation of integrated circuits or by interconnecting an 
appropriate network of conventional component circuits, as 
will be readily apparent to those skilled in the art. 
0190. One embodiment includes a computer program 
product which is a machine readable medium (media) having 
instructions stored thereon/in which can be used to program 
one or more hosts to perform any of the features presented 
herein. The machine readable medium can include, but is not 
limited to, one or more types of disks including floppy disks, 
optical discs, DVD, CD-ROMs, micro drive, and magneto 
optical disks, ROMs, RAMs, EPROMs, EEPROMs, 
DRAMs. VRAMs, flash memory devices, magnetic or optical 
cards, nanoSystems (including molecular memory ICs), or 
any type of media or device Suitable for storing instructions 
and/or data. Stored on any one of the computer readable 
medium (media), the present invention includes Software for 
controlling both the hardware of the general purpose? special 
ized computer or microprocessor, and for enabling the com 
puter or microprocessor to interact with a human viewer or 
other mechanism utilizing the results of the present invention. 
Such software may include, but is not limited to, device 
drivers, operating systems, execution environments/contain 
ers, and applications. 
0191 The foregoing description of various embodiments 
of the claimed subject matter has been provided for the pur 
poses of illustration and description. It is not intended to be 
exhaustive or to limit the claimed subject matter to the precise 
forms disclosed. Many modifications and variations will be 
apparent to the practitioner skilled in the art. Particularly, 
while the concept “interface' is used in the embodiments of 
the systems and methods described above, it will be evident 
that Such concept can be interchangeably used with equiva 
lent Software concepts such as, class, method, type, module, 
component, bean, module, object model, process, thread, and 
other suitable concepts. While the concept “component' is 
used in the embodiments of the systems and methods 
described above, it will be evident that such concept can be 
interchangeably used with equivalent concepts such as, class, 
method, type, interface, module, object model, and other 
suitable concepts. Embodiments were chosen and described 
in order to best describe the principles of the invention and its 
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practical application, thereby enabling others skilled in the 
relevant art to understand the claimed subject matter, the 
various embodiments and with various modifications that are 
Suited to the particular use contemplated. 

1.-31. (canceled) 
32. A video-conferencing system comprising: 
one or more media processing nodes, each node configured 

tO: 

accept a plurality of audio and video streams from a 
plurality of endpoints in a video conference, at least 
Some of the endpoints being associated with video 
conferencing services that are incompatible with each 
other, and 

for each of the endpoints in the video conference: 
convert in real-time the plurality of audio and video 

streams into one or more composite audio and 
video streams compatible with the endpoint; and 

provide the one or more composite audio and video 
streams to the endpoint for rendering to one or 
more participants to the video conference that are 
associated with the endpoint. 

33. The system of claim 32, wherein the one or more media 
processing nodes are multi-party conferencing units built 
from off-the-shelf components. 

34. The system of claim32, wherein each of the plurality of 
endpoints is associated with a videoconferencing service that 
is one of standards-based or proprietary. 

35. The system of claim 32, wherein the video streams 
comprise at least one of original compressed video, uncom 
pressed raw video, and low resolution compressed thumbnail 
video. 

36. The system of claim 32, wherein converting the plural 
ity of audio and video streams comprises converting, into a 
form compatible with the endpoint, at least one of video 
encoding formats, audio encoding formats, communication 
protocols, video resolutions, screen ratios, encryption stan 
dards, and acoustic considerations of the audio and video 
StreamS. 

37. The system of claim 32, wherein converting the plural 
ity of audio and video streams into the composite audio and 
Video streams comprises at least one of transcoding, upscal 
ing, and downscaling the audio and video streams. 

38. The system of claim 32, wherein at least one of the 
media processing nodes is further configured to Subscribe to 
one or more audio and video streams required to construct 
composite audio and video streams that are compatible with 
an endpoint. 

39. The system of claim 32, wherein at least one of the 
media processing nodes is further configured to transfer com 
posite audio and video streams to at least one other media 
processing node. 

40. The system of claim 32, wherein each of the media 
processing nodes is further configured to track Video meta 
data associated with decoded video streams in order to apply 
operations based on the video metadata to individual video 
streams in the one or more composite video streams. 
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41. The system of claim 32, wherein each of the media 
processing nodes is further configured to create a unique 
audio stream for each endpoint in the video conference based 
on audio streams associated with other endpoints, thereby 
reducing noise and echo in the composite audio streams. 

42. A method of operating a video conference, the method 
comprising: 

accepting, by a media processing node, a plurality of audio 
and video streams from a plurality of endpoints in a 
video conference, at least some of the endpoints being 
associated with videoconferencing services that are 
incompatible with each other; and 

for each of the endpoints in the video conference: 
converting in real-time the plurality of audio and video 

streams into one or more composite audio and video 
streams compatible with the endpoint; and 

providing the one or more composite audio and video 
streams to the endpoint for rendering to one or more 
participants to the video conference that are associ 
ated with the endpoint. 

43. The method of claim 42, wherein each of the plurality 
of endpoints is associated with a videoconferencing service 
that is one of standards-based or proprietary. 

44. The method of claim 42, wherein the video streams 
comprise at least one of original compressed video, uncom 
pressed raw video, and low resolution compressed thumbnail 
video. 

45. The method of claim 42, wherein converting the plu 
rality of audio and video streams comprises converting, into a 
form compatible with the endpoint, at least one of video 
encoding formats, audio encoding formats, communication 
protocols, video resolutions, screen ratios, encryption stan 
dards, and acoustic considerations of the audio and video 
StreamS. 

46. The method of claim 42, wherein converting the plu 
rality of audio and video streams into the composite audio and 
Video streams comprises at least one of transcoding, upscal 
ing, and downscaling the audio and video streams. 

47. The method of claim 42, further comprising subscrib 
ing, by the media processing node, to one or more audio and 
Video streams required to construct composite audio and 
Video streams that are compatible with an endpoint. 

48. The method of claim 42, further comprising transfer 
ring, by the media processing node, composite audio and 
Video streams to at least one other media processing node. 

49. The method of claim 42, further comprising tracking, 
by the media processing node, video metadata associated 
with decoded video streams in order to apply operations 
based on the video metadata to individual video streams in the 
one or more composite video streams. 

50. The method of claim 42, further comprising creating, 
by the media processing node, a unique audio stream for each 
endpoint in the video conference based on audio streams 
associated with other endpoints, thereby reducing noise and 
echo in the composite audio streams. 
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