Title: EVENT BASED RATE POLICING WITH A JUMPING WINDOW

Abstract

A system (10) and method for performing event based rate policing using varying window start times. Rate policing overhead, including counter and timer monitoring and resetting, is performed only as needed and in response to actual received traffic on each connection. As the last bit of a data unit is received from an external network, an "event time stamp" is generated and associated with the data unit, for example as part of an internal header or trailer attached to the data unit. To determine if a rate policing window was active when the frame was received, the event time stamp is compared with the sum of a window start time and a window period value stored in association with the connection on which the unit was received. If the associated event time stamp indicates a time error prior to the sum of the associated window start time and window period, then a rate policing window is determined to have been active when the frame was received. In that case, rate policing is performed on the received frame with respect to the active rate policing window. If the rate policing window was not active when the frame was received, a new rate policing window is started, and the frame is rate policed in a new rate window, which is started at a time equal to the event time stamp associated with the received frame.
FOR THE PURPOSES OF INFORMATION ONLY

Codes used to identify States party to the PCT on the front pages of pamphlets publishing international applications under the PCT.

<table>
<thead>
<tr>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td>AL</td>
<td>Albania</td>
<td>ES</td>
<td>Spain</td>
<td>LS</td>
<td>Lesotho</td>
<td>SK</td>
<td>Slovenia</td>
</tr>
<tr>
<td>AM</td>
<td>Armenia</td>
<td>FI</td>
<td>Finland</td>
<td>LT</td>
<td>Lithuania</td>
<td>SN</td>
<td>Senegal</td>
</tr>
<tr>
<td>AT</td>
<td>Austria</td>
<td>FR</td>
<td>France</td>
<td>LU</td>
<td>Luxembourg</td>
<td>SZ</td>
<td>Swaziland</td>
</tr>
<tr>
<td>AU</td>
<td>Australia</td>
<td>GA</td>
<td>Gabon</td>
<td>LV</td>
<td>Latvia</td>
<td>TD</td>
<td>Chad</td>
</tr>
<tr>
<td>AZ</td>
<td>Azerbaijan</td>
<td>GB</td>
<td>United Kingdom</td>
<td>MC</td>
<td>Monaco</td>
<td>TG</td>
<td>Togo</td>
</tr>
<tr>
<td>BA</td>
<td>Bosnia and Herzegovina</td>
<td>GE</td>
<td>Georgia</td>
<td>MD</td>
<td>Republic of Moldova</td>
<td>TJ</td>
<td>Tajikistan</td>
</tr>
<tr>
<td>BB</td>
<td>Barbados</td>
<td>GH</td>
<td>Ghana</td>
<td>MG</td>
<td>Madagascar</td>
<td>TM</td>
<td>Turkmenistan</td>
</tr>
<tr>
<td>BE</td>
<td>Belgium</td>
<td>GN</td>
<td>Guinea</td>
<td>MK</td>
<td>The former Yugoslav Republic of Macedonia</td>
<td>TR</td>
<td>Turkey</td>
</tr>
<tr>
<td>BF</td>
<td>Burkina Faso</td>
<td>GR</td>
<td>Greece</td>
<td>ML</td>
<td>Mali</td>
<td>TT</td>
<td>Trinidad and Tobago</td>
</tr>
<tr>
<td>BG</td>
<td>Bulgaria</td>
<td>HU</td>
<td>Hungary</td>
<td>MN</td>
<td>Mongolia</td>
<td>UA</td>
<td>Ukraine</td>
</tr>
<tr>
<td>BJ</td>
<td>Benin</td>
<td>IE</td>
<td>Ireland</td>
<td>MR</td>
<td>Mauritania</td>
<td>UG</td>
<td>Uganda</td>
</tr>
<tr>
<td>BR</td>
<td>Brazil</td>
<td>IL</td>
<td>Israel</td>
<td>MW</td>
<td>Malawi</td>
<td>US</td>
<td>United States of America</td>
</tr>
<tr>
<td>BY</td>
<td>Belarus</td>
<td>IS</td>
<td>Iceland</td>
<td>MX</td>
<td>Mexico</td>
<td>UZ</td>
<td>Uzbekistan</td>
</tr>
<tr>
<td>CA</td>
<td>Canada</td>
<td>IT</td>
<td>Italy</td>
<td>NR</td>
<td>Niger</td>
<td>VN</td>
<td>Viet Nam</td>
</tr>
<tr>
<td>CF</td>
<td>Central African Republic</td>
<td>JP</td>
<td>Japan</td>
<td>NL</td>
<td>Netherlands</td>
<td>YU</td>
<td>Yugoslavia</td>
</tr>
<tr>
<td>CG</td>
<td>Congo</td>
<td>KE</td>
<td>Kenya</td>
<td>NO</td>
<td>Norway</td>
<td>ZW</td>
<td>Zimbabwe</td>
</tr>
<tr>
<td>CH</td>
<td>Switzerland</td>
<td>KG</td>
<td>Kyrgyzstan</td>
<td>NZ</td>
<td>New Zealand</td>
<td></td>
<td></td>
</tr>
<tr>
<td>CI</td>
<td>Côte d'Ivoire</td>
<td>KP</td>
<td>Democratic People's Republic of Korea</td>
<td>PL</td>
<td>Poland</td>
<td></td>
<td></td>
</tr>
<tr>
<td>CM</td>
<td>Cameroon</td>
<td>KR</td>
<td>Republic of Korea</td>
<td>PT</td>
<td>Portugal</td>
<td></td>
<td></td>
</tr>
<tr>
<td>CN</td>
<td>China</td>
<td>KZ</td>
<td>Kazakhstan</td>
<td>RO</td>
<td>Romania</td>
<td></td>
<td></td>
</tr>
<tr>
<td>CZ</td>
<td>Czech Republic</td>
<td>LC</td>
<td>Saint Lucia</td>
<td>RU</td>
<td>Russian Federation</td>
<td></td>
<td></td>
</tr>
<tr>
<td>DE</td>
<td>Germany</td>
<td>LJ</td>
<td>Liechtenstein</td>
<td>SD</td>
<td>Sudan</td>
<td></td>
<td></td>
</tr>
<tr>
<td>DK</td>
<td>Denmark</td>
<td>LK</td>
<td>Sri Lanka</td>
<td>SE</td>
<td>Sweden</td>
<td></td>
<td></td>
</tr>
<tr>
<td>EE</td>
<td>Estonia</td>
<td>LR</td>
<td>Liberia</td>
<td>SG</td>
<td>Singapore</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>
TITLE OF THE INVENTION
EVENT BASED RATE POLICING WITH A JUMPING WINDOW

CROSS REFERENCE TO RELATED APPLICATIONS
This application claims the priority of U.S. Provisional Application No. 60/105,825, filed October 27, 1998, entitled FRAME RELAY METHODS AND APPARATUS

STATEMENT REGARDING FEDERALLY SPONSORED RESEARCH OR DEVELOPMENT
N/A

BACKGROUND OF THE INVENTION

The present invention relates generally to communication systems, and more specifically to a system and method for monitoring and controlling traffic through a network device in order to protect network resources against unauthorized or malicious use.

In existing systems, access to communication networks, such as Asynchronous Transfer Mode (ATM) networks, is provided through interfaces provided in or associated with host computer systems. The interface between a host computer system and an ATM network is known as a User Network Interface (UNI). Each UNI may include one or more virtual connections ("connections") between the host computer system and other host systems. When a virtual connection is established, bandwidth may be reserved for use by the connection. Such reserved bandwidth is referred to as "guaranteed" bandwidth. An amount of bandwidth in addition to the guaranteed bandwidth may also be defined in association with a
virtual connection. Such additional bandwidth is known as "available" bandwidth. Network resources are used to support available bandwidth traffic for a virtual connection only to the extent they are not being used to support guaranteed bandwidth traffic. Guaranteed bandwidth and available bandwidth are sometimes referred to as the Committed Information Rate ("CIR") and Excess Information Rate ("EIR") of a virtual connection.

In order for multiple connections to coexist within a given network device, each connection must be monitored to determine when the amount of traffic it is carrying is exceeding its guaranteed bandwidth allocation. Otherwise, resources may be allocated to support available bandwidth traffic on a first connection that should be allocated to support guaranteed bandwidth on another connection. Accordingly, network devices such as switches provide functionality known as "rate policing" to ensure that received data units are correctly identified as being within the guaranteed bandwidth or available bandwidth of their respective connections.

In existing systems, rate policing has been performed by monitoring the amount of data that is received and accepted on a virtual connection over a fixed time period, referred to as the rate policing window. A guaranteed bandwidth data limit for the rate policing window of a given connection is determined as a function of the amount of guaranteed bandwidth for the connection, and the duration of the connection's rate policing window. When the amount of traffic received over a connection exceeds the guaranteed bandwidth data limit of the connection during a rate policing window,
any further traffic received over that connection during
the rate policing window is considered available
bandwidth traffic.

Existing rate policing systems have employed a byte
counter and a rate policing window timer to monitor the
received traffic for each connection they support. These
systems modify the counter as traffic is received to
reflect the amount of traffic received. When the value
of the byte counter for a connection indicates that the
guaranteed bandwidth limit for a rate policing window has
been reached, the rate policing function turns off the
connection, dropping any subsequent data units received
for the remainder of the rate policing window. The
amount of traffic discarded during the remainder of the
rate policing window may be counted so that it can later
be read or reported for purposes of network management.
At the end of each rate policing window, the counter for
the associated connection is set to zero and the
connection turned back on if necessary.

As the number of connections that must be supported
by a network device increases, the costs associated with
performing rate policing have become unacceptably high.
Specifically, the costs associated with providing
hardware and/or software support for periodically
resetting a separate timer and counter for each of
several thousand connections, irrespective of whether the
connections are currently being used, may be
prohibitively high.

For these reasons, it would be desirable to have a
system for performing rate policing which does not
require constant monitoring of separate timers and
counters for each of a large number of connections, including resetting such counters and timers at the end of each rate policing window. The system should further be capable of conveniently supporting large numbers of virtual connections, and operating compatibly with contemporary communications protocols such as Asynchronous Transfer Mode (ATM).

BRIEF SUMMARY OF THE INVENTION

In accordance with the invention there is disclosed a system and method for performing event-based rate policing using varying window start times. In the disclosed system, rate policing processing overhead, including counter and timer monitoring and resetting, is performed only as needed and in response to actual received traffic on each connection. As the last bit of a data unit is received from an external network, an "event time stamp" is generated and associated with the data unit, for example as part of an internal header or trailer attached to the data unit. In order to determine if a rate policing window was active when the frame was received, the event time stamp is compared with a sum of a window start time and a window period value stored in association with the connection on which the data unit was received. If the associated event time-stamp indicates a time prior to the sum of the associated window start time and window period, then a rate policing window is determined to have been active when the frame was received. In that case, rate policing is performed on the received frame with respect to the active rate
policing window. If a rate policing window was not active when the frame was received, then a new rate policing window is started, and the frame is rate policed in a new rate policing window, which is started at a time equal to the event time-stamp associated with the received frame.

In this way, there is provided a system and method for supporting rate policing which does not require constant monitoring and resetting of counters and timers for all connections. The disclosed system conveniently supports large numbers of virtual connections through a network device, and may be employed in network devices supporting various communication protocols, including Asynchronous Transfer Mode (ATM) and Frame Relay protocols.

BRIEF DESCRIPTION OF THE SEVERAL VIEWS OF THE DRAWING

The invention will be more fully understood by reference to the following detailed description of the invention in conjunction with the drawings, of which:

Fig. 1 is a block diagram showing components in an illustrative embodiment of the invention in a network switch;

Fig. 2 is a flow chart showing steps performed by the illustrative embodiment of Fig. 1 to receive and store a frame;
Fig. 3 is a flow chart showing steps performed by the illustrative embodiment of Fig. 1 to dequeue a frame for transmission;

Fig. 4 shows an illustrative format for a connection descriptor;

Fig. 5 shows an illustrative format for a queue list descriptor;

Fig. 6 shows an illustrative format for a queue descriptor;

Fig. 7 shows an illustrative format for a queue entry;

Fig. 8 shows an illustrative format for a buffer pool descriptor;

Fig. 9 shows an illustrative format for a buffer descriptor;

Fig. 10 shows an illustrative format of a scheduling table;

Fig. 11 shows steps performed to assign a connection to a QoS group in response to a connection request;

Fig. 12 shows steps performed to modify the QoS levels of one or more virtual connections;
Fig. 13 shows steps performed to determine a rate policing window in which a received data unit is to be rate policed;

Fig. 14 shows steps performed during rate policing of a received data unit;

Fig. 15 shows steps performed to determine if one or more queues in a queue list are congested;

Fig. 16 shows steps performed to selectively discard received data units in response to one or more receive queues being full; and

Fig. 17 shows steps performed to selectively enqueue received data units.

DETAILED DESCRIPTION OF THE INVENTION

Consistent with the present invention, a system and method are disclosed for storing and dequeuing received data units such that their relative priorities are efficiently preserved. As shown in Fig. 1, a network switch 10 is connected to a communications network A 12 as well as to a communications network B 14. During operation of the network switch 10, a frame 16 including a connection identifier 17, a discard enable bit 19, and data 21, is received by a receiver unit 18. The frame 16 is, for example, a frame relay frame consistent with the International Standards Organization's High-level Data Link Control (HDLC) frame format. The receiver unit 18
generates a connection handle 20 associated with the connection identifier 17. The connection handle 20 is an index identifying a connection descriptor 24 in a connection table 22. The connection descriptor 24 includes parameters describing a virtual connection on which the frame 16 was received. The connection descriptor 24 includes pointers indicating 1) a buffer pool from which buffers are to be allocated to store the frame 16, 2) a queue list 27 having a queue list descriptor 28, and 3) a queue 29 within the queue list 27. The connection identifiers contained within the connection table 22 correspond, for purposes of illustration, to what are sometimes generally referred to as DLCI (Data Link Connection Identifier) table entries. The set of virtual connections associated with a single queue list, such as queue list 27, is referred to as a Quality of Service (QoS) group.

The queue list descriptor 28 includes information related to the queue list 27, including at least one pointer to the queue descriptors 30, which are, for example, arranged in a linked list. Each of the queue descriptors 30 includes an indication of a linked list of queue entries. For example, the queue descriptor 30a includes pointers to the head and tail of a linked list of queue entries 32, shown including queue entries 32a and 32b, and the queue descriptor 30b includes pointers to a head and tail of a linked list of queue entries 34, shown including queue entry 34a and queue entry 34b. During operation, queue entries are added at the tail of a queue, and dequeued from the head.
As shown in Fig. 1, the connection descriptor 24 indicates the queue associated with the queue descriptor 30b in the queue list associated with the queue list descriptor 28. Portions of the frame 16 are stored in a linked list of frame buffers 38 associated with a queue entry 34b at the tail of the queue associated with the queue descriptor 30b. Accordingly, as illustrated in Fig. 1, the frame buffers 36 associated with the queue entry 34a store portions of another, previously received, frame.

Frame buffers for storing a received frame are allocated from a buffer pool associated with the queue list for that received frame. Accordingly, when the frame 16 is received by the network switch 10, the receiver unit 18 determines a buffer pool associated with the connection from the connection identifier 17. For example, the connection descriptor 24 located using the connection handle 20 may contain an identifier or pointer indicating one of the buffer pool descriptors 41 that is associated with a buffer pool to be used to receive the frame 16. The frame 16 is then stored within the buffer pool. Buffers storing portions of the frame are linked together in a linked list of frame buffers, shown as frame buffers 38 in Fig. 1, and associated with the queue entry 34b at the tail of the queue 29 associated with the queue descriptor 30b. The steps performed to receive the frame 16 by the network switch 10 are, for example, performed under control of the frame enqueuing logic 26, in combination with the receiver unit 18 and the rate policing logic 48. The steps performed by the frame enqueuing logic 26 are further described below with
reference to Fig. 2. The buffer accounting logic 45 maintains the buffer pools associated with the buffer pool descriptors 41, in response to allocation and deallocation of buffers by the receiver unit 18 and transmit unit 42, respectively.

As bandwidth associated with the transmit unit 42 becomes available, frames may be dequeued for subsequent transmission from queues in the queue list 27 by the queue traversal logic 40. The illustrative scheduling table 39, as further described in connection with Fig. 10, may be used to determine which QoS group is eligible to transmit next. The queues in the queue list 27 each have a priority, which may be reflected in the order of the queues within the queue list 27. For example, the first queue in the queue list is a queue having a highest relative priority with respect to other queues in the list, with subsequent queues having progressively lower priorities. Thus, in order to determine a highest priority stored frame to transmit next, the queue traversal logic 40 searches the heads of the queues in the queue list sequentially from first to last. The steps performed by the queue traversal logic 40 are further described below with reference to Fig. 3.

Also shown in Fig. 1 is a flow credit table 43. The flow credit table 43 includes a number of entries, each of which is associated with a particular QoS group. The field or fields within each flow credit table entry define the current number of transmit credits available to the associated QoS group. Accordingly, in an illustrative embodiment, the index of a flow credit table entry associated with a given QoS group is equal to or
derived from a queue list number or pointer which may be used to identify the queue list for that QoS group. In an illustrative embodiment, in which the QFC credit based flow control protocol may be used in association with at least one virtual connection, transmit credits may be associated with QFC groups. The disclosed system permits assignment of a QFC group to a QoS group.

The functions described herein as being performed by programs executing on the processor 44 and stored in the memory 46, as well as by the receiver unit 18, queue traversal logic 40, frame enqueuing logic 26, rate policing logic 48, transmit unit 42, and buffer accounting logic 45, in association with the data structures also shown in Fig. 1, may be considered to be performed by a single logical "controller". Such a controller may be embodied or implemented using various combinations of hardware components, such as Application Specific Integrated Circuits (ASICs), field programmable gate arrays, processors, state machines, or programmed controllers, and/or software. Accordingly, it should be recognized that specific functionalities described as being performed in hardware may alternatively be performed in software, and vice versa, depending on the cost and performance objectives of a specific implementation or design.

Fig. 2 shows steps performed by an illustrative embodiment of the disclosed system to receive and store a frame. The steps of Fig. 2 are, for example, performed using a combination of the receiver unit 18, frame enqueuing logic 26, and rate policing logic 48 as shown in Fig. 1. At step 50, the receiver unit 18 receives a
frame from the network A 12, and begins storing it within
the network switch 10. At step 52, the receiver unit 18
determines a length of the received frame, for example in
response to a length value stored within the frame
itself, or alternatively by counting the number of
received bytes associated with the frame. At step 54,
the receiver unit 18 determines a connection handle
associated with the received frame, for example in
response to a connection identifier contained within the
received frame. Then, using the connection handle
obtained at step 54, the receiver unit 18 obtains a
connection descriptor 24 containing information related
to the connection on which the frame was received. An
illustrative format of a connection descriptor is shown
in Fig. 4.

At step 58, the rate policing logic performs rate
policing on the received frame. During rate policing of
the received frame, the rate policing logic determines
whether the received frame is part of the guaranteed
bandwidth or available bandwidth associated with the
connection on which the frame was received. At step 60,
the rate policing logic checks the DE bit value in the
received frame. If the DE bit in the received frame is
clear, and the rate policing logic determines at step 58
that the received frame is part of the available
bandwidth associated with the connection on which the
frame was received, then, at step 60, the rate policing
logic sets the DE bit.

At step 62, the frame enqueuing logic selects one of
the queues in the queue list associated with the
connection on which the frame was received. In an
illustrative embodiment, when a virtual connection is established, it is associated with a single queue in a queue list. Different virtual connections may be associated with different queues within a single queue list, or with queues in different queue lists. Frame enqueuing logic 26 selects the associated queue for a received frame based on information contained in the connection descriptor for the connection on which the frame was received. At step 64, the frame enqueuing logic enqueues the received frame to the tail of the queue selected at step 62.

Fig. 3 shows steps performed in an illustrative embodiment of the disclosed system to dequeue a frame that has been enqueued to one of the queues in the prioritized queue list 27 as shown in Fig. 1. The steps of Fig. 3 are, for example, performed by the queue traversal logic 40 of Fig. 1 in response to a trigger event 70. Illustrative trigger events include receipt of a frame when no other frames are stored in any of the queues in the queue list, completion of a frame transmission by the transmission unit, and/or a transmission credit update when transmissions have been blocked due to insufficient transmission credits.

At step 72 the queue traversal logic 40 selects a next queue for processing, for example, the highest priority queue remaining in the queue list that has not previously been processed during the current queue list traversal. At the beginning of a queue list traversal, in an embodiment in which the queues are arranged from first to last in the queue list in order of descending priority, the queue traversal logic 40 selects a first
queue in the queue list. At step 73, the queue traversal logic 40 determines if the selected queue is empty by determining whether there is a queue entry at the head of the selected queue. If there is no entry at the head of the selected queue, step 73 is followed by step 86, otherwise step 73 is followed by step 74.

At step 74, the queue traversal logic 40 examines a queue entry at the head of the queue selected at step 72. For example, at step 74, the queue traversal logic 40 reads information regarding the frame at the head of the selected queue, such as the length of the frame and whether the frame is part of guaranteed or available bandwidth, by reading the contents of the queue entry for the frame. The queue traversal logic 40 may also or alternatively read similar information regarding the frame at the head of the queue from one or more of the frame buffers in the frame buffer list storing the frame itself.

At step 75 the queue traversal logic 40 determines whether the frame at the head of the selected queue is associated with a credit based flow control protocol, for example by reading a field within the queue entry for the frame. If so, then step 75 is followed by step 76. Otherwise, step 75 is followed by step 80.

At step 76 the queue traversal logic 40 determines whether the frame at the head of the selected queue is associated with a store and forward flow control mode. Such a determination may, for example, be made by reading a field within the queue entry for the frame. If the frame is associated with a store and forward flow control
mode, then step 76 is followed by step 78. Otherwise step 76 is followed by step 80.

At step 78 the queue traversal logic determines whether there are sufficient transmit credits associated with the queue list to transmit the frame at the head of the selected queue. The queue traversal logic may, for example, make this determination based on a length of the frame as indicated in the queue entry for the frame, together with a transmission credit counter associated with the queue list. The transmission credit counter associated with the queue list may, for example, be stored in or derived from an entry associated the queue list in the flow credit table 43, as shown in Fig. 1. Since at step 78 the frame is known to be associated with store and forward flow control, the number of available transmit credits associated with the queue list must be at least as great as the number of credits needed to transmit the complete frame for there to be sufficient transmit credits at step 78. If the queue traversal logic 40 determines at step 78 that there are not sufficient transmission credits associated with the queue list to transmit the frame at the head of the selected queue, then step 78 is followed by step 72, in which the queue traversal logic 40 selects the next highest priority queue for examination. Otherwise, step 78 is followed by step 80.

At step 80, the queue traversal logic 40 determines whether the frame at the head of the queue selected at step 72 is part of the guaranteed bandwidth for the connection on which the frame was received. For example, the queue traversal logic 40 may, at step 80, examine the
contents of the queue entry for the frame at the head of the queue selected at step 72 in order to determine if that frame is part of any such guaranteed bandwidth. Indication of whether a frame is part of the guaranteed bandwidth for the connection on which it was received may, for example, be written to the queue entry for that frame by the rate policing logic 48, as shown in Fig. 1. If the queue traversal logic determines at step 80 that the frame at the head of the queue selected at step 72 is part of the guaranteed bandwidth for the connection on which it was received, then step 80 is followed by step 82, in which the frame is dequeued for future transmission. Otherwise, step 80 is followed by step 81. At step 81, the queue traversal logic determines whether indication of a frame has previously been stored in a set-aside buffer during the current queue list traversal. If so, then step 81 is followed by step 86. Otherwise, step 81 is followed by step 84. Since at step 84 the frame at the head of the queue selected at step 72 is known to not be within the guaranteed bandwidth for the connection on which it was received, the frame is set aside, to be dequeued in the event that no guaranteed bandwidth frame at the head of a queue in the queue list can be dequeued. At step 84, the frame may be set aside, for example, by storing an indication, such as a pointer, identifying the frame for future reference, into the set-aside buffer. Accordingly, step 84 is only performed once per queue list traversal. In this way, once a non-guaranteed bandwidth frame has been set aside, it will not be replaced by any non-guaranteed bandwidth frame.
from a subsequently traversed, lower priority queue in the queue list. Step 84 is followed by step 86.

At step 86, the queue traversal logic 40 determines whether the queue selected at step 72 is the last queue in the queue list. If not, then step 86 is followed by step 72, in which the queue traversal logic 40 selects the next highest priority queue in the queue list for examination. Otherwise, step 86 is followed by step 87, in which the queue traversal logic 40 determines whether a frame has been set aside during the current queue list traversal. If a frame has been set aside during the current queue list traversal, then step 87 is followed step 88, in which the queue traversal logic dequeues the previously set-aside frame. Such a set-aside frame is, accordingly, the highest priority, non-guaranteed bandwidth frame which either may immediately be transmitted in part, or for which sufficient transmission credits are currently available to completely transmit. If no frame has been set aside during the current queue list traversal, then step 87 is followed by step 89, since there is no frame to dequeue.

Fig. 4 shows an illustrative format of a connection descriptor 100, including fields for storing information related to an associated virtual connection. The connection descriptor 100 is shown including a buffer pool identifier 102, for indicating receive buffer memory associated with the connection. Buffers may be allocated from a buffer pool associated with the connection to store received frames associated with the connection. A queue list identifier 104 indicates a queue list associated with the connection. Frames received over the
associated connection are enqueued to a queue within the queue list indicated by the queue list identifier 104. The specific queue within the queue list to which such received frames are enqueued is indicated by a queue identifier 106.

Further in the connection descriptor 100, a QFC enable field 108 indicates whether a credit based flow control protocol, such as Quantum Flow Control (QFC), is to be applied to frames received over the associated connection. A flow control mode field 110 indicates whether a store and forward or cut-through flow control mode is to be used for frames received over the connection. In general, because the cut-through flow control mode permits transmission of a frame to begin before the transmitter has sufficient flow control credits to transmit the complete frame, it is used to support those connections which are relatively more delay sensitive. Because connections which employ cut-through flow control may create head of queue blocking, performance of lower priority connections using store and forward flow control may suffer as a result. Accordingly, store and forward flow control is generally used for connections which are relatively less delay sensitive.

Other fields within the connection descriptor format 100 shown in Fig. 4 include an interval active field 112. The interval active field 112 may be used to store an indication of whether a rate policing timing interval is currently active. An interval start time 114 is used by the rate policing logic to store a start time of the most recent rate policing timing interval. The assigned Bc
field 116 is used to store a level or amount of guaranteed bandwidth (also sometimes referred to as "committed bandwidth", "committed throughput", or "committed information rate (CIR)"), that has been assigned to the associated connection. Similarly, the assigned Be field 118 stores a level or amount of available bandwidth (also sometimes referred to as "excess bandwidth" or "excess throughput"), that has been assigned to the associated connection. Current amounts of received guaranteed bandwidth and received available bandwidth for the connection associated with the connection descriptor 100, with regard to a current rate policing interval, are stored in the current Bc and current Be fields 120 and 122 respectively. A rate policing mode field 124 stores an indication of a rate policing mode to be used for the connection associated with the connection descriptor 100. An interval duration field 125 is used to store the rate policing interval duration to be used for performing rate policing on the virtual connection associated with the connection descriptor 100. Steps performed in an illustrative rate policing mode are described in connection with Fig. 14 below.

Fig. 5 shows an illustrative format for a queue list descriptor 140, used by the disclosed system to store information related to a queue list, such as the queue list 27 shown in Fig. 1. The queue list descriptor 140 includes a head pointer 142 indicating a head of a linked list of queue descriptors for the queues in the queue list associated with the queue list descriptor 140. A queue list congested count field 144 may be used to store
a count of the number of high priority queues in the associated queue list which are currently congested. When this field is non-zero, all queues in the associated queue list implement congestion avoidance and only enqueue guaranteed bandwidth data units. A queue list queue size field 146 is used to store the number of queues in the associated queue list, and a queue list frame size limit field 148 may be used to store a maximum number of data units allowed on all queues contained within the associated queue list. If there is no such limit, the field 148 contains a value of zero.

Fig. 6 shows an illustrative format for a queue descriptor 160 corresponding to the queue descriptors 30 shown in Fig. 1. Consistent with storing the queue descriptors of a queue in a linked list, the next queue descriptor pointer field 162 contains a pointer to a next queue descriptor. The head pointer field 164 contains a pointer to a queue entry representing a data unit stored at the head of the queue associated with the queue descriptor 160.

A queue high water mark field 168 is provided to store a high water mark against which the queue size is compared. If the associated queue is not marked as congested, and the queue size reaches the high watermark, the queue is marked as congested by writing the queue congested field 180 with a predetermined value indicating that the queue is now congested. A queue low water mark field 170 is used to store a queue size low watermark, against which the queue size is compared. If the associated queue is marked as congested, and the queue size falls to the low watermark, the queue congested
field 180 is written with another predetermined value indicating that the queue is no longer congested.

A queue size limit field 172 may be used to store a value indicating a maximum amount of information which may be stored in the associated queue. For example, the field 172 may be used to store a value indicating a maximum number of fixed sized data units, such as cells, which may be stored in buffers associated with queue entries in the queue. A queue size field 174 may be used to store a current size of the associated queue, for example, in terms of cells, bytes, or other units. In this way the disclosed system determines the amount of received data currently stored in frame buffers associated with the queue entries of the queue. The frame enqueuing logic 26 increments this field as data units are enqueued, and the queue traversal logic 40 decrements this field as data units are dequeued.

The queue descriptor 160 is further shown including a time-stamp range selection field 176. The time-stamp range selection field 176 may be used to store a value indicating a time-stamp range for all frames stored on the associated queue. The value stored in the time-stamp range selection field 176 is copied to the buffer descriptor (see Fig. 9) for the first frame buffer of each frame stored in the queue as received frames are enqueued by the frame enqueuing logic 26.

The queue descriptor 160 is further shown including a queue list congestion enable field 178. The value stored in the queue list congestion enable field 178 indicates whether the entire queue list will be marked as congested if the queue associated with the queue
descriptor 160 becomes congested. A tail pointer field 182 stores a pointer to a queue entry in the associated queue which is at the tail of the queue. The queue enable field 184 may be used to store a value indicating whether frames may be enqueued to the queue associated with the queue descriptor 160. When the value stored in the queue enable field 184 indicates that frames cannot be enqueued to the queue associated with the queue descriptor 160, received frames associated with the queue are discarded.

Fig. 7 shows an illustrative format of a queue entry 200. The queue entry 200 shown in Fig. 7 corresponds to the queue entries 32 and 34 shown in Fig. 1. A next queue entry pointer field 202 in the queue entry format 200 stores a pointer to a next queue entry residing on the same queue as the queue entry 200. A flow control mode field 204 indicates whether the frame associated with the queue entry 200 stores a data unit associated with cut-through or store-and-forward flow control mode. A QFC enable field 206 is used to store an indication of whether the data unit associated with the queue entry 200 is being sent over a QFC connection. When the QFC enable field 206 indicates that the associated frame is being sent over a QFC connection, then QFC flow control is applied to the frame.

As further shown in the queue entry format 200 of Fig. 7, a DE bit field 208 indicates whether or not the DE bit in the associated frame is set. If the DE bit field 208 indicates that the DE bit in the associated frame is set, then the frame is considered part of the available bandwidth traffic for the associated
connection. The DE bit field 208 may be set either as a result of the original DE bit value in the received data unit being set, or as a result of modification of the DE bit value in the received frame by the rate policing logic 48. If the DE bit field 208 indicates that the DE bit is not set, then the associated frame is considered to be guaranteed bandwidth traffic. A frame pointer field 210 stores a pointer to a first frame buffer storing a portion of a frame associated with the queue entry 200.

An illustrative format for a buffer pool descriptor 211 is shown in Fig. 8. The buffer pool descriptor 211 shown in Fig. 8, for example, corresponds to the buffer pool descriptors 41 shown in Fig. 1. Initial values for the fields shown in the buffer pool descriptor 211 may be written by software executing on the processor 44 shown in Fig. 1. As shown in Fig. 8, the buffer pool descriptor 211 includes a buffer pool enable field 212, a current individual buffer count field 213, a current shared buffer count field 214, and an assigned shared buffer count field 215. The value of the buffer pool enable field 212 indicates whether a buffer pool associated with the buffer pool descriptor 211 is available for crediting and debiting of buffers. The value of the current individual buffer count field 213 indicates the number of dedicated buffers currently available to this buffer pool. The dedicated buffers associated with a buffer pool are available exclusively to the QoS group associated with that buffer pool, and are not shared with other QoS groups. The value of this field is decremented each time the associated buffer pool
is debited, for example, by the frame enqueuing logic 26 of Fig. 1 in response to use of a dedicated buffer from the associated buffer pool to store a portion of a received data unit. The value of this field may be incremented each time the associated buffer pool is credited, for example, by the transmit unit 42 when a received frame stored in a dedicated buffer is transmitted out of the network switch 10 as shown in Fig. 1.

The value of the current shared buffer count field 214 indicates the number of shared buffers currently available to the buffer pool associated with the buffer pool descriptor 211. Shared buffers available to the associated buffer pool may also be used by QoS groups associated with other buffer pools. The value of the current shared buffer count field 214 may be incremented and decremented in response to shared buffers being added and removed from the pool, for example, by the transmit unit 42 and frame enqueuing logic 26 as shown in Fig. 1 respectively.

The value of the assigned shared buffer count 215 indicates the number of shared buffers assigned to the associated buffer pool. This value is the number of buffers within the buffer pool which may be shared with other buffer pools. In an illustrative embodiment, in which the buffer pool of a buffer is indicated by a field within the buffer descriptor for that buffer, the value of the current shared buffer count is compared to the value of the assigned shared buffer count field 215 during returns of buffers to the associated buffer pool.
If the values are equal, the value of the current individual buffer count field 213 is incremented.

Fig. 9 shows an illustrative format of a buffer descriptor 220 corresponding to the frame buffers 36 and 38 shown in Fig. 1. A next buffer pointer field 222 indicates the address of a next frame buffer in a multi-buffer frame. A byte-count field 224 stores a value indicating the number of bytes of a data unit that are stored in the frame buffer associated with the buffer descriptor 220.

A time-stamp range selection field 226 stores an acceptable range with respect to the frame time-stamp that was written in the time-stamp field 228 by the frame enqueuing logic 26 as the data unit was received. If the difference between the value in the time-stamp field 228 and a current time, for example, determined when the data unit is dequeued, does not fall within the range indicated by the value in the time-stamp range selection field 226, then the data unit is considered to have timed-out, and is discarded. The difference between the value in the time-stamp field 228 and the current time may also be considered the "age" of the data unit. The time-stamp selection field 176 stores values associated with the following meanings: 1) time-stamping disabled; 2) relatively low range data unit ages permitted, for example less than 1 second; 3) relatively mid-range of data unit ages permitted, for example less than 32-seconds; and 4) relatively high range of data unit ages permitted, for example less than 17 minutes.

The EOP ("end of packet") field 230 may be used to store an indication that the frame buffer associated with
the buffer descriptor 220 is the last buffer of a frame. The SOP field 232 may be used to store a value indicating that the frame buffer associated with the buffer descriptor 220 is the first buffer of a frame. Where both the EOP field 230 and SOP field 232 are asserted, then the frame is contained in a single buffer. Indication of the buffer pool from which the buffer associated with the buffer descriptor 220 was allocated may also be stored in the buffer descriptor 220. Such an indication may be used during buffer returns in order to identify the proper buffer pool that a buffer is to be returned to.

An illustrative format of a scheduling table 240 is shown in Fig. 10. The scheduling table 240 of Fig. 10 corresponds to the scheduling table 39 as shown in Fig. 1. As shown in Fig. 10, the scheduling table 240 includes a number of entries 241, shown as entries 241a through 241g. Each of the entries 241 includes indication of a quality of service (QoS) group, for example, including a pointer or other indication of the queue list descriptor for the queue list of that QoS group. As shown in Fig. 10, entry 241a indicates QoS group A, entry 241b indicates QoS group B, entries 241c and 241d indicates QoS group C and so on. A given QoS group may be allocated one or more entries in the scheduling table 240, depending on the priority of the QoS group.

Each entry in the scheduling table 240 represents a portion of bandwidth on an output link associated with the scheduling table 240. Accordingly, QoS groups associated with greater number of entries in the
scheduling table 240 will be allocated a greater proportion of the bandwidth of the associated output link. In this way a greater amount of output link bandwidth may be allocated to QoS groups associated with relatively higher QoS levels. The values in the scheduling table 240 are, for example, loaded by software executing on the microprocessor 44 as shown in Fig. 1.

Fig. 11 illustrates steps performed by software executing on the microprocessor 44 as shown in Fig. 1, in order to service a request to establish a new virtual connection. At step 250, the software receives a connection request 250. The connection request, for example, includes an indication of one or more QoS parameters. At step 252, the software determines whether the QoS level indicated in the connection request 250 is equivalent to a QoS level associated with an existing QoS group. If so, step 252 is followed by step 254, in which a new virtual connection is established and added to the existing QoS group identified at step 252. Otherwise, at step 256, the software forms a new QoS group to support the QoS level in the connection request 250.

A series of steps performed by the software executing on microprocessor 44 shown in Fig. 1 in order to process a request to modify the QoS of one or more established virtual connections is shown in Fig. 12. The software receives a QoS modification request at step 260. At step 262, the software identifies a QoS group containing the virtual connections which are indicated by the QoS modification request received at step 260. At step 264, the software modifies the QoS of a QoS group in the event that all virtual connections indicated in the
QoS modification request received at step 260 are contained within that one QoS group, and the QoS group contains no other virtual connections. If no such QoS group is identified, then the software forms a new QoS group with the requested modified QoS levels, and assigns the existing virtual connection to the newly formed QoS group.

Fig. 13 shows steps performed in an illustrative embodiment of the disclosed system to perform event based rate policing. The steps shown in Fig. 13, are for example, performed by the rate policing logic 48 shown in Fig. 1, in cooperation with the other elements including data structures, also shown in Fig. 1. At step 300, the system receives a data unit, which is to be rate policed.

At step 302, the disclosed system generates an event time stamp, which is associated with the received data unit at step 304. Steps 300, 302, and 304 are, for example, performed by the receiver unit 18 as shown in Fig. 1. The association of the event time stamps with the received data unit at step 304 may be performed in various ways. In an illustrative embodiment, the event time stamp is written into a field within a buffer descriptor storing a first portion of the data unit received at step 300. The time stamp field 228 in the buffer descriptor 220 as described in connection with Fig. 9 may be used for this purpose. Alternatively, the time stamp may be associated with the received data unit by writing the time stamp into a field within an internal data unit header, as would be stored within the buffer itself which stores a first portion of the received data unit.
At step 306, the disclosed system generates a rate policing window end time. For example, to generate the rate policing window end time at step 306, a rate policing window start time is added to a rate policing window duration associated with the virtual connection on which the data unit was received at step 300. Such values may be indicated within fields of the connection descriptor for that virtual connection. The connection descriptor 100 as shown in Fig. 4, includes an interval start time field 114, which may be used to store a current rate policing window associated with the virtual connection for that connection descriptor. Similarly, the interval duration field 125, shown in the connection descriptor format 100 of Fig. 4, stores a value indicating the duration of the rate policing window for the virtual connection associated with that connection descriptor. Step 306 is performed, for example, by the rate policing logic 48 as shown in Fig. 1.

At step 308, the rate policing logic 48 determines whether the event time stamp associated with the received data unit is greater than the rate policing window end time generated at step 306. If so, step 308 is followed by step 310 in which the rate policing logic 48 starts a new rate-policing window. Otherwise step 308 is followed by step 312, in which the rate policing logic 48 performs rate policing on the received data unit within the current rate-policing window. Within step 310, the rate policing logic 48 starts a new rate policing window by writing the event time stamp generated at step 302 into the interval start time field 114 within the connection descriptor 100 as illustrated in Fig. 4. The step 310
further includes restarting a rate policing window associated with the virtual connection. Further at step 310 rate policing of the data unit received at step 300 is performed within the newly started rate policing window.

Fig. 14, illustrates one illustrative rate policing mode supported by the rate policing logic 48 to rate police a received data unit. The disclosed system may be embodied having multiple alternative rate policing modes. Such alternative rate policing modes may be chosen on a per connection basis, for example in response to setting of values within the rate policing mode field 124 in the connection descriptor 100 as shown in Fig. 4 by program code executing on the processor 44. Accordingly, the steps of Fig. 14, show an example of one rate policing technique, which may be one of several embodied in the rate policing logic 48.

At step 320, as shown in Fig. 14, the disclosed system receives a data unit. Step 320 may, for example, be performed by the receiver unit 18 as shown in Fig. 1. At step 326, the system determines whether a discard enabled indication is present within the received data unit. Such a discard-enabled indication may consist of an asserted DE bit within the received data unit. If a discard-enabled indication is found at step 326, then step 326 is followed by step 334. Otherwise, step 326 is followed by step 328. At step 328, the rate policing logic 48 determines whether there is sufficient guaranteed bandwidth available within the rate-policing window for the virtual connection associated with the received data unit to accept the data unit. If so, then
step 328 is followed by step 332, in which the rate policing logic 48 accepts the received data unit and modifies the appropriate guaranteed bandwidth counter or counters. For example, as shown in Fig. 4, a current committed information byte count field 120 within the connection descriptor associated with the virtual connection may be incremented by the number of bytes in the data unit received at step 320. Alternatively, the number of bytes in the data unit received at 320 may be decremented from the current committed bytes received field 120 in the case where that field is initialized to a maximum number of guaranteed bandwidth bytes that may be received within a single rate policing window for the virtual connection. Within step 332, the step of accepting the data unit may for example, include enqueuing one or more receive buffers storing the data unit to a receive queue within a queue list associated with the connection on which the data unit was received.

If the rate policing logic 48 determines there is not sufficient guaranteed bandwidth available within the rate-policing window for the virtual connection associated with the received data unit to accept the received data unit, then step 328 is followed by step 334. At step 334, the rate policing logic 48 determines whether there is sufficient available bandwidth associated with the virtual connection on which the data unit was received at step 320 to accept the data unit. For example, the rate policing logic may compare a length of the received data unit to a value indicating the amount of available bandwidth remaining within the rate policing window for the associated virtual connection, as
found in a current available bandwidth counter stored in association with that virtual connection. Such a value may be determined in an illustrative embodiment by finding a difference between the current available bandwidth received counter 122 and the assigned available bandwidth field 118 shown in Fig. 4. If the rate policing logic 48 determines that there is sufficient available bandwidth to accept the data unit at step 334, step 334 is followed by step 336. At step 336 a discard indication associated with the received data unit is set if such an indication was not set in the data unit when it was received. Step 336 is followed by step 338. If the rate policing logic 48 determines there is not sufficient available bandwidth to accept the data unit at step 334, then step 334 is followed by step 340, in which the rate policing logic discards the data unit, and increments a dropped bytes counter associated with the virtual connection on which the data unit was received.

In another rate policing mode that may be supported by the rate policing logic 48, a single data unit may be allocated both guaranteed bandwidth and available bandwidth from a single virtual connection. In such a case, the respective received byte counters associated with guaranteed and available bandwidth for the connection would be incremented according to the number of bytes from each that were used to receive the data unit.

Fig. 15 through Fig. 17 show steps performed by the disclosed system to manage congestion experienced by data units received within the network switch 10 as shown in Fig. 1. At step 350 in Fig. 15, a trigger event occurs
which causes the disclosed system to begin performing steps associated with congestion management. Such a trigger event may, for example consist of receipt of a data unit, expiration of a timer, transmission of a data unit, or some other appropriate event. The steps triggered by the trigger event 350 may be performed by the queue traversal logic 40, frame enqueuing logic 26, and/or the transmit unit 42 as shown in Fig. 1. As shown in Fig. 15, the steps performed in response to the trigger event 350 are applied to a single queue within a queue list. Such a single queue, for example, may be selected based on the queue and queue list indicated by a connection descriptor associated with a virtual connection on which a data unit was received by the receiver unit 18 as shown in Fig. 1.

At step 352, a current queue length of the selected queue is compared with a high water mark associated with the selected queue. At step 354, a determination is made as to whether the current length of the selected queue is equal to or greater than the high water mark associated with the selected queue. If the current length of the selected queue is greater than or equal to the associated high water mark, then step 354 is followed by step 356. Otherwise, step 354 is followed by 362, and the steps are complete. At step 356, a determination is made as to whether the selected queue is a high priority queue. If so, then step 356 is followed by step 360, in which the queue list to which the queue belongs is marked as congested. If the selected queue is not a high priority queue then step 356 is followed by step 358, in which the selected queue itself is marked as congested. For
purposes of illustration, a queue may be marked as congested through writing a predetermined value to the queue congestion field 180 within the associated queue descriptor 160 as shown in Fig. 6. A queue list may be marked as congested by incrementing the queue list congested count field 144 of the associated queue list descriptor 140 as shown in Fig. 4. Both steps 358 and 360 are followed by step 362, and checking of the queue is complete. A queue may be considered to be high priority for purposes of the comparison at step 356 if the queue is the highest priority queue within its queue list, or alternatively, if the queue is within some predetermined number of highest priority queues within its queue list.

Fig. 16 illustrates steps performed by the disclosed system to manage congestion within the network switch 10 as shown in Fig. 1 in response to receipt of a data unit as shown in step 364. The steps shown in Fig. 16 may be performed by the queue traversal logic 40 as shown in Fig. 1. At step 366, the disclosed system determines an associated queue list and queue for the virtual connection on which the data unit was received at step 364. At step 368, a determination is made as to whether the associated queue is full, for example, in response to the contents of queue size field 174 and queue size limit field 172 in the queue's queue descriptor 160 as shown in Fig. 6. If not, then at step 370, for example, the disclosed system checks the queue list and queue associated with the virtual connection for the data unit for indications of congestion. An example of steps
performed within step 370 is illustrated by the flow chart shown in Fig. 17.

At step 372, a determination is made as to whether a discard enabled indication, such as a set DE bit, is contained within or associated with the data unit received at step 364. If so, then step 372 is followed by step 374 in which the data unit is dropped. Otherwise, step 372 is followed by step 376, in which the disclosed system drops one or more data units stored at the head of the queue associated with the virtual connection of the received data unit. Step 376 is followed by step 378, in which the received data unit is enqueued at the tail of the queue associated with the virtual connection of the received data unit.

Fig. 17 shows steps performed in an illustrative embodiment of the disclosed system to determine whether a queue list and/or queue associated with a received data unit are congested. At step 390 a data unit is received, and at step 392 an associated queue list and queue for the virtual connection on which the data unit was received are identified. At step 394, the system determines whether the queue list associated with the virtual connection identified at step 392 is congested, for example in response to the value of the queue list congested count field 144 in the queue list descriptor 140 associated with the queue list. If so, step 394 is followed by step 398. Otherwise, step 394 is followed by step 396, in which the system determines whether the queue associated with the virtual connection for the received data unit is congested, for example, in response to the value of the queue congestion field 180 as shown
in the queue descriptor 160 of Fig. 6. If so, step 396 is followed by step 398. Otherwise, step 396 is followed by step 402, in which the received data unit is enqueued at the tail of the queue associated with the virtual connection on which it was received. At step 398, a determination is made as to whether a discard enable indication, such as a set DE bit, is contained within or associated with the received data unit. If not, step 398 is followed by step 402. Otherwise, step 398 is followed by step 400, in which the received data unit is discarded.

Those skilled in the art should readily appreciate that the invention may be embodied in part or in whole using hardware components such as Application Specific Integrated Circuits or other hardware, or some combination of hardware components and software.

While the invention is described through the above exemplary embodiments, it will be understood by those of ordinary skill in the art that modifications to and variations of the illustrated embodiments may be made without departing from the inventive concepts herein disclosed. Specifically, while the preferred embodiments are disclosed with reference to messages passed between users of a computer network, the invention may be employed in any context in which messages are passed between communicating entities. Moreover, while the preferred embodiments are described in connection with various illustrative data structures, one skilled in the art will recognize that the system may be embodied using a variety of specific data structures. Accordingly, the
invention should not be viewed as limited except by the scope and spirit of the appended claims.
What is claimed is:

1. A method of performing event-based rate policing, comprising:
   receiving a data unit;
   generating an event time stamp reflecting a time at which said data unit was received;
   associating said event time stamp with said data unit;
   generating a rate policing window end time by adding a rate policing window start time to a rate policing window duration;
   comparing said event time stamp with said rate policing window end time; and
   starting, in the event that said event time stamp indicates a time subsequent to said rate policing window end time, a new rate policing window.

2. The method of claim 1, wherein said data unit is received on a virtual connection, and wherein said rate policing window start time, said rate policing window end time, said rate policing window duration, and said new rate policing window are associated with said virtual connection.

3. The method of claim 2, further comprising:
   performing, in the event said event time stamp does not indicate a time subsequent to said rate policing window end time, rate policing on said data unit, said
rate policing including determining whether said data unit is part of a guaranteed bandwidth of said virtual connection.

4. The method of claim 3, further comprising:
   writing, in the event that said data unit is not part of said guaranteed bandwidth of said virtual connection, a discard enabled indicator associated with said data unit.

5. The method of claim 4, wherein said discard enabled indicator is a discard enabled bit within said data unit.

6. The method of claim 4, wherein said discard enabled indicator is a flag in a descriptor data structure associated with at least one memory buffer storing said data unit.

7. The method of claim 2, wherein said starting said new rate policing window includes setting said rate policing window start time associated with said virtual connection equal to said event time time stamp.

8. The method of claim 2, wherein said starting said new rate policing window includes setting a field associated with said virtual connection to a predetermined value.

9. The method of claim 8, wherein said predetermined value represents the maximum amount of data which may be received using guaranteed bandwidth over said connection during said rate policing window duration.
10. The method of claim 8, wherein said predetermined value is zero.

11. A system for performing event-based rate policing, comprising:
receiver logic operable to receive a data unit, generate an event time stamp reflecting a time at which said data was received, and associate said event time stamp with said data unit; and
rate policing logic operable to
generate a rate policing window end time by adding a rate policing window start time to a rate policing window duration,
compare said event time stamp with rate policing window end time, and
start, in the event that said event time stamp indicates a time subsequent to said rate policing window end time, a new rate policing window.

12. The system of claim 11, wherein said data unit is received on a virtual connection, and wherein said rate policing window start time, said rate policing window end time, said rate policing window duration, and said new rate policing window are associated with said virtual connection.

13. The system of claim 11, wherein said rate policing logic is further operable to perform, in the event said event time stamp does not indicate a time subsequent to said rate policing window end time, rate policing on said
data unit, said rate policing including determining whether said data unit is part of a guaranteed bandwidth of said virtual connection.

14. The system of claim 13, wherein said rate policing logic is further operable to write, in the event that said data unit is not part of said guaranteed bandwidth of said virtual connection, a discard enabled indicator associated with said data unit.

15. The system of claim 14, wherein said discard enabled indicator is a discard enabled bit within said data unit.

16. The system of claim 14, wherein said discard enabled indicator is a flag in a descriptor data structure associated with at least one memory buffer storing said data unit.

17. The system of claim 12, wherein said rate policing logic is further operable to set said rate policing window start time associated with said virtual connection equal to said event time stamp when starting said new rate policing window.

18. The system of claim 12, wherein said rate policing logic is further operable to set a byte count field associated with said virtual connection to a predetermined value when starting said new rate policing window.
19. The system of claim 18, wherein said predetermined value represents the maximum amount of data which may be received using guaranteed bandwidth over said connection during said rate policing window duration.

20. The system of claim 18, wherein said predetermined value is zero.

21. A system for performing event-based rate policing, comprising:
   means for receiving a data unit;
   means for generating an event time stamp reflecting a time at which said data was received;
   means for associating said event time stamp with said data unit;
   means for generating a rate policing window end time by adding a rate policing window start time to a rate policing window duration;
   means for comparing said event time stamp with rate policing window end time; and
   means for starting, in the event that said event time stamp indicates a time subsequent to said rate policing window end time, a new rate policing window.
Receive Frame

Determine Frame Length

Determine Connection Handle

Obtain Connection Descriptor

Determine if Frame is Within Guaranteed Bandwidth

Check DE Bit Value and Modify if Necessary

Select Queue With Appropriate Priority

Enqueue Frame to Selected Queue

Fig. 2
Trigger Event

Select Next Highest Priority Queue

Entry at Head of Queue?

Examine Entry at Head of Queue

Credit Based Flow Control?

Store & Forward?

Guaranteed Bandwidth

Is a Frame Already in Set Aside Buffer?

Dequeue Frame

Set Aside Frame

Last Queue in List?

Is a Frame in Set Aside Buffer?

Dequeue Set Aside Frame

Set Aside Frame

Nothing to Dequeue

Fig. 3
### Fig. 4

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Buffer Pool ID</td>
<td>102</td>
</tr>
<tr>
<td>Queue List ID</td>
<td>104</td>
</tr>
<tr>
<td>Queue ID</td>
<td>106</td>
</tr>
<tr>
<td>QFC Enable</td>
<td>108</td>
</tr>
<tr>
<td>Flow Control Mode</td>
<td>110</td>
</tr>
<tr>
<td>Interval Active</td>
<td>112</td>
</tr>
<tr>
<td>Interval Start Time</td>
<td>114</td>
</tr>
<tr>
<td>Assigned Bc</td>
<td>116</td>
</tr>
<tr>
<td>Assigned Be</td>
<td>118</td>
</tr>
<tr>
<td>Current Bc</td>
<td>120</td>
</tr>
<tr>
<td>Current Be</td>
<td>122</td>
</tr>
<tr>
<td>Rate Policing Mode</td>
<td>124</td>
</tr>
<tr>
<td>Interval Duration</td>
<td>125</td>
</tr>
</tbody>
</table>

Connection Descriptor 100

### Fig. 5

<table>
<thead>
<tr>
<th>Parameter</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Head Pointer</td>
<td>142</td>
</tr>
<tr>
<td>Queue List Congested Count</td>
<td>144</td>
</tr>
<tr>
<td>Queue List Queue Size</td>
<td>146</td>
</tr>
<tr>
<td>Queue List Frame Size Limit</td>
<td>148</td>
</tr>
</tbody>
</table>

Queue List Descriptor 140
### Fig. 6

<table>
<thead>
<tr>
<th>Description</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Next Queue Descriptor Pointer</td>
<td>162</td>
</tr>
<tr>
<td>Head Pointer</td>
<td>164</td>
</tr>
<tr>
<td>Queue High Water Mark</td>
<td>168</td>
</tr>
<tr>
<td>Queue Low Water Mark</td>
<td>170</td>
</tr>
<tr>
<td>Queue Size Limit</td>
<td>172</td>
</tr>
<tr>
<td>Queue Size</td>
<td>174</td>
</tr>
<tr>
<td>Time Stamp Selection</td>
<td>176</td>
</tr>
<tr>
<td>Queue List Congestion Enable</td>
<td>178</td>
</tr>
<tr>
<td>Queue Congestion</td>
<td>180</td>
</tr>
<tr>
<td>Tail Pointer</td>
<td>182</td>
</tr>
<tr>
<td>Queue Enable</td>
<td>184</td>
</tr>
</tbody>
</table>

### Fig. 7

<table>
<thead>
<tr>
<th>Description</th>
<th>Value</th>
</tr>
</thead>
<tbody>
<tr>
<td>Next Queue Entry Pointer</td>
<td>202</td>
</tr>
<tr>
<td>Flow Control Mode</td>
<td>204</td>
</tr>
<tr>
<td>QFC Enable</td>
<td>206</td>
</tr>
<tr>
<td>DE Bit</td>
<td>208</td>
</tr>
<tr>
<td>Frame Pointer</td>
<td>210</td>
</tr>
</tbody>
</table>

Queue Entry 200
<table>
<thead>
<tr>
<th>Buffer Pool Enable</th>
<th>212</th>
</tr>
</thead>
<tbody>
<tr>
<td>Current Individual Buffer Count</td>
<td>213</td>
</tr>
<tr>
<td>Current Shared Buffer Count</td>
<td>214</td>
</tr>
<tr>
<td>Assigned Shared Buffer Count</td>
<td>215</td>
</tr>
</tbody>
</table>

**Fig. 8**

<table>
<thead>
<tr>
<th>Next Buffer Pointer</th>
<th>222</th>
</tr>
</thead>
<tbody>
<tr>
<td>Byte Count</td>
<td>224</td>
</tr>
<tr>
<td>Time Stamp Range Selection</td>
<td>226</td>
</tr>
<tr>
<td>Time Stamp</td>
<td>228</td>
</tr>
<tr>
<td>EOP</td>
<td>230</td>
</tr>
<tr>
<td>SOP</td>
<td>232</td>
</tr>
</tbody>
</table>

**Fig. 9**
Fig. 10

Connection Request

QoS Equal to Existing QoS Group QoS?

Form New QoS Group to Support Requested QoS

Add New virtual Connection to Existing QoS Group

Fig. 11
Fig. 12

QoS Modification Request

Identify QoS Group

Modify QoS Group or Form New QoS Group

Fig. 13

Receive Data Unit

Generate Event Time Stamp

Associate Event Time Stamp with Received Data Unit

Generate Rate Policing Window End Time

Event Time Stamp Greater than Window End Time?

Start New Rate Policing Window

Perform Rate Policing in the New Rate Policing Window

Perform Rate Policing on Data Unit in Current Rate Policing Window
Receive Data Unit

DE Bit Set? 326

Yes

No

Guaranteed Bandwidth Available to Accept Data Unit? 328

No

Sufficient Available Bandwidth to Accept Data Unit? 334

Yes

Set DE Bit if not Already Set 336

Accept Data Unit and Modify Available Bandwidth Received Counter 338

No

Accept Data Unit and Modify Guaranteed Bandwidth Received Counter 332

No

Discard Data Unit and Increment Dropped Bytes Counter 340

Fig. 14
Trigger Event 350

Compare Current Queue Length with Queue High Water Mark 352

Current Length Equal to or Greater Than High Water Mark? 354

Yes

High Priority Queue? 356

No

Mark Queue As Congested 358

Done 362

Yes

Mark Queue List As Congested 360

Fig. 15
Receive Data Unit 364

Determine Associated Queue List and Queue 366

Queue Full? 368

Yes

Discard Enabled Indication in Data Unit? 372

Yes

Drop Data Unit 374

No

Drop Data Unit at Head of Queue 376

Enqueue Data Unit at Tail of Queue 378

No
Receive Data Unit 390

Determine Associated Queue List and Queue 392

Queue List Congested? 394

Yes

No

Queue Congested? 396

Yes

No

Discard Enabled Indication in Data Unit? 398

Yes

Drop Data Unit 400

No

Enqueue Data Unit at Tail of Queue 402

Fig. 17
A. CLASSIFICATION OF SUBJECT MATTER
IPC(6): H04J 3/14; H04L 12/56
According to International Patent Classification (IPC) or to both national classification and IPC

B. FIELDS SEARCHED
Minimum documentation searched (classification system followed by classification symbols)

Documentation searched other than minimum documentation to the extent that such documents are included in the fields searched

Electronic data base consulted during the international search (name of data base and, where practicable, search terms used)
EAST

C. DOCUMENTS CONSIDERED TO BE RELEVANT

<table>
<thead>
<tr>
<th>Category</th>
<th>Citation of document, with indication, where appropriate, of the relevant passages</th>
<th>Relevant to claim No.</th>
</tr>
</thead>
<tbody>
<tr>
<td>A</td>
<td>US 5,524,006 A (HLUCHYJ et al.) 04 June 1996, All</td>
<td>1-21</td>
</tr>
<tr>
<td>A</td>
<td>US 5,666,353 A (KLAUSMEIER et al) 09 September 1997, All</td>
<td>1-21</td>
</tr>
<tr>
<td>A</td>
<td>US 5,541,913 A (WITTERS et al) 30 July 1996, All</td>
<td>1-21</td>
</tr>
</tbody>
</table>

Further documents are listed in the continuation of Box C. See patent family annex.

<table>
<thead>
<tr>
<th>Special categories of cited documents:</th>
</tr>
</thead>
<tbody>
<tr>
<td>&quot;A&quot; document defining the general state of the art which is not considered to be of particular relevance</td>
</tr>
<tr>
<td>&quot;E&quot; earlier document published on or after the international filing date</td>
</tr>
<tr>
<td>&quot;L&quot; document which may throw doubts on priority claim(s) or which is cited to establish the publication date of another citation or other special reason (as specified)</td>
</tr>
<tr>
<td>&quot;O&quot; document referring to an oral disclosure, use, exhibition or other means</td>
</tr>
<tr>
<td>&quot;P&quot; document published prior to the international filing date but later than the priority date claimed</td>
</tr>
<tr>
<td>&quot;T&quot; later document published after the international filing date or priority date and not in conflict with the application but cited to understand the principle or theory underlying the invention</td>
</tr>
<tr>
<td>&quot;X&quot; documents of particular relevance; the claimed invention cannot be considered novel or cannot be considered to involve an inventive step when the document is taken alone</td>
</tr>
<tr>
<td>&quot;Y&quot; documents of particular relevance; the claimed invention cannot be considered to involve an inventive step when the document is combined with one or more other such documents, such combination being obvious to a person skilled in the art</td>
</tr>
<tr>
<td>&quot;&amp;&quot; document member of the same patent family</td>
</tr>
</tbody>
</table>

Date of the actual completion of the international search: 08 FEBRUARY 2000

Date of mailing of the international search report: 23 FEB 2000

Name and mailing address of the ISA/US Commissioner of Patents and Trademarks
Box PCT
Washington, D.C. 20231
Facsimile No. (703) 305-3230

Authorized officer
KENNETH VANDERPuye
Telephone No. (703) 305-9703

Form PCT/ISA/210 (second sheet) (July 1992)*