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METHOD FOR PROVIDING 
SIMULTANEOUS PARALLEL SECURE 
COMMAND EXECUTION ON MULTIPLE 

REMOTE HOSTS 

RELATED APPLICATIONS 

This patent application is a continuation-in-part of appli 
cation, Ser. No. 09/309,695, filed May 11, 1999, now U.S. 
Pat. No. 6,198.824 and which is a continuation of applica 
tion, Ser. No. 08/799,402, filed Feb. 12, 1997, now U.S. Pat. 
No. 5,923,756, all of which were invented by the inventor 
named herein and are hereby incorporated by reference. 

BACKGROUND OF THE INVENTION 

The present invention relates generally to improving the 
security of data transmission between computers using a 
non-secure network and, more particularly, to methods and 
systems for improving the integrity and security of messages 
transmitted between a client and one or more destination 
servers via a network server as part of a distributed computer 
system. 
A distributed computer system contains multiple distinct 

and interconnected computers. One simple example of a 
general-purpose distributed system is a networked system 
containing several workstations and servers interconnected 
through a network. Networks are popular because they allow 
organizations to share information and resources. Further 
more, in a networked system, if one computer breaks, or 
“crashes, the others may continue to operate. 
The type, cost and reliability of the manner of intercon 

nection can be important considerations in networked sys 
tems. Large networks over relatively short distances typi 
cally use local area networks (LAN), such as an Ethernet or 
a Token Ring, that permit communications between a num 
ber of different computers on one or more wires. The use of 
modems allows computer networks to be created over a 
larger area, because the connections can be made over data 
links, such as telephone lines. Wide area networks (WAN) 
typically use a combination of fiber optic and copper wire 
telephone lines as well as microwave links and satellites to 
connect several smaller LANs. Networks within networks 
are often referred to as internetworks. 

Computer networks, particularly internetworks, can be 
Vulnerable to security breaches. The degree of security of 
each component in the network differs, in part because each 
entity may be protected by varying layers of physical and 
operational Security. Furthermore, each component or net 
work in an internetwork may be owned or controlled by 
different organizations whose security practices differ 
widely. The interconnections between the computers may be 
similarly non-secure. Since some part of the network may 
use physically non-secure links, such as telephone lines or 
microwave links, hackers and interlopers may eavesdrop or 
intercept communications over the telephone lines and 
modify them according to their wishes or copy them for later 
use. Interlopers who copy login and/or command informa 
tion have the potential to use that information to gain access 
to other computers on the network. 

Network security is typically based on at least three 
general concepts. For every request to do an operation, Such 
as execute a diagnostic routine or perform a remote login, 
the network 1) authenticates the request; 2) controls access 
via access control criteria; and 3) audits every request to 
detect unauthorized uses. 
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Authentication is the process of verifying the identity of 

a user initiating a request. One common example of authen 
tication is the use of a password at the time of login. Upon 
receiving a username and password from a user, a host 
computer retrieves the password associated with the user 
name in a password file, and if the Supplied password 
matches the password associated with that username, the 
host computer allows access. In the situation just described, 
however, it is assumed that the user and host are commu 
nicating over a secure connection; otherwise, interlopers 
could intercept the communications from the user to the host 
and steal the username and password information. The 
interloper could then illegally access the host at a later time 
by using the stolen username and password information. 

In a networked system with multiple interconnected com 
puters, a first computer may request service from a second 
or destination server through an intermediate server. This 
first computer is typically called a client. In order to receive 
service from a destination server, the client must begin by 
authenticating itself to the destination server. Because the 
client may be communicating with the destination server 
over a non-secure line, however, the client cannot simply 
send a password in the clear. Instead, the client and the 
destination server may engage in a multiple query and 
response exchange, constituting an authentication process, 
which will convince the destination server that the request 
ing client is an authorized user. 
The prior art includes examples of encryption-based 

authentication processes that can be used to authenticate a 
client to such a server. Such authentication processes can be 
based on public-key or secret-key encryption systems. In a 
typical secret-key authentication scheme, each authorized 
party possesses a secret key that is known only by the party 
and is registered with a trusted third party or authentication 
server. The authentication server maintains a list of regis 
tered parties and secret keys and, therefore, must be physi 
cally secure. By contrast, in a public-key authentication 
system, each party has a public key and a private key. The 
public key is posted; the private key is known only to the 
party. 
One example of a secret-key based network authentica 

tion system is the trusted third-party authentication service 
called Kerberos. Network services and clients (principals) 
requiring authentication register with a Kerberos security 
server and receive a secret key, where the key (or a pass 
phrase from which it can be derived) is known only to the 
principal and the Kerberos security servers. Kerberos also 
generates temporary session keys that can be used to encrypt 
messages between two registered Kerberos principals (users 
or hosts). A typical Kerberos Software package is Kerberos 
Version 5 from Project Athena at the Massachusetts Institute 
of Technology (MIT). The Kerberos authentication scheme 
also is discussed in J. Kohl and C. Neuman, The Network 
Authentication Service (V5), Request for Comments: 1510 
(September 1993). Kerberos and other trusted third-party 
private authentication schemes can allow for secure access 
between two principals. 

Other prior art systems have been developed to address 
network security issues. For example, the Secure Sockets 
Layer (SSL) has been designed specifically to protect the 
information being transmitted across the Internet by using 
encryption. Both the client and the destination server must 
Support SSL. SSL is application independent and operates 
above the Transport layer, meaning that it can operate under 
application protocols, such as HTTP, File Transfer Protocol 
(FTP), telnet, Network News Transport Protocol (NNTP), 
and Simple Mail Transport Protocol (SMTP). SSL supports 
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several cryptographic algorithms to support the authentica 
tion and encryption functions between the client and the 
SeVe. 

A current trend in distributed system development is the 
concept of managed hosts. In a managed host system, a 
client will access a network server and, via the network 
server, request access to one or more second servers, which 
may be referred to as the remote hosts, or the managed hosts. 
In larger networks, the network server may be acting as a 
gateway and proxy for a large number of clients to each 
access a large number of destination servers. In the case 
where a client requests that an operation be performed on a 
large number of destination servers, it is often a requirement 
that the total elapsed time for completion of these operations 
be significantly less than the time it would take to perform 
the operations on each destination server individually and 
sequentially. In order for the transaction from a client to a 
destination server to be secure, both the transactions 
between the client and the network server and the transac 
tions between the network server and the destination server 
should be secured by a network authentication and encryp 
tion process. 

In a certificate-based authentication scheme, all entities 
that wish to communicate with one another must register 
with a third party called a certificate authority. The certifi 
cate authority verifies the identity of the registering party 
and issues certificates that the parties can then use to 
authenticate themselves to other registered parties. There are 
many certificate authorities offering suitable certificates of 
authentication including, for example, those provided by 
Verisign, Baltimore Technologies, and RSA Laboratories. 

There are a number of problems associated with simply 
using one type of authentication process to secure the 
transactions between the client and network server and the 
transactions between the network server and the destination 
server. Use of this system, for example, would require that 
the network server, all clients and all destination servers 
possess certificates ultimately traceable to the same top-level 
certification authority. Furthermore, each individual user of 
a client system must be issued a client certificate. If the client 
certificates were stored on the individual workstations, the 
client would be restricted to using only particular worksta 
tions. If the client certificates were stored on a portable 
media, Such as diskettes, they would be subject to loss or 
theft, decreasing the security of the overall network system. 
Moreover, client workstations may be any one of a number 
of different hardware devices, such as personal computers 
(PCs) or Macintoshes, running a variety of different oper 
ating systems, such as UNIX or DOS, and there is no single 
medium supported by all the varieties of clients. In sum 
mary, use of a certificate authentication scheme between the 
client and the network server would be administratively 
difficult to support. 

If Kerberos authentication for all transactions is used, 
each client workstation is required to possess the Software 
necessary to communicate with the key distribution center. 
This approach encounters problems including that of pro 
viding many different versions of the software to support the 
many varieties of clients. 

If one authentication scheme is used to secure transactions 
between the client and the network server, while another 
authentication scheme is used to secure transactions between 
the network server and the destination servers, then in 
transactions between the client and the destination server, 
the network server must act as a proxy for the client, and it 
may sometimes be undesirable to require the network server 
to perform client authentication. Since, by using two differ 
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4 
ent authentication schemes, the client would not be authen 
ticating itself to the destination server directly, the network 
server needs to act as if it has the identity and memory of the 
client server. 

In server-to-server transactions, the user typically has 
directly logged on to the network server using a shell or 
command interpreter program. The shell program creates 
records on the network server that maintain a record of the 
user's identity, authentication credentials, and use (i.e., time 
and date). As long as the user is logged on, the shell or 
command interpreter program exists. In contrast, in a client 
to-managed host transaction, the shell logon program is 
active on the client computer, but not on the server. The 
network server, instead, is interfacing with a key distribution 
center, or authentication server, on behalf of the client. To do 
this, a network server configured as a World Wide Web 
server creates and executes transient processes (such as 
when an HTTP Common Gateway Interface (CGI) request 
is executed) to query the key distribution center. These 
temporary processes must assume in some sense the identity 
of the user for the length of the transaction. Once their 
function is complete, however, these transient processes 
terminate and disappear, resulting in the loss of any identity 
or session state data they may have acquired. 
When a network server does not maintain any information 

on a client once it has finished processing a request by the 
client, the server is described as stateless. A stateless file 
server avoids retaining client information by deriving infor 
mation about files and positions within files from the request 
itself. A state-based server (e.g., one that stores file infor 
mation in volatile memory) loses the information when the 
server crashes. In addition, if the client fails, the server may 
be unaware that the client is no longer using the space 
allocated to retain information needed for the transactions 
and may be unable to reclaim the space. In contrast, fol 
lowing the crash of a client or server, the stateless server 
need only respond to the last fully self-contained request 
from the client to continue the operation. In a UNIX 
operating environment, the UNIX processes (e.g., daemons) 
are sometimes State-based. Individual transient processes, 
however, are not persistent and, therefore, cannot maintain 
long-term state information internally. 

There is a need, therefore, for a method of and system for 
increasing security of transactions involving multiple net 
worked computers, and for increasing security of transac 
tions involving one or more clients that send commands to 
one or more managed hosts via an intermediate server over 
a non-secure network, such as the Internet. 

There is also a need for a method of and system for 
increasing security of transactions involving a client, a 
network server, and one or more managed hosts, where the 
client is not restricted to one of a limited subset of devices 
or operating systems because of interoperability or admin 
istration concerns. 

Moreover, a need exists for a method of and system for 
increasing security of transactions involving a client, a 
network server, and one or more managed hosts, where the 
increased security is attained by using an SSL protocol for 
communications between the client and the network server, 
a Kerberos authentication system is used to authenticate the 
identity of the client to the managed host(s) and the managed 
host(s) to the client, and the client communicates with the 
managed host(s) through a non-secure network connection, 
Such as the Internet. 

Further, a need exists for a method of an system for 
allowing transactions from a network server, on behalf of 
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one or more clients, to large numbers of managed hosts, to 
proceed simultaneously and in parallel. 

Needs also exist to allow many varieties of clients to 
communicate with one or more destination servers via a 
network server over a non-secure network connection using 
authentication protocols and to allow transmission of data or 
commands over a non-secure computer network from a 
client to a destination server via a network server. 

Another desire is for a system and method to allow 
necessary client information to pass to the network server 
with each transaction so that the network server may access 
the destination server(s) on behalf of the client. 

Further features and advantages of the present invention 
will become apparent from the following drawings and 
detailed description of the preferred embodiments. 

SUMMARY OF THE INVENTION 

Systems and methods consistent with the present inven 
tion increase security of data transmissions between a client, 
a network server and one or more managed hosts using a 
nonsecure network, Such as the Internet. After establishing a 
secure network connection between a client and a network 
server, a secure authentication protocol is used to obtain at 
the network server client-authenticating information from a 
key distribution center. The client-authenticating informa 
tion is transmitted from the network server to the client and 
erased from the network server. The client-identifying infor 
mation is transmitted back to the network server from the 
client along with a message for the destination server(s). 
Credentials are obtained to access the destination server(s) 
from the key distribution center over the non-secure network 
using the secure authentication protocol. At the destination 
server(s), the identity of the client accessing the destination 
server(s) is validated using the message. The destination 
server is accessed with the message if the client's authori 
Zation is properly validated. 

Establishing the secure network connection between the 
client and the network server can use the Secure Sockets 
Layer (SSL) protocol. Obtaining client-authenticating infor 
mation and securing the network connection between the 
network server and the destination server(s) can use the 
Kerberos authentication protocol. Access to the destination 
server(s) by authenticated users can be controlled by access 
control lists on the destination server(s). 

Systems and methods consistent with the present inven 
tion facilitate the execution of commands on large numbers 
of remote computers simultaneously and in a secure manner. 
In accordance with the purpose of the invention as embodied 
and broadly described herein, a method provides secure 
communication of commands from a client to multiple hosts 
via a network server. The method includes receiving at least 
one command from the client, initiating one or more remote 
execution processes for processing the at least one com 
mand, and transmitting the at least one command to one or 
more of the hosts via the one or more remote execution 
processes. The method further includes obtaining, from the 
one or more remote execution processes, data associated 
with the one or more hosts executing the at least one 
command, formatting the data, and sending the formatted 
data to the client. 

In another implementation consistent with the present 
invention, a computer-readable medium stores instructions 
executable by one or more processors for performing a 
method for secure communication of messages from a client 
to multiple hosts via a network server. The computer 
readable medium includes instructions for acquiring at least 
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6 
one message from the client; instructions for initiating one 
or more remote execution processes for processing the at 
least one message; instructions for transmitting the at least 
one message to one or more of the hosts via the one or more 
remote execution processes; instructions for obtaining, from 
the one or more remote execution processes, data associated 
with the one or more hosts processing the at least one 
message; and instructions for transmitting the data to the 
client. 

In a further implementation consistent with the present 
invention, a network server communicates with one or more 
clients and multiple hosts. The network server includes 
remote execution processes, a service interface, and a par 
allel execution utility. The service interface receives mes 
sages from the clients and transmits data associated with the 
messages to the clients. The parallel execution utility ini 
tiates one or more of the remote execution processes to 
process the messages from the clients, transmits the mes 
sages to one or more of the hosts via the one or more remote 
execution processes, obtains, from the one or more remote 
execution processes, data associated with the one or more 
hosts processing the messages, and provides the data to the 
service interface. 

BRIEF DESCRIPTION OF THE DRAWINGS 

The accompanying drawings, which are incorporated in 
and constitute a part of the specification, illustrate presently 
preferred embodiments of the invention and, together with 
the general description given above and the detailed descrip 
tion of the preferred embodiments given below, serve to 
explain the invention. 

FIG. 1 is a block diagram of one system that may be used 
to implement the present invention; 

FIG. 2 is a more detailed block diagram of the client and 
network server of FIG. 1; 

FIG. 3 is a more detailed block diagram of the client, 
network server, key distribution center, and destination 
server of FIG. 1; 

FIG. 4 is a block diagram of another system that may be 
used to implement the present invention; 

FIGS. 5A-5B are flow charts showing the operation of the 
system of FIG. 4 in accordance with the present invention; 

FIGS. 6A-6B are block diagrams showing additional 
aspects of the system of FIG. 4; 

FIGS. 7A-7E are flow charts showing the operation of the 
system of FIGS. 6A and 6B in accordance with the present 
invention; 

FIG. 8 is a flow chart of exemplary processing of a 
parallel execution utility according to an implementation 
consistent with the present invention; and 

FIGS. 9A 9E are flow charts of exemplary processing of 
an alarm event handler in accordance with an implementa 
tion consistent with the present invention. 

DETAILED DESCRIPTION OF THE 
INVENTION 

The following detailed description of the invention refers 
to the accompanying drawings. The same reference numbers 
in different drawings identify the same or similar elements. 
Also, the following detailed description does not limit the 
invention. Instead, the scope of the invention is defined by 
the appended claims and equivalents. 
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A. Exemplary System 
A method and apparatus useful to implement the present 

invention will first be discussed in general with reference to 
FIGS. 1, 2, and 3. 
As shown in FIG. 1, the present invention uses a client 

workstation (indicated generally as client 200), which can 
be, by way of example only, a personal computer (PC) 
running Microsoft Windows95, Windows 98, Windows2000, 
or WindowsNT, a Macintosh or a UNIX workstation. Client 
200 may connect to a non-secure network 250 (such as the 
Internet) via data link 202. A network server 300, which 
communicates with client 200 along non-secure network 
connection 250, can, by way of example only, be a UNIX 
server. Network server 300 may connect to non-secure 
network connection 250 via data link 204 as well as a second 
non-secure network connection 350 via suitable data link 
302 and a third non-secure network connection 450 via 
suitable data link 304. One or more destination servers 500 
communicate with network server 300, also through the 
non-secure network connection 450, via data link 360. 
Destination server 500 can be, by way of example only, a 
UNIX server. A key distribution center (KDC) 400, which 
validates requests to establish proper identity, is likewise in 
communication with network server 300 through data link 
370 and non-secure network connection 350. 

It is to be understood that FIG. 1 describes an exemplary 
network where each of the hardware components may be 
implemented by conventional, commercially available com 
puter systems. Data links 202, 204, 302,304,360, and 370 
can be any suitable communications medium, Such as, for 
example, data links using modems. Also, by way of example 
only, each computer or server can operate using an operating 
system, such as UNIX. 

Additionally, network server 300 and KDC 400 may 
contain information that can be used to compromise the 
security of the system. Therefore, physical access to network 
server 300 and KDC 400 should be adequately controlled. 

1. Establishing a Secure Network Connection between a 
Client and a Network Server 
As used herein, it is to be understood that the term 

“secure,” as applied to network server 300, destination 
server 500, and KDC 400, means that information stored in 
the servers is accessible under normal, expected operating 
conditions only by suitably authorized individuals. 

In the embodiment of FIG. 1, client 200 and network 
server 300 communicate via non-secure network 250. Client 
200 may connect to non-secure network 250 via data link 
202 that, by way of example only, may be a TCP/IP network 
connection. Network server 300 may connect to non-secure 
network 250 via data link 204, which also may be a TCP/IP 
network connection. To enhance message privacy and integ 
rity, client 200 and network server 300 preferably commu 
nicate using a secure authentication and/or encryption pro 
tocol to establish a secure network connection between 
client 200 and network server 300. Any suitably reliable, 
publicly available authentication protocol may be used, 
provided that Such protocol is capable of Successfully prov 
ing the identity of network server 300 to client 200 to, 
thereby, result in confidence on the part of client 200 that 
future communications are with network server 300 and not 
Some impersonating entity. 
The authentication protocol preferably also produces a 

session key that is known only to client 200 and network 
server 300 and can be used to encrypt subsequent transac 
tions between client 200 and network server 300. One 
example of Such an authentication protocol that has been 
developed specifically for use with TCP/IP Internet connec 
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8 
tions is the publicly available SSL protocol, Version 3.0, 
developed by Netscape Communications Corporation. 

FIG. 2 shows in more detail one embodiment of the 
manner in which communications can be carried out 
between client 200 and network server 300. As shown in 
FIG. 2, client 200, which can include a web browser 205, 
initiates a request for authenticated secure access to the web 
server 305 of network server 300 as indicated by arrow 206. 
Client 200 may be operating any publicly available web 
browser software package, such as, for example, Netscape 
Navigator. Because the request may be transmitted in the 
clear across a non-secure communications link, the request 
at 206 should not contain login or password information. 
Web server 305 of network server 300 responds to the 

request at 206 by transmitting information back to web 
browser 205 that may be used to authenticate the identity of 
network server 300 to client 200 and support generation of 
additional information that may be used to encrypt future 
transmissions between client 200 and network server 300. If, 
for example, an SSL transaction is employed in the system 
of FIG. 2, web server 305 may send web browser 205, as 
indicated by arrow 208, a certificate that includes network 
server 300's public key and an identifier indicating a cryp 
tographic algorithm supported by network server 300. 
To properly establish the connection, network server 300 

and client 200 perform a handshake process indicated at 
arrow 210 that, if successfully completed, provides both 
client 200 and network server 300 with a session key known 
only to network server 300 and client 200. This session key 
can be used to encrypt future transactions between network 
server 300 and client 200. In the handshake process of SSL, 
for example, client 200 creates a session key, encrypts the 
session key using one of the cryptographic algorithms 
indicated by network server 300 in the certificate and the 
public key sent by network server 300, and sends the 
encrypted session key to network server 300. After receiving 
the encrypted session key, network server 300 authenticates 
itself to client 200 by decrypting this session key and 
returning to client 200 a message encrypted with the under 
lying session key. 
When the handshake indicated at arrow 210 successfully 

completes, client 200 and server 300 continue to use the 
session key to encrypt future transactions. As depicted 
generally in FIG. 1, the connection 202 and 204 between 
client 200 and server 300 are, therefore, protected to the 
degree of Security achieved by the encryption algorithm. 
Once an appropriately secure network connection is 

established between client 200 and network server 300, web 
server 305 sends a login form to client 200, and as indicated 
at 212, client 200, returns login data consisting of the name 
and password of a Kerberos principal to web server 305. 

2. Authenticating a Client to a Key Distribution Center 
and Obtaining Client-Authenticating Information from the 
Key Distribution Center 

FIG. 3 depicts, by way of example only, the process of 
obtaining client-authenticating information from KDC 400 
over a non-secure TCP/IP network 350, such as the Internet, 
that may later be used to establish that network server 300 
is acting on behalf of the Kerberos user principal. Other 
publicly available secure authentication protocols may be 
used. The security of the system, however, may be enhanced 
further by implementing an authentication protocol that 
incorporates the use of timestamps. Timestamps can be used 
to restrict replay attacks, or the recording of some portion of 
an authentication protocol sequence and use of old messages 
at a later date to compromise the authentication protocol. 
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One example of a publicly available authentication pro 
tocol using timestamps is Kerberos Version 5 developed by 
Project Athena at MIT. The preferred embodiment as 
described below assumes the use of Kerberos Version 5. The 
details of this authentication procedure follow. 5 
Once web server 305 receives encrypted login informa 

tion from web browser 205 as indicated by arrow 356, 
network server 300 passes the Kerberos user principal name 
of client 200 and a request for a permission indicator to KDC 
400 over non-secure network 350 as indicated by arrow 352. 10 
Upon receiving the request for a permission indicator, the 
KDC 400 generates a KDC session key for protecting 
transactions between network server 300 and KDC 400. 

Using client 200’s Kerberos user principal name, the 
KDC 400 extracts client 200’s secret key from key database 15 
405, which stores secret keys used by KDC 400 and other 
properly registered clients. Using client 200’s secret key, the 
KDC 400 then encrypts one copy of the KDC session key 
and creates a permission indicator, which would typically 
include by way of example only, a timestamp, client 200's 20 
user name and network address, and another copy of the 
KDC session key. This permission indicator may be used 
later by client 200 to authenticate itself to KDC 400. The 
permission indicator is encrypted with KDC 400's private 
key, which is known only to KDC 400. KDC 400, therefore, 25 
can later decrypt the permission indicator to verify its 
authenticity. 
KDC 400 then sends both the encrypted session key and 

the permission indicator back to the network server 300, as 
indicated at arrow 354. Network server 300 receives the 30 
encrypted information from KDC 400, and decrypts the 
KDC session key using client 200’s user key. In one 
embodiment, the client user key is a one-way hash of client 
200's password and other information, so the network server 
300 may derive the user key by hashing client 200’s pass- 35 
word. Both the permission indicator and the KDC session 
key are stored in credentials cache 320. 
Web server 305 encodes the contents of the credentials 

cache 320 and, as indicated at arrow 357, sends the contents 
of the credentials cache 320 to web browser 205. The 40 
authenticating information that may have resided in the 
network server 300 is then erased or otherwise deleted. 
Thereafter, in order for client 200 to continue with the 
transaction, client 200 will have to refresh the memory of 
network server 300. If a hacker or interloper managed to 45 
gain access to network server 300 while information was 
stored in credentials cache 320, only the permission indica 
tor and session key could be obtained, because the Kerberos 
password is destroyed after being used. This information 
would be of limited value, however, because the permission 50 
indicator, in the preferred embodiment, would contain a 
date/time stamp and would become worthless after a speci 
fied period of time, usually relatively short, has elapsed. 

3. Sending a Command to a Destination Server 
After encoding credentials cache information from cache 55 

320, client 200 can send this cache information along with 
a message. Such as one or more commands ultimately 
intended for one or more destination servers 500, to the 
network server 300 as indicated at arrow 358. Network 
server 300 decodes the encoded credentials cache informa- 60 
tion and stores the permission indicator and KDC session 
key in a credentials cache 330. Although this credentials 
cache 330 is not the same as credentials cache 320, which is 
described above, the data therein is the same. In actuality, 
the information could be stored in the same location on the 65 
same physical storage device, although as a practical matter 
this may be highly unlikely. 

10 
As indicated at arrow 360, network server 300 now sends 

the permission indicator encrypted by the session key to 
KDC 400, along with authenticator(s) and request(s) to 
access destination server(s) 500. This authenticator(s) con 
tain the Kerberos user principal name and a time stamp, 
encrypted using the KDC session key. KDC 400 decrypts the 
permission indicator using the KDC secret key to obtain the 
KDC session key and a validity period. If the KDC 400 
successfully decrypts the KDC session key and validity 
period, the KDC 400 is assured that the permission indicator 
is the same one that it issued earlier. 
The KDC 400 then uses the KDC session key to decrypt 

the authenticator(s) to obtain the Kerberos user principal 
name and a time stamp. If the time stamp is within the 
validity period, the KDC 400 generates access indicator(s). 
The access indicator(s) typically would include the Kerberos 
user principal name, a validity period, and a server session 
key for use between network server 300 and destination 
server(s) 500, all of which has been encrypted with the 
private key of the destination server(s) 500. KDC 400 then 
sends to network server 300 the encrypted access 
indicator(s), and copy(ies) of the server session key(s) 
encrypted using the KDC session key, as indicated at arrow 
362. 

Thereafter, network server 300 decrypts the copy(ies) of 
the server session key(s) that are encrypted using the KDC 
session key. Network server 300 then encrypts the 
message(s) or command(s), using the server session key(s) 
and, as indicated at arrow 364, sends the encrypted 
message(s) along with the access indicator(s) and new 
authenticator(s) to destination server(s) 500 via non-secure 
network 450. Destination server(s) 500 may use its own 
private key to decrypt and obtain the server session key(s). 
By using the server session key(s), known only to desti 

nation server(s) 500 and the network server 300, the authen 
ticity of the identity of client 200 can be validated at 
destination server(s) 500. The destination server(s) 500 can 
then trust the integrity of the message, such as a command, 
from client 200, thereby permitting access to server 500 if 
validation is correct. Destination server(s) 500 can compare 
the identity of client 200 to a list of access control criteria 
(ACL) that can be stored in ACL file 505 in destination 
server(s) 500. 
B. Exemplary Processing 
A more detailed embodiment of the present invention, in 

particular an embodiment using a Kerberos authentication 
process, is depicted in FIGS. 4 through 9E. FIG. 4, in 
conjunction with the flowchart of FIGS. 5A-5B, describes 
the details of a login process. Once login has been properly 
achieved, FIGS. 6A and 6B, in conjunction with FIGS. 
7A 7E, describe the details of how a command is issued 
from one or more clients to one or more destination servers 
acting as one or more managed hosts. The flow chart of FIG. 
8 describes exemplary processing of a parallel execution 
utility according to an implementation consistent with the 
present invention. The flow chart of FIGS. 9A-9E describes 
exemplary processing of an alarm event handler in accor 
dance with an implementation consistent with the present 
invention. 

1. The Login Procedure 
With reference now to FIG. 4, client 600 includes web 

browser 620. The single client 600 represents one or more 
clients that include one or more web browsers 620. Web 
browser 620 communicates with network server 700. 
As will be further described below, arrows 630, 635, 637, 

and 640 indicate the exchange of information between web 
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browser 620 and web server 720 of network server 700. Web 
server 720 exchanges information with a first CGI Service 
Interface 740, as indicated by arrows 750 and 760. CGI 
Service Interface 740 can be a process initiated by web 
server 720. As indicated by arrows 800, 810, and 820, CGI 
Service Interface 740 in turn exchanges information with 
Kerberos Initialization Client 780, which can be a process 
initiated by CGI Service Interface 740. Network Server 700 
further includes credentials cache 830, which receives infor 
mation from Kerberos Initialization Client 780, as indicated 
by arrow 810, and sends information to CGI Service Inter 
face 740, as indicated by arrow 820. 
As shown by arrows 880 and 890, network server 700, 

and in particular the Kerberos Initialization Client 780, 
communicates with a Kerberos server 840. In this embodi 
ment, Kerberos server 840 includes a Key Distribution 
Center (KDC) 900 that has access to Kerberos database 910, 
as indicated by arrow 920. Kerberos Server 840 can be a 
group of processes running on the same computer as the 
network server 700 or on a different computer. 
The flowchart of FIGS. 5A-5B further describes how the 

system of FIG. 4 accomplishes the login procedure. Web 
browser 620 sends an HTTP or S-HTTP request to web 
server 720, as indicated by arrow 630. Box 601). Web 
server 720 responds with a certificate to web browser 620. 
This certificate contains the network server's public key and 
a list of one or more cryptographic algorithms that the 
network server 700 supports and, by way of example only, 
may resemble an ITU X.509 standard certificate. Web server 
720 may also establish an SSL encrypted connection with 
Web browser 620, and send a login form to browser 620, as 
indicated by arrow 635. Box 602. 

In response, web browser 620 submits login data back to 
web server 720 that may include, in this example, the user 
name and password of a Kerberos principal, as indicated by 
arrow 637. Box 603. 
Web server 720 executes CGI Service Interface 740. The 

login data is passed from web server 720 to CGI Service 
Interface 740 over a standard input, as indicated by arrow 
750. Box 604. The CGI Service Interface 740 process may 
include a transient process that passes login information to 
the Kerberos Initialization Client 780. More specifically, the 
CGI Service Interface 740 executes the Kerberos Initializa 
tion Client 780. Login data is passed as input parameters 
over a standard input to the Kerberos Initialization Client 
780 from CGI Service Interface 740, as indicated by arrow 
800. Box 605. The Kerberos Initialization Client 780 sends 
a request for a ticket-granting ticket (TGT) to Key Distri 
bution Center (KDC) 900 of Kerberos Server 840, as indi 
cated by arrow 880. Box 606. 

In other words, the Kerberos Initialization Client 780 
initiates a request to the KDC 900 for a permission indicator 
that includes, for example, the TGT. As already explained 
above, the permission indicator contains information that 
may be used during future transactions with KDC 900 for 
proper authentication. 
KDC 900 extracts the user key for the Kerberos principal 

from Kerberos database 910, as indicated by arrow 920. 
Box 607. In the Kerberos application, client 600's secret 
key is preferably a secure one-way hash of client 600's 
password. Then, the KDC 900 sends the TGT, along with a 
KDC session key encrypted with the user key, back to the 
Kerberos Initialization Client, as indicated by arrow 890. 
Box 608. 
The Kerberos Initialization Client 780 uses client 600's 

password to generate the user key, decrypts the KDC session 
key with the user key, stores the TGT and KDC session key 
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12 
in credentials cache 830, as indicated by arrow 810, and then 
exits. Box 609. Credentials cache 830 is a data storage 
device used in the processing of the transaction that makes 
this data available to the CGI Service Interface 740. 
CGI Service Interface 740 ASCII- and URL-encodes the 

information in credentials cache 830, as indicated by arrow 
820. Box 610. The CGI Service Interface 740 then sends 
the encoded credentials cache information and a command 
form to web server 720, as indicated by arrow 760, destroys 
the credentials cache 830, then exits. Box 611. Web server 
720 sends the encoded credentials cache information and the 
command form to web browser 620, as indicated by arrow 
640. Box 612. 

In other words, once the Initialization Client 780 stores 
the information in the credentials cache 830, the Initializa 
tion Client 780 exits. Because the Initialization Client 780 
embodies a transient process, all data that it contains would 
normally be erased. A permission indicator and KDC session 
key, however, are temporarily stored in the credentials cache 
830. The CGI Interface 740 extracts the contents of the 
credentials cache 830 and ASCII- and URL-encodes the 
contents. The CGI Interface 740 is also a transient process, 
and it is, therefore, necessary to extract and pass the infor 
mation to web server 720 before exiting. 
The web server 720 encrypts the encoded credentials 

cache information and sends the data to the web browser 
620, as well as a command form. Once the network server 
700 sends the data to the client 600, all transient processes 
that handled the data exit and terminate and consequently, all 
authenticating information about client 600 is erased or 
removed. In order for client 600 to continue with the 
transaction, client 600 will have to refresh the memory of the 
server 720 and continue the second phase of the authenti 
cation process. Because there is no information relating to 
the transactions residing on the network server 700 during 
the time period in between transactions, if an unauthorized 
individual manages to improperly access the network server 
700, as already explained above, any information obtained 
would be of limited value and the integrity of the system 
would be retained. 

2. Issuing a Command 
Once proper login has been accomplished as described 

with respect to FIGS. 4 and 5A-5B, one or more commands 
can be issued from client 600 to one or more managed hosts 
1200, as will be described with regard to FIGS. 6A-6B and 
7A 7E. Reference numbers in FIGS. 6A-6B and 7A-7E 
correspond to like structure and steps in FIGS. 4 and 5A-5B. 

With reference now to FIG. 6A, web browser 620 of client 
600 communicates with web server 720 of network server 
700, as indicated by arrows 638 and 639. Web server 720 
exchanges data with CGI Service Interface 1000, as indi 
cated by arrows 1010 and 1020. CGI interface 1000 passes 
command data to one or more Secure Remote Execution 
(SRE) Clients 1040 via a Parallel Execution Utility 10, as 
indicated by arrows 1060 and 1061. The SRE Client 1040 
may include a process initiated by the Parallel Execution 
Utility 10. The Parallel Execution Utility 10 may be a 
process initiated by CGI Service Interface 1000. The Parallel 
Execution Utility 10 may facilitate the issuance of com 
mands and/or data to one or more managed hosts 1200 (FIG. 
6B) via one or more SRE Clients 1040. 
CGI Service Interface 1000 also passes data to credentials 

cache 1080, as indicated at arrow 1090, and credentials 
cache 1080 in turn passes data including the TGT to the SRE 
Client(s) 1040 as shown by arrow 1100. SRE Client(s) 1040 
communicate with the KDC 900 of Kerberos Server 840, as 
indicated by arrows 1110 and 1120. 
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The SRE Client(s) 1040 can also send data to one or more 
Managed Hosts 1200 (FIG. 6B), as shown by arrows 1240, 
1260 and 1264. More specifically, the SRE Client(s) 1040 
send data to Internet Super-Daemon(s) 1280, as shown by 
arrow 1240, and also to the Secure Remote Execution 
Daemon(s) 1290, as shown by arrows 1260 and 1264. 
Internet Super-Daemon(s) 1280 may include persistent dae 
mon process(es). Secure Remote Execution Daemon(s) 
1290 may include process(es) initiated by Internet Super 
Daemon(s) 1280, as shown by arrow 1281. Secure Remote 
Execution Daemon(s) 1290 also communicate with SRE 
Client(s) 1040, as shown by arrows 1262 and 1300. 

Secure Remote Execution Daemon(s) 1290 have access to 
key table(s) 1310, as shown by arrow 1320, and also have 
access to ACL file(s) 1330, as indicated by arrow 1340. Key 
table(s) 1310 are preferably file(s) readable only by the root 
user on the Managed Host(s) 1200. The Secure Remote 
Execution Daemon(s) 1290 further exchange information 
with the Service Process(es) 1350, which may include 
process(es) initiated by the Secure Remote Execution Dae 
mon(s) 1290, as indicated by arrows 1360 and 1370. Secure 
Remote Execution Daemon(s) 1290, as indicated by arrow 
1380, can send data to System Logging Daemon(s) 1390, 
which are persistent daemon process(es). System Logging 
Daemon(s) 1390 further communicate with System Logging 
Daemon 1400 of Server 700, as indicated by arrow 1410. 
System Logging Daemon 1400, which may be a persistent 
daemon process, has access to log file 1430, as indicated by 
arrow 1420, for purposes of making a non-volatile record of 
all secure remote execution activity. 

With reference now to the flow charts of FIGS. 7A-7E, 
the system of FIGS. 6A and 6B operates in the following 
manner. Web browser 620 submits command data and 
encoded credentials cache information to web server 720, as 
indicated by arrow 639. Box 1501. Web server 720 
executes CGI Service Interface 1000, and passes the 
encoded credentials cache information and command data 
from web server 720 to CGI Interface 1000, as indicated by 
arrow 1010. Box 1502. 
CGI Service Interface 1000 decodes the encoded creden 

tials cache information and restores it to a credentials cache 
1080, as indicated by arrow 1090. Box 1503. CGI Service 
Interface 1000 initiates Parallel Execution Utility 10, and 
passes command data as input parameters to Parallel Execu 
tion Utility 10, as indicated by arrow 1060. Box 1503). 
Parallel Execution Utility 10 creates one or more SRE 
Clients 1040, passing command data as input parameters to 
the one or more of SRE Clients 1040 created, as indicated 
by arrow 1061. Box 1504. For purposes of clarity, the 
remainder of the description in this section will assume that 
only one SRE Client 1040 is created, though it should be 
clearly understood that more than one SRE Client 1040 may 
be created. SRE Client 1040 extracts the TGT and KDC 
session key from credentials cache 1080, as indicated by 
arrow 1100. Box 1505). 

Then, the SRE Client 1040 sends the TGT and an authen 
ticator #1 to KDC 900, as indicated by arrow 1110. Box 
1506). The KDC 900 decrypts the TGT and sends authen 
ticator #2 to SRE Client 1040, as indicated by arrow 1112. 
Box 1507 (FIG. 7B). SRE Client 1040 then sends a request 
for a server ticket (ST) for Managed Host 1200 to KDC900, 
as indicated by arrow 1114. Box 1508. KDC 900 creates a 
server session key and extracts the Kerberos server principal 
key for Managed Host 1200 from Kerberos database 910, as 
indicated by arrow 1111. Box 1509. KDC 900 creates a 
Kerberos ST for Managed Host 1200 and then sends the ST, 
along with the server session key encrypted with the KDC 
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14 
session key, back to SRE Client 1040, as indicated by arrow 
1120, which decrypts the server session key with the KDC 
session key. Box 1510. Then, the SRE Client 1040 sends 
the connection request to Internet Super-Daemon 1280 of 
Managed Host 1200, as indicated by arrow 1240. Box 
1511). 

Internet Super-Daemon 1280 initiates the Secure Remote 
Execution Daemon 1290, passing command line parameters 
specifying encryption requirements, as indicated by arrow 
1281. Box 1512. The SRE Client 1040 sends the ST for 
Managed Host 1200 and authenticator #3 to Secure Remote 
Execution Daemon 1290, as indicated by arrow 1260. Box 
1513 (FIG. 7C). The Secure Remote Execution Daemon 
1290 extracts the server key for Managed Host 1200 from 
key table 1310, decrypts the server ticket and sends authen 
ticator #4 to SRE Client 1040, establishing an encrypted 
connection, as indicated by arrow 1262. Box 1514. SRE 
Client 1040 then sends command data to Secure Remote 
Execution Daemon 1290, as indicated by arrow 1264. Box 
1515. The Secure Remote Execution Daemon 1290 also 
extracts access-control lists (ACLs) from ACL file 1330, as 
indicated by arrow 1340, and verifies that the Kerberos 
principal is authorized to execute the command as the 
specified user on Managed Host 1200. Box 1516). 
The Secure Remote Execution Daemon 1290 also sends 

audit trail data (Such as, for example, the Kerberos principal 
name, remote user and host names, local user name, and 
command data) to System Logging Daemon 1390 on Man 
aged Host 1200, as indicated by arrow 1380. Box 1517. 
This is to provide a record of all secure remote execution 
activity. In turn, the System Logging Daemon 1390 can send 
audit trail data to System Logging Daemon 1400 on Server 
700, as indicated by arrow 1410. Box 1518). The System 
Logging Daemon 1400 records audit trail data in log file 
1430, as indicated by arrow 1420. Box 1519 (FIG. 7D). 
The Secure Remote Execution Daemon 1290 executes 

Service Process 1350 to execute the command and passes 
command data as input parameters, as indicated by arrow 
1360. Box 1520. The Service Process 1350, which may 
include a process initiated by Secure Remote Execution 
Daemon 1290, returns the output to Secure Remote Execu 
tion Daemon 1290, as indicated by arrow 1370, and then 
exits. Box 1521. The Secure Remote Execution Daemon 
1290 sends output to SRE Client 1040, as indicated by arrow 
1300, and then exits. Box 1522. 
The SRE Client 1040 sends the output to Parallel Execu 

tion Utility 10, as indicated by arrow 11, and then exits. Box 
1523 (FIG. 7E). Parallel Execution Utility 10 passes this 
output to CGI Service Interface 1000, as indicated by arrow 
12. Box 1524 CGI Service Interface 1000 sends this output 
to web server 720, as indicated by arrow 1020. Box 1525. 
CGI Service Interface 1000 destroys credentials cache 

1080 and, then exits. Box 1525. Web server 720 then sends 
the output to web browser 620, as indicated by arrow 638. 
Box 1526. This allows the user at the client system to see 
the results of the command that was executed by the 
Managed Host 1200. 

It should be understood that more than one server and 
client can be used, and that this invention is equally appli 
cable to multiple clients and multiple destination servers. 
Moreover, it should be understood that the processing of 
commands and/or data by multiple destination servers may 
be performed in a parallel, serial, or a combination of 
parallel and serial manner. Parallel Execution Utility 10 
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facilitates the parallel processing, as explained in more detail 
below. 

3. Parallel Execution 
Referring to FIG. 8, there is shown a flow diagram of an 

exemplary embodiment of a Parallel Execution Utility 10 in 
accordance with an aspect of the present invention. After 
receiving command data as input parameters, as described 
with respect to FIGS. 6A and 7A, variables are initialized 
using at least a portion of the command data received. 

The Parallel Execution Utility 10 determines a threshold 
for the maximum number of SRE Clients 1040 that may be 
run concurrently. Box 1602. This maximum, for example, 
may be a global or system limitation or an account limita 
tion. 

The Parallel Execution Utility 10 may then schedule an 
initial alarm event to occur in T1 seconds. Box 1604. For 
the exemplary embodiment described herein, T1, T2 and T3 
are 16, 32 and 2 seconds, respectively. However, other times 
may be used. In the exemplary embodiment described 
herein, alarms are not associated with individual SRE Cli 
ents 1040, but are applied on a global basis, as described in 
more detail below. 
The Parallel Execution Utility 10 creates a number of 

SRE Clients 1040, subject to a maximum, and generates a 
list of created clients. Box 1606). SRE Clients 1040 may be 
created with at least a portion of their input parameters 
obtained from the command data received. Moreover, SRE 
Clients 1040 may be executed with all input parameters in 
place, so no additional passing of parameters may be needed 
after creation. The client list may be used to identify the SRE 
Clients 1040 that are currently running and the SRE Clients 
1040 that have terminated or possibly encountered an error 
condition. 
The Parallel Execution Utility 10 determines whether any 

SRE Client(s) 1040 are running. Box 1608). If no client is 
running, Parallel Execution Utility 10 exits. Box 1610. If 
at least one client is running, the Parallel Execution Utility 
10 waits for a SRE Client 1040 to exit. Box 1612. As 
described above, a SRE Client 1040 may exit when its 
associated Managed Host 1200 completes its processing of 
one or more commands and/or data or for other reasons. 
After a SRE Client 1040 exits, the Parallel Execution Utility 
10 stores its output, if any, in a storage element. Such as a 
buffer, memory, register, or the like. Box 1614. 
When multiple SRE Clients 1040 are running, the Parallel 

Execution Utility 10 may have previously collected some of 
the output from one or more of the SRE Clients 1040 and 
stored the output in the storage elements. Thereafter, the 
Parallel Execution Utility 10 may format the contents, if any, 
of the storage element and send the formatted contents to an 
output stream, such as indicated by arrow 12 in FIG. 6A. 
Box 1616). For example, the Parallel Execution Utility 10 
may group the outputs associated with each one of the SRE 
Clients 1040 and serialize the outputs for subsequent pre 
sentation to another system or process. Such as web server 
720 or web browser 620. 
The Parallel Execution Utility 10 then determines whether 

another SRE Client 1040 needs to be run. Box 1618. If so, 
the Parallel Execution Utility 10 creates the SRE Client 
1040 and adds it to the list of clients. Box 1620. The 
Parallel Execution Utility 10 then returns to box 1608 to 
determine whether any SRE Client(s) 1040 are running. 
As mentioned above, Parallel Execution Utility 10 

responds to alarms events. Alarm events occur when a timer 
expires. Referring to FIGS. 9A-9E, there is shown a flow 
diagram of exemplary processing 1700 of an Alarm Event 
Handler in accordance with an aspect of the present inven 
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tion. In this implementation consistent with the present 
invention, the Alarm Event Handler may be part of the 
process executing the Parallel Execution Utility 10. 
When the alarm event occurs, the Alarm Event Handler 

may initially set the next alarm event time to T1 seconds. 
Box 1702 (FIG.9A). The Alarm Event Handler may then 
determine whether there are any more SRE Clients 1040 on 
the client list to check. Box 1704. If there are none, the 
Alarm Event Handler schedules the next alarm event. Box 
1706 (FIG. 9B). The Alarm Event Handler schedules the 
next alarm event to check the client list again at a later time. 
After scheduling the next alarm event, the Alarm Event 
Handler exits. Box 1708. 

If there are more unchecked SRE Client(s) 1040 on the 
client list, then the Alarm Event Handler determines the 
status of a SRE Client 1040 on the list by, for example, 
examining data stored as part of the list. Box 1710 (FIG. 
9A). From the status data, the Alarm Event Handler deter 
mines whether the SRE Client 1040 is running. Box 1712. 
If it is not running, then it has exited. In this case, the Alarm 
Event Handler returns to box 1704 to determine whether any 
other unchecked SRE Client(s) 1040 are on the client list. 

If the SRE Client 1040 is running, then the Alarm Event 
Handler determines whether this SRE Client 1040 has been 
running for a period of time equal to or exceeding a first 
allocated amount of time, which in this exemplary embodi 
ment is T1+T2 seconds. Box 1714. If this SRE Client 1040 
has been running for a period of time equal to or longer than 
the first allocated amount, then the Alarm Event Handler 
terminates the SRE Client 1040. Box 1716 (FIG.9C). The 
Alarm Event Handler may then return to box 1704 to 
determine whether another unchecked SRE Client 1040 is 
on the client list. 

If this SRE Client 1040 has not been running for a period 
of time equal to or longer than the first allocated amount, 
then the Alarm Event Handler determines whether the SRE 
Client 1040 has been running for a period of time equal to 
or longer than a second allocated amount of time, which is 
less than the first allocated amount of time. In this exemplary 
embodiment, the second allocated amount of time may be 
T1 seconds. 

If the SRE Client 1040 has not been running for a period 
of time equal to or longer than T1, the Alarm Event Handler 
calculates a next alarm event time, which in this exemplary 
embodiment is no longer than T1 seconds from the start time 
of the SRE Client 1040. Box 1720 (FIG. 9D). The Alarm 
Event Handler may then return to box 1704 to determine 
whether another unchecked SRE Client 1040 is on the client 
list. 

If this SRE Client 1040 has been running for a period of 
time equal to or longer than T1 seconds but less than T1--T2 
seconds, then the Alarm Event Handler stores the output 
from the SRE Client 1040, if any, in a storage element, such 
as a buffer, memory, register, or a similar storage device. 
Box 1722 (FIG.9A). The Alarm Event Handler may then 
determine whether any new output from this SRE Client 
1040 was obtained. Box 1724. 

If no output was obtained from the SRE Client 1040, then 
the Alarm Event Handler terminates the SRE Client 1040. 
Box 1726 (FIG.9E). The Alarm Event Handler may then 
return to box 1704 to determine whether another unchecked 
SRE Client 1040 is on the client list. If some output was 
obtained from the SRE Client 1040, however, then the 
Alarm Event Handler calculates a next alarm event time. 
Box 1728 (FIG. 9A). In this exemplary embodiment, the 
next alarm event time is calculated to be no more than T3 
seconds from the current time. The Alarm Event Handler 
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may then return to box 1704 to determine whether another 
unchecked SRE Client 1040 is on the client list and pro 
cessing continues as described above. 
The foregoing description of preferred embodiments of 

the present invention provides illustration and description, 
but is not intended to be exhaustive or to limit the invention 
to the precise form disclosed. Modifications and variations 
are possible in light of the above teachings or may be 
acquired from practice of the invention. The scope of the 
invention is defined by the claims and their equivalents. 

What is claimed is: 
1. A method for providing secure communication of 

commands from a client to a plurality of hosts via a network 
server, comprising: 

utilizing authentication information and credentials cache 
information within the network server to facilitate the 
secure communication, wherein the authentication 
information is erased and the credentials cache infor 
mation is destroyed after the utilizing; 

receiving at least one command from the client; 
initiating one or more remote execution processes for 

processing the at least one command; 
transmitting the at least one command to one or more of 

the hosts via the one or more remote execution pro 
CeSSes: 

obtaining, from the one or more remote execution pro 
cesses, data associated with the one or more hosts 
executing the at least one command; 

formatting the data; and 
sending the formatted data to the client. 
2. The method of claim 1, further comprising: 
determining a maximum number of remote execution 

processes that may run simultaneously. 
3. The method of claim 2, wherein the initiating includes: 
creating no more than the maximum number of remote 

execution processes to process the at least one com 
mand. 

4. The method of claim 1, further comprising: 
determining whether any of the one or more remote 

execution processes is running. 
5. The method of claim 4, wherein the obtaining data 

includes: 

waiting for one of the one or more remote execution 
processes to exit, and 

storing data from the one remote execution process. 
6. The method of claim 1, wherein the formatting 

includes: 

grouping data from each of the one or more remote 
execution processes, and 

serializing the data. 
7. The method of claim 1, further comprising: 
determining that another remote execution process needs 

to be initiated; and 
initiating the other remote execution process. 
8. The method of claim 1, wherein the initiating includes: 
creating a list of the one or more remote execution 

processes that have been initiated. 
9. The method of claim 8, further comprising: 
setting a time of an alarm event; and 
obtaining a status of the one or more remote execution 

processes on the list when the alarm event occurs. 
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10. The method of claim 9, wherein the obtaining a status 

includes: 
determining whether the next remote execution process 

has been running for a first amount of time, and 
terminating the next remote execution process when the 

next remote execution process has been running for at 
least the first amount of time. 

11. The method of claim 10, wherein the obtaining a status 
further includes: 

determining whether the next remote execution process 
has been running for a second amount of time, the 
second amount of time being less than the first amount 
of time, and 

setting a next alarm event when the next remote execution 
process has been running the second amount of time. 

12. The method of claim 11, wherein the obtaining data 
includes: 

storing data from the next remote execution process when 
the next remote execution process has been running 
less than the first amount of time but at least the second 
amount of time. 

13. A system for providing secure communication of 
commands from a client to a plurality of hosts via a network 
server, comprising: 
means for utilizing authentication information and cre 

dentials cache information within the network server to 
facilitate the secure communication, wherein the 
authentication information is erased and the credentials 
cache information is destroyed after operation of the 
utilizing means; 

means far receiving a plurality of commands from the 
client; 

means for initiating one or more remote execution pro 
cesses for processing the commands; 

means for transmitting the commands to one or more of 
the hosts via the one or more remote execution pro 
CeSSes: 

means for obtaining data from the one or more remote 
execution processes in response to the one or more 
hosts executing the commands; and 

means for sending the data to the client. 
14. A computer-readable that stores instructions execut 

able by one or more processors for performing a method for 
providing secure communication of messages from a client 
to a plurality of hosts via a network server, comprising: 

instructions for utilizing authentication information and 
credentials cache information within the network 
server to facilitate the secure communication, wherein 
the authentication information is erased and the cre 
dentials cache information is destroyed after execution 
of the utilizing instructions; 

instructions for acquiring at least one message from the 
client; 

instructions for initiating one or more remote execution 
processes for processing the at least one message; 

instructions for transmitting the at least one message to 
one or more of the hosts via the one or more remote 
execution processes; 

instructions for obtaining, from the on or more remote 
execution processes, data associated with the one or 
more hosts processing the at least one message; and 

instructions for transmitting the data to the client. 
15. The computer-readable medium of claim 14, further 

comprising: 
instructions for determining a maximum number of 

remote execution processes that may run simulta 
neously. 
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16. The computer-readable medium of claim 15, wherein 
the instructions for initiating include: 

instructions for creating no more than the maximum 
number of remote execution processes to process the at 
least one message. 

17. The computer-readable medium of claim 14, further 
comprising: 

instructions for determining whether any of the one more 
remote execution processes is running. 

18. The computer-readable medium of claim 17, wherein 
the instructions for obtaining data include: 

instructions for waiting for one of the one or more remote 
execution processes to exit, and 

instructions for storing data from the one remote execu 
tion process. 

19. The computer-readable medium of claim 14, further 
comprising: 

instructions for grouping data from each of the one or 
more remote execution processes; and 

instructions for serializing the data for transmission to the 
client. 

20. The computer-readable medium of claim 14, further 
comprising: 

instructions for determining that another remote execu 
tion process needs to be initiated; and 

instructions for initiating the other remote execution pro 
CCSS, 

21. The computer-readable medium of claim 14, wherein 
the instructions for initiating include: 

instructions for creating a list of the one or more remote 
execution processes that have been initiated. 

22. The computer-readable medium 21, further compris 
ing: 

instructions for setting a time of an alarm event; and 
instructions for obtaining a status of the one or more 

remote execution processes on the list when the alarm 
event OCCurS. 

23. The computer-readable medium of claim 22, wherein 
the instructions for obtaining a status include: 

instructions for determining whether the next remote 
execution process has been running for a first amount 
of time, and 

instructions for terminating the next remote execution 
process when the next remote execution process has 
been running for at least the first amount of time. 

24. The computer-readable medium of claim 23, wherein 
the instructions for obtaining a status further include: 

instructions for determining whether the next, remote 
execution process has been running for a second 
amount of time less than the first amount of time, and 

instructions for setting a next alarm event when the next 
remote execution process has been running no more 
than the second amount of time. 

25. The computer-readable medium of claim 24, wherein 
the instructions for obtaining data include: 

instructions for storing data from the next remote execu 
tion process when the next remote execution process 
has been running less than the first amount of time but 
at least the second amount of time. 

26. A network server which utilizes authentication infor 
mation and credentials cache information in transactions to 
facilitate secure communication, the network server being in 
communication with one or more clients and a plurality of 
hosts, the network server comprising: 

means for erasing the authentication information and for 
destroying the credentials cache information after each 
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one of the transactions whereby the authentication 
information and credentials cache information are not 
stored in the server in-between the transactions; 

a service interface configured to receive a plurality of 
messages from the clients and transmit data associated 
with the messages to the clients; and 

a parallel execution utility configured to initiate one or 
more of a plurality of remote execution processes to 
process the messages from the clients, transmit the 
messages to one or more of the hosts via the one or 
more remote execution processes, obtain, from the one 
or more remote execution processes, data associated 
with the one or more hosts processing the messages, 
and provide the data to the service interface. 

27. The network server of claim 26, wherein the parallel 
execution utility is further configured to determine a maxi 
mum number of the remote execution processes that may 
run simultaneously. 

28. The network server of claim 27, wherein the parallel 
execution utility is configured to create no more than the 
maximum number of remote execution processes to process 
the messages. 

29. The network server of claim 26, wherein the parallel 
execution utility is configured to determine whether any of 
the one or more remote execution processes is running. 

30. The network server of claim 29, wherein the parallel 
execution utility is configured to wait for one of the one or 
more remote execution processes to exit and gather data 
from the one remote execution process. 

31. The network server of claim 26, wherein the parallel 
execution utility is configured to group data from each of the 
one or more remote execution processes and serialize the 
data for transmission to the clients. 

32. The network server of claim 26, wherein the parallel 
execution utility is configured to determine that another one 
of the remote execution processes needs to be initiated and 
initiate the other remote execution process. 

33. The network server of claim 26, wherein the parallel 
execution utility is configured to create a list of the one or 
more remote execution processes that have been initiated. 

34. The network server of claim 33, wherein the parallel 
execution utility is configured to set a time of an alarm event 
and obtain a status of the one or more remote execution 
processes on the list when alarm event occurs. 

35. The network server of claim 34, wherein the parallel 
execution utility is configured to determine whether the next 
remote execution process has been running for a first amount 
of time and terminate the next remote execution process 
when the next remote execution process has been running 
for at least the first amount of time. 

36. The network server of claim 35, wherein the parallel 
execution utility is configured to determine whether the next 
remote execution process has been running for a second 
amount of time less than the first amount of time, and set a 
next alarm event when the next remote execution process 
has been running no more than the second amount of time. 

37. The network server of claim 36, wherein the parallel 
execution utility is configured to gather data from the next 
remote execution process when the next remote execution 
process has been running less than the first amount of time 
but at least the second amount of time. 


