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(54) Off-axis audio suppression in an automobile cabin

(57) The suppression of off-axis audio in an audio
environment is provided. Off-axis audio may be consid-
ered audio that does not originate from a region of inter-
est. The off-axis audio is suppressed by comparing a

phase difference between signals from two microphones
to a target slope of the phase difference between signals
originating from the region of interest. The target slope
can be adapted to allow the region of interest to move
with the location of a human speaker such as a driver.
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Description

TECHNICAL FIELD

[0001] The current application relates to processing of
audio in an audio environment, and in particular to the
suppression of audio that is off-axis from a desired direc-
tion.

BACKGROUND

[0002] Automobiles increasingly incorporate electron-
ic devices into the cabin. These electronic devices may
include for example mobile devices, navigation systems,
control systems, and/or audio/video systems. It is desir-
able to allow interaction with these devices using voice
commands in order to allow a driver to focus on driving
the automobile.
[0003] In order to allow interaction and control of elec-
tronics using voice commands using audio from an audio
environment such as an automobile cabin, it is necessary
to process audio signals in order to identify desired voice
commands. Voice recognition is used to translate re-
ceived audio into a voice command, which can then be
executed to interact with or control the electronics of the
automobile or devices connected thereto. However, in
an automobile environment it can be difficult to isolate
audio associated with a human speaker from other noise
present in the cabin or external to the cabin. Additional
audio that may make voice recognition difficult may in-
clude, for example, conversations from other occupants,
road noise, wind noise, windshield washer noises, turn
signals, etc.
[0004] Attempts to enhance audio corresponding to a
specific occupant and suppress audio associated with
noise have been limited in success. Some attempts use
a fixed array of microphones to determine the location of
an audio signal. In particular, these attempted solutions
have used a phase difference between signals of indi-
vidual microphones of the microphone array. Often these
solutions require that the microphones in the microphone
array be positioned in a specific location, with a prede-
termined separation between microphones. This places
an undesirable restriction on automobile manufacturers
when designing an automobiles interior cabin.
[0005] It would be desirable to be able to suppress off-
axis audio in an audio environment while allowing flexi-
bility in the position of microphones.

SUMMARY

[0006] In accordance with the present disclosure there
is provided a method of off-axis audio suppression in an
audio environment comprising receiving first and second
audio signals from first and second microphones posi-
tioned within the automobile cabin; calculating a phase
difference between the first and second audio signals;
calculating a direction error between the calculated

phase difference and a target slope, the target slope de-
fining a desired phase difference between signals from
the first and second microphones corresponding to audio
originating from a region of interest; and processing the
first and second audio signals based on the calculated
direction error to suppress off-axis audio relative to the
positions of the first and second microphones and the
region of interest.
[0007] In accordance with the present disclosure there
is further provided an apparatus performing off-axis audio
suppression in an audio environment comprising a proc-
essor and memory configuring the apparatus to provide
a target slope stored in memory defining a desired phase
difference between signals from first and second micro-
phones corresponding to audio originating from a region
of interest; a source-locating component calculating a
direction error between the target slope and a phase dif-
ference between first and second audio signals received
from the first and second microphones; and an audio
mixer processing the first and second audio signals
based on the calculated direction error to suppress off-
axis audio relative to the positions of the first and second
microphones and the region of interest.
[0008] In accordance with the present disclosure there
is further provided a computer readable memory contain-
ing instructions which when executed by a processor per-
form a method of off-axis audio suppression in an audio
environment comprising receiving first and second audio
signals from first and second microphones positioned
within the automobile cabin; calculating a phase differ-
ence between the first and second audio signals; calcu-
lating a direction error between the calculated phase dif-
ference and a target slope, the target slope defining a
desired phase difference between signals from the first
and second microphones corresponding to audio origi-
nating from a region of interest; and processing the first
and second audio signals based on the calculated direc-
tion error to suppress off-axis audio relative to the posi-
tions of the first and second microphones and the region
of interest.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009] Embodiments are described herein with refer-
ences to the appended drawings, in which:

Figure 1 depicts in a diagram an illustrative environ-
ment in which off-axis audio suppression may be
used;

Figure 2 depicts in a flow diagram an illustrative
method of off-axis audio suppression;

Figure 3 depicts in a flow diagram an illustrative
method of adapting a target slope;

Figure 4 depicts in a flow diagram an illustrative
method of unwrapping a phase difference;
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Figure 5 depicts in a flow diagram a further illustrative
method of adapting a target slope;

Figure 6 depicts in a flow diagram a further illustrative
method of off-axis audio suppression;

Figure 7 depicts in a flow diagram an illustrative
method of processing audio; and

Figure 8 depicts in a block diagram illustrative com-
ponents of a system for suppressing off-axis audio.

DETAILED DESCRIPTION

[0010] It will be appreciated that for simplicity and clar-
ity of illustration, where considered appropriate, refer-
ence numerals may be repeated among the figures to
indicate corresponding or analogous elements. In addi-
tion, numerous specific details are set forth in order to
provide a thorough understanding of the embodiments
described herein. However, it will be understood by those
of ordinary skill in the art that the embodiments described
herein may be practiced without these specific details.
In other instances, well-known methods, procedures and
components have not been described in detail so as not
to obscure the embodiments described herein. Also, the
description is not to be considered as limiting the scope
of the embodiments described herein.
[0011] Off-axis audio suppression is described in detail
with regards to Figures 1 - 8. The off-axis audio suppres-
sion is described as being applied in an automobile cabin
to improve the audio signal used to perform voice recog-
nition to identify commands provided by the driver of the
automobile. As described later, it is also contemplated
that the off-axis audio suppression may also be used to
improve the audio quality of hands-free phone conver-
sations, as well as improve the audio signal from auto-
mobile occupants other than the driver. Further, although
described with regards to an automobile cabin, it is con-
templated that the off-axis audio suppression may be
used in other audio environments.
[0012] Figure 1 depicts in a diagram an illustrative en-
vironment in which off-axis audio suppression may be
used. As depicted, an automobile 102 includes a cabin
104 in which a driver 106 and passengers 108a, 108b,
108c (referred to collectively as passengers 108) sit. It
will be appreciated that the passengers do not need to
be present in the cabin 104. A plurality of microphones
110, 112 are positioned within cabin to pick up sound
within the cabin 104. Although two microphones are de-
scribed herein, it is contemplated that more microphones
could be positioned within the cabin 104.
[0013] Voice recognition is typically activated by the
driver pressing a button, for example on the steering
wheel, although other arrangements are possible. Once
the voice recognition is activated, audio signals captured
from the microphones 110, 112 are processed to identify
an associated command. For example, commands may

include "Call home", "Play album", "Get directions", etc.
Once the captured audio is processed and the associated
command identified, it can be executed by an appropriate
system or component of the automobile.
[0014] In the environment of Figure 1, the voice rec-
ognition processing may be impeded by additional audio
other than the driver’s spoken command. For example,
conversations between the passengers may make iden-
tifying a desired command associated with the driver’s
spoken command difficult. In order to enhance audio as-
sociated with the driver’s spoken command and suppress
the additional audio, conceptually a region of interest is
associated with the driver 106 and an axis determined
from the region of interest to the microphones 110, 112.
The axis may be represented by a slope of a phase dif-
ference between audio received at two spaced apart mi-
crophones. Audio that is determined to originate from a
source off-axis to the region of interest is suppressed.
By suppressing the off-axis audio, an improved audio
signal can be provided to the voice recognition system,
improving the chances of correctly identifying a spoken
command.
[0015] In order to suppress off-axis audio, a phase dif-
ference between the audio signals captured by the two
microphones is compared to a target slope. The audio
signals from each microphone are converted into a fre-
quency domain representation that includes phase infor-
mation associated with discrete frequency ranges or
bins. The phase difference between the two signals is
determined as the difference between the phase infor-
mation for each corresponding frequency range or bin of
the frequency domain audio signals. The target slope
defines a desired phase difference between signals from
the first and second microphones corresponding to audio
originating from the region of interest. The phase differ-
ence between two signals may be described by a slope
since the expected phase difference for an audio signal
will not necessarily be constant across all frequencies,
but will be a slope linearly increasing or decreasing from
0 at 0 Hz. The actual phase difference is compared to
the desired phase difference corresponding to audio orig-
inating from the region of interest. The region of interest
defined by the target slope is adaptively updated in order
to correspond to an actual location of the driver giving
the spoke command. Adaptively adjusting the region of
interest defined by the slope allows the driver to move
freely white still maintaining suppression of additional au-
dio not associated with the driver’s spoken command.
[0016] The target slope is determined as the phase
difference versus frequency of audio that comes from the
region of interest. When each audio signal is converted
to a frequency domain signal, an interval of audio, for
example 32 milliseconds (ms) may be converted to a
frame of audio in the frequency domain. The frame of
audio comprises information regarding the amplitude and
phase of the audio for different frequencies. The frequen-
cies may be grouped together in discrete ranges or bins
and the amplitude and phase for each bin determined.
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[0017] Figure 2 depicts in a flow diagram an illustrative
method of off-axis audio suppression. The method 200
begins with receiving first and second audio signals
(202), which correspond to the audio captured from the
first and second microphones. The audio signals are
processed and a phase difference between the two sig-
nals is calculated (204). The phase difference is calcu-
lated for each frequency range or bin of the frequency
domain audio signals. Once the phase difference be-
tween the two signals is calculated, a direction error is
calculated between the phase difference and a target
slope (206). As described above, the target slope defines
a desired phase difference between signals from the mi-
crophones corresponding to audio from the region of in-
terest. As such, the direction error provides an indication
as to whether the audio signals correspond to audio from
the region of interest. The calculated phase difference is
used to process the audio signals (208) and suppress
off-axis audio. The processed audio may be used for
voice recognition and may provide better results due to
the suppressed off-axis audio.
[0018] Figure 3 depicts in a flow diagram an illustrative
method 300 of adjusting a target slope used in suppress-
ing off-axis audio. As described above, the target slope
defines a region of interest corresponding to a location
in the automobile cabin that the desired audio for the
voice recognition originates from. The target slope is ad-
justed based on the audio received from the microphones
in order to adapt the region of interest to correspond to
the location of he audio source as it moves within the
automobile cabin. To adjust the target slope, the phase
difference is unwrapped (302). The audio signals cap-
tured from the microphones are transformed into a fre-
quency domain representation and the phase difference
calculated. However in doing so the phase difference is
limited to between +/- pi, regardless of if the actual phase
difference is larger. The unwrapping of the phase differ-
ence returns the limited phase difference signal to the
actual representation of the phase difference. Once the
phase difference is unwrapped, the slope of the un-
wrapped phase difference is calculated (304). Checks
are then made to determine if the slope of the phase
difference should be used to update the target slope.
These checks include determining if the slope of the
phase difference provides a stable estimate of the direc-
tion of the audio (306). The direction may be stable if, for
example the slope of the phase difference has not
changed greatly within a time interval, for example 2 or
more frames of the frequency domain signal. If the direc-
tion is not stable (No at 306), the phase difference should
not be used to update the target slope and the method
is done (316). If the direction is stable (Yes at 306) it is
determined if the slope is in the desired direction (308).
The slope will typically be either increasing or decreasing
depending on where, relative to the microphones the au-
dio originates from. During an initial configuration of the
method one of the microphones may be indicated as be-
ing closer to the driver, or other desired occupant. In such

a case, the desired direction of the slope of the phase
difference would be increasing, since higher frequencies
will have a larger phase difference than lower frequen-
cies. As will be appreciated, the desired direction may
change if, for example, it is desired to enhance audio
coming from the passenger side of the automobile cabin
rather than the driver. If the slope of the phase difference
is in the wrong direction (No at 308) than the audio is not
coming from the desired side of the automobile cabin and
so the slope of the phase difference should not be used
to update the target slope and so the method is done
(316). When the slope of the phase difference is in the
right direction (Yes at 308), then the audio is coming from
the desired side of the automobile cabin and it is deter-
mined if the audio is considered voice audio (310). As
will be appreciated there are various ways to determine
if the audio is associated with voice. Voice audio is typ-
ically associated with higher energy. If the audio is not
voice audio (No at 310) then the audio is considered noise
and so should not be used to update the target slope.
When the audio is voice (Yes at 310) it is determined if
the difference between the slope of the phase difference
and the current target slope is large enough to use for
adapting the target slope (312). A defined tolerance or
threshold value may be used in determining if the differ-
ence is large enough. When the difference is not large
enough (No at 312) the method is done (316). When the
difference is large enough (Yes at 312) then the slope of
the phase difference is used to adjust the target slope
(314). The target slope may be adjusted using a weighted
means such as, for example, a leaky integrator.
[0019] As described above, the target slope is adjusted
based on the slope of the phase difference of the signals.
The difference between the slope of the phase difference
and the current target slope is used in adjusting the target
slope. However, if the audio enhancement has just been
initiated, for example, by the driver pressing a button on
the steering wheel, the target slope may not have been
set yet and so the difference between the target slope
and the slope of the phase difference cannot be deter-
mined. In such a case, rather than determining if the dif-
ference between the slope of the phase difference and
the target slope is sufficient, the target slope may be set
to the slope of the phase difference as an initial value.
[0020] Figure 4 depicts in a flow diagram an illustrative
method of unwrapping a phase difference. As described
above, in calculating the phase difference between the
frequency domain audio signals the phase difference is
limited to be between +/- pi. As a result, when the slope
crosses +/- pi, it wraps around to -/+ pi resulting in a
discontinuous slope. In order to unwrap the phase differ-
ence according to the method 400, a moving average of
the phase difference is calculated (402) and zero cross-
ings of the average are located (404). The moving aver-
age is used to detect a flip in the sign of the phase dif-
ference, which corresponds to potential phase wrapping.
The zero-crossings may represent locations where the
phase difference has been wrapped or they may repre-
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sent an actual phase difference of 0. As such, the zero
crossings are confirmed to correspond to data wrapping
(406). To confirm the zero-crossing does corresponds
with data wrapping, the directions of the moving average
before and after the flip or zero crossing are compared
to check that the slopes are moving in the correct direc-
tion. That is, the moving average was rising before wrap-
ping to -pi or falling before wrapping to + pi. The zero
crossings are also checked to ensure that there was a
minimum frequency difference between adjacent zero
crossing points. Once the zero-crossings are confirmed,
the phase difference data is unwrapped around the con-
firmed zero crossings by either adding or subtracting 2*pi
to all of subsequent phase difference values (408).
Whether to add or subtract 2*pi is determined based on
the low-frequency phase difference. If the low-frequency
phase difference is decreasing then 2*pi is subtracted
and if the low-frequency phase difference is increasing,
2*pi is added.
[0021] Figure 5 depicts in a flow diagram a further il-
lustrative method of unwrapping the phase difference.
As described above, the frequency domain signals are
segmented into frequency ranges or bins. Rather than
unwrapping the data based on a moving average as de-
scribed above, the method 500 unwraps the phase dif-
ference of each frequency bin individually based on the
target slope. For each frequency bin of the phase differ-
ence (502) the method determines if the phase difference
associated with the respective frequency bin (indicated
as Pdbin in the Figure for brevity) is larger than the target
slope value at the frequency of the bin (indicated as T in
the Figure for brevity) plus pi (504). If the phase difference
is larger than the slope value plus pi (Yes at 504) a value,
n, is determined such that the phase difference minus
n*pi is within +/pi of the target slope value (506). The
unwrapped value for the frequency bin is the set as the
wrapped value minus n*pi (508).
[0022] If the phase difference is not greater than the
target slope plus pi, it is determined if the phase differ-
ence is less than the target slope minus pi (510). If it is
(Yes at 510) a value, n, is determined such that the phase
difference plus n* pi is within +/- pi of the target slope
value (512), and the phase difference of the frequency
bin is set to the phase difference plus n*pi (514). If the
phase difference is not less than the target slope minus
pi (No at 510), than the phase difference for the frequency
bin is between +/- pi of the target slope and does not
need to be unwrapped. Once the frequency bin has been
unwrapped, the next frequency bin is processed (516).
The unwrapped phase difference may then be used in
adjusting the target slope, for example, as described
above with regards to Figure 3.
[0023] When the phase difference is unwrapped it is
possible to determine a slope confidence value indicating
a confidence in the unwrapped phase difference. The
slope confidence may be determined by a signal to noise
ratio for each frequency bin in the unwrapped phase dif-
ference and summing the individual ratios together to

provide a slope confidence. The slope confidence may
then be used when adapting the target slope. For exam-
ple, if the slope confidence value is below a threshold,
the target slope may not be updated as the signal is too
noisy. If the slope confidence is above the threshold it
may be further used as a weighting factor of the leaky
integrator used to adjust the target slope.
[0024] Figure 6 depicts in a flow diagram a further il-
lustrative method of off-axis audio suppression. The
method 600 is similar to the method 200 of Figure 2,
however the method includes adjusting the target slope
to adapt the region of interest prior to calculating the di-
rection error. The method receives first and second audio
signals from the microphones (602). The audio signals
may be frequency domain representations of a frame of
audio. For example, the audio signals may comprise a
frequency domain representation of 32 ms of audio. The
phase difference between the two audio signals is deter-
mined (604). Each audio signal may comprise a plurality
of frequency bins each with an associated phase. The
phase difference may be calculated as the difference be-
tween the corresponding frequency bins. Once the phase
difference is determined outliers of the phase difference
are determined and the phase difference smoothed
(606). The smoothed phase difference is unwrapped
(608) and the slope of the smoothed phase difference is
calculated (610). The slope of the unwrapped phase dif-
ference is used to adjust the target slope (612) and then
the target slope is re-wrapped (614). By re-wrapping the
target slope it is possible to compare the target slope to
the phase difference of audio signals without needing to
unwrap the phase difference of the audio signals. Once
the target slope is adjusted and re-wrapped, a direction
error is calculated between the adjusted target slope and
the phase difference between the received audio signals
(616) and the audio signals processed based on the cal-
culated direction error (618).
[0025] Figure 7 depicts in a flow diagram an illustrative
method 700 of processing audio based on the calculated
direction error. The direction error is checked to see if it
is less than an on-axis threshold (702). If it is (Yes at
702), the audio corresponds to voice audio originating
from the region of interest and so the audio signals are
mixed together to enhance the audio (704). If the direction
error is not less than the on-axis threshold (No at 702),
the direction error is checked to determine if it is greater
than an off-axis threshold (706). If the direction error is
greater than the off-axis threshold (Yes at 706) the audio
signals correspond to noise audio or voice audio origi-
nating from out of the region of interest and so the audio
signals are mixed together to suppress the audio (708).
If the direction error is not less than the on-axis threshold
and is not greater than the off-axis threshold (No at 706),
then the audio is a combination of voice audio and noise
audio. A mixing mask is calculated as a function of fre-
quency (710). The mixing mask may comprise a weight-
ing for each frequency of the signals to use during the
mixing of the audio signals in order to suppress noise
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and enhance the voice audio originating from within the
region of interest. The weighting of each frequency may
be based on the direction error for the particular frequen-
cy. The mixing mask is smoothed (712) and the audio
signals processed according to the smoothed mixing
mask (714).
[0026] Once the audio is processed as described
above, the processed audio may be provided as input to
a voice recognition component. By processing the audio
as described above, audio corresponding to voice audio
originating from the region of interest, such as from the
driver, can be enhanced while other audio is suppressed.
The processing can provide an improved audio signal for
the voice recognition providing improved voice recogni-
tion.
[0027] Figure 8 depicts in a block diagram illustrative
components of a system for suppressing off-axis audio.
The system 800 comprises two or more microphones
802a, 802b (referred to collectively as microphones 802)
that capture sound from within an automobile cabin. The
off-axis suppression described above does not require
the microphones 802 to be placed in a specific location
within the automobile cabin. Further the position of the
microphones 802 does not need to be predetermined.
As such, the individual microphones 802a, 802b can be
located within the automobile cabin individually, allowing
greater freedom in selecting the microphones to use as
well as their location. The microphones 802 are typically
placed towards the front of the automobile cabin. The
microphones provide a signal corresponding to the cap-
tured audio to a pre-processing component 804. The pre-
processing component 804 may perform various proc-
esses on the signals from the microphones 802, including
analog to digital conversion, amplification and filtering.
The pre-processing component 804 provides digital sig-
nals corresponding to the microphone signals to a do-
main transformation component 806 which converts the
digital signals in to corresponding frequency domain rep-
resentation. The domain transformation component 806
may use, for example, a Fast Fourier Transform to trans-
form a time interval of the digital signals to corresponding
frequency domain signals. The frequency domain signals
may be segregated into discrete frequency ranges or
bins. The domain transformation component 806 may
also determine the phase associated with each of the
frequency bins of the digital signals. The frequency do-
main signals may be provided to a processor 808 that
processes the frequency domain audio signals to sup-
press off-axis audio. The processor 808 may include
memory 810 for storing data and/or instructions used in
the processing of the audio signals.
[0028] The processor 808 provides an off-axis sup-
pression component 812 for processing the audio signals
824. The off-axis suppression component 812 may be
provided in the hardware of the processor 808, or may
be provided as a result of the hardware of the processor
808 executing instructions stored in the memory 810 or
in a memory external to the processor 808. The off-axis

suppression component 812 comprises a source-locator
component 814 that receives the frequency domain au-
dio signals, and compares a slope of the phase difference
between the audio signals to a target slope 816 in order
to determine a direction error as described above, for
example with respect to Figure 2. The direction error may
then be used by an audio mixer component 818 that mix-
es the audio signals to produce a processed audio signal
that has off-axis audio suppressed.
[0029] The off-axis suppression component 812 also
comprises a target adaptation component 820. The tar-
get adaptation component 820 adapts the target slope
based on the received audio signals as described above,
for example with respect to Figure 3. The target adapta-
tion component 820 adapts the target slope if the phase
difference between the audio signals, which may be pro-
vided by the source locator component 814, has a slope
in the desired direction and the audio signals correspond
to voice. The target adaptation component 820 allows a
speaker, such as the driver to move within the automobile
cabin white still providing off-axis audio suppression. The
processed audio of the off-axis suppression component
812 is provided to a control system 822 that utilizes the
processed audio. As will be appreciated, the control sys-
tem 822 may utilize the processed audio in various ways.
For example, the control system 822 may be a voice rec-
ognition system that attempts to determine a command
from the processed audio to control an automobile sys-
tem or component, such as an audio system, a navigation
system, or other automobile options. Additionally or al-
ternatively, the control system 822 may be associated
with hands-free phone system in which the processed
audio may be transmitted to another participant of a
phone call, where the processed audio reduces the back-
ground noise from the automobile cabin.
[0030] The various components of the system 800,
such as the pre-processing component 804, the domain
transformation component 806, and the processor 808
have been depicted as separate components. It is con-
templated that the functionality provided by each com-
ponent may be incorporated into more or fewer compo-
nents. For example, the domain transformation compo-
nent 806 and the processor 808 may be provided by a
single component. Additionally, all of the components in-
cluding the pre-processing component 804 and the con-
trol system 822 may be provided by a single component
or apparatus.
[0031] The processing of audio to suppress off-axis
audio has been described above with regards to improv-
ing voice audio from a driver to improve voice recognition.
It is possible to process the audio from other passengers.
For example, by changing the direction used when set-
ting the target slope, it is possible to enhance audio from
the passenger. Additionally or alternatively, it is possible
to process the audio to improve a hands-free call in order
to suppress noise or conversations from other occupants
in the automobile.
[0032] It will be appreciated that the off-axis audio sup-
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pression described herein allows audio from a desired
location to be identified. Although specific embodiments
have been described with regards to how the audio is
processed based on whether the audio was considered
to be from a desired location, namely the region of inter-
est, other processing of the captured audio, based on
whether the audio is determined to be from a desired
location or not, is possible.
[0033] Further, the above has described the off-axis
audio suppression with regards to an automobile cabin
application. The off-axis audio suppression described
herein may be applied to other environments in which
audio is captured by a plurality of microphones positioned
in the environment. For example, the off-axis audio sup-
pression could be used in rooms to improve voice rec-
ognition or remove background audio. It will be appreci-
ated that setting an initial target slope in audio environ-
ments, such as a room, where a speaker may be located
in numerous different locations, may require further
processing. The target slope could be initiated based on
a location that a first sound is received from. Such an
implementation would ’focus in’ on a first speaker or
sound location once the off-axis audio suppression was
initiated. Additionally or alternatively, the target slope
could be initiated using one or more additional compo-
nents, such as an image captured device, or other pres-
ence sensor, to identify a location of a desired human
speaker and then calculate or estimate a slope of audio
received from the identified location.

Claims

1. A method of off-axis audio suppression in an audio
environment (104) comprising:

receiving first and second audio signals (824)
from first and second microphones (110, 112)
positioned within the audio environment;
calculating a phase difference between the first
and second audio signals (824);
calculating a direction error between the calcu-
lated phase difference and a target slope (816),
the target slope defining a desired phase differ-
ence between signals from the first and second
microphones (110, 112) corresponding to audio
originating from a region of interest; and
processing the first and second audio signals
based on the calculated direction error to sup-
press off-axis audio relative to the positions of
the first and second microphones (110, 112) and
the region of interest (106).

2. The method of claim 1, further comprising adjusting
the target slope (816) based on the calculated phase
difference between the first and second audio sig-
nals (824) to adapt the region of interest based on a
location of a human speaker (106) within the audio

environment(104).

3. The method of claim 2, further comprising:

unwrapping the calculated phase difference;
calculating a slope of the unwrapped phase dif-
ference;
calculating a difference between the slope and
the target slope (816);
determining if the calculated difference is larger
than a defined tolerance; and
adjusting the target slope based on the slope of
the unwrapped phase difference.

4. The method of claim 3, further comprising:

calculating a slope confidence value when un-
wrapping the calculated phase difference, the
slope confidence value determined as a sum of
a signal-to-noise ration of each frequency range
of the calculated phase difference; and
adjusting the target slope based on the slope of
the unwrapped phase difference and the slope
confidence value.

5. The method of claim 3 or 4, further comprising:

smoothing the calculated slope;
determining if an initial value for the target slope
(816) has been set;
determining if the smoothed slope has been sta-
ble for a time interval;
determining if the smoothed slope is in a desired
direction based on the sign of the smoothed
slope and the location of the human speaker
(106) in the audio environment(104);
determining if the first and second audio signals
(824) correspond to voice audio; and
setting an initial value for the target slope (816)
based to the smoothed slope when the initial
value has not been set, the smoothed slope has
been stable for the time interval, the smoothed
slope is in the desired direction and the first and
second audio signals correspond to voice audio.

6. The method of claim 3 or 4, further comprising:

smoothing the calculated slope;
determining if the smoothed slope has been sta-
ble for a time interval;
determining if the smoothed slope is in a desired
direction based on the sign of the smoothed
slope and the location of the human speaker
(106) in the audio environment(104);
determining if the first and second audio signals
(824) correspond to voice audio; and
adjusting the target slope (816) based on the
slope of the unwrapped phase difference using
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a leaky integrator when the smoothed slope has
been stable for the time interval, the smoothed
slope is in the desired direction and the first and
second audio signals correspond to voice audio;
and
keeping the target slope (816) unchanged when
the smoothed slope has not been stable for the
time interval or the smoothed slope is not in the
desired direction or the first and second audio
signals do not correspond to voice audio.

7. The method of any one of claims 3 to 6, wherein
unwrapping comprises:

calculating a moving average of the phase dif-
ference;
locating zero-crossings of the moving average;
confirming the zero crossing actually represent
direction changes; and
unwrapping the phase difference based on the
located confirmed zero-crossings and the direc-
tion of a low-frequency phase difference.

8. The method of any one of claims 3 to 6, wherein
unwrapping comprises:

determining if a difference between the phase
difference and the target slope is greater than
pi or less than -pi;
subtracting n*pi from the phase difference when
the difference between the phase difference and
the target slope is greater than pi,

where:

target slope + pi > phase difference - n*pi > target
slope - pi; and adding m*pi to the phase differ-
ence when the difference between the phase
difference and the target slope is less than -pi,

where:

target slope + pi > phase difference + m*pi >
target slope - pi.

9. The method of anyone of claims 1 to 8, wherein the
first and second audio signals (824) are frequency
domain representations of a frame of audio received
at the corresponding microphone (110, 112) over a
time interval, and wherein the method is repeated
for subsequent frames of audio.

10. The method of claim 9, wherein processing the first
and second audio signals (824) comprises:

determining if the direction error is less than an
on-axis threshold, indicating that the frame of
audio represented by the first and second audio

signals (824) corresponds to voice audio origi-
nating from the region of interest; and combining
the first and second audio signals (824) to en-
hance the frame of audio

when the direction error is less than the on-axis
threshold.

11. The method of claim 9 or 10, wherein processing the
first and second audio signals (824) comprises:

determining if the direction error is greater than
an off-axis threshold, indicating that the frame
of audio represented by the first and second au-
dio signals (824) corresponds to noise audio or
to voice audio originating from outside the region
of interest; and
combining the first and second audio signals
(824) to suppress the frame of audio when the
direction error is greater than the off-axis thresh-
old.

12. The method of claim 9, wherein processing the first
and second audio signals (824) comprises:

determining if the direction error is between an
off-axis threshold and an on-axis
threshold, indicating that the frame of audio rep-
resented by the first and second audio signals
(824) corresponds to a combination of voice au-
dio originating from the region of interest and
noise audio or to voice audio originating from
outside the region of interest;
calculating a mixing mask as a function of fre-
quency; and
combining the first and second audio signals
(824) using the mixing mask when the direction
error is between the off-axis threshold and the
on-axis threshold.

13. An apparatus performing off-axis audio suppression
in an audio environment comprising:

a processor for executing instructions and mem-
ory storing instructions for configuring the appa-
ratus to provide the method of any one of claims
1 to 12.

14. A computer readable memory containing instruction
for implementing the method of any one of claims 1
to 12.
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