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TECHNIOUES FOR MIGRATING A VIRTUAL 
MACHINE USING SHARED STORAGE 

BACKGROUND 

0001) When a guest operating system is supported on a 
host, the guest operating system can run in what is called a 
“virtual machine,” as the guest operating system does not 
have control to the physical hardware of the computer 
System. A virtual machine management system (sometimes 
referred to as a virtual machine monitor or a hypervisor) is 
also often employed to manage one or more virtual 
machines so that multiple virtual machines can run on a 
single computing device concurrently. The virtual machine 
management system runs directly on the native hardware 
and virtualizes the resources of the machine. A host oper 
ating system and a virtual machine management system may 
run side-by-side on the same physical hardware. For pur 
poses of clarity will we use the term virtualization module 
to refer to all incarnations of a virtual machine management 
system. 
0002 The abstraction of the virtual machine from the 
underlying hardware provides for flexible resource alloca 
tion and facilitates the ability to move, or “migrate.” virtual 
machines from one host machine to another. Being able to 
migrate a virtual machine quickly and easily from one host 
machine to another is useful, for example, for “load balanc 
ing systems, performing hardware or software upgrades, or 
handling disaster recovery. More specifically, if a virtual 
machine requires more processing power than is available 
on one host machine, it can be moved to another host 
machine that has extra capacity. Moreover, if the host 
computer system requires hardware maintenance or a soft 
ware upgrade, the virtual machine may be migrated from 
one physical computer system to another temporarily, which 
thereby allows the first physical computer system to be taken 
down and upgraded. Similarly, in the case of power outage 
a limited amount of power is available in the backup 
batteries, all virtual machines of a datacenter can be 
migrated to another datacenter and then migrated back when 
the power is restored. Additionally, virtual machines facili 
tate the offloading of enterprise operations to a hosted 
datacenter simply to reduce the need for maintaining and 
upgrading resources. 
0003) Live migration of a virtual machine is the process 
of moving the running virtual machine from the physical 
computer system that hosts the virtual machine at the time 
the migration is initiated (the source computer system) to 
another physical computer system (the target computer 
System) without causing an unreasonable amount downtime, 
where unreasonable depends on the workload running in the 
Virtual machine. Live migration provides the core technol 
ogy required for dynamic load balancing, virtual machine 
placement, high availability for virtualized workloads dur 
ing physical computer maintenance, and reduced datacenter 
power consumption, among others. 
0004. A common way of implementing live migration is 
to create a network connection between two physical com 
puter systems, the source computer system and the target 
computer system, and use this network connection to copy 
the state of the virtual machine from the source computer 
system to the target computer system. However, the need for 
a separate network connection creates overhead costs, such 
as administration costs associated with the management of 
firewalls. In addition, when a separate network connection is 
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required for isolation of migration traffic from other network 
traffic for capacity or security reasons, there are infrastruc 
ture costs associated with setting up this separate network 
topology. 

SUMMARY 

0005 Techniques are disclosed for using storage shared 
between a source computer system and a target computer 
System to migrate the state of the virtual machine. In an 
embodiment, paging functionality of the virtualization mod 
ule can be leveraged in an iterative process on the source 
computer system by paging-out the content of the virtual 
machine's memory to a shared storage medium and restor 
ing the content of the memory from the shared storage 
medium to the target computer system. In an exemplary 
embodiment, a page file can be used to transfer the state of 
the virtual machine from the source computer system to the 
target computer system. In another embodiment, instead of 
a page file, a saved-state file can be used to transfer the state 
of the virtual machine from the source computer system to 
the target computer system. 
0006. This summary is provided to introduce a selection 
of concepts in a simplified form that are further described 
below in the Detailed Description. This summary is not 
intended to identify key features or essential features of the 
claimed subject matter, nor is it intended to be used to limit 
the scope of the claimed subject matter. 

BRIEF DESCRIPTION OF THE DRAWINGS 

I0007. The systems, methods, and computer-readable 
media for live migration of a virtual machine are further 
described with reference to the accompanying drawings in 
which: 
0008 FIG. 1 illustrates an exemplary general purpose 
computing environment in which the techniques described 
herein may be embodied; 
0009 FIG. 2 illustrates a virtualized computing system: 
I0010 FIG. 3 illustrates a virtualized computing system: 
I0011 FIG. 4 illustrates how memory can be arranged in 
a virtualized environment; 
0012 FIG. 5 illustrates an operational environment for 
migrating a virtual machine from one computer system to 
another computer system; 
I0013 FIG. 6 illustrates an operational procedure; 
(0014 FIG. 7 depicts a generalized flow chart showing 
migration of a virtual machine using a page file; 
0015 FIG. 8 illustrates an alternative embodiment of 
FIG. 6, wherein guest physical memory pages is copied into 
a target virtual machine; 
0016 FIG. 9 illustrates an alternative embodiment of 
FIG. 6, illustrating operations for copying iteratively copy 
ing state information; 
0017 FIG. 10 illustrates an alternative embodiment of 
FIG. 9; 
I0018 FIG. 11 depicts a generalized flow chart showing 
migration of a virtual machine using a saved-state file in 
shared storage; 
0019 FIG. 12 illustrates an alternative embodiment of 
FIG. 11; 
0020 FIG. 13 illustrates an alternative embodiment of 
FIG. 11; and 
0021 FIG. 14 illustrates an alternative embodiment of 
FIG 11. 
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DETAILED DESCRIPTION 

0022 FIG. 1 is a block diagram of a general purpose 
computer system in which the techniques described herein 
may be employed. The computer system 120 is only one 
example of a Suitable computing environment and is not 
intended to Suggest any limitation as to the scope of use or 
functionality of the presently disclosed subject matter. Nei 
ther should the computer system 120 be interpreted as 
having any dependency or requirement relating to any one or 
combination of components illustrated in the exemplary 
operating environment. In some embodiments, the various 
depicted computing elements may include circuitry config 
ured to instantiate specific aspects of the present disclosure. 
For example, the term circuitry used herein can include 
specialized hardware components configured to perform 
function(s) by firmware or switches. In other example 
embodiments, the term circuitry can include a general pur 
pose processing unit, memory, etc., configured by Software 
instructions that embody logic operable to perform function 
(s). In example embodiments where circuitry includes a 
combination of hardware and Software, an implementer may 
write source code embodying logic and the source code can 
be compiled into machine readable code that can be pro 
cessed by the general purpose processing unit. Since one 
skilled in the art can appreciate that the state of the art has 
evolved to a point where there is little difference between 
hardware, Software, or a combination of hardware and 
software, the selection of hardware versus software to effec 
tuate specific functions is a design choice left to an imple 
menter. More specifically, one of skill in the art can appre 
ciate that a software process can be transformed into an 
equivalent hardware structure, and a hardware structure can 
itself be transformed into an equivalent Software process. 
Thus, the selection of a hardware implementation versus a 
Software implementation is one of design choice and left to 
the implementer. 
0023 Referring now to FIG. 1, an exemplary computer 
system 120 is depicted. The computer system can include a 
conventional computer 20 or the like, including at least one 
processor or processing unit 21, a system memory 22, and a 
system bus 23 that communicatively couples various system 
components including the system memory to the processing 
unit 21. The system bus 23 may be any of several types of 
bus structures including a memory bus or memory control 
ler, a peripheral bus, and a local bus using any of a variety 
of bus architectures. The system memory can include read 
only memory (ROM) 24 and random access memory (RAM) 
25. A basic input/output system (BIOS) 26, containing the 
basic routines that help to transfer information between 
elements within the computer 20, Such as during start up, is 
stored in ROM 24. The computer 20 may further include a 
hard disk drive 27 for reading from and writing to a hard disk 
(not shown), a magnetic disk drive (e.g. floppy drive) 28 for 
reading from or writing to a removable magnetic disk (e.g. 
removable storage) 29, and an optical disk drive 30 for 
reading from or writing to a removable optical disk 31, Such 
as a CD ROM or other optical media. The hard disk drive 27, 
magnetic disk drive 28, and optical disk drive 30 are shown 
as connected to the system bus 23 by a hard disk drive 
interface 32, a magnetic disk drive interface 33, and an 
optical drive interface 34, respectively. The drives and their 
associated computer readable media provide non volatile 
storage of computer readable instructions, data structures, 
program modules, and other data for the computer 20. 
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Although the exemplary environment described herein 
employs a hard disk, a removable magnetic disk 29, and a 
removable optical disk 31, it should be appreciated by those 
skilled in the art that other types of computer readable media 
that can store data that is accessible by a computer, Such as 
magnetic cassettes, flash memory cards, digital video disks, 
Bernoulli cartridges, random access memories (RAMS), 
read only memories (ROMs), and the like may also be used 
in the exemplary operating environment. Generally, Such 
computer readable storage media can be used in some 
embodiments to store processor executable instructions 
embodying aspects of the present disclosure. 
0024. A number of program modules comprising com 
puter-readable instructions may be stored on computer 
readable media such as the hard disk, magnetic disk 29. 
optical disk 31, ROM 24, or RAM 25, including an oper 
ating system 35, one or more application programs 36, other 
program modules 37, and program data 38. Upon execution 
by the processing unit, the computer-readable instructions 
cause the actions described in more detail below to be 
carried out or cause the various program modules to be 
instantiated. A user may enter commands and information 
into the computer 20 through input devices such as a 
keyboard 40 and pointing device (e.g. mouse) 42. Other 
input devices (not shown) may include a microphone, joy 
Stick, game pad, satellite disk, Scanner, or the like. These and 
other input devices are often connected to the processing 
unit 21 through a serial port interface 46 that is coupled to 
the system bus 23, but may be connected by other interfaces, 
Such as a parallel port, game port, or universal serial bus 
(USB). A monitor 47 or other type of display device can also 
be connected to the system bus 23 via an interface. Such as 
a video adapter 48. In addition to the monitor 47, computers 
typically include other peripheral output devices (not 
shown). Such as speakers and printers. The exemplary sys 
tem of FIG. 1 also includes a host adapter 55, Small 
Computer System Interface (SCSI) bus 56, and an external 
storage device 62 connected to the SCSI bus 56. 
0025. The computer 20 may operate in a networked 
environment using logical connections to one or more 
remote computers, such as a remote computer 49. The 
remote computer 49 may be another computer, a server, a 
router, a network PC, a peer device, or other common 
network node, and typically can include many or all of the 
elements described above relative to the computer 20, 
although only a memory storage device (e.g. floppy drive) 
50 has been illustrated in FIG. 1. The logical connections 
depicted in FIG. 1 can include a local area network (LAN) 
51 and a wide area network (WAN) 52. Such networking 
environments are commonplace in offices, enterprise wide 
computer networks, intranets, and the Internet. 
0026. When used in a LAN networking environment, the 
computer 20 can be connected to the LAN 51 through a 
network interface or adapter 53. When used in a WAN 
networking environment, the computer 20 can typically 
include a modem 54 or other means for establishing com 
munications over the WAN 52, such as the Internet. The 
modem 54, which may be internal or external, can be 
connected to the system bus 23 via the serial port interface 
46. In a networked environment, program modules depicted 
relative to the computer 20, or portions thereof, may be 
stored in the remote memory storage device. It will be 
appreciated that the network connections shown are exem 
plary and other means of establishing a communications link 
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between the computers may be used. Moreover, while it is 
envisioned that numerous embodiments of the present dis 
closure are particularly well-suited for computerized sys 
tems, nothing in this document is intended to limit the 
disclosure to Such embodiments. 

0027 Turning to FIG. 2, hypervisor microkernel 202 can 
be configured to control and arbitrate access to the hardware 
of computer system 200, which may have some or all of the 
components of computer 20 of FIG. 1. Broadly, hypervisor 
microkernel 202 can generate execution environments 
called partitions such as child partition 1 through child 
partition N (where N is an integer greater than 1). In 
embodiments, a child partition is the basic unit of isolation 
supported by hypervisor microkernel 202. Hypervisor 
microkernel 202 can isolate processes in one partition from 
accessing another partition’s resources, e.g., a guest oper 
ating system in one partition may be isolated from the 
memory of another partition and thus may not be able to 
detect memory addresses outside of its partition. Each child 
partition can be mapped to a set of hardware resources, e.g., 
memory, devices, logical processor cycles, etc., that is under 
control of the hypervisor microkernel 202. In embodiments 
hypervisor microkernel 202 can be a stand-alone software 
product, a part of an operating system, embedded within 
firmware of the motherboard, specialized integrated circuits, 
or a combination thereof. 
0028. In the depicted example, this exemplary virtualiza 
tion architecture can include parent partition component 
204, which can also be also thought of as similar to domain 
0 of Xen's open source hypervisor. Parent partition 204 in 
this operational environment can be configured to provide 
resources to guest operating systems executing in the child 
partitions 1-N by using virtualization service providers 228 
(VSPs) that are typically referred to as back-end drivers in 
the open source community. Broadly, VSPs 228 can be used 
to multiplex the interfaces to the hardware resources by way 
of virtualization service clients (VSCs) (typically referred to 
as front-end drivers in the open source community) and 
communicate with the virtualization service clients via com 
munication protocols. As shown by the figures, virtualiza 
tion service clients can execute within the context of guest 
operating systems. These drivers are different than the rest of 
the drivers in the guest in that they may be supplied with a 
hypervisor, not with a guest. 
0029. As shown by the figure, emulators 234, e.g., vir 
tualized IDE devices, virtualized video adaptors, virtualized 
NICs, etc., can be configured to run within the parent 
partition 204 and attached to resources available to guest 
operating systems 220 and 222. For example, when a guest 
OS touches a register of a virtual device or memory mapped 
to the virtual device microkernel hypervisor 202 can inter 
cept the request and pass the values the guest attempted to 
write to an associated emulator. 

0030 Each child partition can include one or more virtual 
processors (230 and 232) that guest operating systems (220 
and 222) can manage and Schedule threads to execute 
thereon. Generally, the virtual processors are executable 
instructions and associated State information that provide a 
representation of a physical processor with a specific archi 
tecture. For example, one virtual machine may have a virtual 
processor having characteristics of an Intel x86 processor, 
whereas another virtual processor may have the character 
istics of a PowerPC processor. The virtual processors in this 
example can be mapped to logical processors of the com 
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puter system such that the instructions that effectuate the 
virtual processors will be backed by logical processors. 
Thus, in an embodiment including multiple logical proces 
sors, virtual processors can be simultaneously executed by 
logical processors while, for example, other logical proces 
Sor execute hypervisor instructions. The combination of 
virtual processors and memory in a partition can be consid 
ered a virtual machine. 

0031 Guest operating systems (220 and 222) can be any 
operating system such as, for example, operating systems 
from Microsoft(R), Apple(R), the open source community, etc. 
The guest operating systems can include user/kernel modes 
of operation and can have kernels that can include sched 
ulers, memory managers, etc. Generally speaking, kernel 
mode can include an execution mode in a logical processor 
that grants access to at least privileged processor instruc 
tions. Each guest operating system can have associated file 
systems that can have applications stored thereon Such as 
terminal servers, e-commerce servers, email servers, etc., 
and the guest operating systems themselves. The guest 
operating systems can schedule threads to execute on the 
virtual processors and instances of Such applications can be 
effectuated. 

0032 Referring now to FIG. 3, it illustrates an alternative 
architecture to that described above in FIG. 2. FIG.3 depicts 
similar components to those of FIG. 2; however, in this 
example embodiment hypervisor 302 can include a micro 
kernel component and components similar to those in parent 
partition 204 of FIG. 2 such as the virtualization service 
providers 228 and device drivers 224, while management 
operating system 304 may contain, for example, configura 
tion utilities used to configure hypervisor 302. In this 
architecture, hypervisor 302 can perform the same or similar 
functions as hypervisor microkernel 202 of FIG. 2; however, 
in this architecture hypervisor 304 can be configured to 
provide resources to guest operating systems executing in 
the child partitions. Hypervisor 302 of FIG. 3 can be a stand 
alone software product, a part of an operating system, 
embedded within firmware of the motherboard or a portion 
of hypervisor 302 can be effectuated by specialized inte 
grated circuits. 
0033 Turning to FIG. 4, it illustrates how memory can be 
managed. Virtualization module 400, which is illustrated in 
FIG. 5, can enforce partitioning by restricting a guest 
operating system's view of system memory. In an exemplary 
embodiment, virtualization module 400 can be hypervisor 
302 or microkernel hypervisor 202 operating in conjunction 
with a host operating system running in a parent partition 
204. Guest physical memory (GPM) is a partitions view of 
memory that is controlled by virtualization module 400, e.g., 
microkernel hypervisor 202. System physical memory 
(SPM) is the memory from the view of virtualization module 
400. Each block illustrated by the figure represents a page, 
which is a fixed length block of memory with a starting and 
ending address. For example, four pages of guest physical 
memory are allocated to a virtual machine and six pages of 
system physical memory are available, according to this 
illustrative figure. System physical memory can be allocated 
to virtual machines as guest physical memory. Thus, a page 
of memory allocated to a virtual machine will have a guest 
physical address (the address used by the virtual machine) 
and a system physical address (the actual address of the 
page). The term guest physical memory is a shorthand way 
of describing a page of memory from the viewpoint of a 
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virtual machine and the term system physical memory is 
shorthand way of describing a page of memory from the 
viewpoint of the physical system. 
0034. As shown by the figure, guest physical memory can 
be further virtualized by guest OS into guest virtual memory. 
The guest OS can move information stored in guest physical 
memory into page file 402 which can be stored in secondary 
storage such as in a virtual hard drive in order to free up 
guest physical memory. Similarly, in an exemplary embodi 
ment employing second-level paging, virtualization module 
400 can have access to system virtual pages and a system 
page file 404 (where a system page file 404 could exist for 
each virtual machine). Virtualization module 400 can use the 
system page file 404 to Swap information to secondary 
storage Such as a disk. 
0035) Second-level paging describes a technique for sav 
ing the content of a guest-physical page to a page file 
managed by the virtualization platform and to reuse the 
system-physical page that was used to back this guest 
physical page for other purposes (in many cases to back 
another guest-physical page of the VM or another VM, but 
not necessarily). If the guest accesses a guest-physical page 
for that the content is currently written to disk, virtualization 
module 400 can find a system-physical page; read the 
content back from disk into the page; and backs the guest 
physical page with that system-physical page. In a specific 
example, and referring to FIG. 4, guest virtual memory page 
3 can be backed by guest physical memory page 3. Guest 
physical page 3 may have been previously been backed by 
system physical page 5; however, virtualization module 400 
may have paged the contents of system physical page 5 to 
system page file 404. 
0036 FIG. 5 is a block diagram illustrating an opera 
tional environment for practicing aspects of the present 
disclosure. FIG. 5 shows two instantiations of the system 
shown in FIG. 2 or 3 (506 and 508), each including a virtual 
machine “VM (108 and 108') and connected to shared 
storage 510. Shared storage 510 is shown as external to the 
computer systems, however in embodiments shared storage 
510 can be attached to either source computer system 506 or 
target computer system 508. In this regard, shared storage 
510 can be any storage device that can be accessed by both 
virtualization modules 400 and 400'. Shared storage 510 
may include, but is not limited to, Network Attached Storage 
(NAS) devices, such as Server Message Block (SMB) file 
shares or a Network File System (NFS), and Storage Area 
Network (SAN) target that provid Logical Unit Numbers 
(LUNs). In an embodiment, connection 504 may be an 
Ethernet connection. In another embodiment, connection 
504 may be Small Computer System Interface (SCSI). In yet 
another embodiment, connection 504 may be Fibre Channel. 
Connection 504" may use the same or a different protocol 
than the protocol used for connection 304. 
0037 Additionally, the system of FIG. 5 includes target 
computer system 508, which can include guest physical 
memory, virtualization module 400', and VM 108'. VM 108 
can be instantiated when a migration operation begins and 
virtualization module 400" can be configured to use state 502 
to configure VM 108'. 
0038 Generally speaking, there are two states of a virtual 
machine that may make up the overall saved state 502 of the 
virtual machine. First, there may be the virtual machine 
memory content, i.e., the content of the guest physical 
memory allocated to the virtual machine. Second, there may 
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be the virtual device runtime state. The virtual device 
runtime state encompasses the virtual devices that make up 
the state of the virtual machine, such as, but not limited to, 
the state of any virtual processor(s), outstanding input/ 
outputs (I/Os), the central processing unit (CPU), the video 
buffer, etc. For example, the state of a virtual device may 
include the content of video memory that is managed by a 
virtual video device, or caches managed by virtual disk 
devices. The runtime state of the virtual devices may be 
needed before restoring the virtual devices on the target 
computer system because the virtual machine may not be 
able to execute without it. In an embodiment, the virtual 
machine memory content may comprise guest OS page file 
402 or in another embodiment guest OS page file 402 may 
be stored in VM storage 516. 
0039. As shown by the figure, state 502 may be stored in 
shared storage 510 in saved-state file 512 and/or a page file 
404. Shared storage 510 can store page file 404 for, for 
example, a host operating system or hypervisor 302, saved 
state file 512, and VM storage 516, e.g., a virtual hard drive 
file. These three elements are illustrated in dashed lines to 
indicate that different combinations of these elements may 
be present in shared storage 510. For example, in an embodi 
ment page file 404 may be used instead of saved state file 
512 or vise versa. In another embodiment both may be used. 
In another embodiment, VM storage 516, e.g., a virtual hard 
disk file or LUN, may not be present on the same physical 
storage medium as page file 404 or saved-state file 512. For 
example, in an embodiment a virtual machine may use a 
LUN that is not sub-allocated for storage and page file 404 
may be stored on a different LUN. In another embodiment, 
VM storage 516 may be a virtual hard drive file stored on a 
LUN along with page file 404. 
0040 State 502 of VM 103 can be transferred to target 
computer system 508 using a variety of techniques. One 
exemplary technique includes using page file 404 for the 
memory content and saved-state file 512 for the device and 
processor state. Another technique includes using saved 
state file 512 or page file 404 to store both the memory 
content and the device and processor State. A third approach 
could be to use the guest physical memory of VM 108' to 
store the device and processor State, i.e., this state informa 
tion could be directly transferred from source computer 
system 506 to target computer system 508, and use page file 
404 or saved-state file 512 to transfer the memory content. 
0041 Continuing with the description of FIG. 5, in an 
exemplary embodiment, state 502 of VM 108 can be saved 
to page file 404 and/or saved-state file 512 in an iterative 
way while VM 108 is running. The repetition of saving parts 
of state 502 is used because VM 108 is still modifying state 
502 and virtualization module 400 can use a mechanism to 
identify the parts of state 502 that changed. This process can 
continue until a threshold is reached. At this point VM 108 
is paused and the remaining modified State is written to page 
file 404 and/or saved-state file 512. The threshold can be 
defined by several means. For example, it can be based on 
the size of the remaining modified State, it can be based on 
a time period, or it could be based on a more elaborate 
heuristic that aims to minimize the amount of time VM 108 
needs to be paused. Thus, in this exemplary embodiment 
virtualization module 400 can be configured to identify 
changed parts of state 502 and write them to page file 404 
and/or saved-state file 512 using any technique. For 
example, virtualization module 400 could operate on 
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batches of pages or individual pages. In this exemplary 
embodiment, virtualization module 400 can be configured 
send a batch of pages and if a page is touched while saving 
the batch, virtualization module 400 can be configured to 
immediately write the touched page to page file 404 and/or 
saved-state file 512. The threshold to stop the transfer and 
pause the VM can include a maximum number of Save 
operations (e.g., to enforce that the migration eventually 
proceeds), but typically combines the maximum number of 
save operations with additional heuristics. 
0042. In another specific example, virtualization module 
400 can use a pass-based approach. In this exemplary 
embodiment, a single iteration can be defined as the process 
of checking each guest-physical page and writing modified 
pages to page file 404 and/or saved-state file 512 (usually the 
pages are checked in the order of their guest-physical 
addresses), and multiple of theses passes (i.e., iterations) can 
be performed to save the memory. 
0043. The following is a description with reference to a 
series of flowcharts depicting operational procedures. For 
ease of understanding, the flowcharts are organized such that 
initial flowcharts present implementations via an overall 
“big picture’ viewpoint and subsequent flowcharts provide 
further additions and/or details. 
0044 FIG. 6 shows an illustrative, operational procedure 
for practicing aspects of the present invention including 
operations 600-612. Operation 600 begins the operational 
process, and a migration operation can begin in order to 
move VM 108 from source computer system 506 to target 
computer system 508. In operation 602, virtualization mod 
ule 400 can cause pages of guest physical memory allocated 
to the Source virtual machine to be copied to a host operating 
system page file located in a shared storage medium while 
a guest operating system executes in the source virtual 
machine. Turning back to FIG. 5, in this example, second 
level paging may be enabled and page file 404 can be 
associated with a host operating system running in a com 
puter system having an architecture similar to that in FIG. 2. 
0045. When second-level paging is enabled in a virtual 
machine, some or many of the memory pages in the virtual 
machine’s “physical memory may already reside in page 
file 404. Thus, in this exemplary embodiment, second-level 
paging may enable live migration of a virtual machine to 
occur more quickly because fewer memory pages will have 
to be copied from source computer system 506 to shared 
storage 510 after live migration initiates; the memory pages 
that have been paged-out to the shared storage page file prior 
to the initiation of live migration will not have to be copied 
again to the shared storage because already existing page 
files are reused. In this exemplary embodiment, virtualiza 
tion module 400 can be configured to determine which 
memory pages have not already been paged-out to the 
shared storage page file and those memory pages can be 
copied to page file 404. 
0046. In an alternative embodiment, and turning back to 
FIG. 6, operation 603 shows that virtualization module 400 
can cause source computer system 506 to communicate with 
the shared storage medium 510 via network 504. The 
transfer between source computer system 506 and shared 
storage 510 and then the between the shared storage 510 and 
target computer system 508 may be accomplished through a 
network or Fibre Channel, for example. In this embodiment, 
a host operating system may have configured page file 404 
on shared storage 510, which can be a SAN target. 
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0047. Because virtual machine 108 continues to run 
during the save operation, the saved state may be continu 
ously modified. In operation 604, virtualization module 400 
can cause pages of guest physical memory that the guest 
operating system changed while the pages are being copied 
to the host operating system page file to be identified. In this 
example, Virtualization module 400, e.g., microkernel 
hypervisor 202, can track the modifications to the saved state 
by identifying pages of guest physical memory that changed 
while virtual machine 108 continues to run during the save 
operation. In operation 606, virtualization module 400 can 
cause the identified pages to be copied to the host operating 
system page file. In this embodiment, page file 404, e.g., a 
host operating system page file, resides in storage accessible 
to both the source computer system 506 and the target 
computer system 508. 
0048 Virtual machine 108 can be paused and, therefore, 
no more virtual machine memory content modifications will 
occur. The state of the virtual machine's virtual devices and 
the remaining modified State of virtual machine memory 
content can then be saved to page file 404 in shared storage 
510. After this save operation, there is a consistent copy of 
virtual machine memory content and the state of the virtual 
machine's virtual devices. Ownership of shared storage 510 
can then be transferred from source computer system 506 to 
target computer system 508. For example, transfer of own 
ership may include managing the ownership of the shared 
storage by the masking and unmasking of SAN LUNs. 
0049. In operation 608, virtualization module 400' can 
cause guest physical memory to be allocated to target virtual 
machine 108' by reading in the guest operating system and 
the state of the virtual devices necessary for execution of the 
virtual machine, including the virtual processor State, from 
page file 404 in shared storage 510. Or put another way, 
virtualization module 400' can first read in the part of the 
state that is absolutely necessary to start virtual machine 
108". After virtual machine 108' has been started, as shown 
by operation 610, virtualization module 400' can cause the 
remaining state to be read into guest physical memory of the 
target virtual machine from the host operating system page 
file in response to receiving page faults associated with the 
pageS. 

0050. In an alternative embodiment, when second-level 
paging is available to virtualization module 400, but it has 
not already been set up in virtual machine 108 by the 
virtualization module 400, page file 404 can be created on 
shared storage 510. 
0051 Turning to operation 612, in an exemplary embodi 
ment, virtualization module 400 can migrate using a page 
file in the instance that a threshold number of pages are 
already paged out to shared storage. Or put another way, 
virtualization module 400 can cause the pages of guest 
physical memory allocated to source virtual machine 506 to 
be copied to the host operating system page file in response 
to determining that a number of pages of guest physical 
memory currently paged out to the host operating system 
page file is greater than a threshold. In this example, virtual 
machine memory content is then paged-out to page file 404 
using the second-level paging capability available to virtu 
alization module 400. This may be done iteratively because 
virtual machine 108 continues to run during the save opera 
tion, which may continuously modify the saved state. 
0052 FIG. 7 illustrates alternative embodiments of the 
operational procedure of FIG. 6, including the additional 
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operations 702 and 704. In an embodiment, virtualization 
module 400 continues to save the modified pages to shared 
storage 510 until a threshold comparison value is met. Since 
VM 108 is still running during this save operation, pages 
that have been modified in the meantime will need to be 
copied before the migration operation can be finished. 
Virtualization module 400 identifies the pages that have 
been modified in the meantime, and then makes a determi 
nation whether to continue or to pause VM 108 momentarily 
while the remaining changed pages are copied to the shared 
storage medium 510. In an embodiment using save-passes, 
the threshold can be based on the amount of modified pages 
after the completion of a pass. In this example, virtualization 
module 400 can continue copying pages until the number of 
changes pages is less than a maximum number. In this 
embodiment, each save pass may become shorter as the 
number of memory pages being modified decreases. In 
another embodiment, the threshold can be based on the 
number of modified pages. 
0053. In another embodiment using save-passes, the 
threshold can be based on a maximum number of Save 
passes that virtualization module 400 performs. In this 
example, virtualization module 400 can continue to copy 
pages until a maximum number of Save-passes have been 
exceeded. In this embodiment, there may a security reason 
to include a limit to the number of passes that are taken: a 
malicious virtual machine could indefinitely delay its migra 
tion by continually modifying a high number of memory 
pages. The maximum numbers are implementation depen 
dent. For example, the maximum numbers may be depen 
dent on what an acceptable time is for the virtual machine to 
be paused. In another exemplary embodiment, virtualization 
module 400 can continue to copy pages until a maximum 
time limit elapses. In embodiments, the determination to 
continue performing save-passes could be made by compar 
ing the number of modified pages against a predetermined 
threshold amount, by comparing the number of save passes 
that have already been performed against a predetermined 
threshold amount, or a combination of the two. Similar to 
that described above, the threshold to stop the transfer and 
pause the VM can include a maximum number of passes 
(e.g., to enforce that the migration eventually proceeds), but 
typically combines the maximum number of passes with 
additional heuristics. 

0054 FIG. 8 illustrates an alternative embodiment of the 
operational procedure of FIG. 6, including the additional 
operation 802. In this exemplary embodiment, virtualization 
module 400' can cause the target computer system to copy 
the pages stored in the host operating system page file into 
guest physical memory of the target computer system based 
on an availability of otherwise idle resources such as, for 
example, idle logical processors and/or network bandwidth 
or I/O storage bandwidth. For example, low-priority back 
ground page-in operations may take place to restore memory 
pages that have not yet been copied from shared storage 510 
to the guest physical memory on the target computer system 
508. The low-priority background page-in operations can 
run when, for example, a logical processor is free and 
otherwise idle until the saved state of VM 108 is loaded into 
VM 108'. Low-priority background page-in operations may 
improve performance because memory pages are paged-in 
to the virtual machine saved state before they are needed. It 
should be noted that because solely using on-demand pag 
ing-in may not page-in all of the memory pages, if it is 
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desirable to delete page file 404 or saved-state file 516 from 
shared storage 510, low-priority background page-in opera 
tions may be desirable. 
0055 FIG. 9 illustrates alternative embodiments of FIG. 
6, including additional operations 902-906. In an embodi 
ment, virtual device state may be saved to page file 404. In 
another exemplary embodiment, virtual device sate may be 
iteratively saved to shared storage 510 during a save opera 
tion. In this exemplary embodiment, the actual implemen 
tation of both the way the modifications to the device state 
are identified and the way the device state is saved are 
specific to the individual virtual device. In at least one 
exemplary embodiment when one or more pages of guest 
memory are copied, virtualization module 400 can copy 
device state to shared storage. 
0056. In a specific example, the virtual device state of 
VM 108 can also be paged-out to shared storage 510 using 
second-level paging to save the States and Subsequent 
changes to the states of the virtual devices to shared storage 
510. Upon initiation of migration, virtual device state that 
have already been copied into shared storage 510 and have 
not been changed will not have to be copied again. In 
operation 902, virtualization module 400 of source computer 
system 506 can cause virtual device state information for 
virtual devices of the source virtual machine to be copied to 
the host operating system page file. During the save opera 
tion, virtualization module 400 can track the modifications 
to the virtual machine's virtual device states while VM 108 
continues to run. In operation 904, virtualization module 400 
of source computer system 506 can cause virtual device state 
information that has changed while the guest operating 
system executes to be identified. In operation 906, virtual 
ization module 400 of source computer system 506 can 
cause the identified virtual device state information to be 
copied to the host operating system page file. 
0057 FIG. 10 illustrates alternative embodiments of the 
operational procedure described in FIG. 9, including addi 
tional operations 1002 and 1004. A decision may be made as 
to whether the difference between the saved state and the 
runtime state, which in this embodiment is comprised of the 
contents of the guest physical memory and the states of the 
virtual machine's virtual devices, is less than a threshold. In 
operation 1002, virtualization module 400 of the source 
computer system 506 can cause remaining identified pages 
and identified virtual device state information to be copied 
to a host operating system page file and/or a saved-state file 
512 in response to determining that an amount of pages 
and/or device State changed by the guest operating system is 
less than a threshold. Alternatively or additionally, a deci 
sion may be made as to whether a maximum number of save 
passes has been reached. In operation 1004, virtualization 
module 400 of the source computer system 506 can cause 
remaining identified pages and identified virtual device State 
information to be copied to the host operating system page 
file and/or saved-state file 512 in response to determining 
that an operation for copying pages of guest physical 
memory has executed more than a threshold number of 
times. If the threshold has not been reached, the pages 
identified as having been changed since a previous save 
operation and any modified virtual device states are saved to 
shared storage 510 and the save operation is repeated. When 
the threshold comparison value is met, the execution of 
virtual machine 108 is paused on the source computer 
system 508 and the remaining modified pages and modified 
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virtual device states are saved to the host operating system 
page file in the shared storage 510. 
0058 FIG. 11 shows an illustrative, operational proce 
dure for practicing aspects of the present invention including 
operations 1100-1106. In this exemplary embodiment, a 
saved-state file 512, which is a separate memory content file, 
may be created on shared storage 510 and used for the 
migration operation. Saved-state file 512 may be stored in a 
file system controlled by a host OS or hypervisor (in the 
instance that the target can access the hosts file system); or 
it could be stored in a network file system, etc. Moreover, 
saved-state file 512 may be stored on a different physical 
device than virtual machine storage 516. Operation 1100 
begins the operational process and operation 1102 illustrates 
that virtualization module 400 can copy, while a guest 
operating system executes in the source virtual machine, 
pages of guest physical memory allocated to the Source 
virtual machine to saved-state file 512 located in a net 
worked storage system, i.e., shared storage 510. Because 
virtual machine 108 continues to run during the save opera 
tion, the saved state may be continuously modified. In 
operation 1104, virtualization module 400 can identify pages 
in the guest physical memory that the guest operating system 
changed while the pages were being copied to the saved 
state file. Virtualization module 400 tracks the modifications 
to by identifying pages of guest physical memory that 
change while virtual machine continues 108 to run during 
the save operation. In operation 1106, virtualization module 
400 can copy the identified pages to saved-state file 512. 
0059. At this point, virtual machine 108 can be paused 
and, therefore, no more virtual machine memory modifica 
tions will occur. The state of the virtual machine's virtual 
devices and remaining modified State of virtual machine 
memory can be saved to saved-state file 512. 
0060 FIG. 12 illustrates alternative embodiments of the 
operational procedure of FIG. 11, including the additional 
operations 1202-1208. In an embodiment, and illustrated by 
operation 1202, prior to the migration operation, Source 
computer system 506 can connect to shared storage 510. 
0061. In an exemplary embodiment, virtualization mod 
ule 400 can be configured to use saved-state file 512 in the 
instance that second-level paging is disabled. In a specific 
example, virtualization module 400 can copy pages of guest 
physical memory allocated to the source virtual machine to 
saved-state file 512 located in the networked storage system 
in response to determining that second-level paging is 
disabled. For example, when virtualization module 400 runs, 
it can determine whether second-level paging is enabled. In 
the instant that it is disabled, virtualization module 400 can 
setup a saved-state file 512 on shared storage 510 and use it 
for a potential migration operation. 
0062 Turning to operation 1206, virtualization module 
400 can be configured to copy remaining identified pages to 
the staved-state file in response to determining that a number 
of pages that the guest operating system changed while the 
pages were being copied to the saved-state file is less than 
a threshold. Alternatively or additionally, as shown by 
operation 1208, virtualization module 400 can be configured 
to copy remaining identified pages to the staved-state file in 
response to determining that an operation for copying pages 
of guest physical memory has executed more than a thresh 
old number of times. When the threshold comparison value 
is met, the execution of the virtual machine is paused on 
source computer system 506 and the remaining modified 
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pages, along with the state of the virtual devices, are saved 
to the saved-state file 512 in shared storage 510. 
0063 FIG. 13 illustrates alternative embodiments of FIG. 
11, including additional operations 1302-1306. In an 
embodiment, virtual device state may be saved iteratively to 
shared storage 510 to facilitate faster migration for a virtual 
machine from a source computer system to a target computer 
system. In operation 1302, virtualization module 400 of 
source computer system 506 can copy virtual device state 
information for virtual devices of the source virtual machine 
to saved-state file 512. During the save operation, virtual 
ization module 400 tracks the modifications to the virtual 
machine's virtual device states while VM 108 continues to 
run. In operation 1304, virtualization module 400 of source 
computer system 506 can identify virtual device state infor 
mation that changed while the guest operating system 
executed. In operation 1306, virtualization module 400 of 
source computer system 506 can cause the identified virtual 
device state information to be copied to saved-state file 512. 
0064 FIG. 14 illustrates an alternative embodiment of 
the operational procedure of FIG. 11, including the addi 
tional operation 1402 which states that virtualization module 
400 can stop the Source virtual machine and copying remain 
ing identified virtual device State information to saved-state 
file 512 in response to determining that an operation for 
copying pages of guest physical memory has executed more 
than a threshold number of times. In this example, when 
virtual machine 108 is stopped, virtualization module 400 
can copy the state information for remaining devices, e.g., 
virtual processors, virtual NICs, etc., to the staved-state file 
S12. 

0065. Although the subject matter has been described in 
language specific to structural features and/or methodologi 
cal acts, it is to be understood that the subject matter defined 
in the appended claims is not necessarily limited to the 
specific features or acts described above. Rather, the specific 
features and acts described above are disclosed as example 
forms of implementing the claims. 
0.066 By completing migration of a virtual machine via 
a shared storage device, a more efficient and cost effective 
computing environment may be provided. The benefit of 
using shared storage instead of a network connection as a 
medium for virtual machine migration may be that a dedi 
cated network connection is not required. Although a dedi 
cated network connection for the traditional live migration is 
not needed, it is preferable for avoidance of disruptions and 
security reasons. Shared storage as a medium negates this 
need. In addition, if a system uses Fibre Channel and shared 
storage such as a Storage Area Network (SAN), the band 
width may be better than with a network connection. 
0067. While the present disclosure has been described in 
connection with the preferred aspects, as illustrated in the 
various figures, it is understood that other similar aspects 
may be used or modifications and additions may be made to 
the described aspects for performing the same function of 
the present disclosure without deviating therefrom. There 
fore, the present disclosure should not be limited to any 
single aspect, but rather construed in breadth and scope in 
accordance with the appended claims. For example, the 
various procedures described herein may be implemented 
with hardware or software, or a combination of both. Thus, 
the methods and apparatus of the disclosed embodiments, or 
certain aspects or portions thereof, may take the form of 
program code (i.e., instructions) embodied in tangible 
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media, such as floppy diskettes, CD-ROMs, hard drives, or 
any other machine-readable storage medium. When the 
program code is loaded into and executed by a machine, 
Such as a computer, the machine becomes an apparatus 
configured for practicing the disclosed embodiments. In 
addition to the specific implementations explicitly set forth 
herein, other aspects and implementations will be apparent 
to those skilled in the art from consideration of the speci 
fication disclosed herein. It is intended that the specification 
and illustrated implementations be considered as examples 
only. 

1. (canceled) 
2. A method for migrating a source virtual machine 

running on a source computer system to a target computer 
System, comprising: 

copying, while a guest operating system is executing in 
the source virtual machine, a first portion of state 
information of guest physical memory allocated to the 
Source virtual machine to the target computer system, 
wherein the first portion of state information of the 
guest physical memory is used in the execution of a 
target virtual machine on the target computer system; 
and 

transferring, after the target virtual machine has started 
execution on the target computer system using the 
copied first portion of State information of the guest 
physical memory, a second portion of state information 
of the guest physical memory from the Source computer 
system to the target computer system in response to 
determining that the second portion of state information 
of the guest physical memory is not already present in 
the target computer system. 

3. The method of claim 2, wherein said copying the first 
portion of State information further comprises: 

copying the first portion of state information of the guest 
physical memory allocated to the Source virtual 
machine to a saved-state file located in a networked 
storage system shared and accessible by both the Source 
computer system and the target computer system; and 

reading at least the first portion from the saved-state file 
into guest physical memory of the target virtual 
machine executing on the target computer system. 

4. The method of claim 2, wherein said transferring the 
second portion of State information further comprises: 

copying the second portion of state information of the 
guest physical memory allocated to the source virtual 
machine to a saved-state file located in a networked 
storage system shared and accessible by both the Source 
computer system and the target computer system; and 

reading at least a part of the second portion from the 
saved-state file into guest physical memory of the target 
virtual machine executing on the target computer sys 
tem. 

5. The method of claim 4, further comprising: 
establishing a network communication channel with the 

networked storage system; and 
upon copying the second portion of State information of 

the guest physical memory allocated to the Source 
virtual machine to the saved-state file, transferring 
ownership of the networked storage system from the 
Source computer system to the target computer system. 

6. The method of claim 2, wherein said determining that 
the second portion of State information of the guest physical 
memory is not present in the target computer system is 
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performed in response to receiving a request, from the target 
virtual machine executing on the target computer system, for 
at least a part of the second portion of state information of 
the guest physical memory allocated to the source virtual 
machine. 

7. The method of claim 2, further comprising: 
identifying at least one page in the first portion of State 

information that changed after the start of the copying 
of the first portion of state information to the target 
computer system; and 

copying the at least one page to a saved-state file located 
in a networked storage system shared and accessible by 
both the Source computer system and the target com 
puter system. 

8. The method of claim 2, wherein the second portion of 
state information of the guest physical memory comprises 
one or more remaining portions of state information of the 
guest physical memory, wherein said transferring comprises 
iteratively transferring the one or more remaining portions 
of State information of the guest physical memory from the 
Source computer system to the target computer system. 

9. A system for migrating a source virtual machine 
running on a source computer system to a target computer 
System, comprising: 

at least one processor; 
at least one memory in communication with the at least 

one processor, the at least one memory having stored 
thereon computer-readable instructions that upon 
execution by the at least one processor cause the system 
at least to: 

copy, while a guest operating system is executing in the 
Source virtual machine, a first portion of state informa 
tion of guest physical memory allocated to the source 
virtual machine to the target computer system, wherein 
the first portion of state information of the guest 
physical memory is used in the execution of a target 
virtual machine on the target computer system; and 

transfer, after the target virtual machine has started execu 
tion on the target computer system using the copied first 
portion of State information of the guest physical 
memory, a second portion of state information of the 
guest physical memory from the Source computer sys 
tem to the target computer system in response to 
determining that the second portion of state information 
of the guest physical memory is not already present in 
the target computer system. 

10. The system of claim 9, wherein said computer 
readable instructions that upon execution by the at least one 
processor cause the system at least to copy the first portion 
of State information further comprises computer-readable 
instructions that upon execution by the at least one processor 
cause the system at least to: 

copy the first portion of State information of the guest 
physical memory allocated to the Source virtual 
machine to a saved-state file located in a networked 
storage system shared and accessible by both the source 
computer system and the target computer system; and 

read at least the first portion from the saved-state file into 
guest physical memory of the target virtual machine 
executing on the target computer system. 

11. The system of claim 9, wherein said computer 
readable instructions that upon execution by the at least one 
processor cause the system at least to transfer the second 
portion of state information further comprises computer 
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readable instructions that upon execution by the at least one 
processor cause the system at least to: 

copy the second portion of state information of the guest 
physical memory allocated to the Source virtual 
machine to a saved-state file located in a networked 
storage system shared and accessible by both the Source 
computer system and the target computer system; and 

read at least a part of the second portion from the 
saved-state file into guest physical memory of the target 
virtual machine executing on the target computer sys 
tem. 

12. The system of claim 11, further comprising computer 
readable instructions that upon execution by the at least one 
processor cause the system at least to: 

establish a network communication channel with the 
networked storage system; and 

after copying the second portion of state information of 
the guest physical memory allocated to the Source 
virtual machine to the saved-state file, transfer owner 
ship of the networked storage system from the Source 
computer system to the target computer system. 

13. The system of claim 9, wherein said computer 
readable instructions that upon execution by the at least one 
processor cause the system at least to determine that the 
second portion of State information of the guest physical 
memory is not present in the target computer system is 
performed in response to receiving a request, from the target 
virtual machine executing on the target computer system, for 
at least a part of the second portion of state information of 
the guest physical memory allocated to the source virtual 
machine. 

14. The system of claim 9, further comprising computer 
readable instructions that upon execution by the at least one 
processor, cause the system at least to: 

identify at least one page in the first portion of State 
information that changed while the first portion of state 
information was being copied to the target computer 
system; and 

copy the at least one page to a saved-state file located in 
a networked storage system shared and accessible by 
both the Source computer system and the target com 
puter system. 

15. The system of claim 9, wherein the second portion of 
state information of the guest physical memory comprises 
one or more remaining portions of state information of the 
guest physical memory, wherein said computer-readable 
instructions that upon execution by the at least one proces 
Sor, cause the system at least to transfer comprises com 
puter-readable instructions that upon execution by the at 
least one processor causes the system at least to iteratively 
transfer the one or more remaining portions of state infor 
mation of the guest physical memory from the Source 
computer system to the target computer system. 

16. A system for migrating a source virtual machine 
running on a source computer system to a target computer 
System, comprising: 
means for copying, while a guest operating system is 

executing in the source virtual machine, a first portion 
of state information of guest physical memory allocated 
to the source virtual machine to the target computer 
system, wherein the first portion of state information of 
the guest physical memory is used in the execution of 
a target virtual machine on the target computer system; 
and 
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means for moving, after the target virtual machine has 
started execution on the target computer system using 
the copied first portion of state information of the guest 
physical memory, a second portion of state information 
of the guest physical memory from the Source computer 
system to the target computer system in response to 
determining that the second portion of state information 
of the guest physical memory is not already present in 
the target computer system. 

17. The system of claim 16, wherein said means for 
copying the first portion of state information further com 
prises computer readable instructions that upon executing on 
a computing device: 

copy the first portion of State information of the guest 
physical memory allocated to the Source virtual 
machine to a saved-state file located in a networked 
storage system shared and accessible by both the source 
computer system and the target computer system; and 

read at least the first portion from the saved-state file into 
guest physical memory of the target virtual machine 
executing on the target computer system. 

18. The system of claim 16, wherein said means for 
moving the second portion of State information further 
comprises computer-readable instructions that upon execu 
tion by a computing device cause the system at least to: 

copy the second portion of state information of the guest 
physical memory allocated to the Source virtual 
machine to a saved-state file located in a networked 
storage system shared and accessible by both the source 
computer system and the target computer system; and 

read at least a part of the second portion from the 
saved-state file into guest physical memory of the target 
virtual machine executing on the target computer sys 
tem. 

19. The system of claim 16, wherein said determining that 
the second portion of state information of the guest physical 
memory is not present in the target computer system is 
performed in response to receiving a request, from the target 
virtual machine executing on the target computer system, for 
at least a part of the second portion of state information of 
the guest physical memory allocated to the source virtual 
machine. 

20. The system of claim 16, further comprising: 
means for identifying at least one page in the first portion 

of state information that changed while the first portion 
of State information was being copied to the target 
computer system; and 

means for copying the at least one page to a saved-state 
file located in a networked storage system shared and 
accessible by both the Source computer system and the 
target computer system. 

21. The system of claim 16, wherein the second portion of 
state information of the guest physical memory comprises 
one or more remaining portions of state information of the 
guest physical memory, wherein said means for moving 
comprises computer-readable instructions that upon execu 
tion by a computing device causes the system at least to 
iteratively transfer the one or more remaining portions of 
state information of the guest physical memory from the 
Source computer system to the target computer system. 
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