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SELF-SERVICE CONFIGURATION FOR DATA ENVIRONMENT

BACKGROUND

[0001] As an increasing number of applications and services are being made available over

networks such as the Internet, an increasing number of content, application, and/or service

providers are turning to technologies such as cloud computing. Cloud computing, in general,

is an approach to providing access to electronic resources through services, such as Web

services, where the hardware and/or software used to support those services is dynamically

scalable to meet the needs of the services at any given time. A user or customer typically will

rent, lease, or otherwise pay for access to resources through the cloud, and thus does not have

to purchase and maintain the hardware and/or software to provide access to these resources.

[0002] While aspects of various applications and resources can be adjusted and managed i

the cloud, the data repositories upon which these applications and resources rely are not

similarly adjustable. Typically, performing tasks such as provisioning and scaling data

storage are tedious manual procedures, in which a customer has to provide a database

administrator (DBA) or similar expert user with configuration information and requirements,

such that the DBA can determine whether the configuration is valid. The DBA typically then

has to enable, tune, and optimize the data repository. Further, there is no easy way for a

customer to dynamically and/or automatically adjust the parameters for a database instance or

manage other such aspects of a data repository.

BRIEF DESCRIPTION OF THE DRAWINGS

[0003] Various embodiments i accordance with the present disclosure will be described

with reference to the drawings, in which:

[0004] FIG. 1 illustrates an environment in which various embodiments can be

implemented;

[0005] FIG. 2 illustrates an example separation of a control plane and a data plane that can

be used in accordance with various embodiments;



[0006] FIG. 3 illustrates an example process for specifying parameter values before the

creation of a data instance in the data plane that can be used in accordance with one

embodiment;

[0007] FIG. 4 illustrates an example process for creating a data instance and applying

specified parameter values in the data plane that can be used in accordance with one

embodiment;

[0008] FIG. 5 illustrates an example process for requesting a change in parameter values

for at least one data instance in the data plane that can be used in accordance with one

embodiment; and

[0009] FIG. 6 illustrates an example process for monitoring performance of a data instance

that can be used in accordance with one embodiment.

DETAILED DESCRIPTION

[0010] Systems and methods in accordance with various embodiments of the present

disclosure may overcome one or more of the aforementioned and other deficiencies

experienced in conventional approaches to managing aspects of data storage in an electronic

environment. In particular, various embodiments provide a separate control environment, or

control plane, that can be used to enable a user to manage and/or alter various aspects of a

data environment, or data plane. This "self-service" functionality can be provided via a set of

Web services, enabling the user and control plane to act together as a virtual database

administrator (DBA). A user or customer can submit a request to the control plane through

one of a plurality of externally-visible application programming interfaces (APIs), for

example. Various APIs can be used to perform specific functions with respect to a data

repository, such as a relational database, in the data environment. A request received to one

of the APIs can be analyzed to determine the desired action(s) to be performed in the data

plane, such as actions that adjust operational or configuration parameters of a data store or

data storage instance. A component such as a workflow component can determine the

appropriate tasks for the action, and cause the tasks to be executed in an appropriate order.

At least one of these tasks typically will be performed in the data environment, such as to

adjust an aspect of a relational database.



[0011] FIG. 1 illustrates an example of an environment 100 for implementing aspects in

accordance with various embodiments. As will be appreciated, although a Web-based

environment is used for purposes of explanation, different environments may be used, as

appropriate, to implement various embodiments. The environment 100 shown includes both

a testing or development portion (or side) and a production portion. The production portion

includes an electronic client device 2, which can include any appropriate device operable

to send and receive requests, messages, or information over an appropriate network 104 and

convey information back to a user of the device. Examples of such client devices include

personal computers, cell phones, handheld messaging devices, laptop computers, set-top

boxes, personal data assistants, electronic book readers, and the like. The network can

include any appropriate network, including an intranet, the Internet, a cellular network, a

local area network, or any other such network or combination thereof. Components used for

such a system can depend at least in part upon the type of network and/or environment

selected. Protocols and components for communicating via such a network are well known

and will not be discussed herein in detail. Communication over the network can be enabled

by wired or wireless connections, and combinations thereof. In this example, the network

includes the Internet, as the environment includes a Web server 106 for receiving requests

and serving content in response thereto, although for other networks an alternative device

serving a similar purpose could be used as would be apparent to one of ordinary skill in the

art.

[0012] The illustrative environment includes at least one application server 108 and a data

store 110. It should be understood that there can be several application servers, layers, or

other elements, processes, or components, which may be chained or otherwise configured,

which can interact to perform tasks such as obtaining data from an appropriate data store. As

used herein the term "data store" refers to any device or combination of devices capable of

storing, accessing, and retrieving data, which may include any combination and number of

data servers, databases, data storage devices, and data storage media, in any standard,

distributed, or clustered environment. The application server can include any appropriate

hardware and software for integrating with the data store as needed to execute aspects of one

or more applications for the client device, handling a majority of the data access and business

logic for an application. The application server provides access control services in



cooperation with the data store, and is able to generate content such as text, graphics, audio,

and/or video to be transferred to the user, which may be served to the user by the Web server

in the form of HTML, XML, or another appropriate structured language in this example. The

handling of all requests and responses, as well as the delivery of content between the client

device 102 and the application server 108, can be handled by the Web server. It should be

understood that the Web and application servers are not required and are merely example

components, as structured code discussed herein can be executed on any appropriate device

or host machine as discussed elsewhere herein. Further, the environment can be architected

in such a way that a test automation framework can be provided as a service to which a user

or application can subscribe. A test automation framework can be provided as an

implementation of any of the various testing patterns discussed herein, although various other

implementations can be used as well, as discussed or suggested herein.

[0013] The environment also includes a development and/or testing side, which includes a

user device 18 allowing a user such as a developer, data administrator, or tester to access the

system. The user device 8 can be any appropriate device or machine, such as is described

above with respect to the client device 102. The environment also includes a development

server 120, which functions similar to the application server 108 but typically runs code

during development and testing before the code is deployed and executed on the production

side and is accessible to outside users, for example. In some embodiments, an application

server can function as a development server, and separate production and testing storage may

not be used.

[0014] The data store 110 can include several separate data tables, databases, or other data

storage mechanisms and media for storing data relating to a particular aspect. For example,

the data store illustrated includes mechanisms for storing production data 112 and user

information 116, which can be used to serve content for the production side. The data store

also is shown to include a mechanism for storing testing data 114, which can be used with the

user information for the testing side. It should be understood that there can be many other

aspects that may need to be stored in the data store, such as for page image information and

access right information, which can be stored in any of the above listed mechanisms as

appropriate or in additional mechanisms in the data store 110. The data store 110 is operable,

through logic associated therewith, to receive instructions from the application server 108 or



development server 120, and obtain, update, or otherwise process data in response thereto. In

one example, a user might submit a search request for a certain type of item. In this case, the

data store might access the user information to verify the identity of the user, and can access

the catalog detail information to obtain information about items of that type. The information

then can be returned to the user, such as in a results listing on a Web page that the user is able

to view via a browser on the user device 102. Information for a particular item of interest can

be viewed in a dedicated page or window of the browser.

[0015] Each server typically will include an operating system that provides executable

program instructions for the general administration and operation of that server, and typically

will include a computer-readable medium storing instructions that, when executed by a

processor of the server, allow the server to perform its intended functions. Suitable

implementations for the operating system and general functionality of the servers are known

or commercially available, and are readily implemented by persons having ordinary skill in

the art, particularly in light of the disclosure herein.

[0016] The environment in one embodiment is a distributed computing environment

utilizing several computer systems and components that are interconnected via

communication links, using one or more computer networks or direct connections. However,

it will be appreciated by those of ordinary skill in the art that such a system could operate

equally well in a system having fewer or a greater number of components than are illustrated

in FIG. 1. Thus, the depiction of the system 100 in FIG. 1 should be taken as being

illustrative in nature, and not limiting to the scope of the disclosure.

[0017] An environment such as that illustrated in FIG. 1 can be useful for a provider such

as an electronic marketplace, wherein multiple hosts might be used to perform tasks such as

serving content, authenticating users, performing payment transactions, or performing any of

a number of other such tasks. Some of these hosts may be configured to offer the same

functionality, while other servers might be configured to perform at least some different

functions. The electronic environment in such cases might include additional components

and/or other arrangements, such as those illustrated in the configuration 200 of FIG. 2,

discussed in detail below.



[0018] Systems and methods in accordance with one embodiment provide a relational

database service ("RDS") that enables developers, customers, or other authorized users to

easily and cost-effectively obtain and configure relational databases and other such data

sources so that users can perform tasks such as storing, processing, and querying relational

data sets in a cloud. While this example is discussed with respect to the Internet, Web

services, and Internet-based technology, it should be understood that aspects of the various

embodiments can be used with any appropriate services available or offered over a network

in an electronic environment. Further, while the service is referred to herein as a "relational

database service," it should be understood that such a service can be used with any

appropriate type of data repository or data storage an electronic environment. An RDS in

this example includes at least one Web service that enables users or customers to easily

manage relational data sets without worrying about the administrative complexities of

deployment, upgrades, patch management, backups, replication, failover, capacity

management, scaling, and other such aspects of data management. Developers are thus freed

to develop sophisticated cloud applications without worrying about the complexities of

managing the database infrastructure.

[0019] An RDS in one embodiment provides a separate "control plane" that includes

components (e.g., hardware and software) useful for managing aspects of the data storage. In

one embodiment, a set of data management application programming interfaces (APIs) or

other such interfaces are provided that allow a user or customer to make calls into the RDS to

perform certain tasks relating to the data storage. The user still can use the direct interfaces

or APIs to communicate with the data repositories, however, and can use the RDS-specific

APIs of the control plane only when necessary to manage the data storage or perform a

similar task.

[0020] FIG. 2 illustrates an example of an RDS implementation 0 that can be used in

accordance with one embodiment. In this example, a computing device 202 for an end user is

shown to be able to make calls through a network 206 into a control plane 208 to perform a

task such as to provision a data repository of the data plane 210. The user or an application

204 can access the provisioned repository directly through an interface of a data plane 210.

While an end user computing device and application are used for purposes of explanation, it

should be understood that any appropriate user, application, service, device, component, or



resource can access the interface(s) of the control plane and/or data plane as appropriate in

the various embodiments. Further, while the components are separated into control and data

"planes," it should be understood that this can refer to an actual or virtual separation of at

least some resources (e.g., hardware and/or software) used to provide the respective

functionality.

[0021] The control plane 208 in this example is essentially a virtual layer of hardware and

software components that handles control and management actions, such as provisioning,

scaling, replication, etc. The control plane in this embodiment includes a Web services layer

212, or tier, which can include at least one Web server, for example, along with computer-

executable software, application servers, or other such components. The Web services layer

also can include a set of APIs 232 (or other such interfaces) for receiving Web services calls

or requests from across the network 206. Each API can be provided to receive requests for at

least one specific action to be performed with respect to the data environment, such as to

provision, scale, clone, or hibernate an instance of a relational database. Upon receiving a

request to one of the APIs, the Web services layer can parse or otherwise analyze the request

to determine the steps or actions needed to act on or process the call. For example, a Web

service call might be received that includes a request to create a data repository. In this

example, the Web services layer can parse the request to determine the type of data repository

to be created, the storage volume requested, the type of hardware requested (if any), or other

such aspects. Information for the request can be written to an administration ("Admin") data

store 222, or other appropriate storage location or job queue, for subsequent processing.

[0022] A Web service layer in one embodiment includes a scalable set of customer-facing

servers that can provide the various control plane APIs and return the appropriate responses

based on the API specifications. The Web service layer also can include at least one API

service layer that in one embodiment consists of stateless, replicated servers which process

the externally-facing customer APIs. The Web service layer can be responsible for Web

service front end features such as authenticating customers based on credentials, authorizing

the customer, throttling customer requests to the API servers, validating user input, and

marshalling or unmarshalling requests and responses. The API layer also can be responsible

for reading and writing database configuration data to/from the administration data store, in

response to the API calls. In many embodiments, the Web services layer and/or API service



layer will be the only externally visible component, or the only component that is visible to,

and accessible by, customers of the control service. The servers of the Web services layer

can be stateless and scaled horizontally as known in the art. API servers, as well as the

persistent data store, can be spread across multiple data centers in a region, for example, such

that the servers are resilient to single data center failures.

[0023] The control plane in this embodiment includes what is referred to herein as a

"sweeper" component 214. A sweeper component can be any appropriate component

operable to poll various components of the control plane or otherwise determine any tasks to

be executed in response to an outstanding request. In this example, the Web services layer

might place instructions or information for the "create database" request in the admin data

store 222, or a similar job queue, and the sweeper can periodically check the admin data store

for outstanding jobs. Various other approaches can be used as would be apparent to one of

ordinary skill in the art, such as the Web services layer sending a notification to a sweeper

that a job exists. The sweeper component can pick up the "create database" request, and

using information for the request can send a request, call, or other such command to a

workflow component 216 operable to instantiate at least one workflow for the request. The

workflow in one embodiment is generated and maintained using a workflow service as is

discussed elsewhere herein. A workflow in general is a sequence of tasks that should be

executed to perform a specific job. The workflow is not the actual work, but an abstraction

of the work that controls the flow of information and execution of the work. A workflow also

can be thought of as a state machine, which can manage and return the state of a process at

any time during execution. A workflow component (or system of components) in one

embodiment is operable to manage and/or perform the hosting and executing of workflows

for tasks such as: repository creation, modification, and deletion; recovery and backup;

security group creation, deletion, and modification; user credentials management; and key

rotation and credential management. Such workflows can be implemented on top of a

workflow service, as discussed elsewhere herein. The workflow component also can manage

differences between workflow steps used for different database engines, such as MySQL, as

the underlying workflow service does not necessarily change.

[0024] In this example, a workflow can be instantiated using a workflow template for

creating a database and applying information extracted from the original request. For



example, if the request is for a MySQL Relational Database Management System (RDBMS)

instance, as opposed to an Oracle® RDBMS or other such instance, then a specific task will

be added to the workflow that is directed toward MySQL instances. The workflow

component also can select specific tasks related to the amount of storage requested, any

specific hardware requirements, or other such tasks. These tasks can be added to the

workflow in an order of execution useful for the overall job. While some tasks can be

performed in parallel, other tasks rely on previous tasks to be completed first. The workflow

component or service can include this information in the workflow, and the tasks can be

executed and information passed as needed.

[0025] An example "create database" workflow for a customer might includes tasks such as

provisioning a data store instance, allocating a volume of off-instance persistent storage,

attaching the persistent storage volume to the data store instance, then allocating and

attaching a DNS address or other address, port, interface, or identifier which the customer can

use to access or otherwise connect to the data instance. In this example, a user is provided

with the DNS address and a port address to be used to access the instance. The workflow

also can include tasks to download and install any binaries or other information used for the

specific data storage technology (e.g., MySQL). The workflow component can manage the

execution of these and any related tasks, or any other appropriate combination of such tasks,

and can generate a response to the request indicating the creation of a "database" in response

to the "create database" request, which actually corresponds to a data store instance in the

data plane 210, and provide the DNS address to be used to access the instance. A user then

can access the data store instance directly using the DNS address and port, without having to

access or go through the control plane 208. Various other workflow templates can be used to

perform similar jobs, such as deleting, creating, or modifying one of more data store

instances, such as to increase storage. In some embodiments, the workflow information is

written to storage, and at least one separate execution component (not shown) pulls or

otherwise accesses or receives tasks to be executed based upon the workflow information.

For example, there might be a dedicated provisioning component that executes provisioning

tasks, and this component might not be called by the workflow component, but can monitor a

task queue or can receive information for a provisioning task in any of a number of related

ways as should be apparent.



[0026] As mentioned, various embodiments can take advantage of a workflow service that

can receive requests or calls for a current state of a process or task, such as the provisioning

of a repository, and can return the current state of the process. The workflow component

and/or workflow service do not make the actual calls or requests to perform each task, but

instead manage the state and configuration information for the workflow that enables the

components of the control plane to determine the next task to be performed, and any

mformation needed for that task, then generate the appropriate call(s) into the data plane

including that state information, whereby a component of the data plane can make the call to

perform the task. Workflows and tasks can be scheduled in parallel in order to increase

throughput and maximize processing resources. As discussed, the actual performing of the

tasks will occur in the data plane, but the tasks will originate from the control plane. For

example, the workflow component can communicate with a host manager, which can make

calls into the data store. Thus, for a given task a call could be made to the workflow service

passing certain parameters, whereby the workflow service generates the sequence of tasks for

the workflow and provides the current state, such that a task for the present state can be

performed. After the task is performed (or otherwise resolved or concluded), a component

such as the host manager can reply to the service, which can then provide information about

the next state in the workflow, such that the next task can be performed. Each time one of

the tasks for the workflow is performed, the service can provide a new task to be performed

until the workflow is completed. Further, multiple threads can be n ning in parallel for

different workflows to accelerate the processing of the workflow.

[0027] The control plane 208 in this embodiment also includes at least one monitoring

component 218. When a data instance is created in the data plane, information for the

instance can be written to a data store in the control plane, such as a monitoring data store

220. It should be understood that the monitoring data store can be a separate data store, or

can be a portion of another data store such as a distinct set of tables in an Admin data store

222, or other appropriate repository. A monitoring component can access the information in

the monitoring data store to determine active instances 234 in the data plane 210. A

monitoring component also can perform other tasks, such as collecting log and/or event

information from multiple components of the control plane and/or data plane, such as the

Web service layer, workflow component, sweeper component, and various host managers.



Using such event information, the monitoring component can expose customer-visible events,

for purposes such as implementing customer-facing APIs. A monitoring component can

constantly monitor the health of all the running repositories and/or instances for the control

plane, detect the failure of any of these instances, and initiate the appropriate recovery

process(es).

[0028] Each instance 234 in the data plane can include at least one data store 226 and a host

manager component 228 for the machine providing access to the data store. A host manager

in one embodiment is an application or software agent executing on an instance and/or

application server, such as a Tomcat or Java application server, programmed to manage tasks

such as software deployment and data store operations, as well as monitoring a state of the

data store and/or the respective instance. A host manager in one embodiment listens on a

port that can only be reached from the internal system components, and is not available to

customers or other outside entities. In some embodiments, the host manager cannot initiate

any calls into the control plane layer. A host manager can be responsible for managing

and/or performing tasks such as setting up the instances for a new repository, including

setting up logical volumes and file systems, installing database binaries and seeds, and

starting or stopping the repository. A host manager can monitor the health of the data store,

as well as monitoring the data store for error conditions such as I/O errors or data storage

errors, and can restart the data store if necessary. A host manager also perform and/or mange

the installation of software patches and upgrades for the data store and/or operating system.

A host manger also can collect relevant metrics, such as may relate to CPU, memory, and I/O

usage.

[0029] The monitoring component can communicate periodically with each host manager

228 for monitored instances 234, such as by sending a specific request or by monitoring

heartbeats from the host managers, to determine a status of each host. In one embodiment,

the monitoring component includes a set of event processors (or monitoring servers)

configured to issue commands to each host manager, such as to get the status of a particular

host and/or instance. If a response is not received after a specified number of retries, then the

monitoring component can determine that there is a problem and can store information in the

Admin data store 222 or another such job queue to perform an action for the instance, such as

to verify the problem and re-provision the instance if necessary. The sweeper can access this



inforaiation and kick off a recovery workflow for the instance to attempt to automatically

recover from the failure. The host manager 228 can act as a proxy for the monitoring and

other components of the control plane, performing tasks for the instances on behalf of the

control plane components. Occasionally, a problem will occur with one of the instances, such

as the corresponding host, instance, or volume crashing, rebooting, restarting, etc., which

cannot be solved automatically. In one embodiment, there is a logging component (not

shown) that can log these and other customer visibility events. The logging component can

include an API or other such interface such that if an instance is unavailable for a period of

time, a customer can call an appropriate "events" or similar API to get the information

regarding the event. In some cases, a request may be left pending when an instance fails.

Since the control plane in this embodiment is separate from the data plane, the control plane

never receives the data request and thus cannot queue the request for subsequent submission

(although in some embodiments this information could be forwarded to the control plane).

Thus, the control plane in this embodiment provides information to the user regarding the

failure so the user can handle the request as necessary.

[0030] As discussed, once an instance is provisioned and a user is provided with a DNS

address or other address or location, the user can send requests "directly" to the data plane

210 through the network using a Java Database Connectivity (JDBC) or other such client to

directly interact with that instance 234. In one embodiment, the data plane takes the form of

(or at least includes or is part of) a computing cloud environment, or a set of Web services

and resources that provides data storage and access across a "cloud" or dynamic network of

hardware and/or software components. A DNS address is beneficial in such a dynamic cloud

environment, as instance or availability failures, for example, can be masked by

programmatically remapping a DNS address to any appropriate replacement instance for a

use. A request received from a user 202 or application 204, for example, can be directed to a

network address translation (NAT) router 224, or other appropriate component, which can

direct the request to the actual instance 234 or host corresponding to the DNS of the request.

As discussed, such an approach allows for instances to be dynamically moved, updated,

replicated, etc., without requiring the user or application to change the DNS or other address

used to access the instance. As discussed, each instance 234 can include a host manager 228

and a data store 226, and can have at least one backup instance or copy in persistent storage



230. Using such an approach, once the instance has been configured through the control

plane, a user, application, service, or component can interact with the instance directly

through requests to the data plane, without having to access the control plane 232. For

example, the user can directly issue structured query language (SQL) or other such

commands relating to the data in the instance through the DNS address. The user would only

have to access the control plane if the user wants to perform a task such as expanding the

storage capacity of an instance. In at least one embodiment, the functionality of the control

plane 208 can be offered as at least one service by a provider that may or may not be related

to a provider of the data plane 210, but may simply be a third-party service that can be used

to provision and manage data instances in the data plane, and can also monitor and ensure

availability of those instances in a separate data plane 210.

[0031] As discussed, one advantage to providing the functionality of a control plane as a

Web service or other such service is that the control plane functions as a virtual database

administrator (DBA) and avoids the need for a human DBA to perform tasks such as

provisioning data. Provisioning data is presently a tedious manual procedure, requiring a

DBA to receive the necessary configuration information, determine whether the configuration

is valid, optimize and tune the instance, and perform other such tasks, which take a

significant amount of time and effort. Further, such an approach provides many opportunities

for error, which might not be discovered until after data is lost. Using a control plane or

service as described herein, a user or customer can instead submit a call including

information such as a type of hardware and a version of a database product. The control

plane or service can then perform the necessary tasks to create, delete, modify, expand, or

otherwise modify a data store or data storage instance. The control plane also can support

several different database engines in a consistent fashion, without requiring a DBA to be an

expert in each of the engines. Once provisioned, the user has native access to the data

instance(s), and can simply point existing applications (such as MySQL applications) to the

DNS address or other location information for the particular instance. There is no restriction

or modification of query models or other such functionality, as a user can continue to use

applications built on MySQL, Oracle, or other database technology.

[0032] When provisioning data stores, data storage instances, or other data resources for a

customer, the control plane components in at least some embodiments provides an initial set



of configuration parameters for use in setting up the data instance. The parameters of such a

default parameter group can include, for example, the buffer cache allocation setting, query

timeout setting, connection timeout setting, and/or other such operational or configuration

parameters. In some embodiments, an administrative component of a control plane will

select or otherwise determine an optimal, or at least default, set of parameter values to use to

set up the database. The parameters selected can depend upon any of a number of factors,

such as the user, type of database, type of application used or access needed, etc.

[0033] In cloud computing or similar scalable resource environments, it can be particularly

important to provide a default or initial set of configuration parameters in various

embodiments, as customers can have the ability to operate databases on demand, including

starting up data instances, scaling storage and/or processing resources, etc. A customer can,

for example, create one or more data instances within a specified instance class storage space,

and can delete those instances when the instances are no longer needed. In such an

embodiment, the system might generate a default set of configuration parameters for the

instance class, whereby any instance generated within that class will have the default

parameter group applied thereto.

[0034] In many cases, the default parameters that are generated are optimized, or at least

appropriate or acceptable, for various instances. There might be particular use cases,

however, where a customer might want to adjust one or more of the parameters to improve or

otherwise adjust performance, availability, or other such aspects. For example, certain

applications might be very cache-intensive, such that a customer might want to increase the

cache allocations for one or more databases. The customer might want to adjust the

parameter before an instance is created, or while an existing instance is running. In some

cases, parameters can only be changed when the data instance restarts or reboots, as discussed

i detail elsewhere herein.

[0035] Systems and methods in accordance with various embodiments address at least

some of these and other such issues by providing one or more customer-exposed interfaces

enabling customers to make calls into the control plane to adjust, update, or otherwise

customize parameters for data instances, data stores, etc. In one embodiment where MySQL

is used as a database engine, for example, users can have the ability to adjust the MySQL



configuration parameters by submitting an updated or modified parameter group containing

the adjusted parameter (s) In embodiments where multiple database engines are utilized,

users can provide engine-specific calls and/or updates, or can provide general updates or calls

that can be converted or otherwise processed by the control plane for a specific engine

corresponding to an instance. Using such an approach, users can customize or tune the

parameters of a data instance, or group of data instances, according to the customer workload,

type of application, etc. In cases where a default parameter group is applied to a group or

class of instances, for example, a user can submit an updated parameter group that can be

automatically applied to each of the corresponding instances. During a period of peak load,

for example, a customer might want to adjust a buffer cache setting, query timeout setting, or

connection timeout setting. In various embodiments, the customer can specify just the new

parameter value(s), a ful set of values including the new value(s), etc. Various other

parameters can be customized as well, and the customized values can be updated over time as

needed.

[0036] Various embodiments provide one or more such interfaces, such as a set of

application programming interfaces (APIs), which enable users to configure the database

parameters of various RDS databases. In one embodiment, one or more configuration APIs

are provided that are "engine agnostic," or can be used for any supported database engine,

utilizing a proper set of abstractions. For example, a customer can use the same API to adjust

a connection timeout setting for a MySQL database and an Oracle database. In various

embodiments, a user can send a Web service call to one of the APIs, and the information in

the call wil be processed using an approach similar to that discussed above for processing

Web service calls to the control plane Web interface layer, for example.

[0037] As discussed, a workflow in the control plane can be instantiated in response to a

request to create a dataset, wherein an instance storage space is established n the data plane

and the appropriate package manager (e.g., RPM) or host manager is applied. During

creation, the workflow can perform a task to pull and/or generate default configuration

settings using information from a configuration file, administrative data store, or other

appropriate storage location in, or accessible to, the control plane, and can use those settings

to generate a default parameter group that can be applied to each respective instance in the

data environment. In some embodiments the parameters are generated or determined



dynamically, using information from the Web service call, information stored for the user,

information for the type of instance being generated, etc. In other embodiments, one or more

sets of highly tuned database settings can be stored to an appropriate location in the control

plane, and the workflow can direct the selection of an appropriate set to be applied for the

current task. In some embodiments, a configuration file is stored in the data plane that is

used by the database engine to startup the database. As mentioned, the configuration file

might include parameters such as the amount of cache to be allocated for query results, the

amount of buffer cache to be allocated, the connection timeout value to be used, etc. As

discussed, however, these parameters might not be optimal, or at least preferred, by a

customer at any given time. In a cloud computing or conventional RDS system, the ability to

edit the configuration file and restart the database is generally not accessible to a user. A user

cannot simply utilize an interface of the control plane to log on to, and modify aspects of, a

data instance in the data plane.

[0038] Systems and methods in accordance with various embodiments provide an internal

API-based framework (or other interface framework) that enables user to make any of a

number of calls into the control plane to modify any appropriate data parameter(s) via a Web

service API or other such interface. For example, a user can make a Web services call such

as "ModifyMyDBParams" to the appropriate API to modify any of the modifiable

configuration parameters for the respective instance(s). In one embodiment, a customer can

create a container, referred to herein as a "DB Parameter Group," to store specific parameter

values, or a parameter group, to be used when generating data instances for a particular

customer, group, class, application, etc. The customer can select or specify one or more of

these parameter groups to be used when creating a database instance, such as may include

values for some or all parameters to be used for a database engine, or at least those

parameters where the specified values are to be used in place of the default values assigned

by RDS (e.g., default.mysql). As discussed, the default values provided by RDS can be

determined by the RDS system, or an authorized user thereof, to be optimal and/or

appropriate default settings for the customer, application, engine, etc. If a configuration file

or bucket exists for a customer, however, the RDS can be configured to instead (or in

addition) utilize values from the configuration file when creating instances for that customer.



[0039] In addition to being able to specify configuration parameters to be used in

generating database instances, a customer might also want the ability to adjust parameters for

existing instances. For example, a customer might decide that, based on factors such as

workload or performance, an application might be highly cacheable such that it can be

advantageous to allocate a larger mount of memory fo the respective query cache. In order to

increase the query cache size, the user can make a call such as ''ModifyDBParameterGroup"

that can be received to the appropriate API of the Web services layer of the control plane, and

the Web services layer can process the call to place appropriate task information into the

Admin data store or another appropriate job queue. The sweeper component, when locating

the task in the job queue, can determine the appropriate tasks to be executed, such as to send

a request, call, or other such command to a workflow component operable to instantiate at

least one workflow for the request. The workflow manager can then work with appropriate

components, such as a host manager of a data instance in the data plane, to update the values

in the parameter group(s) and apply the updated or modified parameter group(s) to the

corresponding instance(s). In some embodiments a customer can specify multiple parameter

groups, such as may include 'peak' and 'off-peak' settings, and the user can change settings

by performing a call that causes one of the parameter groups to be applied at a specific time.

In other embodiments, a customer might make changes for a specific period of time, but later

might want to go back to the original or default settings. Various embodiments provide for a

call to an API such as "ResetDBParameter Group" that can adjust one or more of the

parameters associated with a parameter group back to the RDS defaults (or other default

values). Such a reset value also can be used when the performance of a database instance is

decreasing, for example, and the customer wants to attempt to return the instance to proper

performance levels.

[0040] When a customer submits a request such as a ModifyMyDBParams or

ModifyDBParameterGroup call to an appropriate API, the modified parameter group can be

assigned a new version number in the control plane. The workflow can cause this new

version to be passed to a host manager of the appropriate instance(s) where the new version is

to be applied. When the new version is transmitted to the host manager, for example, the new

version number can be stored to the Admin data store along with a state value such as

"Updating" or "Not_In Sync", such that a user querying a state of an instance having the



parameter group updated can receive a response that can include information such as the

current version number, the new version number being applied, and information indicating

that the new version is being applied. When the host manager for an instance successfully

applies the new parameter group, the host manager can update the current version

information in the data environment. A monitoring component periodically checking the

status of the host manager can pick up the new version number, and can update the

information stored in the Admin data store to indicate that the new version of the parameter

group is now the current version, and can update the state to a state such as "IN_SYNC". A

customer querying the status then can determine that the new version has been applied and is

active. In some embodiments, a notification can be sent to the customer via the control plane

when the new parameter group is successfully applied.

[0041] An advantage of customers utilizing parameter groups, buckets, configuration files,

or other such elements is that a customer does not have to separately tune each instance. A

level of abstractions can be provided such that a customer can simply apply a parameter

group or change to an entire fleet, class, etc, and all the appropriate instances can receive the

updated parameter values automatically. Such a process can be advantageous where multiple

databases are used to run an application, for example, and it is desirable to tune all those

databases at the same time in the same way for that application. In some cases different types

of databases can be used for the application, such that the level of abstraction can further be

advantageous as the customer does not need to separately tune for each database engine used

for the application, as the differences between engines can be handled automatically by the

control plane. Further, a single set of tools can be utilized that is engine-independent, as the

control plane can handle the engine-dependent translation.

[0042] Using components such as those discussed above, FIG. 3 illustrates an example

process 300 in accordance with one embodiment by which a customer can request the

specifying and/or modifying of parameter values to be used in creating a database, data

instance, data repository, or other such data source in a data environment, here the data plane,

using the control plane or a similar data control service. While the term "customer" is used

herein to refer to the "owner" of data, or a data store or instance hosted by the RDS system, it

should be understood that the term customer is merely an example, and that any appropriate

user or developer can be allowed to access the control plane and data plane in the various



embodiments. Further, while an embodiment relating to the control of a data environment is

described, it should be understood that similar approaches can be used to control and/or

manage various other components, devices, applications, services, or other such resources in

an environment separate from the control environment.

[0043] In the example process, a customer is granted the ability to create data instances in

the data plane 302. This can be performed in conjunction with, or independent of, the

customer, such as in response to a request from the customer. As part of the initial customer

configuration process, a parameter group or 'virtual container' is created for the customer that

contains a list of default parameter values 304, and the container is stored in a control plane

data store for subsequent access, and tied (such as by a data record or key) to a particular

customer, group of customers, customer type, etc. The default values are selected by the

RDS components, as are determined to be appropriate for the use type, database engine,

application, etc.

10044] A customer can call into the control plane to determine the default parameter value

settings. The customer might determine that at least one of the values should be changed for

any data instances generated for that customer. Accordingly, a request, such as a Web

services call, can be received from the customer through one of a plurality of control plane

APIs or other such customer-facing control plane interface components 306. In one

embodiment, the customer can call into a "ModifyDBParameterGroup" API to indicate the

change in value(s). The request is analyzed to determine any action needed to process the

request 308. As discussed, this can take the form of a component of a Web services layer

parsing the request to determine the action(s) being requested. In an embodiment where the

API receiving the request corresponds to a specific action to be performed, the Web services

layer can extract information from the request to be used in determining aspects or

parameters of the action to be performed. In one embodiment, the parameter information in

the control plane data store can be updated directly, while in other embodiments information

to be updated to the control plane data store (or configuration file, for example), is written to

a job queue 310, such as may be located in an Admin data store or other such storage

location. The job queue can be monitored, such as by a sweeper component, to determine the

presence of job information 312 and, when job information is detected, a request can be sent

to initiate a workflow for the requested action 314. This can include a request sent by the



sweeper component to a workflow component and/or service to instantiate a workflow. In

other embodiments, a workflow component might monitor the job queue for jobs, or a

component of the Web services layer may send the job information directly to a workflow

component. Upon receiving the job information, the information is analyzed to determine

and/or assemble an appropriate workflow for the requested action 316. In this example, the

workflow might include a single task, such as to update the parameter value information

stored for the user in the control plane data store, etc. In other embodiments, the workflow

might include additional and/or alternative tasks such as to create a configuration file that will

ultimately be installed for a data instance created in the data plane to which the configuration

file applies. Various other tasks can be included and executed to perform similar

functionality in other embodiments.

[0045] FIG. 4 illustrates steps of an example process 400 for creating a data instance in the

data plane using the updated (or other) configuration information in accordance with one

embodiment. In this example, a request, such as a Web services call, can be received through

one of a plurality of control plane APIs or other such customer-facing control plane interface

components 402 to create a data instance. In one embodiment, the customer or an application

can call into a "CreateDBInstance" API to indicate the instance(s) to be created. The request

is analyzed to determine any action needed to process the request 404, and information for

the creation is written to a job queue 406. The sweeper component monitoring the job queue

can determine the presence of the job information 408 send a request to initiate a workflow

for the requested action(s) 410. The job information is analyzed to determine and/or

assemble an appropriate workflow for the requested action 412, which can include tasks such

as to provision an RDS database instance, generate any necessary storage volumes, install the

database, contact a host manager for the instance to specify a setup parameter group to be

used for the instance, persist the configuration information on disc in the data plane, etc. As

discussed, different tasks can be selected for the workflow based upon factors such as the

type of action requested, the parameters of the request, and the type of database engine being

used. The control plane in this example can direct, via the workflow, the list of parameters to

be used in generating the configuration file 414, installing the configuration file for the

instance in the data plane 416, and starting the database instance using the parameter values

from the installed configuration file 418.



[0046] As discussed, the tasks can be managed in part, beginning with the first task of the

workflow, by sending state information to a host manager in the data environment operable to

use the state information to determine a task to be performed, perform the task with respect to

a data repository and/or data instance, and return a response upon completion of the task.

Upon receiving the response, the workflow component can determine whether there is

another task to be performed. If so, state information for the next task is sent to the host

manager, and upon completion of that task the host manager sends a response to the

workflow component. After the final task has been completed, a message can be sent to the

requesting customer (or another appropriate user, application, or location) that the requested

action has been completed. After the action has been performed, the customer is able to

directly access the data instance upon which the action was performed using a data interface

of the data environment, without accessing or passing through the control plane.

[0047] Even after one or more instances are up and running, however, a customer might

want to adjust one or more of the configuration parameters. For example, the customer might

want to adjust the query timeout setting based on current workload levels. FIG. 5 illustrates

an example of a process 500 for updating parameters for a running instance that can be used

in accordance with various embodiments. In this example, a request can be received through

a control plane APIs, such as a "ModifyDBParameterGroup"API, to indicate a change in

value of a database parameter 502, such as a change in query timeout from ten to fifteen

seconds. The request is analyzed to determine any action needed to process the request 504,

and information for the creation is written to a job queue 506. The updated parameter value

information can be stored to the data store in the control plane 508, either directly or as a task

in the job queue or resulting workflow. The sweeper component monitoring the job queue

can determine the presence of the job information 510, and in at least some embodiments can

send a request to initiate a workflow for the requested action(s). The job information is

analyzed to determine and/or assemble an appropriate workflow for the requested action 512.

As tasks of the workflow, the control plane can call into a host manager for each data

instance associated with one or more specified parameter groups to install the updated

configuration file 514. A response can be received back from each host manager regarding

the update 516, and a response can be sent to the customer indicating whether all instances

were able to accept the requested change successfully 518.



[0048] In some cases, however, the tasks of the workflow can depend, at least in part, upon

the type(s) of parameter(s) being updated. For example, many databases have at least two

types of parameter, including parameters that are "static" and parameters that are "dynamic."

Dynamic parameters can be set at runtime, such that the workflow task can cause the host

manager to apply the updated dynamic parameter(s) at the substantially time of the request.

Static parameters include parameters that can be set only during the startup process for a

database (e.g., query timeout), and not while the database is running. If one of the tasks of

the workflow causes a new configuration file to be stored in the data plane for an instance,

and a change to a static parameter is included, the database will not pick up and/or the change

until the database is rebooted. In some embodiments and/or instances, the workflow can

issue an explicit reboot task to cause the database to be rebooted in the data plane. This can

involve the workflow contacting the customer for approval, or otherwise obtaining

authorization (such as part of the received request) to reboot the database. In other

embodiments and/or situations, the configuration file can be stored in the data plane, and any

updated static parameter value will be applied upon a subsequent reboot. In some

embodiments, a user can make an explicit web services call to an appropriate API to force or

request a reboot in the data plane. In other cases, the change will take effect when the reboot

occurs as a result of a crash, scheduled reboot, etc.

[0049] In some embodiments, the type of parameter will be indicated by a field, flag, or

other such approach, while in other embodiments a global list will indicate which parameters

are static and which are dynamic. The type of parameter can be determined by the database

engine, and at least some of the static parameters can be defined by the control plane. In

some embodiments, instead of a 'type' the control plane can utilize an 'apply method' or

similar parameter that indicates whether the parameter value should be applied immediately

or whether the system should wait fo a reboot. When the apply method specifies a reboot,

the user can be informed such that user has the option of requesting an explicit reboot. In

some cases the reboot can be specified as part of the initial update parameter call, or an

agreement can specify that any time a static parameter is indicated to be changed, the system

as part of the workflow should reboot the system.

[0050] In some embodiments, the monitoring component of the control plane can

communicate periodically with the host manager for a data instance, as discussed above.



Using such periodic communications, the monitoring component can determine when the

database has rebooted based upon an event or communication received from one or more of

the respective host managers. The monitoring component can extract information about the

reboot, such as the current version number of the new configuration file that has been

applied, and can update the information in the appropriate control plane data store. For

example, if an update was to be made to a static parameter upon reboot, the parameter in the

control plane data store could have had a "pending" or similar value associated therewith.

Once the database has been rebooted and the new parameter value applied, the value for the

parameter can be updated to "current" or "applied," for example. In other cases, each

parameter value can be associated with a version number, and the current version number for

the configuration file can be updated when a reboot is detected. A customer can have the

ability to request the current parameter values by sending a Web service call to the

appropriate API, etc.

[0051] While customers can desire the ability to make changes to various operating or

configuration parameters of various data instances, the provider typically wil have certain

guarantees that have to be met regarding availability and performance. Accordingly, it can be

desirable in at least some embodiments to prevent customers from making changes that can

significantly negatively impact the availability and/or performance of the data instances. In

some embodiments, parameters that can affect availability might be restricted from being

changed by a customer. In other embodiments, various such parameters can be changed by a

customer, but the provider can define a range or set of values to which the customer must

adhere. The range of values can be the same for all customers and applications, or can vary

between use cases, such as where certain customers are "preferred customers" or where those

customers agree to certain possible results if those customers change various parameters. In

some embodiments a customer can call an API such as a "DecribeEngineDefaultParameters"

whereby the customer can obtain information such as a list of parameters supported by the

RDS system; the parameters for the particular engine (e.g., MySQL); current, default, and/or

pending values for each parameter; the type of each parameter (e.g., static or dynamic);

whether each parameter is modifiable; and allowable ranges or values for at least some of the

modifiable parameters; as well as other such information as well as which parameters are

modifiable. In some embodiments, at least some of the parameter values requested to be



changed are explicitly validated before being applied, in order to ensure that the values fall

within an acceptable range.

[0052] In some embodiments, a customer and/or the provider can specify a schedule of

parameter values to be used for a data instance, instance class, etc. For example, a customer

might have a significant amount of user traffic during the day, but very little traffic at night,

such that the customer chooses to run large and/or cache-intensive operations at night. In

such an example, the customer might want to have different connection timeout values during

the daytime, and might want to have different cache allocations during those hours of the

night when specific applications are scheduled to run. In other cases, traffic or workload

might vary for any of a number of reasons, such as weekday versus weekend, holiday or

seasonal variations, etc. Accordingly, a schedule might be stored in the control plane that can

cause a workflow component to communicate a change in the current configuration file to the

appropriate host manager(s) at the appropriate times. In some cases where the parameters

change often (e.g., daily) between set values, there might be multiple versions of the

configuration file stored in the data plane, such that the workflow component only need

communicate the change in version number to the host manager. Such an approach can

prevent the need to send parameter value information each time a change is to be made.

[0053] In some embodiments, a customer can be allowed to select fractions, percentages, or

other relative values instead of fixed values for one or more parameters. For example, a

customer might want the allocated buffer cache to be proportional to the current workload or

allocation. In such an example, the customer can be allowed to specify that the buffer cache

should be 25% of the allocated storage, 25% of the instance of the memory being executed,

etc. A component of the control plane can determine the proper value based on the current

allocation, etc., and make adjustments as necessary. In some cases the values can be changed

at specific times or intervals, while in some embodiments the values can be monitored and

updated continually. In order to prevent excessive changes and/or changes due to temporary

spikes or glitches, the changes can be made after the allocation changes by a certain amount

over a certain period of time, by averaging the values over a number of previous intervals,

etc. Specifying ranges or percentages instead of fixed values can be advantageous since RDS

allows customers to perform actions such as to scale various instances or add more storage

space on the fly. Thus, when the customer changes a compute node from a small node to a



large node, for example, the customer does not have to go in and adjust the various

parameters since RDS can determine the appropriate values based on the user input and

automatically change or "auto-scale" the parameter values as needed.

[0054] As discussed, a customer in some embodiments can have the ability to specify

multiple parameter groups, such as groups to use at different times, for different applications,

for different instance classes, etc. Accordingly, there is a risk that at least some of the

parameters will have different values specified in different groups that can potentially cause

conflicts that need to be resolved. For example, if an application is being run at a certain time

of day, there might be a parameter group for the application and a parameter group for the

time, and the system can take the union of these parameter group to apply at the current time.

In one embodiment, any parameter value that was explicitly set by a customer will take

precedence over a default value for that parameter. In other cases, the more recently

specified value can take precedence. In some cases, the more conservative of the two values

can be selected, in order to minimize a potential negative impact availability, etc. In some

cases, the performance can be monitored for a period of time and, if the system is performing

adequately, the less conservative value can be applied for a period of time, an intermediate

value can be applied, etc. Various other conflict resolution approaches can be used as known

in the art or subsequently developed for such purposes.

[0055] In some embodiments, the monitoring component of the control plane can function

as part of a feedback loop, as the monitoring component (or a similar component of the

control plane) can periodically receive performance information from the host manger(s),

whereby the control plane can analyze the performance information and detenriine any

adjustments to be made to the various parameters. The adjustments can be according to a

schedule or specified percentage or range, for example, or can instead be made according to

one or more algorithms selected by the provider to optimize performance or availability, for

example. During period of heavy workload, for example, it might be desirable to increase the

connection timeout, and when the available cache is running low, it might be necessary to

adjust the amount of cache, etc. Adjustments also can be made according to various rules or

policies applied for specific customers, applications, etc. In some embodiments a dynamic

parameter can be adjusted automatically, while changes for static parameters might be



suggested to a customer, as the change can require a rebooting (and temporary unavailability)

of the data instance.

[0056] FIG, 6 illustrates an example process 600 by which a control plane or control

service can monitor the performance of a data instance (or data store, repository, etc.) in a

data environment. A request for status is sent from the control plane to a host manager

component for a data instance 602. A determination is made as to whether a response is

received within a specified amount of time 604. If no response is received, it is determined

whether a threshold number of requests have been sent 606. If a threshold number of

requests have not been sent, another request can be sent 608. If a response message is

received, the response is analyzed to determine whether any action needs to be taken 610,

such as whether there are any errors or tasks to be addressed, whether the performance

information indicates that a parameter value adjustment should be made, or whether the

version number of the current parameter group has changed. If not, and the instance is

determined to be healthy, the process can continue with another request for status being sent

at a later time. If the response message indicates that an action should to be performed with

respect to the data instance, information for the action, such as the type of action and

parameters to be used or adjusted to perform the action, is written to a job queue 612, such as

may be located in an Admin data store or other such storage location. The job queue can be

monitored to determine the presence of job information 614, such as by a sweeper

component, and when job information is detected, a request can be sent to initiate a workflow

for the requested action 616. In other embodiments, a workflow component might monitor

the job queue for jobs, or a component of the Web services layer may send the job

information directly to a workflow component.

[0057] Upon receiving the job information, the information is analyzed to determine and/or

assemble an appropriate workflow for the requested action 618. The workflow is then

executed 620. When the workflow includes tasks to be performed in the data environment,

state or other information can be sent to a host manager in the data environment to perform

the task and execute the workflow, such as may be accomplished using a process described

above. If the final task is completed successfully, the data instance can simply continue to

process requests sent from customers or applications via a data plane interface. If the

workflow is to perform an action in the control environment, such as to update version and



state information in an Admin data store, the workflow can direct the appropriate components

of the control environment to execute the various tasks. If any task cannot be completed

successfully, or if the task would require an action such as a reboot of a data instance, for

example, a message or other notification can be sent to the customer (or another appropriate

user, application, or location). Various other notification actions can occur, such as

generating an action notification and/or adding information to an error log.

[0058] As mentioned, the control plane layer can take advantage, or "sit on top," of various

basic software frameworks for performing tasks such as: implementing workflows,

establishing secure communication channels between the host managers of the data plane and

the components of the control plane, installing software on the instances of the data plane,

and performing various database backup and recovery procedures.

[0059] For example, a control plane layer can take advantage of a workflow service to

manage workflows. As commonly known, a key characteristic of any workflow engine is that

the engine enables asynchronous and resumable processing. As discussed above, a workflow

can be thought of as a state machine that starts with an initial state and goes through a series

of intermediate state transitions by executing different steps of the workflow before reaching

the end goal. This end goal can be thought of as the terminal state of a state machine. A

workflow service offers the ability to create workflows, and provides hooks to determine the

current state of a given workflow and the step(s) to next be executed. The service can store

the current state of the state machine, keeping track of the steps which executed successfully

and the steps that must be executed to keep the workflow moving. The service does not, in

general, actually execute the state transitions for us. The precise tasks of executing the tasks

for a workflow will in many embodiments be performed by the "client" components of the

workflow. Since a control plane can have multiple workflows running in parallel at any

given time, and these workflows can be for performing different tasks, the control plane can

take advantage of an architecture that is able to schedule multiple workflows and execute

multiple activities in parallel.

[0060] Another architecture that can be utilized advantageously relates to providing secure

communications to the host managers of the data plane from the components of the host

plane. In one embodiment, the workflow and monitoring components of the control plane are



constantly communicating with the host managers to perform various tasks (e.g., database

maintenance and software installation), as well as to check the status of the various instances

and/or repositories. It is important in at least some embodiments that all communications

between the control plane and the host managers occur over a secure network that prevents

anyone from eavesdropping or issuing unauthorized commands to the host managers.

[0061] In one embodiment, all communication channels to the host managers are secured

using a hypertext transfer protocol over a secure socket layer (SSL). Each application server

hosting a host manager application can be started using scripts at boot-up of an instance.

Before starting the application server engine, a script can be executed that generates a self-

signed certificate and installs the certificate to enable the SSL communication charrnel(s).

SSL communication is used in one embodiment for encrypting the communication channel

and not for client authentication. Client authentication is instead achieved with a

public/private key signature embedded in each request, such that in one embodiment all

clients sign query string parameters using a private key. This signature can be validated by a

custom interceptor, which can be deployed with the application server for the host manager.

Further, a security group (i.e., firewall rules) can be established for each monitored instance

in the data plane such that only hosts sitting in a given network or secure group can

communicate using the host manager port. Secure information and credentials (such as

private keys) can be stored in an appropriate keystore, which can provide for functionality

such as key management and rotation.

(0062] The installation of the host manager application and any updates also can be

managed for each instance, in a way that does not require taking down all the other instances.

In one embodiment, an instance starts the application server engine at bootup, and the host

manager is installed by calling the application server manager framework to deploy the new

host application. As with other communications, the communication can be intercepted and

the client authenticated before installing software or pushing updates to a host manager,

which can be accomplished without affecting the availability of existing repositories.

[0063] Another aspect that can rely upon an underlying framework relates to repository and

data backup. It can be desirable for the control plane to backup customer repositories and

instance for various reasons, such as user-initiated backups (which can be performed during



the backup time windows) and system-initiated backups during database restore, etc. A

single framework can be implemented to handle both instances. To backup a repository, a

framework can handle backing up both the data files and any associated log files. While

various steps and processes will be described, it should be understood that various steps and

approaches can differ from various database engines, such as MySQL and others.

[0064] An approach for backing up data in accordance with one embodiment suspends data

operations until shapshots are taken of the appropriate data volumes, and the log files a

similarly copied into an appropriate location. For example, an Admin tier can wait for the

backup window before initiating a backup procedure. Once inside the backup window, the

Adrnin tier can reate a workflow that will create a workflow instance for repository backups.

In one example, the workflow invokes a "supendDatabaseForBackup" or similar API for the

host manager. This API can manage tasks to, for example, flush and lock the tables, suspend

I/O to the data volume, create and mount an LVM snapshot for the log volume, create a log

position file with the last log position, and start a timer to resume the database. This timer can

be used to resume the repositoiy in case the Admin tier hangs up while performing a task,

such as taking snapshots, preventing the repository from being accidentally suspended for

indefinite period of time. The workflow can poll the host manager for completion of these

and/or other such tasks. Once the workflow has confirmed that the host manager has

suspended the repository, the workflow can will attempt to backup the data volumes using a

set of ordered tasks. For example, the workflow can indicate to create snapshots of each data

volume, and verify that the snapshots have been successfully created. A row can be inserted

for each snapshot volume in a location such as a backup_data_volumes table. Subsequently,

the workflow can invoke a host manager's "resumeDatabaseFromBackup" or similar API.

This process can copy the repository logs and log position information to an appropriate

storage location, can unmount the log snapshot, remove log snapshot log volume, and unlock

all tables. The Admin tier then can create a customer event that indicates the backup has

been completed and the repository is again available.

[0065] As discussed, the log files also can be backed up in a similar fashion. The logs can

be used to perform tasks such as replaying various transactions in case the data files have to

be restored. The engine logs can be copied to an appropriate storage location, such that

previously backed-up log files can be obtained using a simple list command. A host manager



will use this result to determine whether there are logs that need to be copied. For example,

the host manager can request a bucket list to obtain the list of log files written such that the

last sequence can be backed up. If new logs have been created, it can first be determined that

the logs are not actively being written to by a database engine, and then the logs can be

copied and the copying verified to have been performed successfully.

[0066] As discussed above, the various embodiments can be implemented in a wide variety

of operating environments, which in some cases can include one or more user computers,

computing devices, or processing devices which can be used to operate any of a number of

applications. User or client devices can include any of a number of general purpose personal

computers, such as desktop or laptop computers running a standard operating system, as well

as cellular, wireless, and handheld devices running mobile software and capable of

supporting a number of networking and messaging protocols. Such a system also can include

a number of workstations running any of a variety of commercially-available operating

systems and other known applications for purposes such as development and database

management. These devices also can include other electronic devices, such as dummy

terminals, thin-clients, gaming systems, and other devices capable of communicating via a

network.

[0067] Various aspects also can be implemented as part of at least one service or Web

service, such as may be part of a service-oriented architecture. Services such as Web services

can communicate using any appropriate type of messaging, such as by using messages in

extensible markup language (XML) format and exchanged using an appropriate protocol such

as SOAP (derived from the "Simple Object Access Protocol"). Processes provided or

executed by such services can be written in any appropriate language, such as the Web

Services Description Language (WSDL). Using a language such as WSDL allows for

functionality such as the automated generation of client-side code in various SOAP

frameworks.

[0068] Most embodiments utilize at least one network that would be familiar to those

skilled in the art for supporting communications using any of a variety of commercially-

available protocols, such as TCP/IP, OSI, FTP, UPnP, NFS, CIFS, and AppleTalk. The

network can be, for example, a local area network, a wide-area network, a virtual private



network, the Internet, an intranet, an extranet, a public switched telephone network, an

infrared network, a wireless network, and any combination thereof.

[0069] In embodiments utilizing a Web server, the Web server can run any of a variety of

server or mid-tier applications, including HTTP servers, FTP servers, CGI servers, data

servers, Java servers, and business application servers. The server(s) also may be capable of

executing programs or scripts in response requests from user devices, such as by executing

one or more Web applications that may be implemented as one or more scripts or programs

written in any programming language, such as Java®, C, C# or C++, or any scripting

language, such as Perl, Python, or TCL, as well as combinations thereof. The server(s) may

also include database servers, including without limitation those commercially available from

Oracle®, Microsoft®, Sybase®, and IBM®.

[0070] The environment can include a variety of data stores and other memory and storage

media as discussed above. These can reside in a variety of locations, such as on a storage

medium local to (and/or resident in) one or more of the computers or remote from any or all

of the computers across the network. In a particular set of embodiments, the information may

reside in a storage-area network ("SAN") familiar to those skilled in the art. Similarly, any

necessary files for performing the functions attributed to the computers, servers, or other

network devices may be stored locally and/or remotely, as appropriate. Where a system

includes computerized devices, each such device can include hardware elements that may be

electrically coupled via a bus, the elements including, for example, at least one central

processing unit (CPU), at least one input device (e.g., a mouse, keyboard, controller, touch

screen, or keypad), and at least one output device (e.g., a display device, printer, or speaker).

Such a system may also include one or more storage devices, such as disk drives, optical

storage devices, and solid-state storage devices such as random access memory ("RAM") or

read-only memory ("ROM"), as well as removable media devices, memory cards, flash cards,

etc.

[0071] Such devices also can include a computer-readable storage media reader, a

communications device (e.g., a modem, a network card (wireless or wired), an infrared

communication device, etc.), and working memory as described above. The computer-

readable storage media reader can be connected with, or configured to receive, a computer-



readable storage medium, representing remote, local, fixed, and/or removable storage devices

as well as storage media for temporarily and/or more permanently containing, storing,

transmitting, and retrieving computer-readable information. The system and various devices

also typically will include a number of software applications, modules, services, or other

elements located within at least one working memory device, including an operating system

and application programs, such as a client application or Web browser. It should be

appreciated that alternate embodiments may have numerous variations from that described

above. For example, customized hardware might also be used and/or particular elements

might be implemented in hardware, software (including portable software, such as applets),

or both. Further, connection to other computing devices such as network input/output

devices may be employed.

[0072] Storage media and computer readable media for containing code, or portions

of code, can include any appropriate media known or used in the art, including storage media

and communication media, such as but not limited to volatile and non-volatile, removable

and non-removable media implemented in any method or technology for storage and/or

transmission of information such as computer readable instructions, data structures, program

modules, or other data, including RAM, ROM, EEPROM, flash memory or other memory

technology, CD-ROM, digital versatile disk (DVD) or other optical storage, magnetic

cassettes, magnetic tape, magnetic disk storage or other magnetic storage devices, or any

other medium which can be used to store the desired information and which can be accessed

by the a system device. Based on the disclosure and teachings provided herein, a person of

ordinary skill in the art will appreciate other ways and/or methods to implement the various

embodiments.

[0073] Clause 1. A computer-implemented method of managing configuration

values for a relational database instance using one or more self-service Web services,

comprising:

under control of one or more computer systems configured with executable

instructions,

providing a plurality of application programming interfaces (APIs) each

enabling a user to submit a Web service request to a control environment, each API



corresponding to a desired action to be performed with respect to a relational database for the

user in a separate database environment;

providing a default parameter group for at least one data instance to be

provisioned in the database environment, the default parameter group including values for a

plurality of database configuration parameters, the default parameter group having a first

version number;

in response to receiving a first Web service request to the control environment

through a first API of the plurality of APIs, causing at least one task to be performed to

specify a first modified parameter group to be applied when provisioning a data instance in

the separate database environment, the first modified parameter group having a second

version number; and

in response to receiving a second Web service request to the control

environment through a second API of the plurality of APIs, causing at least one task to be

performed in the separate database environment to apply a second modified parameter group

having a third version number for at least one provisioned data instance for the user,

wherein the user is able to specify or modify parameter values of one or more

instances of the relational database by submitting a single Web services call to the control

environment.

[0074] Clause 2. The computer-implemented method of clause , wherein the

default parameter group includes at least one parameter value optimized for the at least one

data instance to be provisioned in the database environment.

[0075] Clause 3. The computer-implemented method of clause 1, further

comprising:

updating information stored in the control environment for a current parameter

group version of the at least one data instance and state information representing any changes

being applied to the at least one data instance.

[0076] Clause 4. A computer-implemented method of enabling a user to manage

operational parameters of data instances in a database environment using a separate control

environment, comprising:



under control of one or more computer systems configured with executable

instructions,

providing a plurality of application programming interfaces (APIs) each

enabling a user to submit a Web service request to the control environment, each API

corresponding to a desired action to be performed with respect to one or more data instances

for the user in a database environment;

providing a default parameter group for one or more one data instances to be

provisioned in the database environment, the default parameter group including values for a

plurality of database parameters, the default parameter group having a first version number;

and

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, causing a modified parameter group to be applied for the

one or more data instances, the modified parameter group having a second version number,

wherein the user is able to modify parameter values for any of the one or more data instances

before creation of at least one of the data instances or while any of the one or more data

instances is running in the database environment..

[0077] Clause 5. The computer-implemented method of clause 4, wherein

updated parameter values of the modified parameter group are applied to the running data

instances at substantially the time of the request when the parameter values are dynamic

values, and

wherein the parameter values are applied to the running data instances upon a

reboot of the data instances when the parameter values are static values.

[0078] Clause 6. The computer-implemented method of clause 5, further

comprising:

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, causing one or more of the running data instances to

reboot, whereby the static values are applied.

[0079] Clause 7. The computer-implemented method of clause 4, wherein

applying the modified parameter group for at least one data instance further comprises



installing a configuration file including the at least one parameter value for each data instance

to which the modified parameter group is to be applied.

[0080] Clause 8. The computer-implemented method of clause 4, wherein the

database environment is operable to provide a plurality of data instances in a data instance

class, and

wherein the user is further able to specify a modified parameter group for all

of the plurality of instances in the data instance class using a single Web service call.

[0081] Clause 9. The computer-implemented method of clause 4, further

comprising:

in response to the Web service request, executing a workflow in the control

environment including at least one task to cause the modified parameter group to be applied

for the one or more data instances, the workflow further including at least one task to update

information for a current parameter group version of the one or more data instances and state

information representing any changes being applied to the one or more data instances.

[0082] Clause 10. The computer-implemented method of clause 9, wherein a

monitoring component of the control plane periodically communicates with a host manager

for each of the one or more data instances and, in response to the host manager updating a

current version of the parameter group for one of the data instances, updates information for

the current parameter group version of the data instance and state information representing

the modified parameter group having been successfully applied.

[0083] Clause 11. The computer-implemented method of clause 10, further

comprising:

monitoring information for the one or more data instances; and

automatically applying an updated parameter group based at least in part upon

the monitored information when at least one parameter value in the update parameter group is

to be updated.

[0084] Clause 12. The computer-implemented method of clause 4, further

comprising:

storing parameter values for a current version of the parameter group for a

data instance to a data store in the control environment.



[0085] Clause 13. The computer-implemented method of clause 4, wherein the

user is able to specify a relationship between a parameter value and an aspect of the database

environment, and

wherein the parameter value is capable of being automatically updated using

the relationship and changes in the aspect of the database environment.

[0086] Clause 14. The computer-implemented method of clause 4, wherein the

Web service request is database engine independent.

[00871 Clause 15. A system for enabling a user to manage operational parameters

of data instances in a database environment using a separate control environment,

comprising:

a processor; and

a memory device including instructions that, when executed by the processor,

cause the processor to:

provide a plurality of application programming interfaces (APIs) each

enabling a user to submit a Web service request to the control environment, each API

corresponding to a desired action to be performed with respect to one or more data instances

for the user in a database environment;

provide a default parameter group for one or more one data instances to be

provisioned in the database environment, the default parameter group including values for a

plurality of database parameters, the default parameter group having a first version number;

and

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, cause a modified parameter group to be applied for the

one or more data instances, the modified parameter group having a second version number,

wherein the user is able to modify parameter values for any of the one or more data instances

before creation of at least one of the data instances or while any of the one or more data

instances is running in the database environment.

[0088] Clause 16. The system of clause 15, wherein updated parameter values of

the modified parameter group are applied to the running data instances at substantially the

time of the request when the parameter values are dynamic values, and



wherein the parameter values are applied to the running data instances upon a

reboot of the data instances when the parameter values are static values.

[0089] Clause 17. The system of clause 15, wherein the instructions when

executed further cause the processor to:

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, cause one or more of the running data instances to

reboot, whereby the static values are applied.

[0090] Clause 18. The system of clause 15, wherein applying the modified

parameter group for at least one data instance further comprises installing a configuration file

including the at least one parameter value for each data instance to which the modified

parameter group is to be applied.

[0091] Clause 19. The system of clause 15, wherein the database environment is

operable to provide a plurality of data instances in a data instance class, and

wherein the user is further able to specify a modified parameter group for all of the plurality

of instances in the data instance class using a single Web service call.

[0092] Clause 20. The system of clause 15, wherein the instructions when

executed further cause the processor to:

in response to the Web service request, executing a workflow in the control

environment including at least one task to cause the modified parameter group to be applied

for the one or more data instances, the workflow further includrng at least one task to update

information for a current parameter group version of the one or more data instances and state

information representing any changes being applied to the one or more data instances,

wherein a monitoring component of the control plane periodically communicates with a host

manager for each of the one or more data instances and, in response to the host manager

updating a current version of the parameter group for one of the data instances, updates

information for the current parameter group version of the data instance and state information

representing the modified parameter group having been successfully applied.



[0093] Clause 21. A computer readable storage medium storing instructions for

manage operational parameters of data instances in a database environment using a separate

control environment, the instructions when executed by a processor causing the processor to:

provide a plurality of application programming interfaces (APIs) each enabling a user to

submit a Web service request to the control environment, each API corresponding to a

desired action to be performed with respect to one or more data instances for the user in a

database environment;

provide a default parameter group for one or more one data instances to be

provisioned in the database environment, the default parameter group including values for a

plurality of database parameters, the default parameter group having a first version number;

and

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, cause a modified parameter group to be applied for the

one or more data instances, the modified parameter group having a second version number,

wherein the user is able to modify parameter values for any of the one or more data instances

before creation of at least one of the data instances or while any of the one or more data

instances is running in the database environment.

[0094] Clause 22. The computer readable storage medium of clause 2 1, wherein

updated parameter values of the modified parameter group are applied to the running data

instances at substantially the time of the request when the parameter values are dynamic

values, and

wherein the parameter values are applied to the running data instances upon a

reboot of the data instances when the parameter values are static values.

[0095] Clause 23 . The computer readable storage medium of clause 1, wherein

the instructions when executed further cause the processor to:

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, cause one or more of the running data instances to

reboot, whereby the static values are applied.



[0096] Clause 24. The computer readable storage medium of clause 21, wherein

applying the modified parameter group for at least one data instance further comprises

installing a configuration file including the at least one parameter value for each data instance

to which the modified parameter group is to be applied.

[0097] Clause 25. The computer readable storage medium of clause 21, wherein

the database environment is operable to provide a plurality of data instances in a data instance

class, and

wherein the user is further able to specify a modified parameter group for all

of the plurality of instances in the data instance class using a single Web service call.



WHAT IS CLAIMED IS:

1. A computer-implemented method of enabling a user to manage operational

parameters of data instances in a database environment using a separate control environment,

comprising:

under control of one or more computer systems configured with executable

instructions,

providing a plurality of application programming interfaces (APIs) each

enabling a user to submit a Web service request to the control environment, each API

corresponding to a desired action to be performed with respect to one or more data instances

for the user in a database environment;

providing a default parameter group for one or more one data instances to be

provisioned in the database environment, the default parameter group including values for a

plurality of database parameters, the default parameter group having a first version number;

and

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, causing a modified parameter group to be applied for the

one or more data instances, the modified parameter group having a second version number,

wherein the user is able to modify parameter values for any of the one or more data instances

before creation of at least one of the data instances or while any of the one or more data

instances is running in the database environment.

2. The computer-implemented method of claim , wherein updated parameter

values of the modified parameter group are applied to the running data instances at

substantially the time of the request when the parameter values are dynamic values, and

wherein the parameter values are applied to the running data instances upon a reboot of the

data instances when the parameter values are static values.

3. The computer-implemented method of claim 2, further comprising:

in response to receiving a Web service request to the control environment through one of the

plurality of APIs, causing one or more of the running data instances to reboot, whereby the

static values are applied.



4. The computer-implemented method of claim 1, wherein applying the modified

parameter group for at least one data instance further comprises installing a configuration file

including the at least one parameter value for each data instance to which the modified

parameter group is to be applied.

5. The computer-implemented method of claim 1, wherein the database

environment is operable to provide a plurality of data instances in a data instance class, and

wherein the user is further able to specify a modified parameter group for all of the plurality

of instances in the data instance class using a single Web service call.

6. The computer-implemented method of claim 1, further comprising:

in response to the Web service request, executing a workflow in the control environment

including at least one task to cause the modified parameter group to be applied for the one or

more data instances, the workflow further including at least one task to update information

for a current parameter group version of the one or more data instances and state information

representing any changes being applied to the one or more data instances.

7. The computer-implemented method of claim 6, wherein a monitoring

component of the control plane periodically communicates with a host manager for each of

the one or more data instances and, in response to the host manager updating a current

version of the parameter group for one of the data instances, updates information for the

current parameter group version of the data instance and state information representing the

modified parameter group having been successfully applied.

8. The computer-implemented method of claim 1, further comprising:

storing parameter values for a current version of the parameter group for a data instance to a

data store in the control environment.

9. The computer-implemented method of claim 1, wherein the user is able to

specify a relationship between a parameter value and an aspect of the database environment,

and wherein the parameter value is capable of being automatically updated using the

relationship and changes in the aspect of the database environment.



10. A system for enabling a user to manage operational parameters of data

instances in a database environment using a separate control environment, comprising:

a processor; and

a memory device including instructions that, when executed by the processor,

cause the processor to:

provide a plurality of application programming interfaces (APIs) each

enabling a user to submit a Web service request to the control environment, each API

corresponding to a desired action to be performed with respect to one or more data instances

for the user in a database environment;

provide a default parameter group for one or more one data instances to be

provisioned in the database environment, the default parameter group including values for a

plurality of database parameters, the default parameter group having a first version number;

and

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, cause a modified parameter group to be applied for the

one or more data instances, the modified parameter group having a second version number,

wherein the user is able to modify parameter values for any of the one or more data instances

before creation of at least one of the data instances or while any of the one or more data

instances is running in the database environment.

11. The system of claim 10, wherein updated parameter values of the modified

parameter group are applied to the running data instances at substantially the time of the

request when the parameter values are dynamic values, and wherein the parameter values are

applied to the running data instances upon a reboot of the data instances when the parameter

values are static values.

12. The system of claim 10, wherein the instructions when executed further cause

the processor to:

in response to receiving a Web service request to the control environment

through one of the plurality of APIs, cause one or more of the running data instances to

reboot, whereby the static values are applied.



13. The system of claim 10, wherein applying the modified parameter group for at

least one data instance further comprises installing a configuration file including the at least

one parameter value for each data instance to which the modified parameter group is to be

applied.

14. The system of claim 10, wherein the database environment is operable to

provide a plurality of data instances in a data instance class, and

wherein the user is further able to specify a modified parameter group for all

of the plurality of instances in the data instance class using a single Web service call.

15. The system of claim 10, wherein the instructions when executed further cause

the processor to:

in response to the Web service request, executing a workflow in the control

environment including at least one task to cause the modified parameter group to be applied

for the one or more data instances, the workflow further including at least one task to update

information for a current parameter group version of the one or more data instances and state

information representing any changes being applied to the one or more data instances,

wherein a monitoring component of the control plane periodically

communicates with a host manager for each of the one or more data instances and, in

response to the host manager updating a current version of the parameter group for one of the

data instances, updates information for the current parameter group version of the data

instance and state information representing the modified parameter group having been

successfully applied.
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