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SCALABLE DISTRIBUTED STORAGE AND 
DELIVERY 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

This application claims the benefit of U.S. Provisional 
Application Ser. No. 60/640,585, filed Dec. 30, 2004, entitled 
SCALABLE DISTRIBUTED STORAGE SYSTEMAND 

DELIVERY METHOD,” the entirety of which is incorpo 
rated herein by reference. 

TECHNICAL FIELD 

The Subject disclosure relates generally to computer sys 
tems, and more specifically to fault tolerant, redundant, and 
scalable distributed storage and delivery. 

BACKGROUND 

As usage of computers and computer related services 
increases, storage requirements for enterprises and Internet 
related infrastructure companies are exploding at an unprec 
edented rate. Industry estimates indicate that storage capacity 
is doubling every nine to twelve months. Enterprise applica 
tions, both at the corporate and departmental level, are caus 
ing this huge growth in storage requirements. Recent user 
Surveys indicate that the average enterprise has been experi 
encing a 52% growth rate per year in storage. In addition, over 
25% of the enterprises experienced more than 50% growth 
per year in storage needs, with Some enterprises registering as 
much as 500% growth in storage requirements. 

Administrators face increasing amounts of data and are 
under tremendous pressure to reduce downtime due to data 
not being readily available, or not available at all. Acts such as 
the Health Insurance Portability and Accountability Act 
(HIPAA) or the Sarbanes-Oxley Act, for example, increase 
compliance requirements and specify that data should be 
available at all times and should be produced on demand 
within a reasonable amount of time. Adding together, each 
minute of downtime can equate to thousands or even millions 
of dollars in lost revenue. Moreover, enterprises are under 
increasing pressure to maintain business continuance in light 
of a disaster and/or other unforeseen or foreseen disruptions. 
There is also a need for system confidence whereby admin 
istrators and users are confident that future needs will not 
outgrow the system. 

Today, several approaches exist for networked storage, 
including hardware-based systems. These architectures work 
well but are generally expensive to acquire, maintain, and 
manage, thus limiting their use to larger businesses. Small 
and mid-sized businesses might not have the resources, 
including money and expertise, to utilize the available Scal 
able storage solutions. Thus, currently available solutions do 
not provide fault tolerance, high availability, and scalability 
for small and mid-size business. This is true even though the 
data generated is equally important and necessary for the 
continued maintenance and viability of Such businesses as it 
is for larger businesses. 

Therefore, to overcome these as well as other challenges 
related to networked storage, there exists a need for a solution 
that requires a minimal amount of management, is fault tol 

10 

15 

25 

30 

35 

40 

45 

50 

55 

60 

65 

2 
erant, scalable, can utilize commodity off-the-shelfhardware 
and is easy to install, implement, and use. 

SUMMARY 

The following presents a simplified Summary of one or 
more embodiments in order to provide a basic understanding 
of some aspects of Such embodiments. This Summary is not 
an extensive overview of the one or more embodiments, and 
is intended to neither identify key or critical elements of the 
embodiments nor delineate the scope of Such embodiments. 
Its sole purpose is to present some concepts of the described 
embodiments in a simplified form as a prelude to the more 
detailed description that is presented later. 

In accordance with one or more embodiments and corre 
sponding disclosure thereof, various aspects are described in 
connection with distributed computer storage for use in het 
erogeneous environments. According to an embodiment is a 
system and/or method for providing fault tolerant, redundant, 
Scalable distributed storage and delivery using commodity 
storage and network infrastructures. 

According to an aspect are a scalable distributed storage 
system, a computer program product, and an associated 
method that delivers data to a client selectively using a set of 
application servers for maximum performance in a fault tol 
erant manner. 

According to another aspect is a global namespace among 
distributed primary servers using application aware intelli 
gent caching and synchronization. Network congestion is 
reduced by use of geographically distributed application 
servers that are selectively distributed through the system. 
Without any modification to the client, a large number of files 
can be served using multiple application servers that have 
only parts of the files on each application server. High per 
formance and optimal network utilization can be achieved by 
installing applications servers on the client machine itself. 
without requiring modification to the client applications. Per 
formance Scaling of a data center can be achieved by install 
ing application server Software on a data center machine to 
utilize unused server resources, such as memory, network 
bandwidth and CPU processing power. The data center 
machine can run or operate on a plurality of Supported oper 
ating systems. Also provided is minimal overhead for Syn 
chronization of application servers as the global namespace is 
maintained only in the primary servers. 

According to yet another aspect is the ability to scale stor 
age, without modification of the storage devices, by use of 
symbolic links to the actual storage. Non-disruptive migra 
tion of data from one storage device to another is achieved 
through the intelligent use of replication and symbolic links. 
Dynamic replication results in uniform and balanced storage 
usage on the storage devices. Alternatively or in addition, 
multi-protocol Support for the storage devices can be pro 
vided as the client accesses the storage through primary serv 
CS. 

According to still another aspect is a fault tolerant system 
through the use of redundant commodity hardware and rep 
licated data. Application aware dynamic data replication 
ensures the high availability of the most frequently assessed 
data. Additionally or alternatively, hierarchical storage man 
agement is provided without the use of complicated and 
expensive tape drives and optical drives. 

Yet another aspect is a system that utilizes a set of primary 
servers and a plurality of storage devices connected to Ether 
net Switches, and application server Software installed on 
servers to alleviate performance bottlenecks. The primary 
servers represent a single network virtual IP address for the 
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clients to connect. The primary servers perform load balanc 
ing and failover among themselves using heartbeat and other 
commonly available IP load balancing techniques. The use of 
commodity redundant hardware provides for no single point 
of failure in the system. Thus, independent Scaling of storage 
capacity and performance can be achieved in a non-disruptive 
manner. Additionally, no modification should be necessary on 
the storage devices or the storage clients to realize the benefits 
of the system. 

According to yet another aspect is a system that is scalable, 
distributed and fault tolerant while providing performance 
improvements with minimum overhead of synchronization. 
The system utilizes only parts of the file on the application 
servers in the system and, therefore, can serve a large number 
of files to a large number of clients. The network traffic on 
high cost links or low bandwidth links is minimized without 
modifications needed on the client application. The system 
can be flexible in Supporting various network application 
server Software, such as image serving, file serving or video 
streaming, with minimum modification to the network appli 
cation Software server. The storage capacity of the system is 
Scalable by adding storage devices and through the use of a 
clustered file system on the primary servers. The system can 
result in a scalable distributed storage system and unique 
method of data delivery. 

According to another aspect is a system that can be con 
figured to allow communication between servers in the 
absence or presence of firewalls. System can determine the 
type(s) of firewalls present and make a determination as to an 
efficient communication path between the servers. The com 
munication can include a Transmission Control Protocol 
(TCP) or User Datagram Protocol (UDP) with known or 
dynamically created ports, depending on the type of firewall 
present. 

In accordance with another aspect is a technique for pro 
viding a secured data link between a server and a client. 
Through utilization of application servers that are located 
close to a client, or that are located on a client, the data link 
can be accomplished utilizing only the Switches and/or rout 
ers that are on the same Sub-network as the client, if Such 
switches and/or routers exist. This can potentially reduce the 
exposure of a file content transfer between the client and the 
server, since the transfer can be from the application server, 
not the server. 

According to still another aspect is the capability to provide 
seamless disaster recovery to a client(s). A single virtual IP 
address can be used by a client to contact a primary server. A 
backup server can mirror the content of the primary server by 
utilizing a replication technique. If a problem develops with 
the primary server, the backup server can automatically take 
over the communication and perform the necessary notifica 
tions to claim ownership of the virtual IP address. 

To the accomplishment of the foregoing and related ends, 
one or more embodiments comprise the features hereinafter 
fully described and particularly pointed out in the claims. The 
following description and the annexed drawings set forth in 
detail certain illustrative aspects and are indicative of but a 
few of the various ways in which the principles of the embodi 
ments may be employed. Other advantages and novel features 
will become apparent from the following detailed description 
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4 
when considered in conjunction with the drawings and the 
disclosed embodiments are intended to include all such 
aspects and their equivalents. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG.1 illustrates a scalable distributed storage and delivery 
system. 

FIG. 2 illustrates a system for scalable distributed storage 
and delivery. 

FIG. 3 illustrates another system that provides scalable 
distributed storage and delivery. 

FIG. 4 illustrates a network system in accordance with one 
or more of the disclosed embodiments. 

FIG. 5 illustrates another network system in accordance 
with one or more of the disclosed embodiments. 

FIG. 6 illustrates another network system in accordance 
with one or more of the disclosed embodiments. 

FIG. 7 illustrates a system that provides scalable distrib 
uted Storage and delivery. 

FIG. 8 illustrates a system having an application server 
located in a data center in accordance with the disclosed 
embodiments. 

FIG. 9 illustrates a system for reading from multiple stor 
age devices. 

FIG. 10 illustrates a system that includes an application 
server in a sub-network. 

FIG. 11 illustrates a system with an application server 
located on a client in accordance with the one or more 
embodiments disclosed herein. 

FIG. 12 illustrates a system that can communicate through 
Network Address Translation (NAT) and firewall devices 
according to the various embodiments disclosed herein. 

FIG. 13 illustrates a system that can communicate through 
secure links according to one or more of the disclosed 
embodiments. 

FIG.14 illustrates a system that can provide disaster recov 
ery through IP transfer according to the various embodi 
mentS. 

FIG. 15 illustrates a methodology for providing scalable 
distributed storage and delivery. 

FIG. 16 illustrates a methodology for an information 
request when an application server is installed on the client 
machine according to the disclosed embodiments. 

FIG. 17 illustrates a methodology for retrieving and deliv 
ering requested information to a client. 

FIG. 18 illustrates a methodology for communication 
through various firewall devices. 

FIG. 19 illustrates a methodology for seamless disaster 
recovery. 

FIG. 20 illustrates a block diagram of a computer operable 
to execute the disclosed embodiments. 

FIG. 21 illustrates a schematic block diagram of an exem 
plary computing environment operable to execute the dis 
closed embodiments. 

DETAILED DESCRIPTION 

Various embodiments are now described with reference to 
the drawings, wherein like reference numerals are used to 
refer to like elements throughout. In the following descrip 
tion, for purposes of explanation, numerous specific details 
are set forth in order to provide a thorough understanding of 
one or more aspects. It may be evident, however, that the 
various embodiments may be practiced without these specific 
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details. In other instances, well-known structures and devices 
are shown in block diagram form in order to facilitate describ 
ing these embodiments. 
As used in this application, the terms “component, 'mod 

ule.” “system,” and the like are intended to refer to a com 
puter-related entity, either hardware, a combination of hard 
ware and software, software, or software in execution. For 
example, a component may be, but is not limited to being, a 
process running on a processor, a processor, an object, an 
executable, a thread of execution, a program, and/or a com 
puter. By way of illustration, both an application running on 
a server and the server can be a component. One or more 
components may reside within a process and/or thread of 
execution and a component may be localized on one com 
puter and/or distributed between two or more computers. 
The word “exemplary' is used hereinto mean serving as an 

example, instance, or illustration. Any aspect or design 
described herein as “exemplary' is not necessarily to be con 
Strued as preferred or advantageous over other aspects or 
designs. 
As used herein, the terms to “infer” or “inference” refer 

generally to the process of reasoning about or inferring states 
of the system, environment, and/or user from a set of obser 
Vations as captured through events and/or data. Inference can 
be employed to identify a specific context or action, or can 
generate a probability distribution over states, for example. 
The inference can be probabilistic—that is, the computation 
of a probability distribution over states of interest based on a 
consideration of data and events. Inference can also refer to 
techniques employed for composing higher-level events from 
a set of events and/or data. Such inference results in the 
construction of new events or actions from a set of observed 
events and/or stored event data, whether or not the events are 
correlated in close temporal proximity, and whether the 
events and data come from one or several event and data 
SOUCS. 

Furthermore, the one or more embodiments may be imple 
mented as a method, apparatus, or article of manufacture 
using standard programming and/or engineering techniques 
to produce Software, firmware, hardware, or any combination 
thereof to control a computer to implement the disclosed 
embodiments. The term “article of manufacture' (or alterna 
tively, "computer program product’) as used herein is 
intended to encompass a computer program accessible from 
any computer-readable device, carrier, or media. For 
example, computer readable media can include but are not 
limited to magnetic storage devices (e.g., hard disk, floppy 
disk, magnetic strips . . . ), optical disks (e.g., compact disk 
(CD), digital versatile disk (DVD)...), smart cards, and flash 
memory devices (e.g., card, Stick). Additionally it should be 
appreciated that a carrier wave can be employed to carry 
computer-readable electronic data Such as those used intrans 
mitting and receiving electronic mail or in accessing a net 
work such as the Internet or a local area network (LAN). Of 
course, those skilled in the art will recognize many modifi 
cations may be made to this configuration without departing 
from the scope or spirit of the disclosed embodiments. 

Various embodiments will be presented interms of systems 
that may include a number of components, modules, and the 
like. It is to be understood and appreciated that the various 
systems may include additional components, modules, etc. 
and/or may not include all of the components, module etc. 
discussed in connection with the figures. A combination of 
these approaches may also be used. 

Referring initially to FIG. 1, illustrated is a scalable dis 
tributed storage and delivery system 100. System 100 can be 
implemented on various devices including, but not limited to 
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6 
storage routers, storage systems, and the like. System 100 
includes a management component 102 and an application 
component 104. Although a number of management compo 
nent(s) 102 and application component(s) 104 can be 
included in system 100, as will be appreciated, a single man 
agement component 102 that interfaces with a single appli 
cation component 104 is illustrated for purposes of simplicity. 
Management component 102 (or primary server compo 

nent) can be configured to accepta user and/or entity (e.g., the 
Internet, another system, a computer . . . ) input, such as a 
request for data, documents, information, files, and the like. 
According to some embodiments, the input can be received 
from an application server when the communication path 
from the client is compromised. In some embodiments, man 
agement component 102 can authenticate the user based upon 
certain criteria or parameters provided separate from or along 
with the user input. Management component 102 can also be 
configured to determine one or more application component 
(s) 102 (or set of application components 102) that are appro 
priate to provide optimal performance (e.g., quickest 
response time, most appropriate data content, and the like). 
Selection of the one or more application components(s) 104 
can be performed autonomously by management component 
(s) 102. Management component(s) 102 can relay or send a 
control message to application component(s) 104 allowing 
application component(s) 102 to retrieve and provide the 
requested data directly to the user. 

According to other embodiments, management component 
(s) 102 can be configured to analyze various firewalls located 
in a network path and determine an optimal communication 
path between a client and servers. The resulting communica 
tion can use TCP or UDP, TCP is a networking protocol the 
can provide communication across interconnected networks, 
between computers that have diverse hardware architectures, 
and various operating systems. UDP is a technique for appli 
cation(s) to access a connectionless protocol that, similar to 
TCP. runs on top of IP networks. 
Management component(s) 102 can temporarily relin 

quish control of the request to the application component(s) 
104. Allowing the data delivery to be provided directly to the 
user from the application component(s) 104 minimizes the 
load on primary server(s) 102. According to Some embodi 
ments, management component(s) 102 can include a clus 
tered file system with distributed locking to provide a single 
system image if more than one management component 102 
is utilized. 

Application component 104 (or application server compo 
nent) can be configured to read, distinguish, interpret the 
requested information (e.g., file, content, document, informa 
tion . . . ) from its location (e.g., local cache) or retrieve it 
directly from a storage component 106. The information 
retrieved can be served, relayed, communicated, etc. to the 
user by application component 104. This serving or present 
ing of information is performed transparently to the user. That 
is to say, the user is not aware that it is the application com 
ponent(s) 104 presenting the data and not the primary com 
ponent(s) 102. Upon Successful completion of the data trans 
fer to the user, application component(s) 104 relinquish 
control of the connection to the userback to the management 
component 102, and normal operation is resumed (e.g., pro 
cessing is performed by management component(s) 102. 

Application component(s) 104 can be computer elements 
that include a storage unit(s), processing unit(s), memory 
unit(s), and/or a network unit(s). Further, application compo 
nent(s) 104 can operate on any supported operating system 
and can access storage through management component(s) 
102 and/or directly based on a mapping provided by manage 
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ment component(s) 102. Alternatively or in addition, the data 
can be pushed to the application component(s) 104 by man 
agement component(s) 102. In some embodiments, applica 
tion components(s) 104 can access the requested data through 
conventional and/or peer-to-peer techniques. 

Application component(s) 104 can participate in data 
retrieval and/or delivery when they are available and can 
decline to participate at any time, including during an active 
data transfer connection, without needing the link to be reset 
or another forms of reconnection. At various times in the 
process, application component(s) 104 may fail due to soft 
ware, hardware, network, or other faults. System 100 can 
handle these failures seamlessly without affecting the user. 
For example, system 100 can deliver the data through another 
application component. 
Management component(s) 102 and application compo 

nent(s) 104 can be loosely connected by means of a network 
connection (e.g., an Ethernet network connection). This con 
nection allows the application component(s) 104 to join or 
remove themselves from the plurality of application compo 
nents at any time without disrupting data delivery. Minimum 
overhead of synchronization is necessary between applica 
tion component(s) 104 and management component(s) 102. 
Application component(s) 104 hold no state information 
about the data and/or network connection. Since the applica 
tion component(s) 104 are stateless, they form a scalable and 
reliable system, similar to an HTTP protocol. 
The systems disclosed herein can be implemented, in part, 

at the kernel layer of a primary server. The systems could also 
be implemented on any computing network element, such as 
a storage router, director, Switch, etc. The primary server 
module can work in conjunction with the network application 
server software. The network application server software can 
be any network application, Such as, network file serving 
(e.g., Samba servers), video streaming, image serving appli 
cations, etc. 

FIG. 2 illustrates a system 200 for scalable distributed 
storage and delivery. System 200 includes a management 
component 202 and an application component 204, however 
more than one of either or both can be included in system 200. 
Management component 202 and application component 204 
interface to provide a user with requested information, from, 
for example a storage component 206. 
Management component 202 can have a single virtual 

internet protocol (IP) address. With a single address, users 
only need to remember the single address to access data. 
Management component 202 can operate in a clustered envi 
ronment that includes a single system image of the entire 
storage and/or other system resources of the clustered com 
puting elements. Distributedlocking can provide consistency 
and concurrency while allowing simultaneous read and write 
access of data from each management component 202. 
Failover is supported in the clustered environment. For 
example, when a primary server or management component 
202 fails, another primary server takes over the functionality 
of the failed server. 
Management component 202 can be configured to Support 

virtual IP and IP load balancing and/or application load bal 
ancing. Management component 202 can be connected to 
storage devices by a network means. For example, the net 
work means can be a Gigabit Ethernet type. Management 
component 202 can, in addition or alternatively, be connected 
to storage devices through a Fiber Channel switch and/or a 
shared SCSI switch. According to another embodiment, man 
agement component 202 can communicate with a duplicate 
or backup server (not shown). The backup server can provide 
seamless disaster recovery provided there is sufficient repli 
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8 
cation on the backup server. The backup server can be con 
figured to perform the needed notifications to claim owner 
ship of the virtual IP address. 
Management component 202 can include an interface 

module 208 configured to receive input from one or more 
users, an authenticate module 210 configured to authenticate 
the one or more users, an optimizer module 212 configured to 
determine one or more application component(s) 204 for 
providing the user(s) requested information in an effective 
manner. In some embodiments, management component 202 
can also include a mapping module 214 configured to provide 
mapping information to application component 204. Also 
included can be a confirm module 216 that confirms if the 
requested data has been provided to the user and/or success 
fully received by the user. 

Interface module 208 can provide various types of user 
interfaces. For example, interface module 208 can provide a 
graphical user interface (GUI), a command line interface, and 
the like. For example, a GUI can be rendered that provides a 
user with a region or means to load, import, read, etc. a request 
and can include a region to present the results of such request. 
These regions can comprise known text and/or graphic 
regions comprising dialogue boxes, static controls, drop 
down-menus, list boxes, pop-up menus, as edit controls, 
combo boxes, radio buttons, check boxes, push buttons, and 
graphic boxes. In addition, utilities to facilitate the presenta 
tion Such as vertical and/or horizontal Scroll bars for naviga 
tion and toolbarbuttons to determine whether a region will be 
viewable can be employed. 
The user can also interact with the regions to select and 

provide information through various devices such as amouse, 
a roller ball, a keypad, a keyboard, a pen and/or voice activa 
tion, for example. Typically, a mechanism Such as a push 
button or the enter key on the keyboard can be employed 
Subsequent entering the information in order to initiate the 
search. However, it is to be appreciated that the disclosed 
embodiments are not so limited. For example, merely high 
lighting a check box can initiate information conveyance. In 
another example, a command line interface can be employed. 
For example, the command line interface can prompt (e.g., 
through a text message on a display and an audio tone) the 
user for information by providing a text message. The user 
can than provide Suitable information, such as alpha-numeric 
input corresponding to an option provided in the interface 
prompt oran answer to a question posed in the prompt. It is to 
be appreciated that the command line interface can be 
employed in connection with a GUI and/or API. In addition, 
the command line interface can be employed in connection 
with hardware (e.g., video cards) and/or displays (e.g., black 
and white, and EGA) with limited graphic support, and/or low 
bandwidth communication channels 

Authenticate module 210 can be configured to authenticate 
the user. It should be understood that an authenticate module 
210 is optional and user authentication may not be utilized in 
accordance with some embodiments. Authentication of a user 
can include various identification means. For example, a user 
can be identified through a unique user name and/or user 
name?password pair. It should be understood that various 
other techniques can be utilized (e.g., machine recognition, 
Voice recognition, . . . ) to authenticate a client and/or user. 

Optimizer module 212 can be configured to determine a 
best application component or server 204 that can deliver the 
user request. The determination can be based upon the avail 
ability, the historical performance, the response, or another 
determination means for the one or more application server(s) 
204. For example, a request can be sent from management 
component 202 to a plurality of application components. 



US 7,844,691 B2 
9 

Each application component 204 can respond with its avail 
ability and whether or not it will participate in the data 
retrieval. According to another example, management com 
ponent 202 can determine an optimal application component 
204 to utilize based on the performance of that application 
component 204 in the past. A log or other means of identify 
ing and retaining information can be utilized by management 
component 202 to facilitate such determination. It should also 
be understood that other optimization techniques can be uti 
lized by system 200 to determine the one or more application 
components 204 to utilize for a particular data request. 
Mapping module 214 can be utilized to provide informa 

tion to the selected application component(s) 204. Mapping 
allows the application component(s) 204 to access the storage 
directly. If mapping is not provided, accessing the storage 
component can be performed by application component(s) 
204 through the management component(s) 202. 

Confirm module 216 can confirm whether the user has 
received the requested data. For example, if the user (or client 
system) does not receive a requested packet, it will not send 
an acknowledgement packet to the confirm component 202. 
This will cause the management component 202, through the 
optimizer module 212, to resend the packet to another appli 
cation component 204. Thus, the reliability of the transfer is 
achieved without the overhead of tracking which packet was 
sent through which application component 204. 

FIG.3 illustrates another system 300 that provides scalable 
distributed storage and delivery. System 300 can include one 
or more management components 302, one or more applica 
tion components 304, and one or more storage components 
306. Management component 302 can be configured to 
receive a user request for information and make a determina 
tion of an appropriate application component 304 (or set of 
application components) to perform the requested action. 
Application component 304 can include various modules 
including an access module 308, a participation module 310, 
a connection module 312 and an output component 314. 

Connection module 308 can receive a request from the 
management component 302 and reply with a message or 
signal indicating whether that particular application compo 
nent 304 is available for access. For example, the application 
component 304 may not be available for access if it is busy 
performing other functions or due to Some other reason (e.g., 
fault) and/or does not anticipate being able to service the 
request. Through connection module 308, application com 
ponent 304 can join or remove themselves from a set of 
application servers at any time without disrupting data deliv 
ery. 

Participation module 310 can indicate whether the appli 
cation component 304 wants to participate in the file request. 
There are some situations where the application component is 
accessible, but does not want to participate. For example, 
application component 304 may be dedicated to another 
request oranticipate a Subsequent request, rendering it unable 
to complete the current request. In addition or alternatively, 
application component 304 can decline to participate, 
through participation module 310, in the middle of an active 
data transfer connection without the link being reset or other 
forms of reconnection. If the application component 304 fails 
due to one or more failures (e.g., software, hardware, net 
work, . . . ) it may become unable to participate and partici 
pation module 310 can notify system 300 of the failure, 
allowing system 300 time to redistribute the request among 
other application components. 

Access module 312 can be configured to access storage 
through management component 302 or directly based on 
mapping provided by management component 302. Accord 
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10 
ing to some embodiments, access module 312 can further be 
configured to make a determination as to which storage 
devices to contact or access to retrieve the requested data. For 
example, access module 312 can maintain a file or other data 
storage means for indexing or categorizing data or informa 
tion located on each storage component. The file or other 
storage means can include information based on previous 
requests (historical data) or information provided directly 
from the storage components. 

Output component 314 can be configured to present the 
results to the user through various presentation means. For 
example, output component 314 can display the results 
directly on a user display. In some embodiments, output com 
ponent 314 may direct the output to the user through the 
management component 304. 

FIG. 4 illustrates a network system 400 in accordance with 
one or more of the disclosed embodiments. System 400 can 
include one or more data center(s) 402, of which only one is 
shown for simplicity purposes. Data center 402 can be con 
nected to a network 404 (e.g. local area network (LAN), a 
wide area network (WAN), a metropolitan area network 
(MAN), and the like) through a wired or wireless connection. 

Data center 402 can include one or more management 
components 406, labeled as Management Component . . . 
Management Component. One or more application compo 
nents 408, labeled as Application Component . . . Applica 
tion Component. Also included in data center 402 can be 
one or more storage components 410, labeled as Storage 
Component ... Storage Component. Where M, N, and X 
are integers greater than or equal to one. Management com 
ponents 406 can be connected to one or more storage com 
ponents 410 through a network, such as a Gigabit Ethernet 
type, or through a Fiber Channel switch or a SCSI switch, for 
example. While application components 408 are illustrated as 
located in data center 402, they can be located at various 
places within system 400, such as on the data center, near the 
edge close to the clients, on the clients, etc. 
Management components 406 can operate on a clustered 

file system with distributed locking for consistent access to 
the entire storage from any of the management components 
406. This single system image, as viewed from the manage 
ment components 406 can enhance system management. 
Management components 406 within system 400 can have a 
single IP address. Thus, a user can communicate with one or 
a plurality of management components 406 through a net 
work connection using the virtual IP address of the manage 
ment components 406 to request data. In some embodiments, 
at Substantially the same time as a user request is received, 
management components 406 can authenticate the user, 
through, for example, a user identification password pair, or 
other recognition and/or authentication means. Management 
components 406 can load balance the user requests among 
themselves to determine the application component(s) 4.08 
that can deliver the user request efficiently and provide the 
best performance for the user. For example, management 
components 406 can provide load balancing and failover 
among themselves using heartbeat and/or other commonly 
available IP load balancing methods. Using commodity 
redundant hardware mitigates the existence of a single point 
of failure in the system 400, thus, reducing downtime and 
increasing system confidence. 
Management components 406 can send one or more con 

trol messages to the application components 408, which can 
then serve the file or requested information directly to the 
user. At Substantially the same time as sending the request to 
the application components 408, the management compo 
nents 406 can temporarily relinquish control of the data trans 
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fer, minimizing the load on the management components 406. 
Application components 408 can communicate directly with 
storage components 410 to obtain the requested information. 
System 400 can utilize commodity network attached storage 
(NAS) servers for physical storage and, thus, needs minimal, 
if any, modification on the NAS devices. The caching servers 
can be located on any machine on the network including the 
data center, network edge, and on the client itself, and do not 
require modification of the client application Software. Sys 
tem 400 provides a centralized management of all storage 
SOUCS. 

Application components 408 can be loosely coupled serv 
ers and can be located any place on the network, depending on 
where performance Scaling is necessary. For example, perfor 
mance Scaling of a data center 402 can be achieved by install 
ing application server Software on a data center machine 
allowing utilization of unused server resources, such as 
memory, network bandwidth, CPU processing power, etc. 
The data center machine can run any supported operating 
system. 

Application components 408 can be peer-to-peer (P2P) 
networks and can communicate among each other and to 
management components 406. An application server file 
cache can be populated through various techniques. For 
example, it can be populated by pushing data from manage 
ment components 406 based on user set criteria, on demand 
caching using frequently used files or recently added files, 
direct access to the storage components 410, etc. Store and 
forward mechanisms can also be utilized to populate the file 
cache, thereby reducing the load and traffic on the manage 
ment components 406. 

Control messages sent from the management components 
406 to the application components 408 can contain informa 
tion, such as, for example, file identifier, checksum, offset, 
length, source IP address, client IP address, data associated 
with the client, data associated with the requested informa 
tion, data associated with the management component, etc. 
Application component 408 can construct a packet using the 
information and the file data to send the packet to the user. A 
technique known as spoofing can be utilized so the client does 
not know that the packet originates from application compo 
nent 408, but rather it appears as if the packet originated from 
the management component 406. Utilizing spoofing provides 
that client applications need minimal modification to receive 
data directly from application components 408. 

Placement of application components 408 strategically 
within system allows desired performance benefits to be 
obtained since the control messages are very small in size 
compared to the size of the fully constructed packet. Place 
ment can also reduce the load on the management compo 
nents 406 since the management components 406 do not need 
to access data from the storage components 410. In addition, 
a CPU associated with respective management components 
406 is not needed for constructing the packets with file data. 

FIG. 5 illustrates another network system 500 in accor 
dance with one or more of the disclosed embodiments. Sys 
tem 500 includes a plurality of application components 502 
(labeled Application Component . . . Application Compo 
nent) and clients 504 (labeled Client ... Client), where M 
and N are integers greater than or equal to one. Application 
components 502 can be servers and can be located close to 
clients 504. In some embodiments, application components 
502 can be located near the network edge to relieve network 
congestion. Clients 504 and application components 502 can 
communicate through a network 506, such as a LAN, WAN, 
MAN, etc. 
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Application components 502 can receive a control message 

from a management component (not shown), thus network 
traffic between a data center (not shown) and the client(s) 504 
can be reduced. The application components 502 can serve 
the requested data from their cache or retrieve it directly from 
the storage devices. 

FIG. 6 illustrates another network system 600 in accor 
dance with one or more of the disclosed embodiments. Sys 
tem can include one or more application component servers 
602 and 604 located or installed on respective storage clients 
606 and 608. It should be understood that while two applica 
tion servers 602 and 604 and two storage clients 606 and 608 
are shown, system 600 can include less or more of either 
component. System 600 can obtain optimal performance 
while mitigating network traffic when application servers 602 
and 604 are installed on the storage client 606 and 608. In this 
configuration, control messages are utilized to start and end a 
file transfer based upon a user request. Application servers 
602 and 604 and storage clients 606 and 608 can be connected 
to a network 610, such as a wired network and/or a wireless 
network. 
One or more primary servers (not shown) can instruct 

either or both application servers 602 and 604 on the clients 
606 and 608 to begin sending the file at the beginning of the 
file transfer. When application servers 602 and 604 receive 
the command to send the file, application servers 602 take 
over the connection between client 606 and 608 and primary 
server(s). Primary server(s) waits for a message from both 
application servers 602 and 604 (if both are utilized to supply 
the requested information) indicating that a Successful file 
transfer is complete. Upon Successful completion of a file 
transfer, application servers 602 and 604 send respective con 
trol messages to primary server not shown) and relinquish 
control of the connection to the client to the primary server. As 
the file is transferred from the client machine, it can exceed 
the file transfer rate of conventional network transfer rates. 
The positioning of the application server 602 and 604 on the 
client 606 and 608 mitigates traffic between the client(s) 606 
and 608 and the primary server for the file transfer. 

In some embodiments, a centralized administrator user 
interface can be utilized with system 600. With a centralized 
administrator user interface, the file system can be expanded 
without the addition of new storage devices. The expansion 
occurs with no need for unmounting the storage Volume, thus 
reducing downtime. This also increases system confidence 
because future needs can be handled by the expansion of the 
current system. 
The use of multiple application servers 602 and 604 allows 

system 600 to be scalable and should have no single point of 
failure. Heartbeat messages can be sent between the primary 
servers to ensure system health and enabling failover mecha 
nisms when a system fails. Failover is a backup system that 
automatically Switches to a standby database, server or net 
work if the primary server fails or is temporarily out of ser 
W1C. 

The application servers 602 and 604 perform the actual 
delivery of the data directly to the client, keeping the load on 
the primary servers to a minimum. System does not require 
modification on the client for the client to be able to receive 
data directly from the application servers. By locating the 
application servers in performance bottleneck regions, Stor 
age delivery performance can be enhanced. 
The method of delivery can place the application servers in 

the same physical network as the primary servers to aggregate 
network bandwidth without requiring expensive specialized 
network cards or computer complicated setup operations. 
Since the application servers are in the same physical net 
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work, they can directly access the storage devices, thereby 
increasing storage read performance. 
The primary servers can run in a clustered environment 

having a single system image of the entire storage and other 
system resources of all the clustered computing elements. 
System can be optimized for write once read many (WORM) 
data eliminating the need for complicated distributed locking 
and versioning. Distributed locking ensures consistency and 
concurrency while allowing simultaneous read and write 
access of data from any of the primary servers. Failover is 
Supported in the clustered environment. For example, when 
one of the primary servers fails, another can take over its 
functionality. Additionally, the primary servers can Support 
virtual IP and/or IP load balancing as well as application load 
balancing. 

The file system on the primary servers typically can also 
Support dynamic addition and removal of storage devices. 
The resizing of the file system can be Supported by means of 
an underlying device Support using internet shared Small 
computer system interface (iSCSI) or through hierarchical 
storage management interfaces. Thus providing Scalability of 
the capacity of the storage system. 

FIG. 7 illustrates a system 700 that provides scalable dis 
tributed storage and delivery. System 700 can be utilized with 
a plurality of wired and/or wireless networks 702 (e.g., WAN, 
LAN, PAN. . . . ). System 700 can include a plurality of data 
centers 704 (labeled Data Center and Data Center) that 
include primary servers, application servers and storage serv 
ers. Also included in system can be application servers 706 
located near the edge of the network, close to the clients 708 
and/or application servers 710 located on the clients 712. 

System 700 provides a scalable distributed storage system 
utilizing commodity storage devices, thus requiring little, if 
any, modification on the existing storage hardware or storage 
clients. System 700 can utilize a combination of primary 
servers and application servers to deliver data to the storage 
client. When a client or user requests a file or other data from 
a primary server, the primary server can authenticate the 
client (if desired) and determine a set of application servers 
that can deliver the requested data to the user. The file data can 
be served to the client transparently from the application 
servers with no modification on the client. The application 
servers can read the file content from their local cache or 
retrieve it directly from the storage devices. The primary 
servers can have a clustered file system with distributed lock 
ing. This provides a single system image for all the primary 
servers. The virtualization can be performed on the primary 
servers with no modification required on the storage devices. 
The primary servers can access the storage devices utilizing 
industry standard protocols. 

FIG. 8 illustrates a system 800 having an application server 
located in a data center in accordance with the disclosed 
embodiments. System 800 includes a primary server 802 and 
from one to M number of application servers 804 (labeled 
Application Server ... Application Server), where M is an 
integer greater than or equal to one. Also included can be one 
or more storage servers 806 (labeled Storage Server . . . 
Storage Server), where N is an integer greater than or equal 
to one. Primary server 802, application server(s) 804, and 
storage server(s)806 can be connected to a network backbone 
808, for example. 
A user and/or client 810 can input a request for a file, data, 

information, etc. to primary server 802. According to some 
embodiments, upon receipt of the user request, primary 
server 802 authenticates client 810. The authorization can be 
based on various criteria or parameters (e.g., user identifica 
tion, userpassword, and the like). Primary server 802 can also 
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14 
determine which application server(s) 804 are available and 
capable of handling the user request. For example, primary 
server 802 can send a signal or message to a plurality of 
application servers 804 and, depending on the response 
received identify the appropriate application server(s) 804. 
The response received can provide primary server 802 infor 
mation regarding which application server(s) 804 are avail 
able and which are not available. Such determination can be 
based on not receiving a response from a particular applica 
tion server 804 or receiving a slow or delayed response from 
a particular application server 804. It will be understood by 
those having ordinary skill in the art that primary server 802 
can make a determination of appropriate application servers 
804 based on other criteria (e.g., busy response, . . . ). 
When the appropriate application server(s) 804 is identi 

fied, primary server 802 sends a control message that trans 
fers control of the user request from primary server 802 to 
application server(s) 804. The control request can contain 
information such as a file identifier that identifies the file or 
other data requested by the user and/or a checksum for error 
verification. Alternatively or in addition, the control request 
can include an offset, length, source IP address, client IP 
address, mapping, or other information associated with the 
user and/or requested information. 

Application server(s) 804 can access storage server(s) 806 
to retrieve the user requested data. Alternatively or in addi 
tion, application server(s) 804 can access storage through the 
primary server 802 and/or directly based on mapping pro 
vided by primary server 802. In some embodiments, applica 
tion server(s) 804 can access the user requested data through 
conventional or peer-to-peer methods. 
At Substantially the same time as the information is 

retrieved, application server(s) 804 can reply to client 810 by 
sending a data packet to the client 810, shown by data path 
812. The data packet can be constructed utilizing the infor 
mation and the file data. Additionally or alternatively, appli 
cation server(s) 804 can utilize a technique, known as spoof 
ing, to make it appear to the client that the information is 
being sent by the primary server 802. In such a manner the 
client 810 is not aware that it is the application server(s) 804, 
not the primary server 802, responding to the request. Spoof 
ing provides that there is minimal, if any, modification on the 
client applications in order for the client 810 to receive infor 
mation from application server(s) 804. 

Application server(s) 804 can also send a message or reply 
to primary server 802. Upon receiving the reply, primary 
server 802 determines if the file or data transfer is complete. 
The transfer may not be complete if the file is split among two 
or more application server(s) 804 and one or more application 
server(s) 804 has not provided its portion of the requested 
information. It will be understood by those having skill in the 
art that dividing or splitting the file among two or more 
application server(s) 804 allows the servers to send the file or 
portions of the file at substantially the same time. If the 
primary server 802 determines that the file transfer is not 
complete, it sends a request to the same or a different appli 
cation server 804 for completion of the file request. 

FIG. 9 illustrates a system 900 for reading from multiple 
storage devices. System 900 includes a primary server 902, an 
application server A 904, an application server B 906, a 
storage server A 908, and a storage server B 910, all con 
nected to a network backbone 912, for example. Although a 
number of application servers and storage servers can be 
included in system 900, as will be appreciated, two applica 
tion servers 904 and 906 and two storage servers 908 and 910 
are illustrated for purposes of simplicity. 
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Primary server 902 can receive a request from a user and 
transfer the request to one or more application servers 904 and 
906, which can be loosely connected by means of a network 
connection. At Substantially the same time as primary server 
902 transfers the request temporary control of the request is 
relinquished to application servers 904 and 906. Application 
servers 904 and 906 can be, for example, computer elements 
with a storage unit, processing unit, memory unit, and/or a 
network unit. 

According to some embodiments, application server A 
904, while processing the request, can communicate with 
storage server A 908 through a data path 914. Likewise, 
application server B 906 can communicate with storage 
server B 910 through data path 916. In this manner, each 
application server 904 and 906 is communicating with a 
separate storage server 908 and 910. While the data paths 914 
and 916 are shown as a direct path between application serv 
ers 904 and 906 and storage servers 908 and 910, it should be 
understood that application servers 904 and 906 can access 
storage servers 908 and 910 through primary server 902 or 
directly based on a mapping provided by primary server 902. 

FIG. 10 illustrates a system 1000 that includes an applica 
tion server in a sub-network. System 1000 can include a data 
center 1002 and between one and Napplication servers 1004 
(labeled Application Server and Application Server), where 
N is an integer greater than or equal to one. A client 1006 can 
request information (e.g., files, data, database, ...) through a 
direct interface to data center 1002. Data center 1002 can be 
configured to communicate with application server(s) 1004 
and transfer control of the connection to the application server 
(s) 1004, through, for example, a data path 1008. Application 
server(s) 1004 can be configured to process the request. At 
Substantially the same time as the requested information is 
retrieved, application server(s) 1004 can transmit the infor 
mation to the client 1006, through data path 1010. The client 
1006 can be unaware that it is the application server(s) 1004 
who transmitted the information and not the data center 1002 
through a spoofing technique. At Substantially the same time 
as the application server(s) 1004 transmit the information to 
client 1006, control is returned to data center 1002 and normal 
operation is resumed (e.g., processing of user requests 
through data center 1002). 

FIG.11 illustrates a system 1100 with an application server 
located on a client in accordance with the one or more 
embodiments disclosed herein. System includes a data center 
1102 and an application server 1104 that communicates with 
a client machine 1106. As illustrated, application server 1104 
can be located on the client machine 1106. Application server 
1104 communicates with both the data center 1102 and client 
application 1106. An application server can be located any 
where on a network and should have appropriate security 
permissions. If further performance improvement is desired, 
application server can be installed on the client computer. 

Data center 1102 can include one or more primary servers, 
one or more application servers, and one or more storage 
servers. When the client application 1106 sends a data request 
to the primary server located in data center 1102, the primary 
server acknowledges the request and, according to some 
embodiments, authenticates the client. The client 1106 can 
have an application server 1104 installed and if the applica 
tion server 1104 has the file cached, the primary server 
located in the data center 1102 sends information to the appli 
cation server 1104 through, for example, a data path 1108. At 
substantially the same time, the application server 1104 takes 
over the connection and obtains the file or data from, for 
example, a storage server. Once the data retrieval is complete, 
the application server 1104 sends a packet to the client 1106. 
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The client 1106 receives the packet and acknowledges it by 
sending an acknowledgement to the application server 1104. 
Once the file transfer is complete, the application server 1104 
relinquishes control back to the primary server located in the 
data center 1102. If the file is not complete, the primary server 
may send another request to the same application server or 
another application server to complete the request. 

With reference now to FIG. 12, illustrated is a system 1200 
that can communicate through Network Address Translation 
(NAT) and/or firewall devices according to the various 
embodiments disclosed herein. System 1200 includes at least 
one primary server 1202, and one or more application sever 
where Application Server 1204, Application Server 1206, 
and Application Server 1208 are shown, where N is an inte 
ger greater than or equal to one. The various servers 1202, 
1204, 1206, and 1208 can communicate in the absence or 
presence of one or more firewall. A firewall can be hardware 
or Software and is a system or combination of systems that 
protect against threats from outside the firewall. 
As illustrated, Application Server 1204 interfaces with 

primary server 1202 through data link 1210 in the absence of 
any communication devices (e.g., there is a direct connec 
tion). Application Server, 1206 initiates a connection at 1212 
to communicate with primary server 1202 through a Network 
Address Translation (NAT) device 1214. An NAT enables a 
local area network (LAN) to use one set of IP addresses for 
internal traffic and a second set of address for external traffic, 
allowing the internal address to be shielded from the public 
Internet. 

Application Server 1208 is shown as interfacing with 
primary server 1202 through two firewalls 1216 and 1218 and 
a relay machine 1220. The connection 1222 is maintained 
using the public relay machine 1220. System 1200 can be 
configured to analyze the firewalls 1216 and 1218that may be 
present and make a determination as to an efficient manner of 
communication between the servers 1202 and 1208. A result 
ing communication can use TCP or UDP with known or 
dynamically created ports, depending on the type of firewall 
(s) that may exist between servers 1202, 1204, 1206, and 
1208. 

FIG. 13 illustrates a system 1300 that can communicate 
through secure links according to one or more of the disclosed 
embodiments. System 1300 can be configured to provide a 
secured link for information communicated between a server 
(s) and a client(s). A secured link can be desired in a variety of 
circumstances and since viruses have been written for net 
work routers, there exists no safe place where communication 
can occur without the potential of being intercepted and/or 
eavesdropped. 

System 1300 includes at least one primary server 1302, one 
or more clients 1304 and 1306, and one or more application 
servers 1308 and 1310. It should be understood that while two 
clients 1304 and 1306 and two application servers 1308 and 
1310 are illustrated, system 1300 can include more or fewer 
clients and/or application servers. Through utilization of 
application servers 1308 and 1310 that are close to the client 
1304 and 1306, the actual data transmission uses only the 
switches and/or routers that are most likely on the same sub 
network as the client 1304 and 1306. 

For example, as illustrated, application server 1308 is 
close to client 1304 and communicate through link 1312, and 
as illustrated, can be in the same sub network. Client 1304 
and/or application server, 1308 can communicate with pri 
mary server 1302, through, for example, a network switch 
1314 and a gateway/router 1316. If system 1300 detects, 
infers, is notified, etc. that gateway/router 1316 is compro 
mised, a notification is sent to the client 1304, primary server 
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1302 and/or application server 1308. Client 1304 can com 
municate through application server, 1308 to primary server 
link 1302 through data link 1318, bypassing the compromised 
gateway/router 1316. Thus, the application server 1308 takes 
over the communication between client 1304 and primary 
server 1302. Data link 1318 is a secure communication link. 

Another example is an Application Server 1310 that is 
located in client 1306. Client 1306 can communicate with 
primary server 1302 through a link 1320 that includes a 
network switch 1322. If system 1300 detects, infers, is noti 
fied, etc. that network switch 1322 has been compromised, 
the network switch 1322 and link 1320 is no longer utilized 
for communication between client 1306 and primary server 
1302. A notification of the compromise can be sent to the 
client 1306, primary server 1302 and/or application server 
1310. Instead, Application Server 1310, located on client 
1306, takes over the communication between client 1306 and 
primary server 1302 through data link 1324, which is a secure 
communication path. 

Utilizing routers and switches that are closer to the client 
1304 and 1306 can minimize the effort needed to secure the 
network path between the server 1302 and the client 1304 and 
1306. In such a manner, a virus or “man in the middle” might 
not be able to see or be aware of a file content transfer between 
the client 1304 and 1306 and the server 1302 since it is being 
served from the application server 1308 and 1310. 

FIG. 14 illustrates a system 1400 that can provide disaster 
recovery through IP transfer according to the various embodi 
ments presented herein. System 1400 includes a client 1402, 
a primary server 1404, and a backup server 1406. While only 
one of client, primary server, and back up server are shown, it 
should be understood that more than one of each can be 
included in system 1400. Client 1402 can access primary 
server 1404 utilizing a virtual IP address (e.g., Virtual IP: 
64.12.23.12), this communication link is shown by arrow 
1408. The information available or maintained by primary 
server 1404 can be duplicated or mirrored on a back up site, 
Such as backup server 1406 through communication link 
1410. Backup server 1406 and primary server 1404 can share 
information through this communication link 1410, thus 
maintaining the accuracy and integrity of both servers 1404 
and 1406. 

System 1400 can be configured to intelligently manage the 
virtual IP address by, for example, a network switch (not 
shown). If sufficient replication is performed between the 
primary server 1404 and a back up site or server 1406, 
through communication link 1410, the system 1400 (e.g., 
network switch) can redirect the network traffic to the backup 
server (site) 1406 if a problem develops with the primary 
server 1404. System 1400 can perform the transfer from 
primary server 1404 to backup server 1406 automatically and 
autonomously when system 1400 becomes aware of a prob 
lem through various techniques. Thus, client 1402 rather than 
communicating with primary server 1404 through data link 
1408, is now communicating with backup server 1406 
through communication link 1412. Thus, client 1402 can 
utilize the backup site 1406 without service disruption and 
even without client 1402 needing to know that it is the backup 
server 1406 and not the primary server 1404 that is servicing 
client 1402. Backup server 1406 can perform the necessary 
notification to claim ownership of the virtual IP address, so 
that there is only one site with the virtual IP. 

In view of the exemplary systems shown and described 
above, methodologies, which may be implemented in accor 
dance with one or more aspects of the various embodiments, 
will be better appreciated with reference to the diagram of 
FIGS. 15-19. While, for purposes of simplicity of explana 
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18 
tion, the methodologies are shown and described as a series of 
acts (or function blocks), it is to be understood and appreci 
ated that the methodologies are not limited by the order of 
acts, as some acts may, in accordance with these methodolo 
gies, occur in different orders and/or concurrently with other 
acts from that shown and described herein. Moreover, not all 
illustrated acts may be required to implement a methodology 
in accordance with one or more aspects of the disclosed 
embodiments. It is to be appreciated that the various acts may 
be implemented by software, hardware, a combination 
thereof or any other Suitable means (e.g. device, system, 
process, component) for carrying out the functionality asso 
ciated with the acts. It is also to be appreciated that the acts are 
merely to illustrate certain aspects presented herein in a sim 
plified form and that these aspects may be illustrated by a 
lesser and/or greater number of acts. Moreover, not all illus 
trated acts may be required to implement the following meth 
odologies. Those skilled in the art will understand and appre 
ciate that a methodology could alternatively be represented as 
a series of interrelated States or events, such as in a state 
diagram. 

FIG. 15 illustrates a methodology 1500 for a network 
application server software. The method starts at 1502 when 
a user request is received. The request can be for a file, data, 
or other information. The request can be received through a 
secure communication and in the absence or presence of 
firewalls. At 1504, the request is acknowledged. The user may 
also be authenticated as a user authorized to request informa 
tion utilizing any known authorization means (e.g., from a 
database or a file). The request is then parsed to identify the 
file that should be served. 

Generally, the network application server software at this 
point reads the file and serves it to the client in the form of 
packets. However, these may not be scalable for various rea 
Sons including, for example, there is a limit on the number of 
concurrent connections that the network application server 
Software can have at any point in time. Additionally, reading 
files from the disk is a slow operation and reduces perfor 
mance of the system. To deliver data from machines close to 
the client and with data read from multiple sources without 
any modification on the client or network infrastructure, the 
method continues at 1506, where one or more application 
servers are identified that can handle the request. At Substan 
tially the same time, a control message is sent at 1508 to the 
identified application servers. The application server soft 
ware can be implemented as a user-level server background 
process, which continuously listens for incoming messages. 
The control message packet is significantly smaller in size 
compared to a fully constructed packet with file data and is 
also computationally less intensive to generate. 
The application server can read the control packet and 

forms a packet with the file data read from a storage device. 
With the use of caching, the data can be read from the local 
storage unit. The application server sends the packet to the 
client with the primary server address (or backup server 
address, which is the IP address transferred from the primary 
server) as the source IP address. It should be noted that the 
application server should need access to only parts of the file 
in order to be useful. Various hashing algorithms and striping 
algorithms can be used to store and retrieve parts of the file on 
the application servers while optimizing performance. At 
Substantially the same time as the client receives the packet, it 
sends an acknowledgment, which is received at 1510. 

If a client acknowledgment is not received, at 1512 a deter 
mination is made whether the file is complete. The determi 
nation can be made based upon a time out feature whereby if 
after a predetermined amount of time after the control mes 
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sage is sent at 1508 an acknowledgement is not received from 
the client it is assumed that the file delivery failed. In some 
embodiments, the client may send a failure message if the 
requested information is not received after a predetermined 
amount of time. It should be understood that other techniques 
can be utilized for determining where a particular information 
request is complete or not complete. If the determination is 
no, the method 1500 continues at 1508 and a subsequent 
control message is sent to the same or another application 
server and the process. This process can be repeated until the 
entire file is transferred. When it is determined at 1512 that the 
file is complete, normal operations resume (e.g., closing 
operations). 
The only modification needed on the network application 

server software is that the kernel module should be informed 
when the file transfer is to be started along with the file 
identifier. All other operations are done transparently requir 
ing no other change in the network application server Soft 
Wa. 

A feature of the method is the low overhead in case of 
transmission errors. The primary server does not need any 
knowledge about which application server failed to deliver 
the packet as it is taken care of by the reliability controls built 
into the TCP/IP protocol. Similar reliability measures can be 
used to support other transfer protocols. If the client does not 
receive a packet, it will not sendanacknowledgment packet to 
the primary server. This will cause the primary server to 
resend the packet to another application server. Thus, the 
reliability of the transfer is achieved without the overhead of 
tracking which packet was sent through which application 
SeVe. 

Referring now to FIG. 16, illustrated is a methodology 
1600 for an information request when an application server is 
installed on the client according to the disclosed embodi 
ments. The application server Software is installed as a service 
similar to a firewall service. The difference between the appli 
cation server installed on the client and the application server 
on the network is that the application server itself receives the 
client acknowledgment packets, thereby reducing network 
traffic and latency by serving the data locally. Typical data 
flow when the application server is installed on the client is as 
follows. 
A request for information is received at 1602. This request 

can be received by communicating with a network applica 
tion server Software on a primary server for authentication 
and the sending of an actual file request, or it can be received 
directly from a client. At 1604, the request is acknowledged 
and, according to Some embodiments, the client is authenti 
cated. A primary server can complete the handshake, retrieve 
the data from the database, if necessary, and prepare the file 
for file transfer. At 1606, a determination is made whether the 
client has an application server installed. If the determination 
is that the client does not have an application server installed 
('no'), the method continues at 1608 with a normal mode of 
operation. 

If the determination is made that the client has an applica 
tion server installed (“yes”), the method continues at 1610 
and a determination is made whether the file is cached on the 
application server. The file cache in the application server can 
be populated by various means Such as pushing of files by the 
primary server to the application server or from other con 
nected application servers. In some embodiments, a local 
database may have a list of files cached by an application 
server, which can be accessed to make the determination at 
1610. If the determination at 1610 is no, the method continues 
at 1608 with normal mode of operation. If at 1610 it is deter 
mined that the application server has the file cached, the 
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method continues at 1612 and the request for information is 
sent to the application server to commence file transfer. Con 
trol of the information request is transferred to the application 
SeVe. 

At 1614, a determination is made whether the information 
transfer request is complete. For example, an acknowledg 
ment can be received from the client indicating that the infor 
mation transfer is complete, or other techniques can be uti 
lized. If it is determined that the information transfer is not 
complete, a message, signal, or other indicator means is sent 
to the application server to resend the information. If it is 
determined that the transfer is compete (“yes”) normal opera 
tion is resumed at 1608 and control is relinquished from the 
application server. 

FIG. 17 illustrates a methodology 1700 for retrieving and 
delivering requested information to a client. At 1702, an 
information request is received. This information request can 
be from a management component that received the request 
from a user. The management component, upon receiving the 
request, makes a determination which application compo 
nents are best suited to deliver the request. At substantially the 
same time as the information request is received, control of 
the information request is received at 1704. This control can 
be relinquished from the management component. For 
example, the live connection between the client and the man 
agement component can be transferred, based on the infor 
mation provided by the management component. The infor 
mation can include the sequence numbers, TCP/IP flags etc. 
Packets destined for the primary server can now be inter 
cepted and the packets with the requested information (in 
jected packets) can be sent to the client, at 1706. The injected 
packets received by the client application appear to be from 
the primary server. Therefore, no modification is necessary on 
the client application for the present method of data delivery 
to work. 
At 1708, a determination is made if the file transfer is 

complete. This determination can be based upon a reply 
received from the client acknowledging receipt of the packet. 
It can also be based on acknowledgement received from a 
management component, or through other acknowledgment 
means. If it is determined that the transfer is not complete 
(“no'), the method returns to 1706 and a packet is sent to the 
client, which can be another packet and/or substantially the 
same packet as previously sent. If the file transfer is com 
pleted successfully (“yes”), the application server relin 
quishes the control of the connection back to the management 
component, at 1710. The packets can now flow in their normal 
fashion to the management component. The management 
component performs any post processing that needs to be 
done to close the connection or to start another file transfer. 

FIG. 18 illustrates a methodology 1800 for communication 
through various security devices. At 1802, a network path is 
detected. This network path can be determined based on a 
request received from a user and/or entity (e.g., client, appli 
cation server, . . . ). The network path is analyzed for any 
security devices (e.g., firewall) at 1804 and the type offirewall 
(e.g., hardware, Software, packet filter, circuit gateway, appli 
cation gateway, trusted gateway, and the like). In some 
embodiments, the network path may not have any firewall 
devices. In other embodiments or for other clients and/or 
entities, there can be one or more firewall present in the 
network path. The firewall(s) are analyzed to determine a 
firewall type. 
At 1806, a determination is made as to the optimal com 

munication path to utilize for the communication. The opti 
mal communication path can be determined based in part on 
the existence of a firewall, of the type of firewall, the number 
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of firewalls present, and other criteria relating to the firewall. 
Based on the determination at 1806, the resulting communi 
cation can, at 1808, use TCP or UDP utilizing known or 
dynamically created ports depending on the firewall informa 
tion analyzed. 

FIG. 19 illustrates a methodology 1900 for seamless disas 
ter recovery. At 1902, data associated with a primary server is 
replicated or mirrored on a backup server. The data can be 
periodically or continuously communicated between the 
backup server and the primary server to maintain the integrity 
and similarity of data on both servers. 

At 1904, a virtual IP address is received from, for example, 
a user and/or entity. The virtual IP address identifies the 
primary server with which the client desires to communicate. 
A network Switch can intelligently manage the single virtual 
IP address. Information or data is communication by the 
primary server to the user and/or entity at 1906. At 1908, a 
determination is made whether there is a problem with the 
primary server. For example, the primary server can experi 
ence a fault or become unavailable due to unforeseen and/or 
foreseen events. 

Ifa problem is not detected (“no'), the method continues at 
1906 and the communication is provided by the primary 
server. If there is a problem detected (“yes”), the communi 
cation is redirected to the backup server, at 1910, and the 
virtual IP address is transferred to the backup server. If suf 
ficient replication was performed at 1902, the network traffic 
can be easily redirected to the backup site and the user and/or 
entity can use the backup site with minimal (if any) disruption 
of Service. The backup server can perform the necessary 
notification to claim ownership of the virtual IP address. 
Thus, the virtual IP address can be associated with the backup 
server and disassociated from the primary server. 

Referring now to FIG. 20, there is illustrated a block dia 
gram of a computer operable to execute the disclosed archi 
tecture. In order to provide additional context for various 
aspects disclosed herein, FIG. 20 and the following discus 
sion are intended to provide a brief, general description of a 
suitable computing environment 2000 in which the various 
aspects can be implemented. While the one or more embodi 
ments have been described above in the general context of 
computer-executable instructions that may run on one or 
more computers, those skilled in the art will recognize that the 
various embodiments also can be implemented in combina 
tion with other program modules and/or as a combination of 
hardware and software. 

Generally, program modules include routines, programs, 
components, data structures, etc., that perform particular 
tasks or implement particular abstract data types. Moreover, 
those skilled in the art will appreciate that the inventive meth 
ods can be practiced with other computer system configura 
tions, including single-processor or multiprocessor computer 
systems, minicomputers, mainframe computers, as well as 
personal computers, hand-held computing devices, micro 
processor-based or programmable consumer electronics, and 
the like, each of which can be operatively coupled to one or 
more associated devices. 
The illustrated aspects may also be practiced in distributed 

computing environments where certain tasks are performed 
by remote processing devices that are linked through a com 
munications network. In a distributed computing environ 
ment, program modules can be located in both local and 
remote memory storage devices. 
A computer typically includes a variety of computer-read 

able media. Computer-readable media can be any available 
media that can be accessed by the computer and includes both 
Volatile and nonvolatile media, removable and non-remov 
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able media. By way of example, and not limitation, computer 
readable media can comprise computer storage media and 
communication media. Computer storage media includes 
both volatile and nonvolatile, removable and non-removable 
media implemented in any method or technology for storage 
of information Such as computer-readable instructions, data 
structures, program modules or other data. Computer storage 
media includes, but is not limited to, RAM, ROM, EEPROM, 
flash memory or other memory technology, CD-ROM, digital 
video disk (DVD) or other optical disk storage, magnetic 
cassettes, magnetic tape, magnetic disk storage or other mag 
netic storage devices, or any other medium which can be used 
to store the desired information and which can be accessed by 
the computer. 

Communication media typically embodies computer-read 
able instructions, data structures, program modules or other 
data in a modulated data signal Such as a carrier wave or other 
transport mechanism, and includes any information delivery 
media. The term “modulated data signal” means a signal that 
has one or more of its characteristics set or changed in Such a 
manner as to encode information in the signal. By way of 
example, and not limitation, communication media includes 
wired media such as a wired network or direct-wired connec 
tion, and wireless media Such as acoustic, RF, infrared and 
other wireless media. Combinations of the any of the above 
should also be included within the scope of computer-read 
able media. 

With reference again to FIG. 20, the exemplary environ 
ment 2000 for implementing various aspects includes a com 
puter 2002, the computer 2002 including a processing unit 
2004, a system memory 2006 and a system bus 2008. The 
system bus 2008 couples system components including, but 
not limited to, the system memory 2006 to the processing unit 
2004. The processing unit 2004 can be any of various com 
mercially available processors. Dual microprocessors and 
other multi-processor architectures may also be employed as 
the processing unit 2004. 
The system bus 2008 can be any of several types of bus 

structure that may further interconnect to a memory bus (with 
or without a memory controller), a peripheral bus, and a local 
bus using any of a variety of commercially available bus 
architectures. The system memory 2006 includes read-only 
memory (ROM) 2010 and random access memory (RAM) 
2012. A basic input/output system (BIOS) is stored in a non 
volatile memory 2010 such as ROM, EPROM, EEPROM, 
which BIOS contains the basic routines that help to transfer 
information between elements within the computer 2002, 
such as during start-up. The RAM 2012 can also include a 
high-speed RAM such as static RAM for caching data. 
The computer 2002 further includes an internal hard disk 

drive (HDD) 2014 (e.g., EIDE, SATA), which internal hard 
disk drive 2014 may also be configured for external use in a 
Suitable chassis (not shown), a magnetic floppy disk drive 
(FDD) 2016, (e.g., to read from or write to a removable 
diskette 2018) and an optical disk drive 2020, (e.g., reading a 
CD-ROM disk 2022 or, to read from or write to other high 
capacity optical media such as the DVD). The hard disk drive 
2014, magnetic disk drive 2016 and optical disk drive 2020 
can be connected to the system bus 2008 by a hard disk drive 
interface 2024, a magnetic disk drive interface 2026 and an 
optical drive interface 2028, respectively. The interface 2024 
for external drive implementations includes at least one or 
both of Universal Serial Bus (USB) and IEEE 1394 interface 
technologies. Other external drive connection technologies 
are within contemplation of the one or more embodiments. 
The drives and their associated computer-readable media 

provide nonvolatile storage of data, data structures, com 
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puter-executable instructions, and so forth. For the computer 
2002, the drives and media accommodate the storage of any 
data in a suitable digital format. Although the description of 
computer-readable media above refers to a HDD, a remov 
able magnetic diskette, and a removable optical media Such as 
a CD or DVD, it should be appreciated by those skilled in the 
art that other types of media which are readable by a com 
puter, Such as Zip drives, magnetic cassettes, flash memory 
cards, cartridges, and the like, may also be used in the exem 
plary operating environment, and further, that any such media 
may contain computer-executable instructions for perform 
ing the methods disclosed herein. 
A number of program modules can be stored in the drives 

and RAM 2012, including an operating system 2030, one or 
more application programs 2032, other program modules 
2034 and program data 2036. All or portions of the operating 
system, applications, modules, and/or data can also be cached 
in the RAM 2012. It is appreciated that the various embodi 
ments can be implemented with various commercially avail 
able operating systems or combinations of operating systems. 
A user can enter commands and information into the com 

puter 2002 through one or more wired/wireless input devices, 
e.g., a keyboard 2038 and a pointing device. Such as a mouse 
2040. Other input devices (not shown) may include a micro 
phone, an IR remote control, a joystick, a game pad, a stylus 
pen, touch screen, or the like. These and other input devices 
are often connected to the processing unit 2004 through an 
input device interface 2042 that is coupled to the system bus 
2008, but can be connected by other interfaces, such as a 
parallel port, an IEEE 1394 serial port, a game port, a USB 
port, an IR interface, etc. 
A monitor 2044 or other type of display device is also 

connected to the system bus 2008 via an interface, such as a 
video adapter 2046. In addition to the monitor 2044, a com 
puter typically includes other peripheral output devices (not 
shown). Such as speakers, printers, etc. 
The computer 2002 may operate in a networked environ 

ment using logical connections via wired and/or wireless 
communications to one or more remote computers, such as a 
remote computer(s) 2048. The remote computer(s) 2048 can 
be a workstation, a server computer, a router, a personal 
computer, portable computer, microprocessor-based enter 
tainment appliance, a peer device or other common network 
node, and typically includes many or all of the elements 
described relative to the computer 2002, although, for pur 
poses of brevity, only a memory/storage device 2050 is illus 
trated. The logical connections depicted include wired/wire 
less connectivity to a local area network (LAN) 2052 and/or 
larger networks, e.g., a wide area network (WAN) 2054. Such 
LAN and WAN networking environments are commonplace 
in offices and companies, and facilitate enterprise-wide com 
puter networks, such as intranets, all of which may connect to 
a global communications network, e.g., the Internet. 
When used in a LAN networking environment, the com 

puter 2002 is connected to the local network 2052 through a 
wired and/or wireless communication network interface or 
adapter 2056. The adaptor 2056 may facilitate wired or wire 
less communication to the LAN 2052, which may also 
include a wireless access point disposed thereon for commu 
nicating with the wireless adaptor 2056. 
When used in a WAN networking environment, the com 

puter 2002 can include a modem 2058, or is connected to a 
communications server on the WAN 2054, or has other means 
for establishing communications over the WAN 2054, such as 
by way of the Internet. The modem 2058, which can be 
internal or external and a wired or wireless device, is con 
nected to the system bus 2008 via the serial port interface 
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2042. In a networked environment, program modules 
depicted relative to the computer 2002, or portions thereof, 
can be stored in the remote memory/storage device 2050. It 
will be appreciated that the network connections shown are 
exemplary and other means of establishing a communications 
link between the computers can be used. 
The computer 2002 is operable to communicate with any 

wireless devices or entities operatively disposed in wireless 
communication, e.g., a printer, scanner, desktop and/or por 
table computer, portable data assistant, communications sat 
ellite, any piece of equipment or location associated with a 
wirelessly detectable tag (e.g., a kiosk, news stand, restroom), 
and telephone. This includes at least Wi-Fi and BluetoothTM 
wireless technologies. Thus, the communication can be a 
predefined structure as with a conventional network or simply 
an ad hoc communication between at least two devices. 

Wi-Fi, or Wireless Fidelity, allows connection to the Inter 
net from a couch at home, a bed in a hotel room, or a confer 
ence room at work, without wires. Wi-Fi is a wireless tech 
nology similar to that used in a cell phone that enables Such 
devices, e.g., computers, to send and receive data indoors and 
out; anywhere within the range of a base station. Wi-Fi net 
works use radio technologies called IEEE 802.11 (a, b, g, etc.) 
to provide secure, reliable, fast wireless connectivity. A Wi-Fi 
network can be used to connect computers to each other, to 
the Internet, and to wired networks (which use IEEE 802.3 or 
Ethernet). Wi-Fi networks operate in the unlicensed 2.4 and 5 
GHZ radio bands, at an 11 Mbps (802.11a) or 54 Mbps 
(802.11b) data rate, for example, or with products that contain 
both bands (dual band), so the networks can provide real 
world performance similar to the basic 10BaseT wired Eth 
ernet networks used in many offices. 

Referring now to FIG. 21, there is illustrated a schematic 
block diagram of an exemplary computing environment 2100 
in accordance with the various embodiments. The system 
2100 includes one or more client(s) 2102. The client(s) 2102 
can be hardware and/or software (e.g., threads, processes, 
computing devices). The client(s) 2102 can house cookie(s) 
and/or associated contextual information by employing the 
various embodiments, for example. 
The system 2100 also includes one or more server(s) 2104. 

The server(s) 2104 can also be hardware and/or software 
(e.g., threads, processes, computing devices). The servers 
2104 can house threads to perform transformations by 
employing the various embodiments, for example. One pos 
sible communication between a client 2102 and a server 2104 
can be in the form of a data packet adapted to be transmitted 
between two or more computer processes. The data packet 
may include a cookie and/or associated contextual informa 
tion, for example. The system 2100 includes a communica 
tion framework 2106 (e.g., a global communication network 
Such as the Internet) that can be employed to facilitate com 
munications between the client(s) 2102 and the server(s) 
2104. 

Communications can be facilitated via a wired (including 
optical fiber) and/or wireless technology. The client(s) 2102 
are operatively connected to one or more client data store(s) 
2108 that can be employed to store information local to the 
client(s) 2102 (e.g., cookie(s) and/or associated contextual 
information). Similarly, the server(s) 2104 are operatively 
connected to one or more server data store(s) 2110 that can be 
employed to store information local to the servers 2104. 
What has been described above includes examples of the 

various embodiments. It is, of course, not possible to describe 
every conceivable combination of components or methodolo 
gies for purposes of describing the various embodiments, but 
one of ordinary skill in the art may recognize that many 
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further combinations and permutations are possible. Accord 
ingly, the Subject specification intended to embrace all Such 
alterations, modifications, and variations that fall within the 
spirit and scope of the appended claims. 

In particular and in regard to the various functions per 
formed by the above described components, devices, circuits, 
systems and the like, the terms (including a reference to a 
“means') used to describe such components are intended to 
correspond, unless otherwise indicated, to any component 
which performs the specified function of the described com 
ponent (e.g., a functional equivalent), even though not struc 
turally equivalent to the disclosed structure, which performs 
the function in the herein illustrated exemplary aspects. In 
this regard, it will also be recognized that the various aspects 
include a system as well as a computer-readable medium 
having computer-executable instructions for performing the 
acts and/or events of the various methods. 

In addition, while a particular feature may have been dis 
closed with respect to only one of several implementations, 
such feature may be combined with one or more other fea 
tures of the other implementations as may be desired and 
advantageous for any given or particular application. Further 
more, to the extent that the terms “includes, and “including 
and variants thereofare used in either the detailed description 
or the claims, these terms are intended to be inclusive in a 
manner similar to the term "comprising.” 
The invention claimed is: 
1. A scalable distributed delivery system, comprising: 
a first management component that receives a user infor 

mation request and optimizes the request for efficient 
delivery: 

at least a second management component that is a replicate 
of the first management component wherein the first 
management component and the second management 
component share a single virtual IP address; 

a network Switch that detects failure in the first manage 
ment component and dynamically Switches to the sec 
ond management component to which the single virtual 
IP address is directed; and 

at least one application component that retrieves the 
requested information and delivers the information to 
the user. 

2. The system of claim 1, the first management component 
relinquishes control of the information request to the at least 
one application component during information retrieval. 

3. The system of claim 1, the at least one application 
component is selectively distributed to eliminate data conges 
tion. 

4. The system of claim 1, the at least one application 
component is installed on a data center machine that utilized 
unused server resources. 

5. The system of claim 1, the at least one application 
component is installed near a network edge. 

6. The system of claim 1, further comprising a second 
application component that retrieves a portion of the 
requested information. 

7. The system of claim 1, the at least one application 
component retrieves the requested information from a storage 
SeVe. 
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8. The system of claim 1, the delivery of information to the 

user is sent through a spoofing technique. 
9. A method for scalable data delivery, comprising: 
receiving a client request for information from a client; 
directing the client request to one of a plurality of manage 

ment components that share a virtual IP address to opti 
mize the client request for delivery: 

identifying when a management component that is opti 
mizing the client request goes offline; 

dynamically Switching to a second management compo 
nent to continue optimizing the client request for deliv 
ery; and 

selecting a plurality of application servers to retrieve the 
requested information and deliver the requested infor 
mation to the client. 

10. The method of claim 9, further comprising: 
releasing control of the requested information to at least 

one application server. 
11. The method of claim 9, further comprising: 
selectively distributing the at least one application serverto 

eliminate data congestion. 
12. The method of claim 9, further comprising: 
selecting the at least one application server that is installed 

on a data center machine that utilizes unused server 
SOUCS. 

13. The method of claim 9, further comprising: 
retrieving a portion of the requested information with a 

second application server. 
14. The method of claim 9, further comprising: 
retrieving the requested information from a storage server. 
15. The method of claim 9, further comprising: 
delivering the information to the client using a spoofing 

technique. 
16. A Scalable distributed storage system, comprising: 
means for receiving a client request for information; 
means for selecting a first management component to opti 

mize the client request for delivery: 
means for detecting when the first management component 

Selected by the means for selecting fails and for dynami 
cally Switching to a second management component that 
is a mirror of functionality of the first management com 
ponent; and 

means for delivering the information to the client using at 
least one application component. 

17. The system of claim 16, further comprising: 
means for retrieving a portion of the information with a 

second application component. 
18. The system of claim 16, further comprising: 
means for Surrendering control of the client request for the 

information to the at least one application component 
during information retrieval. 

19. The system of claim 16, further comprising: 
means for reducing data congestion by selectively distrib 

uting the at least one application component. 
20. The system of claim 16, further comprising: 
means for retrieving the information from a storage server. 


