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SYSTEMAND METHOD FOR SCALEABLE 
MULTIPLEXED TRANSACTIONAL LOG 

RECOVERY 

BACKGROUND OF THE INVENTION 

0001 Transactional logging involves maintaining a 
transactional log that durably records a time serial history of 
transactions in a system. The transactional log provides 
information for restoring a system to a particular state in 
time prior to a system failure. A transactional logging system 
must be able to reliably and accurately restore logging 
functionalities after Such a system failure. 
0002 Traditionally, transactional logging systems have 
used a dedicated log to Support a single log client. Dedicated 
transactional logging systems are typically very robust and 
achieve a high performance level. However, the inventor has 
determined that the high level of reliability of a single log 
client using a dedicated logging system may actually result 
in overall performance degradation for a computing envi 
ronment where multiple log clients are using multiple dedi 
cated logging systems. One of the reasons for this is that 
each dedicated logging system independently incurs input/ 
output (I/O) overhead to write and retrieve information. The 
I/O overhead results in adverse performance impact, and the 
impact is cumulative for each of the independent transac 
tional logging systems. An improved transactional logging 
system is desirable that could overcome some of these 
performance problems but could still allow reliable system 
recovery. 

SUMMARY OF THE INVENTION 

0003 Briefly stated, the present invention provides scale 
able recovery for a multiplexed transactional log. Unlike a 
dedicated log that includes log data of only one client, a 
multiplexed transactional log may include log data from 
multiple clients. In a multiplexed transactional log, log data 
from different clients may be multiplexed into the multi 
plexed transactional log in any order. The log data associated 
with a particular client is represented by a virtual log of that 
client within the multiplexed transactional log. In one 
aspect, the invention is directed to a computer-implemented 
method for transactional logging using a multiplexed log. 
The computer-implemented method maintains a multiplexed 
log for multiple clients using a scaleable logging process. 
After a system failure, the computer-implemented method 
recovers the multiplexed log using a scaleable recovery 
process. The scaleable recovery process includes an end-of 
log locating process for locating the end of each virtual log 
within the multiplexed log. The end-of-log locating process 
is also scaleable. 

0004. In yet another aspect, the invention is directed to a 
computer-implemented method for maintaining a recover 
able transactional log. A log block containing log data is 
received from one of the clients. The log block is appended 
to a current region in a flush queue. Metadata associated 
with the current region is updated to account for the newly 
appended log block in the current region. If the end of the 
current region is reached, the metadata is appended to the 
current region in the flush queue. 
0005. In still another aspect, the invention is directed to 
a computer-implemented method for recovering a transac 
tional log after a system failure. A starting point in the 
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transactional log is determined by referring to metadata 
associated with the transactional log. The last valid owner 
page within the transactional log is located by checking at 
discrete intervals from the starting point toward the end of 
the transactional log. The method checks the validity of a 
region in the transactional log associated with the last valid 
owner page. If the region associated with last valid owner 
page is valid, the first invalid log block in an incomplete 
region is located where the incomplete region is located 
beyond the last valid region toward the end of the transac 
tional log. The end of the transactional log is found when the 
first invalid log block is located. 
0006. In yet another aspect, the present invention is 
directed to a transactional logging system that includes a 
transactional log, a metadata file, and a multiplexed trans 
actional logging component. The transactional log is typi 
cally stored in a storage unit. The transactional log contains 
log blocks from clients and owner pages that include infor 
mation on how the log blocks are organized in the transac 
tional log. The metadata file includes information about the 
transactional log. The multiplexed transactional logging 
component is configured to append the log blocks and the 
owner pages to the transactional log and to recover the 
transactional log after a system failure using information in 
the owner pages and the metadata file. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0007 FIG. 1 illustrates an exemplary computing device 
that implements the present invention. 
0008 FIG. 2 is a schematic diagram of a multiplexed 
transactional logging system. 
0009 FIG. 3 is a graphical representation of two exem 
plary owner pages. 
0010 FIG. 4 is an operational flow diagram of an exem 
plary process for handling log blocks from a client. 
0011 FIG. 5 is an operational flow diagram of another 
exemplary process for handling log blocks from a client. 
0012 FIG. 6 is an operational flow diagram of yet 
another exemplary process for handling log blocks from a 
client. 

0013 FIG. 7 is an operational flow diagram of an exem 
plary process for recovering a multiplexed log. 
0014 FIG. 8 is an operational flow diagram of another 
exemplary process for recovering a multiplexed log. 

DETAILED DESCRIPTION OF THE 
PREFERRED EMBODIMENT 

0015 The inventor of the present invention has appreci 
ated that logging system recovery is an important aspect of 
a multiplexed transactional logging system. Thus, the 
present invention focuses on recovering a multiplexed log 
after a system failure and restoring logging functionalities. 
For a multiplexed log, restoring logging functionality typi 
cally includes determining the end of each of the virtual logs 
within the multiplexed log. The invention provides a number 
of methods for locating the end of a multiplexed log and the 
end of each of the virtual logs within the multiplexed log. 
The manner in which multiplexed logs are recovered in the 
present invention is very different from the manner in which 
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dedicated logs are recovered. For example, to recover a 
dedicated log, a conventional method that scans the entire 
dedicated log from its last written restart area to locate the 
end of the log is typically used. Generally, the dedicated log 
may be scanned sequentially or logarithmically using a 
binary search algorithm. However, this conventional method 
is not practical for recovering a multiplexed log. Using this 
conventional method, each of the virtual logs within the 
multiplexed log would have to be located by Scanning. The 
number of scans for log recovery proportionally increases 
with the size and the number of virtual logs within the 
multiplexed log. The amount of time and system resources 
required by conventional log recovery methods is prohibi 
tive, especially for a large scale multiplexed transactional 
logging System. 

0016. The present invention provides an improved sys 
tem and method that enables multiplexed log recovery but 
requires significantly less time and fewer system resources. 
In one configuration, the maintenance and recovery of the 
multiplexed log are scaleable (independent of the size of the 
multiplexed log and the number of clients). These and other 
aspects of the invention will become apparent after reading 
the following detailed description. 

0017 FIG. 1 illustrates an exemplary computing device 
100 that may be used in one exemplary embodiment of the 
present invention. With reference to FIG. 1, one exemplary 
system for implementing the invention includes a computing 
device, such as computing device 100. In a very basic 
configuration, computing device 100 typically includes at 
least one processing unit 102 and system memory 104. 
Depending on the exact configuration and type of computing 
device, system memory 104 may include Volatile memory 
(such as RAM 106), non-volatile memory (such as ROM 
110, flash memory, etc.), and storage unit 130 (such as hard 
drive or other stable storage devices). 

0018 Computing device 100 may also include additional 
data storage devices (removable and/or non-removable) 
Such as, for example, magnetic disks, optical disks, or tape. 
Computer storage media may include Volatile and nonvola 
tile memory, storage units, removable and non-removable 
media implemented in any method or technology for storage 
of information, such as computer readable instructions, data 
structures, program modules, or other data. Thus, computer 
storage media includes, but is not limited to, RAM, ROM, 
EEPROM, flash memory or other memory technology, CD 
ROM, digital versatile disks (DVD) or other optical storage, 
magnetic cassettes, magnetic tape, magnetic disk storage or 
other magnetic storage devices, or any other medium which 
can be used to store the desired information and which can 
be accessed by computing device 100. Any such computer 
storage media may be part of computing device 100. Com 
puting device 100 may also include input component(s) 140 
Such as keyboard 122., mouse 123, pen, voice input device, 
touch input device, etc. Output component(s) 145 Such as a 
display, speakers, printer, etc. may also be included. These 
devices are well known in the art and need not be discussed 
at length here. 

0.019 Computing device 100 may also contain commu 
nication connection(s) 150 that allow computing device 100 
to communicate with other computing devices, such as over 
one or more network(s) 160. Signals used by communica 
tion connection(s) 150 are one example of communication 
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media. Communication media may typically be embodied 
by computer readable instructions, data structures, program 
modules, or other data in a modulated data signal. Such as a 
carrier wave or other transport mechanism, and includes any 
information delivery media. By way of example, and not 
limitation, communication media includes wired media Such 
as a wired network or direct-wired connection, and wireless 
media Such as acoustic, RF, infrared and other wireless 
media. The term computer readable media as used herein 
includes both storage media and communication media. 
0020 System memory 104 typically includes BIOS 111, 
operating system 112, and one or more applications 120. As 
shown in the figure, system memory 104 may include 
multiplexed transactional logging system 114. Multiplexed 
transactional logging system 114 is a computer executable 
component that provides logging services for applications 
120, such as Client A and Client B. For illustrative purposes, 
multiplexed transactional logging system 114 is shown as a 
part of the kernel of computing device 100. But multiplexed 
transactional logging system 114 may be implemented as a 
separate application executing in either the kernel mode or 
the user mode of computing device 100. Multiplexed trans 
actional logging system 114 may also be implemented as 
two or more components executing in either mode. 
0021 Multiplexed transactional logging system 114 is 
configured to maintain and retrieve log data for applications 
120. Multiplexed transactional logging system 114 main 
tains the log data in multiplexed log 134 stored in storage 
unit 130. The log data from different applications 120 are 
multiplexed by multiplexed transactional logging system 
114 before being appended to multiplexed log 134. Typi 
cally, log data are organized into fixed size log blocks. Log 
blocks are grouped into regions that make up the multi 
plexed log 134. 
0022 Multiplexed transactional logging system 114 may 
defer log data in flush queue 116 before appending the log 
data to multiplexed log 134. Metadata, which is information 
about the structure and organization of the multiplexed log 
134, may be included in metadata file 136 stored in storage 
unit 130. Metadata for multiplexed log 134 may also be 
appended to multiplexed log 134 as owner pages. Owner 
pages will be discussed in more detail in conjunction with 
FIG. 3. Briefly stated, an owner page contains metadata of 
a particular region in the multiplexed log. One or more 
owner pages 109 may be stored in volatile memory before 
they are appended to multiplexed log 134. 
0023 FIG. 2 is a schematic diagram of multiplexed 
transactional logging system 114. Multiplexed transactional 
logging system 114 provides logging services to multiple 
clients, such as Clients A, B and C. Each client is an 
application that maintains a log through the multiplexed 
transactional logging system 114. Examples of the clients 
may be a database application, a transactional file system, or 
the like. Clients A and B, which are also shown in FIG. 1, 
are applications executing in the same computing device on 
which multiplexed transactional logging system 114 is 
executing. As shown in the figure, Client C is an application 
executing on a remote computing device. Multiplexed trans 
actional logging system 114 is capable of providing logging 
services to remote applications such as Client C. 
0024 Multiplexed transactional logging system 114 is 
configured to provide the illusion to each of Clients A, B, 
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and C that a separate, dedicated log is being maintained for 
each client. In other words, Clients A, B, and C send log data 
to multiplexed transactional logging system 114 with the 
expectation that the log data are stored in dedicated logs. For 
the purpose of this discussion, the illusory dedicated logs are 
referred to as “virtual logs.” represented in the figure as 
virtual logs 211-213. In actuality, multiplexed transactional 
logging system 114 multiplexes and appends the log data 
from each client to multiplexed log 134, which is shared by 
Clients A, B, and C. The log data are typically organized into 
log blocks. A log block is a unit of physical log I/O that 
includes a fixed-sized log block header and a body which 
may be of any size. In one embodiment, the size of log 
blocks may be multiple of the size of a sector associated with 
storage unit 130. 
0.025 Multiplexed transactional logging system 114 may 
be configured to maintain owner pages, which are data 
structures that contain information about how log blocks are 
arranged in multiplexed log 134. Owner pages will be 
discussed in more detailed in conjunction with FIG. 3. 
Briefly stated, an owner page may include information about 
the ownership of log blocks in a region of multiplexed log 
134. Multiplexed transactional logging system 114 may use 
the metadata in the owner pages to organize log blocks as 
virtual logs 211-213 for providing logging services to Cli 
ents A, B, and C. Multiplexed transactional logging system 
114 may also use the metadata in owner pages for recovering 
logging finctionalities after a system failure. Owner pages 
may be appended to multiplexed log 134 as shown in the 
figure. Owner pages may also be appended to metadata file 
136, which is a data structure separate from multiplexed log 
134. 

0026. In operation, multiplexed transactional logging 
system 114 may receive log blocks from Clients A, B and C 
at different times and order. Multiplexed transactional log 
ging system 114 multiplexes the log blocks by appending 
them to a single multiplexed log 134. Multiplexed transac 
tional logging system 114 may defer appending the multi 
plexed log blocks using flush queue 116. Flush queue 116 is 
a data structure that represents the multiplexed log blocks 
that will be appended to multiplexed log 134. Flush queue 
116 is typically stored in volatile memory. Multiplexed 
transactional logging system 114 may be configured to use 
flush queue 116 for reducing the need to access storage unit 
130 and improving system performance. 

0027. For example, if storage unit 130 is a hard drive, a 
performance overhead is generated every time multiplexed 
transactional logging system 114 accesses the hard drive to 
append multiplexed log blocks. Multiplexed logging system 
114 may be configured to write log blocks in flush queue 116 
to the hard drive only when the user voluntarily requests that 
the log blocks be forced to the hard disk or when memory 
tied up by log blocks has exceeded a user-defined flush 
threshold. By accumulating log blocks in volatile memory 
using a flush queue, the performance overhead is reduced by 
amortizing multiple potential accesses to the hard drive with 
a single hard drive access. 
0028. To facilitate management of log blocks, multi 
plexed transactional logging system 114 maintains metadata 
file 136 that contains metadata about the multiplexed log 
134. Metadata file 136 is typically stored in a stable storage 
media, such as storage unit 130. Metadata file 136 may 
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include many different kinds of information. For example, 
metadata may include the owner pages of the regions of 
multiplexed log 134. In one embodiment of the invention, 
the owner pages for the regions are appended in multiplexed 
log 134 and metadata file 136 includes the location in 
multiplexed log 134 at which the last owner page in the log 
is appended. This location enables multiplexed transactional 
logging system 114 to locate the last owner page for recov 
ering multiplexed log 134 after a system failure. 
0029 Multiplexed transactional logging system 114 may 
defer one or more regions of log data in flush queue 116. The 
owner page of the current region in the flush queue may be 
stored in volatile memory until the current region is filled. 
After receiving enough log blocks to fill a region, multi 
plexed transactional logging system 114 may be configured 
to immediately append the log blocks in the flush queue 116 
to multiplexed log 134. Multiplexed transactional logging 
system 114 may append the owner page associated with the 
region to metadata file 136. Multiplexed transactional log 
ging system 114 may also append the owner page to the 
region before appending the region to multiplexed log 134. 
0030. In one embodiment, multiplexed transactional log 
ging system 114 may be configured to improve performance 
by reducing the overhead associated with appending log 
blocks to multiplexed log 134 and owner pages to metadata 
136. In this configuration, multiplexed transactional logging 
system 114 is capable of deferring multiple regions of log 
blocks. For example, as shown in the figure, multiplexed log 
134 has appended log blocks to flush queue 116 up to current 
region 222. After receiving enough log data to current region 
222, multiplexed transactional logging system 114 creates 
new owner page 340 for new region 224 and appends current 
owner page 310 associated with current region 222 to the 
flush queue 116. Multiplexed transactional logging system 
114 may copy some of the data in current owner page 310 
to new owner page 340. Multiplexed transactional logging 
system 114 may append the log blocks in flush queue 116 to 
multiplexed log 134 when the size of the flush queue 116 
reaches a critical value, when a client instructed its log 
blocks be immediately appended to multiplexed log 134, or 
Some other predetermined events. 
0031. The log blocks in flush queue 116 may be appended 
to multiplexed log 134 in any order. Typically, each region 
in flush queue 116 is appended to multiplexed log 134 in 
sequential order. The log blocks in each region may be 
appended in any order. 
0032 FIG. 3 is a graphical representation of two exem 
plary owner pages. Current owner page 310 is associated 
with current region 222 shown in FIG. 2 and new owner 
page 340 is associated with new region 224. Generally 
stated, an owner page contains information about client 
ownership of the log blocks in a region. In one embodiment, 
the owner page is a special log block with the metadata that 
associates the log blocks with the clients. The owner pages 
may be stored at specified intervals within the multiplexed 
log so that the locations of the owner pages may be deter 
mined directly, as opposed to scanning the entire multi 
plexed log. An owner page may include an owner referral 
and an owner array. 
0033 Owner referral 320 maps each client to a range of 
locations within the multiplexed log where log blocks 
owned by the client are found. As shown in the figure, owner 
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referral 320 of current owner page 310 contains a minimum 
location identifier and a maximum location identifier for 
each client that has log blocks in current region 222. The 
minimum location identifier identifies a location where the 
beginning of the client's first log block in the region is 
found. The maximum location identifier identifies a location 
where the end of the client’s the last log block in the 
multiplexed log is found. In one embodiment, the minimum 
location identifiers and the maximum identifiers are strictly 
monotonically increasing within a client’s virtual log. 
Owner array 330 identifies the client owner of each of the 
sectors associated with current region 222. 
0034 New owner page 340 is an owner page created for 
a new region 224 after current region 222 has been filled. For 
illustrative purposes, no log data have been appended to new 
region 224. To create new owner page 340, some of the data 
from current owner page 310 may be copied to new owner 
page 340. In one embodiment, the maximum location iden 
tifiers in the owner referral of a current owner page are 
copied to the owner referral of a new owner page. As shown 
in the figure, the maximum location identifier for each of the 
clients in owner referral 320 is copied to owner referral 350. 
The minimum location identifiers in owner referral 350 are 
filled with place-holders. In this embodiment, only some of 
the data and not all the data are copied. New owner page 340 
initializes its owner array to indicate that nothing has been 
written to its log region. 

0035) It is to be appreciated that copying maximum 
location identifiers from a current owner page to a new 
owner page enables the new owner page to identify where 
the last log block of each of the clients is located in the 
multiplexed log. In other words, the new owner page may be 
used as a look-up table for finding the end of each of the 
virtual logs in the multiplexed log. A scaleable process that 
determines the end of a multiplexed log using the owner 
referral of an owner page will be discussed in detail in 
conjunction with FIG. 8. 

0.036 FIG. 4 is an operational flow diagram of an exem 
plary process 400 for handling log blocks from a client. 
Moving from a start block, process 400 goes to block 410 
where a log block is appended to a flush queue. 

0037. At block 412, the owner page of the current region 
is updated. This current owner page may be included in a 
metadata file stored in a stable storage medium. The current 
owner page is immediately modified and flushed to the 
metadata file to account for the newly appended log block. 
The process continues at decision block 415. 
0038. At decision block 415, a determination is made 
whether the end of the current region is reached. If so, 
process 400 goes to block 420 where a new region is started 
and the current region is appended to the multiplexed log. 
The current owner page is appended to the current region 
and is appended to the multiplexed log along with the 
current region. At block 425, the current owner page in the 
metadata file is overwritten to create a new owner page. At 
block 430, certain data from the current owner page are 
transferred to the new owner page. Process 400 continues at 
decision block 440. 

0039) Returning to block 415, if the end of the current 
region is not reached, the process continues at decision block 
440. At decision block 440, a determination is made whether 
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more log blocks are ready for appending to the multiplexed 
log. If so, process 400 returns to block 410. If no log block 
is ready for appending, the process ends. 
0040 Since process 400 requires the multiplexed log and 
the metadata file to be updated for each new log blocks, the 
multiplexed log is readily recoverable. However, it is to be 
appreciated that a relatively large amount of system 
resources would have to be dedicated for constantly access 
ing one or more stable storage media where the multiplexed 
log and the metadata file are stored. In particular, every log 
block requires accessing a stable storage medium (e.g. a 
hard disk) at least twice: one to write the metadata and one 
to append the log block to the multiplexed log. 

0041 FIG. 5 is an operational flow diagram of another 
exemplary process 500 for handling log blocks from a client. 
Moving from start block, process 500 moves to block 510 
where a log block is appended to a flush queue. At block 515, 
the owner page of the current region is updated. The owner 
page may be stored in volatile memory. The current owner 
page is modified to account for the newly appended log data. 
Process 500 continues at decision block 520. 

0042. At decision block 520, a determination is made 
whether the end of the current region is reached. If so, a new 
region is started in the flush queue and process 500 goes to 
block 525 where a new owner page associated with the new 
region is created in volatile memory. At block 530, certain 
data from the current owner page are transferred to the new 
owner page. At block 535, the current owner page in a 
metadata file is replaced with a new owner page for the new 
region. The metadata file may be stored in a stable storage 
medium. At block 540, the current region in the flush queue 
is forced to the multiplexed log. Process 500 continues at 
decision block 545. 

0043. At decision block 545, a determination is made 
whether more log blocks are ready for appending. If so, 
process 500 returns to block 510. If no log block is ready for 
appending, the process ends. 

0044) It is to be appreciated that process 500 consumes 
less system resources and incurs less I/O overhead than 
process 400 discussed previously in conjunction with FIG. 
4. Deferring the log blocks in a flush queue before append 
ing them to the multiplexed log and keeping the owner page 
of the current region in volatile memory reduce the fre 
quency for accessing one or more stable storage media 
where the multiplexed log and the metadata file are stored. 
The disadvantage of process 500 is that the flush queue is 
forced to the multiplexed log at the end of every log region. 
Forcing the flush queue occurs when the end of a region is 
reached, as opposed to the Voluntary intent of a log client. 
This is not desirable because during forward progress an 
efficient logging system should allow its clients to Volun 
tarily determine when to incur a performance penalty asso 
ciated with forcing the flush queue to a log. 
0045 For process 500, since the multiplexed log and the 
metadata file are not updated until a complete region is 
actually appended and forced to non-volatile storage, a 
process is needed for recovering the multiplexed log in case 
a system failure occurs while log blocks are stored in the 
flush queue but before they actually make it to non-volatile 
storage. An exemplary recovery process associated with 
process 500 will be discussed in conjunction with FIG. 7. 
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0046 FIG. 6 is an operational flow diagram of yet 
another exemplary process 600 for handling log blocks from 
a client. Moving from start block, process 600 moves to 
block 610 where a log block is appended to a flush queue. 
At block 615, the owner page of the current region cached 
in Volatile memory is updated to account for the newly 
appended log block. The process continues at decision block 
620. 

0047. At decision block 620, a determination is made 
whether the end of the current region is reached. If so, a new 
region is started in flush queue and process 600 goes to block 
625 where a new owner page associated with the new region 
is created in volatile memory. At block 630, certain data 
from the current owner page are transferred to the new 
owner page. At block 635, the current owner page is 
appended to the flush queue as a log block. It is to be 
appreciated that process 600 does not require the owner page 
to be stored separately and immediately in a stable storage 
medium. The process also enables multiple regions of log 
blocks to be appended to the flush queue. Thus, process 600 
reduces system overhead but still allows recovery of the 
multiplexed log. 

0.048. At decision block 640, a determination is made 
whether more log blocks are ready for appending. If so, 
process 600 returns to block 610. If no log block is ready for 
appending, the process ends. 
0049. It is to be appreciated that process 600 incurs even 
less system resources than process 500 discussed previously 
in conjunction with FIG. 5. Unlike process 400 and process 
500, process 600 does not force a flush queue to be appended 
to a multiplexed log when an owner page is appended to the 
flush queue. Thus, process 600 enables clients to control 
when the flush queue is forced to stable storage in the 
multiplexed log. 

0050 Process 600 also allows forward progress of the 
multiplexed log to incur little or no I/O overhead when 
compared with a dedicated log system. Thus, forward 
progress is scaleable because appending owner pages to the 
flush queue occurs in constant time and does not incur 
undesirable and unexpected overhead associated with forc 
ing the flush queue to stable storage in the multiplexed log. 
0051. However, because multiple regions of log blocks 
may be in the flush queue when a system failure occurs, a 
Sophisticated process is required to recover a multiplexed 
log maintained by process 600. An exemplary recovery 
process associated with process 600 will be discussed in 
conjunction with FIG. 8. 
0.052 FIG. 7 is an operational flow diagram of an exem 
plary process 700 for recovering a multiplexed log. Process 
700 may be used to recover log blocks appended to a 
multiplexed log using process 500 described in conjunction 
with FIG. 5. Process 700 begins after a system failure. 
Moving from a start block, the process moves to block 710 
where the multiplexed log is opened. At block 715, the last 
owner page in the multiplexed log is determined. The last 
owner page and its location in the multiplexed log are 
determined by referring to metadata associated with the 
multiplexed log. 

0053 Process 700 continues at block 735 where the end 
of the multiplexed log is determined. The end of the mul 
tiplexed log may be determined by sequentially checking 
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each log block from the start of the region associated with 
the last owner page. The log blocks of the region are 
sequentially checked until an invalid log block is deter 
mined, indicating the end of the multiplexed log. After the 
end of the multiplexed log was determined, the process 
moves to block 740 where the last cached owner page is 
updated. For example, some of the entries in the owner page 
may have to be deleted to account for the log blocks that 
were not appended to the multiplexed log due to the system 
failure. Process 700 then ends. 

0054 FIG. 8 is an operational flow diagram of another 
exemplary process 800 for recovering a multiplexed log. 
Process 800 may be used to recover log blocks appended to 
a multiplexed log using process 600 described in conjunc 
tion with FIG. 6. Moving from a start block, the process 
moves to block 810 where the multiplexed log is opened. 
0055) Process 800 moves to block 815 where location 
information of the last owner page in the multiplexed log is 
determined. The location information of the last owner page 
is typically stored in a metadata file as metadata. To improve 
performance, metadata may not be updated very frequently. 
Thus, the location information may not indicate the location 
of the last owner page that was actually appended to the 
multiplexed log. But the indicated location may be used as 
a starting point. 

0056. At block 820, the last valid owner page is deter 
mined. The last valid owner page may be determined 
beginning from the starting point indicated by the location 
information determined at block 815 and scanning forward 
in the multiplexed log at a fixed interval. The fixed interval 
may coincide with the size of the fixed size region. Scanning 
forward across owner pages may be performed by a linear 
scan or an exponential back out followed by a binary search 
of owner pages. When the last valid owner page is located, 
process 800 continues at 825. 
0057. At block 825, the log blocks in the region associ 
ated with the last valid owner page are checked. Many 
methods for checking data validity may be used. One 
exemplary method is linearly validating each block in the 
region. Process 800 continues at decision block 835 where 
a determination is made whether the region is valid. If not, 
the process goes to block 830 where the prior region is 
checked and loops back to decision block 835. The loop 
continues until a valid region is found. Typically, the last 
valid region is further down the multiplexed log than the 
starting point. Then, process 800 moves to block 840. 
0058 At block 840, the owner page is reconstructed in 
memory from the log blocks of the incomplete region and 
the end of the multiplexed log is determined. The last valid 
log block of multiplexed log may be determined by checking 
log blocks located after the last valid region. Each log block 
is checked for validity until an invalid log block is located. 
Information obtained from checking the log blocks may be 
used to reconstruct the owner page. When the owner page is 
reconstructed, the end of each of the virtual logs in the 
multiplexed log is readily determined by the reconstructed 
owner page. As discussed in conjunction with FIG. 3, 
maximum location identifiers are copied into the owner 
referral of a new owner page. For process 800, maximum 
location identifiers in the owner referral of the reconstructed 
owner page identify the last log block of each of the client 
in the multiplexed log. Thus, the end of each of the virtual 
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logs is readily determined. At block 845, logging function 
ality on the multiplexed log is restored and process 800 ends. 
0059. It is appreciated using process 800, log recovery is 
scaleable because the process involves a bounded scan of 
regions towards the end of the multiplexed log. The bound 
is determined by the flush threshold, which is typically set 
by the log clients. Finding the end of the multiplexed log and 
the end of each of the virtual logs is also scaleable because 
the process is a constant time and space table lookup 
independent of the size of the multiplexed log and the 
number of clients. Furthermore, after recovery, little or no 
I/O overhead is incurred since the owner referral of the last 
region that was recovered by process 800 is already recon 
structed in memory. 
0060. It is further appreciated that multiplexed log recov 
ery process 800 in conjunction with the forward progress 
process 600 minimizes the log I/O overheard during forward 
progress of the multiplexed log at the expense of a more 
elaborate recovery scheme after system failure. During 
normal forward progress, the client, not the logging system, 
determines when the flush queue is forced to stable storage. 
Thus, the normal forward progress of the multiplexed log is 
efficient. The advantages of having an efficient forward 
progress are offset only in the rare event of a log recovery 
after a system failure. But even this offset is minimal 
because the multiplexed log recovery process 800 is scale 
able. Thus, the system and method of the present invention 
optimize normal forward progress of a multiplexed log with 
the compromise of a more elaborate recovery process in the 
exceptional case of log recovery. With a recovery process 
that is scaleable, determination of the end of each of the 
virtual logs in the multiplexed log requires very little effort. 
0061 The above specification, examples and data pro 
vide a complete description of the invention. Since many 
embodiments of the invention can be made without depart 
ing from the spirit and scope of the invention, the invention 
resides in the claims hereinafter appended. 

1-57. (canceled) 
58. A computer-implemented method for maintaining a 

transactional log that is multiplexed, comprising: 
receiving log blocks from clients; wherein the log blocks 

that are received from each of the clients are unrelated 
such that recovery of data for one of the clients does not 
depend upon the log blocks of another client; 

appending in any order each of the log blocks to a current 
region in a flush queue; wherein the flush queue is 
configured to store a predetermined number of log 
blocks; 

determining when a size of the current region is reaches 
a predetermined value; 

updating a current owner page associated with the current 
region; and 

appending the current owner page and the log blocks that 
are contained within the flush queue to the transactional 
log. 

59. The computer-implemented method of claim 58, 
wherein the current owner page is updated in response to 
appending the log blocks to the current region; and wherein 
the current owner page is stored in a metadata file. 
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60. The computer-implemented method of claim 59, fur 
ther comprising determining a location identifier identifying 
a location of the current owner page in the transactional log 
and storing the location identifier in the metadata file. 

61. The computer-implemented method of claim 58, fur 
ther comprising starting a new region; and creating a new 
owner page associated with the new region after appending 
the current owner page and the log blocks that are contained 
within the flush queue to the transactional log. 

62. The computer-implemented method of claim 58, 
wherein appending the current owner page and the log 
blocks that are contained within the flush queue to the 
transactional log occurs upon the occurrence of a predeter 
mined event. 

63. The computer-implemented method of claim 62, 
wherein the predetermined event occurs when one of the 
clients issues a command for immediately appending a log 
block to the transactional log. 

64. The computer-implemented method of claim 63, fur 
ther comprising updating metadata associated with the trans 
actional log. 

65. The computer-implemented method of claim 64, 
wherein the metadata includes the location of an owner page 
associated with the last region in the transactional log. 

66. A computer-readable medium having computer 
executable instructions for maintaining a transactional log, 
the instructions comprising: 

receiving a first log block from a first client and a second 
log block from a second; wherein the first log block and 
the second log block relate to different programs; 

appending the first log block and the second log block to 
a flush queue; wherein the flush queue is configured to 
store a predetermined number of log blocks; 

determining when an event occurs relating to the flush 
queue, 

updating a current owner page; wherein the current owner 
page is updated when the first log block is appended to 
the flush queue and when the second log block is 
appended to the flush queue; and 

appending the current owner page and the log blocks that 
are contained within the flush queue to the transactional 
log. 

67. The computer-readable medium of claim 66, further 
comprising storing the current owner page in a metadata file. 

68. The computer-readable medium of claim 67, further 
comprising determining a location identifier identifying a 
location of the current owner page in the transactional log 
and storing the location identifier in the metadata file. 

69. The computer-readable medium of claim 68, further 
comprising starting a new region and creating a new owner 
page when the log blocks that are contained within the flush 
queue are appended to the transactional log. 

70. The computer-readable medium of claim 66, wherein 
determining when the event occurs relating to the flush 
queue comprises determining when one of the clients issues 
a command for immediately appending a log block to the 
transactional log. 

71. The computer-readable medium method of claim 66, 
wherein determining when the event occurs relating to the 
flush queue comprises determining when a size of the log 
blocks within the flush queue exceed a predetermined value. 
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72. A computer-implemented method for recovering a 
transactional log after a system failure, comprising: 

determining a starting point in the transactional log by 
referring to metadata associated with the transactional 
log; wherein the transactional log includes log blocks 
from clients and wherein the log blocks from different 
clients that are stored within the transactional log are 
unrelated; 

locating a last valid owner page within the transactional 
log by checking at discrete intervals from the starting 
point toward the end of the transactional log; 

checking the validity of a region in the transactional log 
associated with the last valid owner page; and 

if the region associated with last valid owner page is valid, 
determining a first invalid log block in a incomplete 
region, wherein the incomplete region is located 
beyond the valid region toward the end of the transac 
tional log. 
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73. The computer-implemented method of claim 72, 
wherein the discrete intervals are the extent of a region. 

74. The computer-implemented method of claim 72, fur 
ther comprising sequentially checking regions toward the 
beginning of the transactional log until a valid region is 
found when the region associated with last valid owner page 
is not valid. 

75. The computer-implemented method of claim 72, fur 
ther comprising reconstructing a new owner page associated 
with the incomplete region. 

76. The computer-implemented method of claim 72, 
wherein checking the validity of a region in the transactional 
log associated with the last valid owner page comprises 
linearly validating each block in the region. 

77. The computer-implemented method of claim 72, fur 
ther comprising reconstructing in a memory an owner page 
form log blocks in the incomplete region. 


