REAL-TIME COLLABORATION IN A HOSTED WORD PROCESSOR

Inventors: Micah Lemonik, New York, NY (US); Olga S. Belomestnykh, New York, NY (US); Janani R. Ravi, Jersey City, NJ (US); Nicholas M.V. Cooper, Annandale (AU); Alexey Kalimchenko, New York, NY (US); John M. Day-Richter, Denver, CO (US)

Assignee: Google Inc.

Filed: Oct. 12, 2011

Related U.S. Application Data

Continuation of application No. 13/085,325, filed on Apr. 12, 2011.

Publication Classification

Int. Cl. G06F 7/24 (2006.01)

U.S. Cl. 715/255

ABSTRACT

A computer-implemented method for coordinating documents between computing systems includes identifying, on a computing device, changes made by a user to a document having a model stored on the computing device, with corresponding models stored on a remote client and a server system; generating from the identified changes, one or more mutations that describe the changes and a one or more locations that correspond to positions in the model where the changes are to be provided; receiving one or more mutations from the server system and transforming the generated mutations using the received mutations; and updating the model stored on the computing device using the transformed mutations.
Receive Channel Request From Browser

Serve Compiled Mutations to Client

Receive Mutation Batch (P) And Prior Revision ID (R) From Client

Append Batch to Pending Mutation Queue

Create List (S) Of All Mutations Since R

Create Pt By Transforming Client's Mutations (P) Against Group's Mutations (S)

Append Pt to Server Mutation Log

Send to Other Clients Batch With Pt, Current Revision #, Originating Client, and Current Time

Send Confirmation To Originating Client

FIG. 3B
REAL-TIME COLLABORATION IN A HOSTED WORD PROCESSOR

CROSS-REFERENCE TO RELATED APPLICATIONS


TECHNICAL FIELD

[0002] This document relates to systems and techniques for managing a browser-based word processor or other form of document manager that interacts with a hosted server system to permit collaboration by multiple users in a document.

BACKGROUND

[0003] Cloud-based, or hosted, computing generally involves executing applications via a web browser, and obtaining information for the applications from a remote server system or service. Various applications are available from hosted services, including search engines, maps services, and productivity applications such as word processor and spreadsheet programs that run by loading executing HTML and JavaScript code from the server system to a browser running on a client computing device that is remote from the server system.

[0004] Cloud computing provides real advantages over traditional desktop software, such as the ability to access documents from various different computers and locations. Web browsers do, however, place a number of limits on programs that run on them. For example, web browsers may offer programmers HTML elements that are very simple to implement but can be rather inflexible. As one example, a browser text box can be a simple way for a programmer to acquire textual input from a user of a browser, but the manner in which the text is presented is relatively bland. Also, browsers do not provide access to native text rendering capabilities, do not generally permit much flexibility in positioning images on a web page, and cannot natively execute other functions that are expected from a full-featured word processor application.

SUMMARY

[0005] This document describes systems and techniques that may be employed by users of hosted word processing and similar applications to collaborate in the editing of documents. For example, as described here, a server system can share a model for a document with multiple client computing devices, and the client computing devices can send changes, or mutations, made by their users to the server system regularly, such as multiple times a second or for every keystroke or icon/menu selection. Each of the clients and the server may have complementary rules that they apply in order to resolve conflicts in overlapping edits, such as when one user edits part of a document at substantially the same time that another user is deleting the entire phrase. In the techniques discussed here, operational transformation features may be employed in browser-based word processors so that mutations or changes to a shared document can be made optimistically by client devices, but the server can ensure that all versions of the document model converge toward one true version.

[0006] As described here, in general, each client device may cache information regarding the locations in a document where the device has made changes to the model, and the nature of those changes. Such change information may be regularly uploaded to a server (e.g., multiple times per second when the changes, such as keystrokes in a document, are occurring) that is coordinating the word processing application (or other applications such as spreadsheet applications). Each client may maintain a list of pending mutations that have not yet been sent to the server, and may transform such mutations against any mutations that the server may send to the client—e.g., that started at one of the other clients. As a result, the client’s list of pending mutations will always be valid for the document state as of the client’s last synchronization with the server system. When a client does send change information up to the server system, it may also send information that allows the server system to identify the client’s last synchronization, so that the server system can transform the client’s changes against all changes that have occurred since the last synchronization by the client.

[0007] Such features may, in certain implementations, provide one or more advantages. For example, a rich browser-based word processing application can be provided to users, so that they can receive the various benefits of cloud computing (e.g., access from a common browser interface, access without needing to buy and/or download special non-browser application, and ability to share documents more easily across the internet) with the power and flexibility of traditional desktop applications (e.g., WYSIWYG presentation of document) and other features, such as real-time collaborative document editing among multiple users. Multiple users may also be able to use their client systems on the same document, so that wasteful individual editing sessions may be avoided, or conference calls in which users waste time explaining to a single person who has control of the document what to do with the document’s edits.

[0008] In one implementation, a computer-implemented method for coordinating documents between computer systems is disclosed. The method comprises identifying, on a computing device, changes made by a user to a document having a model stored on the computing device, with corresponding models stored on a remote client and a server system; generating from the identified changes, one or more mutations that describe the changes and a one or more locations that correspond to positions in the model where the changes are to be provided; receiving one or more mutations from the server system and transforming the generated mutations using the received mutations; and updating the model stored on the computing device using the transformed mutations. The model stored on the computing device can comprise a one-dimensional character string that includes content for the document, and a style map having pointers to indexed locations in the character string.

[0009] In another implementation, computer-implemented system for coordinating electronic document changes between computer systems is disclosed. The system includes a document model stored on a first client computing device that defines content and formatting for an electronic document; a layout engine in communication with the document model and programmed to render the document model to a document object model (DOM) that is accessible to a web browser that is executable on the first client computing
device; and a mutation resolver on the client computing device programmed to transform mutations made to the model on the first client computing device that have not been transmitted to a server system, using mutations sent to the first client computing device by the server system, and then applying the transformed mutations to the model on the first client computing device.

In yet another implementation, a computer-implemented system for coordinating electronic document changes between computer systems comprises a document model stored on a first client computing device that defines content and formatting for an electronic document; a layout engine in communication with the document model and programmed to render the document model to a document object model (DOM) that is accessible to a web browser that is executable on the first client computing device; and means for resolving conflicting time-wise overlapping mutations made by the first client computing device and one or more other client computing devices.

The details of one or more embodiments are set forth in the accompanying drawings and the description below. Other features and advantages will be apparent from the description and drawings, and from the claims.

DESCRIPTION OF DRAWINGS

FIG. 1 is a conceptual diagram of a browser-based word processing system for collaborative editing of documents.

FIGS. 2A and 2B are block diagrams showing components of a model-view-controller implementation of a spreadsheet application.

FIG. 2C is a block diagram of a system for permitting collaborative editing of a document by multiple users through a hosted server system.

FIG. 3A is a flow chart of an example client-side process for collaborative editing of an electronic document.

FIG. 3B is a flow chart of an example server-side process for collaborative editing of an electronic document.

FIG. 4 is an activity diagram showing status of two clients and a server at various steps in a document collaboration process.

FIG. 5 shows an example of a computer device and a mobile computer device that can be used to implement the techniques described here.

Like reference symbols in the various drawings indicate like elements.

DETAILED DESCRIPTION

This document describes systems and techniques for browser-based word processing applications. As discussed in more detail below, a client-based application that runs in a web browser, such as using HTML and JavaScript code, may download a portion of a document model from a server system that hosts the online word processing functionality. The application may create a user interface with the browser, and may place an editing surface on the display of the browser where the body of the document is to be displayed. The application may intercept keystrokes and other inputs by the user and may determine how the inputs are to be displayed by placing them in an off-screen or a highly minimized HTML span element, and measuring the size of such an element to determine the size of the characters when they are properly displayed. The application may also display a synthetic cursor on the editing surface and use the measurements from the span element to determine the location at which to index the cursor after the user has typed a character or made other changes to the document. As the user makes such changes, the changes may be added to the local model, and may in turn be added to the display in the browser by rendering the model or the changes to the model into a document object model (DOM) that is accessed by the browser in a familiar manner.

FIG. 1 is a conceptual diagram of a browser-based word processing system 100 for collaborative editing of documents. In general, the system 100 revolves around two users, named Chris and Spike, who are accessing and editing a document together in a collaborative manner. Each of the users has a similarly configured client subsystem, because each has individually accessed a server system 104 and downloaded to their browsers equivalent program code, such as in the form of HTML and JavaScript code. The two users in this example are currently viewing and editing the same document at the same time, and the system 100 is in charge of coordinating such activities by the two users.

The system 100 centers around individual copies of a document model 112, 124, and efforts to optimistically update the copies of the document model so that the server system 104 and the two users are experiencing the same document, or are at least converging quickly (within seconds or less than a second) toward the same document. Rows of equal signs are shown in the figure between the document models 112 at the clients, and the document model 124 at the server system 104, in order to emphasize this effort to effectively match the document models with each other when overlapping edits are being made to document model 112 at Chris's machine, and document model 112 at Spike's machine.

The document models may be updated at each of the machines by applying certain transformation rules to pending changes, or mutations, that may be applied to a model. For example, each of the clients may be forced to transform their own inputs to a document so that their changes reflect changes received from other users via the server system 104, before applying those changes to their own copy of the model 112. The various subcomponents in each of the client and server subsystems shown here provide examples of components that may achieve such coordinated editing of the document.

Referring now to particular components on the client devices, these subsystems are generally implemented as so-called model-view-controller implementations, where a model of a document may be maintained on a client, the model may be rendered to create a view of the document model which may cover all of a document model or a portion of the document model, and a controller may intercept inputs made by a user with respect to the document, such as mouse clicks, keyboard and trees, and the like. The controller may then process such inputs to create changes to the document model, and those changes may then be reflected in the view when the updated document model is rendered to the view.

As shown here, each client computer communicates with the server system 104 through an interface 120. The interface 120 may take various forms, but may include functionality for providing the server system 104 with relevant information needed for the server system to maintain coordination between the clients. Particular types of such information are described more completely below. One type of information needed to maintain coordination by the server system...
Such mutations or inputs may be captured or intercepted by a controller 116. The controller 116 may use such inputs to identify and generate mutations corresponding to the user inputs. For example, if a user types several characters at a particular location in a document, the controller 118 may generate a string that indicates the characters that were entered, and that recites a position in the model where such characters are to be added to the model.

Each client may process individual mutations and submit individual mutations to the server system 104, such as by sending every keystroke received at the client computer up to the server system 104 as a mutation. Alternatively, or at different times, multiple mutations may be gathered together and stored as mutation lists 116, or mutations batches. Such caching of mutations may be beneficial, for example, when a user is typing very quickly, and a number of characters may be processed together to increase the efficiency of the system 100. While not slowing down the responsiveness of the system 100. Thus, for example, when a client device is quiet for a long time and a first mutation is identified for the device (e.g., the user presses a key), a client application may begin a timer, such as a timer set to expire in 200 ms or a similar time, and may cache all mutations received during that time, before processing and uploading the mutations as a batch.

A mutation resolver 114 on each client device may implement various operational transformation rules and techniques so that overlapping or interfering mutations may be processed properly, and so that the models 112, 124 in the system are all processed in a similar manner so that they can be expected to match after the processing is complete. Particular rules or techniques for resolving different batches of mutations from different users are described in more detail below, such as with respect to Figs. 3A, 3B, and 4.

When a client has resolved particular mutations so as to determine what changes need to be made to a document model 112, the document model 112 may be updated, such as by the controller 118. The display 106 of the document may then be updated so that the user at the appropriate client can see changes that he has made, and also changes that the other user has made, in a relatively responsive and accurate manner. Such generation of a new display 106 may occur using a layout engine 110 and a document object model (DOM) 108. The layout engine 110 may be programmed to process the document model 112 into the DOM 108. The document model 112 may take a variety of forms, including a one-dimensional character string that includes the content of the document and that is supplemented by a sparse style map that represents formatting or styling for the characters and other items in the model 112. The layout engine 110 may parse through the character string and apply formatting from the style map to generate HTML that synthetically creates a display 106 that looks or appears in a manner that the user intended. For example, each item in the display 106, such as each character in a written document, may be generated in an off-screen span element using appropriate formatting, and the size of that element may be determined using standard HTML elements. Each character that is processed in this manner may then be placed on an editing surface of the display 106 at the appropriate location, and the location for the next character may be indexed forward by the width that was determined for the previous character. A defined width (equivalent to page margins) may be applied for each line, so that when the position of a character for a word exceeds that width, the position for all the characters of that word may be shifted to the beginning of the next line (e.g., implementing a word wrap feature). Also, a cursor may be shown on the display 106 at an appropriate location as determined by the controller 118, and may be a standard HTML element, such as a span element having a narrow width, and rendered in a background color that contrasts with the background color of the display 106, so that a user may locate the cursor easily.

The layout engine 112 can perform its processing in this manner, and generates, as an output, the DOM 108. Each user's browser may then use standard techniques to convert the DOM on that particular client device into display 106 for interacting with the relevant user.

Turning now to components used in the server system 104, there is provided, in addition to the document model 124, a number of components that are used to coordinate edits to a document made by user Chris and user Spike. For example, a pending batch storage area 126 receives mutation batches that have been submitted by the clients, and holds them until they may be processed. A batch processor or mutation resolver 128 is responsible for applying operational transformations to the mutation batches using rules or approaches like those discussed above and below. For example, a server system 104 may resolve a newly-received batch of mutations from a client against all mutations that have been received since the last time the client was synchronized with the server, so that the new mutations from that client do not take precedence over mutations have been received previously from other clients.

A revision log 130 may be used in order to perform such comparisons. In particular, mutation batch is received from the various clients may be maintained in the mutation log 130, which may include identifiers for particular mutation batches, or revisions, received from each of the clients. These identifiers may then be used to identify or determine all of the mutations that have arrived since the previous synchronization with the particular client, and the identified mutations from the log may have newly received mutations transformed against them, in determining how the newly receive mutations are to affect the document model 124. Particular techniques for applying such transformations are described in more detail below with respect to Figs. 3A, 3B, and 4.

We now discuss in more detail the arrangement of an example model-view-controller client arrangement, and additional structures and other components that may be implemented in a collaborative document editing system.

Figs. 2A and 2B are block diagrams showing components of a model-view-controller (MVC) implementation of a word processing application. The word processing application, for example, may be executed by a web browser, such as the browser 104 shown in Fig. 1A. In general, the MVC
implementation provides for the download of a model from a remote server to a client, and the rendering of the model into a DOM to form a view of the model that may be managed directly by the web browser. The controller may intercept actions, such as clicks on icons and keystrokes on a keyboard, and may cause such actions to be implemented, such as by adding typed characters both to the model on the client and on the remote server (e.g., uploading changes or mutations back to the server, which may be programmed with rules for integrating the mutations into a master model, so that the client-side model matches the master model as the user works).

[0035] Referring to FIG. 2A, a computer application 200A may be configured to display a word processing document 202. The application 200A includes, controls, or accesses a model 204A, a view 206A, and a controller 208A. For example, the model 204A can contain a representation of the state of the word processing document 202, including such elements as character data, formats, styles, paragraph etc., sections, breaks, lists, tables, images, formulas, and the like. The view 206A can represent a rendering of the current state of the model 204A. For example, the view can provide a visual representation that combines the substance of the document (e.g., its raw text) with formatting and layout information. The view, when displayed by a browser, provides a form of, if not an exact, WYSIWYG representation of the document that is defined by the model.

[0036] In addition to the rendering of the model, the view 206A can be used for presenting to the user visual information that is associated with the word processing document 202, such as visible user controls for the application (i.e., chrome) and other word processing data. The controller 208A can respond to changes in the model 204A or the view 206A, and can update the state of the model 204A and the view 206A. As shown in FIG. 2A, solid lines between the model 204A, the view 206A, and the controller 208A represent direct references between components, and dashed lines represent listeners. For example, listening for user interaction (e.g., provided by user controls) with the presentation of the view 206A, the controller 208A can modify the model 204A, and can in turn modify the view 206A either directly or indirectly (by causing the view 206A to obtain new model data and render the new data).

[0037] As another example, listening for changes in the model 204A made by another user in a collaborative environment or changes made through an automated data update or another such process, the view 206A can request re-rendering of an updated model or portion of the model. For example, if a user of a client device is only one of multiple users concurrently editing a document, characters and other edits by the other users may be passed to the client device from the server system (and edits by the first user may be passed from the client device to the server system), and the client code may add characters to the model in near real-time, and those changes can be passed into the DOM (e.g., via rendering by the view 206A)—so that each user can see the edits made by the other users very quickly.

[0038] Referring to FIG. 2B, the model-view-controller implementation as presented in FIG. 2A is shown with additional detail. As shown, a computer application 200B (corresponding with the application 200A) includes, controls, or accesses a model 204B (corresponding with the model 204A), a view 206B (corresponding with the view 206A), and a controller 208B (corresponding with the controller 208A).

[0039] The model 204B can include one or more document models 210. Each of the document models 210 can represent a separate document in a collection of word processing documents, for example, and each of the models 210 can include elements such as characters, styles, and entities. Other forms of documents such as spreadsheet documents may also be represented. Model data and elements may be provided by a master document model 238 that is stored on a remote server system via a connection to a network 236 (e.g., the internet).

[0040] Generally, document text in the models 210 is associated with a series of characters. For example, the characters may represent raw text for the word processing document 202, and may also include certain reserved control characters such as characters that indicate the occurrence of a break (e.g., a paragraph break, a page break, or the like). In some implementations, each of the document models 210 can include a one-dimensional character string that includes document characters in an order in which they appear in the document.

[0041] Styles may be used to store information related to the presentation of document text (e.g., the series of characters). For example, text styles may include character formatting attributes such as font, font size, bold, italics, underlined, foreground and background colors, alignment, and other such attributes. In some implementations, styles included in each of the document models 210 can be stored in a sparse map. For example, the sparse map can include markers that correspond to changes in styles in the document and pointers to positions in the character string. The pointers, for example, can define style runs between matched markers by specifying locations along the character string at which style changes occur. In some implementations, the markers in the matched set may be arranged to be tethered to certain characters in the one-dimensional character string. For example, if text is added between two paired markers, the pointer for one of the markers may shift by an integer equal to a number of characters associated with the added text.

[0042] Entities in each of the models 210 may be used to store information related to objects outside of the document models 210, and may be pointed to by references in the model such as in the one-dimensional character string. For example, entities may include objects such as lists, tables, images, and the like. In some implementations, the references can include object identifiers and pointers to the one-dimensional character string (e.g., from the sparse map) indicating where in the character string the object should appear, or identifiers from within the character string that point to the entities and mark the locations at which the particular entities are to appear in the document when it is rendered and displayed. For example, an image that should appear between two paragraphs may be associated with a special character appearing in the character string after a paragraph marker for one paragraph, and before the first character of the next paragraph.

[0043] The view 206B can generate one or more view items 220 that may enable the user to interact with the application 200B, such as menu bars, tool bars, context menus, chat panes, dialogs, other chrome, and the like. The view 206B can also include a document menu 222 that presents information and control options related to one or more of the document models 210, and one or more of a set of per views 224. For example, one of the per views 224 may be associated with a corresponding one of the sheet models 210. Each of the per views 224 may include components or controls such as selec-
The controller 2083 can include one or more controllers 230 that may listen for and handle user interactions with one or more of the view items 220. In some implementations, each of the controllers 230 may be associated with a corresponding one of the view items 220. For example, menu bar controllers may listen for and handle user interactions with menu bar view items (e.g., relating to various actions that a user would typically take from a row of menu selections), tool bar controllers may listen for and handle user interactions with tool bar view items, context menu controllers may listen for and handle user interactions with context menu view items, and so forth. The determination that a particular event has occurred may cause a particular controller 230 to execute predetermined code or otherwise carry out a predetermined process, such as by updating a local model when a key press is received and uploading information about the key press to a central server system.

The controller 2083 can also include a document controller 232 that may listen for and handle user interactions with the document menu 222. In addition, the controller 2083 can include a set of per view controllers 234, where each of the controllers 234 is configured to listen for and handle user interactions with a corresponding view in the set of per views 224. Each of the per view controllers 234 may include various controller types, such as key controllers for interpreting and interpreting keyboard input, mouse controllers for interpreting and interpreting mouse input, and model change controllers for interpreting and interpreting model change events.

Generally, the controllers included in the controller 2083 can transform user-generated events into model and view mutations. For example, based on a user action, a relevant controller (e.g., a controller configured for handling the action) may receive one or more events associated with the action and make transient changes to the view 2063 before the user action is committed. Then, based on the event properties, the relevant controller can construct a command to mutate the model 2043, execute it, and send the updated model or just data for the particular mutations to the remote server system that hosts the document model 238 via the network 236.

The controllers may also use timers or other mechanisms to aggregate inputs or mutations, so as to lower the number of updates that need to be made to the local or server-based models. For example, the controllers may implement changes to the local and/or server-based model in batches that occur within predefined time windows, such as by waiting 200 ms after an initial keystroke is sensed before sending to the central server system data about all keystrokes received in the time window.

Many possible user interactions with the application 2003 are possible, including interactions that are included in single-user sessions and in multiple-user sessions. For purposes of illustration, a series of example user interactions with the application 2003 are described here. For example, to enter text into the word processing document 202, the user may proceed by using a computer mouse to select a desired document location 212 for text insertion by clicking on the document 202. A mouse controller that is included in the per view controllers 234 (e.g., a per view controller associated with the active document 202) can listen for an event that is associated with the mouse positioning input and the mouse click input, and upon intercepting it, can modify the view 2063 (e.g., a per view associated with the active document) to provide the user with a visual indicator for the selection (e.g., a cursor). For example, the selected location 212 may be associated with a visible cursor (where the cursor is a graphical ITMI element such as an image, and is displayed at an appropriate location on a canvas where the document is also being displayed so as to create a synthetic presentation that makes the graphical element look like a true cursor), may be highlighted, or may receive another such modification. Additionally, the selected location 212 may also be associated with a location in the model 2043. For example, a position in a one-dimensional character string included in the document models 210 can be determined, based on the selected location 212.

Using a keyboard, the user may enter desired text at the document location 212. A keyboard controller that is included in the per view controllers 234 can listen for events associated with the keyboard input, and upon intercepting them, can modify the view 2063 to provide the user with a visual indicator for the input. For example, as the user types text at the location 212, the document 202 may be visually updated to present the text to the user. Additionally, the keyboard controller can modify the model 2043 to include entered text by copying the user input to the model. For example, a one-dimensional character string included in the document models 210 can be updated to include the entered characters. Additionally, the document model 238 may be updated to include the entered text, thus coordinating the model 2043 with the document model 238. For example, changes to the model 2043 may be transmitted to the document model 238 via a connection to the network 236. In some implementations, changes may be sent periodically (e.g., once every 100 milliseconds, once every 200 milliseconds, once every 500 milliseconds, once every second, once every 2 seconds, or another appropriate time interval). In some implementations, changes may be sent based on user activity (e.g., entering a paragraph break, applying a formatting change, navigating to another document section, clicking a save button, or some other action).

As another example, the user may insert an entity (e.g., a list, a table, a hyperlink, an image, or another such object) into the document 202. For example, the user may proceed by using a computer mouse to select a desired document location (e.g., the location 212) for entity insertion by clicking on the document 202. Similar to interactions associated with text entry, for example, a mouse controller included in the per view controllers 234 can listen for an event associated with the mouse positioning input and the mouse click input, and upon intercepting it, can modify view 2063 to provide the user with a visual indicator for the selected location. Next, for example, the user may specify the entity for insertion by interacting with one of the view items 220 or with the document menu 222. For example, the user may make a selection on a menu bar to indicate an intent to insert an image. A dialog associated with image selection may be presented to the user, enabling the user to select the desired image.

Model-view-controller interactions for adding the entity within the application 2003 may operate in a similar manner as when a user is entering text. For example, as the user inserts the image at the location 212, the document 202, as it is displayed on an editing surface, may be visually updated to present the image to the user. Additionally, the
model 204B may be modified to include a reference to the inserted image by writing the reference to the model. For example, one of the document models 210 (e.g., the model associated with the active document) can be updated to include a reference to the inserted image. A one-dimensional character string may be updated to include a special character indicating the position of the image, and the reference to the image may be stored.

[0052] When the document 202 is rendered from the model associated with the active document, for example, the image content may be integrated into the document 202 that is displayed to the user. In some implementations, the one-dimensional character string may include multiple instances of an identifier for a single entity. For example, the image may be positioned at multiple locations in the document 202, specified by multiple positions for the identifier in the one-dimensional character string. Thus, a single external entity may be shared within a document, or may be shared among multiple documents—both by common references to the external entity. The document model 238 may be updated to include the inserted image(s), thus coordinating the model 204B with the document model 238. For example, changes to the model 204B may be transmitted to the document model 238 via a connection to the network 236.

[0053] Additionally, for example, the user may modify the formatting of text and entities presented in the document 202. By interacting with one of the view items 220 or with the document menu 222, the user can indicate a desired formatting change (e.g., a change such as changing a font of a selected text block to bold, changing a group of words to be organized as a list, changing a paragraph justification to be right-aligned, changing a document line spacing to be double-spaced, and the like). One of the controllers 230 or the document controller 232 can listen for user interaction with the view 206A, and upon detecting the interaction, can modify the model 204B to include the formatting change. For example, one of the document models 210 (e.g., the model associated with the active document) can be updated to include an element in a sparse map of styles defining the formatting change, and defining the locations along the one-dimensional character string at which the changes in style are to occur. A model change controller included in the per view controllers 234 can listen for events associated with the model 204B and can send a request to the view 206A to update accordingly (e.g., by rendering a display of formatted text). In some implementations, the model change controller may also handle model change events that result from collaborative model changes.

[0054] In some implementations, a document model that is one of the document models 210 may include a subset of the document data from the document model 238. For example, if the document model 238 is substantially large, a subset of the data (e.g., a subset associated with a portion of the document that is currently viewable by the user, plus perhaps a buffer area around the currently viewable area, or viewport, so that small scrolling distances may be handed by normal browser interactions without a need to render additional content form the model) may be provided to each client that is currently displaying the word processing document 202. As another example, the full document model 238 may be provided to each client.

[0055] The user may elect to view a different portion of the word processing document 202 than the user is currently viewing in the web browser. For example, by interacting with a scrollbar 214 that is associated with the document 202, the user may indicate an intent to view document data beyond the current viewport, or displayed area. One of the per view controllers 234 (e.g., the per view controller associated with the active document) can listen for user interaction with the view 206A or other appropriate component (e.g., the visual portion of the scrollbar 214), and upon detecting the interaction (e.g., via a mouse, or via a computer mouse), can request for the view 206A to redraw itself.

[0056] If the user specifies a small amount of scrolling, the view 206A may cause itself to be displayed by the browser. For example, a buffer area of document data may be maintained in the model 204B (already rendered into a DOM) around the data that is displayed in the visible area of the document 202. If the amount of scrolling specified by the user is determined by the view 206A to be within the bounds of the buffer area of data, the document display may be updated using such pre-rendered data. If the user specifies a larger amount of scrolling, such that the scrolling specified by the user is determined by the view 206A to be outside of the bounds of the pre-rendered buffer data, for example, additional document data from the document model 238 may be downloaded via the network 236. Thus, the model 204B may be updated with information that is related to additional document sections, and the document may be rendered using the downloaded data.

[0057] FIG. 2C is a block diagram of a system 240 for permitting collaborative editing of a document by multiple users through a hosted server system. In general, the system 240 includes a hosted document system 242 executed by one or more computer servers (e.g., a server farm). The hosted document system 242 can provide document hosting services to any number of client users via connections to a network 244 (e.g., the internet). Using the document system 242, client users may create new documents, modify existing documents, share documents, and collaboratively work on documents with other users.

[0058] For purposes of illustration, document hosting services may be provided to browser applications 246, 248, and 250. Each of the applications may be executed by a web browser (e.g., by the browser 104, as shown in FIG. 1), and may include model, view, and controller components (e.g., similar to the application 200, shown in FIGS. 2A and 2B). The applications 246, 248, and 250 may be configured to execute computer code (e.g., JavaScript and other code running in a web browser) to display a word processing interface and to perform word processing functions associated with one or more documents served by the hosted document system 242.

[0059] As shown in the present illustration, Chris can interact with a web browser 252. Tina can interact with a web browser 254, and Spike can interact with a web browser 256. Each of the browsers 252, 254, and 256 may access any appropriate number of browser applications (e.g., embedded applications, widgets, web services, and the like). For example, browser 252 can access application 246, browser 254 can access application 248, and browser 256 can access application 250.

[0060] By interacting with controls presented by the web browsers, for example, users of the system 240 (e.g., Chris, Spike, and Tina), can work on one or more documents that are managed and provided by the hosted document system 242. For example, the users may access existing documents provided by the system 242 or may create new documents.
Each of the browser applications 246, 248, and 250 can communicate with an interface 260 of the document system 242 via the network 244. For example, communication between the browser applications 246, 248, and 250 and the interface 260 may include HTTP (HyperText Transfer Protocol) requests, SOAP (Simple Object Access Protocol) messages, or some other appropriate such protocol. In some implementations, client browsers may maintain channel connections to the interface 260 for communicating session data between the client and the document system 242.

[0061] The hosted document system 242 can include sub-components for storing and managing information related to system users, documents, and browser applications. The various sub-components may be executed by the same computer server, or may be distributed among multiple computer servers. The sub-components may communicate with each other directly (e.g., via messages, transferred files, shared data, remote procedure calls, or some other protocol) or indirectly (e.g., by communicating with an intermediary application). Generally, sub-components included in the document system 242 can communicate with client applications (e.g., the browser applications 246, 248, and 250) via the interface 260.

[0062] The system 242 can also include one or more data stores for storing user information 270. For example, the user information 270 can include information associated with system users (e.g., Chris, Tina, and Spike). Such information may include general user information and login information (e.g., user names, passwords, e-mail addresses, and the like), information related to one or more devices employed by the users to access the system (e.g., IP addresses, browser versions, connection speeds, and the like), and system usage information (e.g., access times, amount of data accessed, and the like), to name a few possibilities.

[0063] In some implementations, the system 242 can include one or more data stores for storing documents 272 in the form, e.g., of model documents like those discussed above and below. For example, the documents 272 can include word processing documents created, maintained, and accessed by system users. As another example, the documents 272 may be generated by an automated process, such as a news feed or another reporting process that is based on gathered data. Information associated with the documents 272 can include document data models, document text, document formatting information, entities (e.g., tables, images, videos, sound clips, or other such objects), and the like.

[0064] The system 242 can also include one or more data stores for storing access information 274. For example, the access information 274 can include information that can be used for controlling access of system users (e.g., users included in the user information 270) to system documents (e.g., documents included in the documents 272). Generally, system users may set access privileges for documents that they create or manage. For example, Chris may create a personal letter document and specify the document as being private. Thus, other users of the system (e.g., Tina and Spike) may be unable to locate or access the document, which may have access control limitations applied to it in various familiar manners. As another example, Tina may upload a schedule document and specify the document as being shared and as being viewable by Chris. Thus, Spike may be unable to locate or access the document, but Chris may be able to access the document in view-only mode. In some implementations, Tina, as the document creator, may retain full access to the document, having privileges such as the ability to add, edit, and delete content, having the ability to change privileges, and having the ability to remove the document from the system 242. As another example, Spike may create a document related to a group project and specify Chris and Tina (and himself) as having full access privileges. In some implementations, user groups may be included in the access information 274. For example, a user may create a group and may add one or more users to the group. Rather than select individual users when assigning document permissions, in some instances, users may select a group including the users. The access information 274 may also include such information as the user ids of document users, document access times, and the like.

[0065] In some implementations, the system 242 can include one or more data stores for storing HTML/JavaScript 276. For example, the HTML/JavaScript 276 can include application code for executing the browser applications 246, 248, and 250. The application code may be provided to any of the browsers 252, 254, and 256, for example, when browser users access a web site associated with the hosted document system 242. Upon receiving a request for any of the documents 272, for example, the system 242 may provide the HTML/JavaScript 276 in addition to one or more of the documents 272. Using the HTML/JavaScript 276, the browser applications 246, 248, and 250 may render the document data and may provide an interface that enables browser users to interact with the documents. In some implementations, technologies other than HTML and JavaScript may be used for providing application code. For example, for web browsers including an appropriate plugin, another type of compiled or interpreted code may be provided.

[0066] Many possible user interactions with the system 240 are possible, including interactions in single user sessions and in multiple user sessions. For example, in a collaborative editing session, multiple users may simultaneously interact with a document. Although the applications used for editing the document may each behave independently, the applications may follow the same editing rules for updating and rendering the document model. Thus, multiple users may have similar experiences with the document, and may work together to produce a similar document model.

[0067] In an example session, to initiate collaborative word processing document editing, Chris accesses the hosted document system 242 by directing the web browser 252 to a web site (e.g., a domain) that is associated with the system 242. Receiving login information from the browser 252, the system 242 can verify Chris’s information against the user information 270. Upon verification, the system 242 can provide HTML/JavaScript 276 to the browser 252 for executing an online word processor (though certain of the code may be passed before verification occurs). The browser can include a portion of the HTML/JavaScript 276 as the browser application 246, render chrome associated with the application, and display the application to Chris.

[0068] Chris may interact with the browser application 246 via a set of controls displayed in an application view within the browser 252. For example, Chris may indicate an intent to create a new document by clicking a button or selecting a menu option displayed in the application view. The application controller can intercept the command and pass the command to the interface 260 via the network 244. Receiving the command, the system 242 can add a new document to the documents 272, and add information associated with the new document to the set of active models 262. For example, the
active models 262 may include model information associated with documents currently being edited by other users of the system 242.

[0069] A corresponding version of a model in the set of active models 262 may be present at the browser application 246. For example, Chris may add content and make changes to the word processing document provided by the view of the browser application 246, and the corresponding content and changes can be applied to a model that is accessed by the browser application 246 (and associated HTML and JavaScript code running in the browser), and may be propagated to the active models 262.

[0070] Chris may also share the document with one or more users. For example, using controls associated with the application 246, Chris may select Tina and Spike as users who may share the document, and he may assign both Tina and Spike full document privileges. For example, Tina and Spike may be included in a presented list of users commonly sharing documents with Chris, and Chris may select Tina and Spike from the list. As another example, Chris may provide the e-mail addresses of Tina and Spike. The system 242 can store the sharing information (e.g., user ids of other users having access to the document, permissions levels for the users, and the like) in the access information 274. In some implementations, the system 242 may send messages (e.g., e-mail, text messages, instant messages, and the like) to users who have received document privileges. In some implementations, users who have received document privileges may receive a link (e.g., a hyperlink or URL) to the shared document.

[0071] Upon receiving notification of the shared document, Tina and Spike may access the document using their web browsers 254, 256. For example, upon verification, the system 242 can provide HTML/JavaScript 276 to the browser 254, 256 for executing an online word processor. The browsers can include a portion of the HTML/JavaScript 276 as the browser applications 248, 250, which render the application with the document, and can display the applications.

[0072] Additionally, an active model manager 264 included the hosted document system 242 can identify which documents are currently open by users of the system, and users who are active in the document (i.e., Chris), and can set up a collaborative session. For example, the active model manager 264 can determine that the document requested by Tina and by Spike is associated with one or more of the active models 262. The system 242 can then forward the document request to a computer hosting the document, and the computer can associate Tina and Spike with the current session. Additionally, the browser applications 248, 250 can download model data associated with the active model(s) 262, and render and display the downloaded model data. In some implementations, the system 242 can create model instances for Tina and for Spike and can add the instances to the active models 262.

[0073] In the present example, users may be able to view their own cursors as well as the cursors of other users in a collaborative session. For purposes of illustration, each user’s cursor appears to herself/himself as a square. For example, Chris may view his own cursor as a square, and the other users’ cursors as a circle or as a triangle. Correspondingly, Tina and Spike may also view their own cursor as a square, and the other users’ cursors as circles or triangles. In some implementations, the cursors may appear as a different color (which could not be shown here). For example, cursors may generally appear as underlines or vertical bars, where the cursors are different colors for each user.

[0074] In the present example, changes made by each of the users can be sent by the browser applications 246, 248, and 250 to the hosted document system 242, coordinated, and sent back to the other users. In some implementations, the changes can be sent at time intervals (e.g., once every 100 milliseconds, once every 200 milliseconds, once every 500 milliseconds, once every second, once every 2 seconds, or another appropriate time interval). In some implementations, sending can be based at least in part on user activity or inactivity. For example, during periods of user inactivity, changes may be sent or received less frequently than during periods of user activity. When a user is entering data or when a local user hovers over a cursor for another user, a pop-up label that identifies the other user may be displayed, so that the local user can identify who is making changes—though the label may then disappear so that it does not continue to block the document.

[0075] To coordinate multiple document changes made by multiple users, for example, the hosted document system 242 can include collaboration logic 266. For example, the collaboration logic 266 can be executed by one or more code modules executed by one or more computer servers associated with the system 242. In some implementations, portions of the collaboration logic can be executed by the browser applications 246, 248, and 250. Generally, the logic 266 can resolve data collisions (e.g., instances where multiple users edit the same document portion or apply conflicting document formats) by applying a consistent set of rules to all user changes. Although, in some instances, one or more users may be prompted to disambiguate a change. For example, if Tina makes a document change and Spike makes a conflicting document change before receiving Tina’s change, Spike may be presented with a message from the browser application 250 including possible conflict resolution scenarios. In some implementations, one user may be identified as trumping other users in collision situations. Chris, as the document creator, for example, may be able to apply his changes over changes made by either Tina or Spike in cases of conflict. For example, if Spike edits a passage at the same time as Chris deletes it, the passage (including Spike’s edits) may be deleted.

[0076] Thus, the system shown in FIG. 2C may handle collaborative editing of a hosted document by multiple users at one time. The management of such editing can involve a low amount of data passing between the various sub-systems in the system.

[0077] FIG. 3A is a flow chart of an example client-side process for collaborative editing of an electronic document. In general, the process centers around steps that are taken when he client-side application receives input from a user of the application at essentially the same time that another user working on another client is providing input to the same document with a corresponding application at his or her client device. The process here aims to maintain a single true document on both clients and the server.

[0078] The process begins at box 300, where the client opens a browser channel to a server system. In this step, an initial communication session is opened so that subsequent communications may be instigated easily by the client and by the server system. At box 302, the client downloads a compiled set of mutations made to the model, if the client currently has an older version of the model, or may download a current version of the model from scratch. When the mutations are received, the client application may transform the
stale version of the model using the mutations, so that the
now-current version of the model on the client matches a
fresh version of the model on the server system.

At box 304, the client system begins receiving user
events to the document. For example, a user may position
a cursor at a location in the document and begin typing text into
the document, and deleting text from the document. Such
interaction by the user may be implemented by a model-view
controller arrangement like that described above. As one
element, a controller may track the location of the cursor in
the document, and may generate messages that describe
the mutations that the user has made to the document.
Those messages may, in particular, include information that identi-
fies a particular location in the document model that corre-
sponds to a location on a canvas at which the mutations were
made by the user.

At box 306, the client device updates its own local
model to reflect the received mutations, and caches those
mutations. The client device may build up a list of mutations
in the cache to minimize the number of transmissions that
need to be sent to the server system. However, the timing of
the uploads may be set such that a user of the client device or
another client device does not get too far out-of-sync with
other users who are editing the document at the same time.
At box 308, the client device receives an update from the server
system, which may be a set or batch of mutations that were
previously submitted to the server system by another client
device in the top been processed and forwarded from the court
from the server system to the first client device. Thus, in this
example, there are overlapping mutations in time that may the
effect of interfering with each other.

At box 310, the client device transforms its own
mutations against the received update. Thus, as one simple
example, if the client device had previously recorded the
inputs from its user as occurring in a particular location in the
document, and mutations received from the server system
were provided in an earlier location in the document, the
location for the input provided on the client device may be
shifted backward by an indexed amount that matches the
number of characters in the received mutations. Other trans-
formations that follow from a standard operational transfor-
mation rule set may also be applied as is appropriate at this
portion of the process. In implementations in which the first
client device applies mutations into a view of the model, the view may be updated from the newly transformed
model, such as by rendering the newly transformed model
into a DOM that is accessible to a web browser that the user
is employing.

At box 312, the device determines that it has been
collecting inputs from its user long enough, and triggers a
batch shipment to the server system of mutations provided by
its user. At box 314, those cached mutations are sent to the
server system. In addition, an identifier for the last synchro-
nization that the client had with the server system may be sent.
Such an identifier may be used by the server system so as to
properly set a baseline for transformations that it will need to
perform on the newly received mutations from the first client.

In addition, the first client may provide an identifier
for itself, or the server system may otherwise determine that
the particular mutations have arrived from that client. Such
information may be useful in permitting the server system to
keep track of the source of various mutations, and to link
mutations to particular users, so that, for example, the server
system can make appropriate transformations to batches of
mutations that it receives and can forwarded transformed
mutations to the appropriate other clients. Also, the server
system may pass identifying information for a first client to
other clients so that each client application may show a tag
next to newly entered or edited text, where the tag is a pop-up
that indicates the identity of user who performed the editing
or entry. The user identifications may be stored, at least tempor-
arily, in the various versions of the document model, so that
users can, for example, hover over a portion of text, and
see a pop-up box that indicates the identity of the user who
provided the text, and optionally a date stamp to indicate
when the particular edit occurred.

At box 316, the client device receives confirmation from
the server system that the batch of mutations has been entered
at the server system. Such confirmation may cause the client
system to dump the pending mutation from a queue that tracks
pending mutations, and also to index its revision number for
ward one position (box 318).

In this manner, a client device may operate optimis-
tically in updating its own version of a document model, and
may also have some assurance that its version of the docu-
ment model will match, or will be matched, relatively quickly
to other versions of the document model in the system. The
end result is that users who are editing or operating in a
document in a collaborative fashion may quickly see changes
that they have made and the other users have made, and
interference between the changes may be conveniently handled in a manner that maintains the integrity of each of the
versions of the document.

FIG. 3 is a flow chart of an example server-side
process for collaborative editing of an electronic document.
In general, the process highlights actions that may be per-
formed on a central server system that is coordinating edits
made to a common document in a collaborative manner by
multiple users at different client computing devices.

The process begins at box 320, where the server
system receives a channel request from one or more browsers.
Upon receiving a request, the server system may open the
channel, and may serve to the requesting browser a list or
group of compiled mutations. Such mutations may be cali-
ibrated to include all mutations that have occurred since the
particular client device was last provided mutations for updat-
ing of its document model. The server system may then wait
to receive information from the various clients that are cur-
cently active in a session and may remain idle during such a
period.

At box 324, a communication is received from one
of the clients. The communication consists of a batch of
mutations which may be termed “P” in this example, and an
identifier for the last revision that the client has recorded as
being synchronized between the client and the server system,
which will be denoted “R” here. At box 326, the server system
appends the received batch from the particular client to a
queue of pending mutations. In certain implementations,
where the server system is able to process requests as fast as
they arrive, a queue will not be necessary, or in certain situa-
tions, different queues may be maintained for each of the
clients, and may be coordinated so that they are processed
according to the time at which the particular request arrived.

At box 328, the server system creates a list, denoted
as the letter “S”, of all mutations that arrived since the last
batch of mutations from the particular client have been pro-
cessed, as indicated by the letter “R.” At box 330, the server
system transforms the newly-received mutations from the
client against the mutations received from the group of clients since time “R,” and such processing is used to create a group of transformed mutations referenced here as P. This newly created entity is then appended to the server mutation log and is processed in due course by the server system (box 332).

[0090] The server system may then send communications to each of the clients regarding the received mutations. For example, at box 336, the server system sends a confirmation message back to the originating client for the batch of vacations, so that the originating client may know that its mutations were received and processed, and may index its revision tracking number forward a position. At box 334, in contrast, the server system may send information to the other client so that they may implement the mutations received from the first client in appropriate manners. To do so, the server system may send the P, batch to all the clients other than the submitting client, a revision number for that batch, an identification of the originating client for the mutations, and a current time, where such information is appropriate. Each of the other clients may then process the received information in an appropriate manner, such as by using mechanisms described above, including the process described in FIG. 3A.

[0091] FIG. 4 is an activity diagram showing status of two clients and a server at various steps in a document collaboration process. In general, the process shows how text typed by the two different users of the two clients may be propagated through the server and passed to the other client. In the top row, each of the sub-systems is simply initialized. Each client may track the number of revisions it has sent to the server, and that number may initially set to zero. The sent and unseen queues for the client application (in the middle of each box for both clients) are also empty, and the output of the client-stored models is an empty set. Likewise, the server system has no document to display yet, and also nothing to place in log or batches storage.

[0092] After the first row of boxes in time, user Chris types the message “Hello”, which appears in the document on Chris’s device, and is reformatted into a mutation of the form: insert @ 1 “Hello”. That mutation then enters Chris’’s unsent queue for a short period, such as a small fraction of a second, and is then transmitted to the to the server system, along with an indication that the revision number is 0. The device for Chris also updates its queues. Specifically, to show that the first mutation has been sent. Through this time, user Spike has remained quiet and has not been interacting with his word processing application, so both the server system and Spike’s client have been idle through this period.

[0093] In the third row then, Chris’s queues have been updated, and the server now has a batch to be processed that includes the mutation, the revision number passed by Chris’s client device, and an identifier to indicate that the edits came from Chris.

[0094] Between rows three and four, Chris has continued typing and the server system has processed the submission of the first mutation (or more properly, a batch of five mutations) by transforming the received mutations against its own version of the model. Thus, by row four, the original mutation from Chris’s device has moved into the log for the server system and has been assigned a logging number. At the same time the unseen queue on Chris’s machine has received the term “world” from Chris’s continued typing on his client device. Again, Spike has remained quiet.

[0095] At row five, a couple interesting actions occur. First, the server system recognizes the presence of the first revision in its log, and sends a confirmation message back to Chris’s device. Second, Chris’s second set of mutations has arrived at the server system and is waiting to be processed. Third, Spike has begun typing at his device, and has entered the letters “foo”. Thus, after the row of boxes in the fifth row, multiple messages are being sent, including an upload of Spike’s first revision, a confirmation of Chris’s first revision, and a reporting to Spike of Chris’s first revision.

[0096] In the sixth row of boxes, Chris’s device has incremented its revision number as a result of receiving the confirmation, so that it can properly track and compare mutations or batches of mutations when mutations are received from Spike via the server system. Also, the server system has receive Spike’s mutations and is processing Chris’s second set of mutations. And Spike’s computer is transforming its pending mutations against the mutations from Chris that were just received from the server system. In this manner, Spike’s computer will be performing the same mutations performed by the server system, and will not give his own entry prominence over Chris’s first entry. The process, of course, may continue as each of Chris and Spike enter and edit text in their own copies of the document model, and the various document models are processed so as to bring them back into line with each other.

[0097] FIG. 4 shows an example of a generic computer device 400 and a generic mobile computer device 450, which may be used with the techniques described here. Computing device 400 is intended to represent various forms of digital computers, such as laptops, desktops, workstations, personal digital assistants, servers, blade servers, mainframes, and other appropriate computers. Computing device 450 is intended to represent various forms of mobile devices, such as personal digital assistants, cellular telephones, smartphones, and other similar computing devices. The components shown here, their connections and relationships, and their functions, are meant to be exemplary only, and are not meant to limit implementations of the inventions described and/or claimed in this document.

[0098] Computing device 400 includes a processor 402, memory 404, a storage device 406, a high-speed interface 408 connecting to memory 404 and high-speed expansion ports 410, and a low speed interface 412 connecting to low speed bus 414 and storage device 406. Each of the components 402, 404, 406, 408, 410, and 412, are interconnected using various busses, and may be mounted on a common motherboard or in other manners as appropriate. The processor 402 can process instructions for execution within the computing device 400, including instructions stored in the memory 404 or on the storage device 406 to display graphical information for a GUI on an external input/output device, such as display 416 coupled to high speed interface 408. In other implementations, multiple processors and/or multiple busses may be used, as appropriate, along with multiple memories and types of memory. Also, multiple computing devices 400 may be connected, with each device providing portions of the necessary operations (e.g., as a server bank, a group of blade servers, or a multi-processor system).

[0099] The memory 404 stores information within the computing device 400. In one implementation, the memory 404 is a volatile memory unit or units. In another implementation, the memory 404 is a non-volatile memory unit or units. The memory 404 may also be another form of computer-readable medium, such as a magnetic or optical disk.
The storage device 406 is capable of providing mass storage for the computing device 400. In one implementation, the storage device 406 may be or contain a computer-readable medium, such as a floppy disk device, a hard disk device, an optical disk device, or a tape device, a flash memory or other similar solid state memory device, or an array of devices, including devices in a storage area network or other configurations. A computer program product can be tangibly embodied in an information carrier. The computer program product may also contain instructions that, when executed, perform one or more methods, such as those described above. The information carrier is a computer- or machine-readable medium, such as the memory 404, the storage device 406, memory on processor 402, or a propagated signal.

The high-speed controller 408 manages bandwidth-intensive operations for the computing device 400, while the low-speed controller 412 manages lower bandwidth-intensive operations. Such allocation of functions is exemplary only. In one implementation, the high-speed controller 408 is coupled to memory 404, display 416 (e.g., through a graphics processor or accelerator), and to high-speed expansion ports 410, which may accept various expansion cards (not shown). In the implementation, low-speed controller 412 is coupled to storage device 406 and low-speed expansion port 414. The low-speed expansion port, which may include various communication ports (e.g., USB, Bluetooth, Ethernet, wireless Ethernet) may be coupled to one or more input/output devices, such as a keyboard, a pointing device, a scanner, or a networking device such as a switch or router, e.g., through a network adapter.

The computing device 400 may be implemented in a number of different forms, as shown in the figure. For example, it may be implemented as a standard server 420, or multiple times in a group of such servers. It may also be implemented as part of a rack server system 424. In addition, it may be implemented in a personal computer such as a laptop computer 422. Alternatively, components from computing device 400 may be combined with other components in a mobile device (not shown), such as device 450. Each of such devices may contain one or more of computing device 400, 450, and an entire system may be made up of multiple computing devices 400, 450 communicating with each other.

The processor 452 may include a processor 452, memory 464, an input/output device such as a display 454, a communication interface 466, and a transceiver 468, among other components. The device 450 may also be provided with a storage device, such as a microdrive or other device, to provide additional storage. Each of the components 450, 452, 464, 454, 464, and 468, are interconnected using various buses, and several of the components may be mounted on a common motherboard or in other manners as appropriate.

The processor 452 can execute instructions within the computing device 450, including instructions stored in the memory 464. The processor may be implemented as a chipset of chips that include separate and multiple analog and digital processors. The processor may provide, for example, for coordination of the other components of the device 450, such as control of user interfaces, applications run by device 450, and wireless communication by device 450.

The display interface 456 may comprise appropriate circuitry for driving the display 454 to present graphical and other information to a user. The control interface 458 may receive commands from a user and convert them for submission to the processor 452. In addition, an external interface 462 may be provided in communication with processor 452, so as to enable near area communication of device 450 with other devices. External interface 462 may provide, for example, for wired communication in some implementations, or for wireless communication in other implementations, and multiple interfaces may also be used.

The memory 464 stores information within the computing device 450. The memory 464 can be implemented as one or more of a computer-readable medium or media, a volatile memory unit or units, or a non-volatile memory unit or units. Expansion memory 474 may also be provided and connected to device 450 through expansion interface 472, which may include, for example, a SIMM (Single In Line Memory Module) card interface. Such expansion memory 474 may provide extra storage space for device 450, or may also store applications or other information for device 450. Specifically, expansion memory 474 may include instructions to carry out or supplement the processes described above, and may include secure information also. Thus, for example, expansion memory 474 may be provided as a security module for device 450, and may be programmed with instructions that permit secure use of device 450. In addition, secure applications may be provided via the SIMM cards, along with additional information, such as placing identifying information on the SIMM card in a non-hackable manner.

The memory may include, for example, flash memory and/or NVRAM memory, as discussed above. In one implementation, a computer program product is tangibly embodied in an information carrier. The computer program product contains instructions that, when executed, perform one or more methods, such as those described above. The information carrier is a computer- or machine-readable medium, such as the memory 464, expansion memory 474, memory on processor 452, or a propagated signal that may be received, for example, over transceiver 468 or external interface 462.
files, etc.) and may also include sound generated by applications operating on device 450.

The computing device 450 may be implemented in a number of different forms, as shown in the figure. For example, it may be implemented as a cellular telephone 480. It may also be implemented as part of a smartphone 482, personal digital assistant, or other similar mobile device.

Various implementations of the systems and techniques described here can be realized in digital electronic circuitry, integrated circuitry, specially designed ASICs (application specific integrated circuits), computer hardware, firmware, software, and/or combinations thereof. These various implementations can include implementation in one or more computer programs that are executable and/or interpretable on a programmable system including at least one programmable processor, which may be special or general purpose, coupled to receive data and instructions from, and to transmit data and instructions to, a storage system, at least one input device, and at least one output device.

These computer programs (also known as programs, software, software applications or code) include machine instructions for a programmable processor, and can be implemented in a high-level procedural and/or object-oriented programming language, and/or in assembly/machine language. As used herein, the terms “machine-readable medium” “computer-readable medium” refers to any computer program product, apparatus and/or device (e.g., magnetic disks, optical disks, memory, Programmable Logic Devices (PLDs)) used to provide machine instructions and/or data to a programmable processor, including a machine-readable medium that receives machine instructions as a machine-readable signal. The term “machine-readable signal” refers to any signal used to provide machine instructions and/or data to a programmable processor.

To provide for interaction with a user, the systems and techniques described here can be implemented on a computer having a display device (e.g., a CRT (cathode ray tube) or LCD (liquid crystal display) monitor) for displaying information to the user and a keyboard and a pointing device (e.g., a mouse or a trackball) by which the user can provide input to the computer. Other kinds of devices can be used to provide for interaction with a user as well; for example, feedback provided to the user can be any form of sensory feedback (e.g., visual feedback, auditory feedback, or tactile feedback); and input from the user can be received in any form, including acoustic, speech, or tactile input.

The systems and techniques described here can be implemented in a computing system that includes a back end component (e.g., as a data server), or that includes a middleware component (e.g., an application server), or that includes a front end component (e.g., a client computer having a graphical user interface or a web browser through which a user can interact with an implementation of the systems and techniques described here), or any combination of such back end, middleware, or front end components. The components of the system can be interconnected by any form or medium of digital data communication (e.g., a communication network). Examples of communication networks include a local area network (“LAN”), a wide area network (“WAN”), and the Internet.

The computing system can include clients and servers. A client and server are generally remote from each other and typically interact through a communication network. The relationship of client and server arises by virtue of computer programs running on the respective computers and having a client-server relationship to each other.

A number of embodiments have been described. Nevertheless, it will be understood that various modifications may be made without departing from the spirit and scope of the invention. In addition, the logic flows depicted in the figures do not require the particular order shown, or sequential order, to achieve desirable results. In addition, other steps may be provided, or steps may be eliminated, from the described flows, and other components may be added to, or removed from, the described systems. Accordingly, other embodiments are within the scope of the following claims.

What is claimed is:

1. A computer-implemented method for coordinating documents between computer systems, the method comprising:

- downloading, from a document server system and to a client computing device, a document model that defines a word processing document that is in an initial state;
- displaying on the client computing device a visual representation of the word processing document that is in the initial state;
- receiving changes to the word processing document from a user of the first client computing device, the changes including edits that add or remove characters from the word processing document;
- receiving downloads of data from the document server system that define changes made to the document model by other users editing the word processing document;
- substantially simultaneously with receiving the downloads of data from the document server system, uploading to the document server system information that defines the changes to the word processing document from the user;
- applying, on the client computing device, rules for resolving conflicts between changes made by the user and changes made by the other users, the rules being complementary to rules applied on devices of the other users and on the document server system, and displaying a representation of the document model, as edited by the user and the other user, based on the applied rules, on a display of the first client computing device.

2. The computer-implemented method of claim 1, further comprising:

- presenting, via a web browser, an editing surface, and displaying the representation of the document model on the editing surface, based upon application of the rules for resolving conflicts between changes made by the user and changes made by the other users;

3. The computer-implemented method of claim 2, further comprising generating a synthetic cursor over the editing surface and causing the synthetic cursor to move in coordination with character inputs from the user;

4. The computer-implemented method of claim 1, wherein the document model comprises a one-dimensional character string that includes content for the displayed representation of the document, and a style map that has pointers to indexed locations in the character string and that represents formatting for the characters in the character string.

5. A computer-implemented method for coordinating documents between computer systems, the method comprising:

- downloading, from a document server system and to a first client computing device, a document model that defines a word processing document;
receiving changes to the document from a user of the first client computing device;
substantially simultaneously downloading changes to the document model made by other users who are editing the
word processing document, and uploading information that defines the changes to the document from the user;
and
applying, on the client computing device, rules for resolving conflicts between changes made by the user and
changes made by the other users, the rules being complementary to rules applied on device of the other users and
the document server system, and
displaying a representation of the document model, based
on the applied rules, on a display of the first client
computing device.
6. The computer-implemented method of claim 5, further comprising uploading, to the computer server system and
with particular uploads of changes to the document from the first user, information that identifies to the computer server system a last upload made by the first client computing device.
7. The computer-implemented method of claim 5, further comprising presenting, via a web browser, an editing surface, and displaying a representation of the model on the editing surface, based upon application of the rules for resolving conflicts between changes made by the user and changes made by the other users.
8. The computer-implemented method of claim 7, further comprising determining locations for characters on the editing surface by writing characters into an HTML span element and identifying sizes for the written characters.
9. The computer-implemented method of claim 7, further comprising generating a synthetic cursor over the editing surface and moving the cursor in response to character inputs from the user.
10. The computer-implemented method of claim 9, further comprising showing synthetic cursors over an editing surface, the cursors indicating current locations of cursors for the other users.
11. The computer-implemented method of claim 5, wherein uploading information that defines the changes to the document from the user is triggered by determining that the user has made a keystroke to enter a character on the first client computing device.
12. The computer-implemented method of claim 5, wherein the document model comprises a one-dimensional character string that includes content for the displayed representation of the document, and a style map that has pointers to indexed locations in the character string.
13. The computer-implemented method of claim 5, further comprising periodically receiving a model reset signal and an updated model definition from the document server system, and replacing a current model on the first client computing device with the updated model definition.
14. The computer-implemented method of claim 5, further comprising caching at the first client computing device mutations made to the model by the user and, upon receiving one or more mutations from the document server system, applying conflict resolution rules between the cached mutations and the received mutations.
15. A computer-implemented system for coordinating electronic document changes between computer systems, comprising:
a document model stored on a first computing device, the
document model defining content and formatting for an
electronic document and corresponding to document
models stored on a document server system and on one
or more other computing devices;
an interface arranged to receive, from the document server system, mutations in the document model made with the
other computing devices, and to transmit, to the docu-
ment server system, mutations in the document model
made with the first computing device;
a layout engine in communication with the document
model store on the first computing device, and pro-
grammed to render the document model as a displayed
representation of the document model on the first comput-
ing device;
a mutation resolver on the first computing device pro-
grammed to apply rules to reconcile the mutations made
with the other computing devices, with mutations made
with the first computing device, the rules corresponding
to rules on the document server system and the other
devices in a manner that each of the first computing
device, the other computing devices, and the document
server system apply the rules to optimistically converge
on a matching document model after edits have been
made at the first computing device and the other comput-
ing devices.
16. The computer-implemented system of claim 15, wherein the document model stored on the first computing device and the other computing devices comprises a one-dimensional character string that includes content for a document, and a style map having pointers to indexed locations in the character string.
17. The computer-implemented system of claim 15, further comprising the document server system, the document server system being programmed to periodically send to the first computing device and the other computing devices a model reset signal, and, in coordination, an updated model definition for the use in refreshing document models at each of the first computing device and the other computing devices.
18. The computer-implemented system of claim 15, further comprising a mutation cache that stores mutations waiting to be uploaded to the document server system, and wherein the mutation resolver is programmed to operate on mutations received from the document server system by comparing them to mutations in the mutation cache.
19. The computer-implemented system of claim 15, wherein the first computing device is programmed to render the document model by generating a document object model (DOM) from the document model.
20. The computer-implemented system of claim 15, further comprising a web browser arranged to execute on the first computing device and programmed to generate an editing surface and display a representation of the document model on the editing surface using output from the mutation resolver.
21. The computer-implemented system of claim 20, wherein the layout engine is programmed to determine locations for characters on the editing surface by writing characters into an HTML span element and identifying sizes for the written characters.
22. The computer-implemented system of claim 15, wherein the document model comprises a one-dimensional character string that includes content for the displayed representation of the document, and a style map that has pointers to
indexed locations in the character string and that represents formatting for the characters in the character string.

23. One or more tangible, computer-readable media having recorded thereon instructions, that when executed by one or more processors, perform operations comprising:
   downloading, from a document server system and to a first client computing device, a document model that defines a word processing document; receiving changes to the document from a user of the first client computing device;
   substantially simultaneously downloading changes to the document model made other users who are editing the word processing document, and uploading information that defines the changes to the document from the user; and applying, on the client computing device, rules for resolving conflicts between changes made by the user and changes made by the other users, the rules being complementary to rules applied on device of the other users and the document server system, and displaying a representation of the document model, based on the applied rules, on a display of the first client computing device.

24. The tangible, computer-readable media of claim 23, wherein the operations further comprise uploading, to the computer server system and with particular uploads of changes to the document from the first user, information that identifies to the computer server system a last upload made by the first client computing device.

25. The tangible, computer-readable media of claim 23, wherein the operations further comprise presenting, via a web browser, an editing surface, and displaying a representation of the model on the editing surface, based upon application of the rules for resolving conflicts between changes made by the user and changes made by the other users.

26. The tangible, computer-readable media of claim 23, wherein the document model comprises a one-dimensional character string that includes content for the displayed representation of the document, and a style map that has pointers to indexed locations in the character string and that represents formatting for the characters in the character string.

27. The tangible, computer-readable media of claim 23, wherein the operations further comprise caching at the first client computing device mutations made to the model by the user and, upon receiving one or more mutations from the document server system, applying conflict resolution rules between the cached mutations and the received mutations.

* * * * *