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ABSTRACT
Systems and methods are disclosed for partitioning data for
storage in a non-volatile memory (NVM), Such as flash
memory. In some embodiments, a priority may be assigned to
data being stored, and the data may be logically partitioned
based on the priority. For example, a file system may identify
a logical address within a first predetermined range for higher
priority data and within a second predetermined range for
lower priority data, Such using a union file system. Using the
logical address, a NVM driver can determine the priority of
data being9. stored and can pprocess (e.g.,
9. encode) the data
based on the priority. The NVM driver can store an identifier
in the NVMalong with the data, and the identifier can indicate
the processing techniques used on the associated data.
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DATA PARTITONING SCHEME FOR
NON-VOLATILE MEMORIES
FIELD OF THE INVENTION

0001. This can relate to partitioning data for storage in a
non-volatile memory. Such as a flash memory.
BACKGROUND OF THE DISCLOSURE

0002 NAND flash memory, as well as other types of non
volatile memories (“NVMs), are commonly used for mass
storage. For example, consumer electronics such as portable
media players or cellular telephones often include raw flash
memory or a flash card to store music, videos, and other
media.

0003. Some non-volatile memories, such as NAND flash
memory, may have memory locations that include initial
defects or can develop defects through use. Also, memory
locations may suffer from other error-causing phenomena,
Such as read disturb or charge retention issues. Thus, to ensure
that data stored in these memory locations can be accurately
retrieved, redundant information be computed and stored
along with the data. For example, an error correcting code
may be applied to the data prior its storage in the non-volatile
memory.

0004 An error correcting code may be measured by its
“strength.” The strength, t, may indicate the number of errors
(e.g., bit flips) that may be tolerated. Any additional errors
may result in mis-corrections. A higher-strength error cor
recting code typically requires more redundant information
for the same amount of data than a lower-strength error cor
recting code. Therefore, there is a tradeoff between the num
ber of errors that can be corrected and the amount of space
sacrificed in the non-volatile memory for storing redundant
information.
SUMMARY OF THE DISCLOSURE

0005 Systems and methods are disclosed for partitioning
data for storage in a non-volatile memory, such as flash
memory (e.g., NAND flash memory).
0006. In some embodiments, an electronic system may be
provided which can include a host, such as a portable media
player or a cellular telephone, and a non-volatile memory
(“NVM) of any suitable type. For example, the non-volatile
memory can include flash memory, such as one or more flash
dies. Optionally, the NVM may be packaged with a NVM
controller, and therefore the NVM may or may not be a
managed NVM. The host may include a host processor for
controlling and managing the memory locations of the NVM
and the data stored therein.

0007. In some embodiments, the host (e.g., via the proces
sor) or the NVM controller may partition data based on a
priority assigned to the data. For example, the host or NVM
controller may assign the data a high priority based on a user
indication that the data is important to the user, by default, or
because the data is not easily recoverable (i.e., user-generated
or user-personalized data, data that is not backed up in another
storage medium, etc.). The host or NVM controller may
assign data a lower, “standard” priority otherwise, such as if
the data has been backed up to another storage medium and is
therefore more easily recoverable.
0008. In some embodiments, the priority may be assigned
by an application running on the host processor. For example,
the application may interface with the user and receive direct

or indirect indications of how important data is to the user. To
store the data, the application may provide a file system with
the data, and, optionally, the application may also provide the
file system with the priority of the data. The file system can
identify a logical address in which to store the data. The file
system may identify a logical address within a first predeter
mined range (e.g., between address 0 and address X for a
Suitable value of X) when the data has been assigned a high
priority and within a second predetermined range (e.g.,
between address X-1 and the address with the highest pos
sible logical address) when the data has been assigned a
standard priority. The address space formed by the first pre
determined range may be referred to as a “high priority par
tition' and the address space formed by the second predeter
mined range may be referred to as a 'standard priority
partition.”
0009. In some embodiments, the file system may be a
union file system. The union file system may include a first
file system (e.g., a read/write file system) and a second file
system (e.g., a read only file system). The first file system can
be responsible for storing high priority data and the second
file system can be responsible for storing standard priority
data.

0010 Thus, in some embodiments, a union file system can
initially default to storing data in the high priority partition.
The union file system can use its read/write file system to
identify a logical address at which to store the data. At some
time, the data may be backed up to another storage medium,
Such as to a computer System during a synchronization or a
backup operation. Responsive thereto, the data may be reas
signed to a standard priority and the union file system may use
the read only file system to identify a new logical address in
the standard priority partition for the data. In some embodi
ments, instead of immediately providing the data to the read
only file system, the union file system can mark the data as
data that needs to be moved to the standard priority partition.
Then, when the high priority partition runs out or is low on
space, the data may be provided to the standard priority par
tition.

0011. In some embodiments, the host processor can
execute a non-volatile memory driver configured to store (or
direct an NVM controller to store) the data in a non-volatile
memory based on the priority of the data. The memory driver
or NVM controller may assign a priority to the data and/or
determine the priority of the databased on the logical address.
For example, the memory driver or NVM controller can deter
mine whether the logical address is within the first or second
predetermined range, and may operate based on the determi
nation. In some embodiments, the memory driver or NVM
controller may encode the databased on the priority. Such as
by applying a higher-strength error correcting code for high
priority data and a lower-strength error correcting code for
standard priority data. This way, data that has a high priority
may be more resilient to any errors that may occur while the
encoded data is stored in memory cells of the non-volatile
memory.

0012 To differentiate between memory cells storing data
encoded using different error correcting codes, the memory
driver or NVM controller may reserve a portion of a block to
store an indicator. For example, the memory driver or NVM
controller may use the first page or set of pages in a block to
store an indicator that specifies the priority of the data stored
in the remaining portions of the block. The indicator therefore
indicates which error correction code was applied to the data.
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This way, when the data is read back out of the block, the
memory driver or NVM controller may be able to determine
how to decode the stored encoded data.

0013 Thus, using the disclosed features and embodi
ments, the electronic system can selectively increase the pro
tection afforded to the storage of certain data that the elec
tronic system determines is higher priority. The types of data
afforded this increased protection may be selected to be any
Suitable proportion of total data stored. Because increased
protection may increase use of storage space, there may be a
tradeoff between storage capacity and the proportion of data
afforded increased protection. In some embodiments, the
electronic system may assign as high priority a larger propor
tion of total data, such as all data except for files backed up
(i.e., synchronized) with another of the user's electronic sys
tems (e.g., desktop or laptop computer) or other data that is
easily recoverable. In other embodiments, the electronic sys
tem may assign as high priority a smaller proportion of total
data, Such as only user-generated data (e.g., game state, draft
e-mails, user-capture videos or pictures).
BRIEF DESCRIPTION OF THE DRAWINGS

0014. The above and other aspects and advantages of the
invention will become more apparent upon consideration of
the following detailed description, taken in conjunction with
accompanying drawings, in which like reference characters
refer to like parts throughout, and in which:
0015 FIG. 1 is a schematic view of an illustrative memory
system including a host processor and a non-volatile memory
package configured in accordance with various embodiments
of the invention;

0016 FIG. 2 is graphical view of layered modules that
may be executed by a host processor or by a host processor
and NVM controller in accordance with various embodi

ments of the invention;

0017 FIG. 3A is a display screen of an illustrative music
playlist that may be provided by an electronic system config
ured in accordance with various embodiments of the inven

tion;

0018 FIG. 3B is an illustrative system including a por
table device in accordance with various embodiments of the

invention;

0019 FIG. 4 is graphical view of layered modules includ
ing a union file system that may be executed by a host pro
cessor or by a host processor and NVM controller in accor
dance with various embodiments of the invention;

0020 FIG. 5 is a flowchart of an illustrative process for
partitioning user data for storage in a non-volatile memory in
accordance with various embodiments of the invention;

0021 FIG. 6 is a flowchart of an illustrative process for
storing user data in a non-volatile memory based on the user
data's priority in accordance with various embodiments of the
invention; and

0022 FIG. 7 is a flowchart of an illustrative process for
reading user data from a non-volatile memory based on the
user data's priority in accordance with various embodiments
of the invention.
DETAILED DESCRIPTION OF THE
DISCLOSURE

0023 FIG. 1 is a schematic view of memory system 100.
Memory system 100 can include host processor 110, at least
one non-volatile memory (“NVM) package 120, user inter
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face 130, and error correction code (“ECC) engines 140 and
150. Host processor 110, user interface 130, and optionally
NVM package 120 and ECC engines 140 and 150 can be
implemented in any suitable host device or system, such as a
portable media player (e.g., an iPodTM made available by
Apple Inc. of Cupertino, Calif.), a cellular telephone (e.g., an
iPhoneTM made available by Apple Inc.), a pocket-sized per
Sonal computer, a personal digital assistance ("PDA), a
desktop computer, or a laptop computer. For simplicity, the
host device or system, which may include host processor 110.
may sometimes be referred to simplicity as a “host.”
0024 Host processor 110 can include one or more proces
sors or microprocessors that are currently available or will be
developed in the future. Alternatively or in addition, host
processor 110 can include or operate in conjunction with any
other components or circuitry capable of controlling various
operations of memory system 100 (e.g., application-specific
integrated circuits (ASICs)). In a processor-based imple
mentation, host processor 110 can execute various programs
loaded into a memory (not shown) implemented on the host.
The memory can include any suitable type of volatile memory
(e.g., cache memory or random access memory (RAM),
such as double data rate (“DDR') RAM or static RAM
(“SRAM)). Host processor 110 can execute NVM driver
112, which may provide vendor-specific and/or technology
specific instructions that enable host processor 110 to per
form various memory management and access functions for
non-volatile memory package 120.
0025 NVM package 120 may be a ball grid array
(“BGA) package or other suitable type of integrated circuit
(“IC) package. NVM package 120 may be a managed NVM
package or a raw NVM package. In a managed NVM imple
mentation, NVM package 120 can include NVM controller
122 coupled to any suitable number of NVM dies 124A
124N. NVM controller 122 may include any suitable combi
nation of processors, microprocessors, or hardware-based
components (e.g., ASICs), and may include the same com
ponents as or different components from host processor 110.
NVM controller 122 may share the responsibility of manag
ing and/or accessing the physical locations of NVM dies
124A-124N with NVM driver 112. Alternatively, NVM con
troller 122 may perform substantially all of the management
and access functions for NVM dies 124A-124N. Thus, a

“managed NVM may refer to a memory device or package
that includes a controller (e.g., NVM controller 122) config
ured to perform at least one memory management function
for a non-volatile memory (e.g., NVM dies 124A-124N).
0026. In a managed NVM implementation, host processor
110 can communicate with NVM controller 122 using any
Suitable communications protocol. Such as a Suitable stan
dardized inter-processor protocol. For example, in some
embodiments, NVM package 120 may be included in a
memory card (e.g., flash card), and host processor 110 and
NVM controller 122 may communicate using Multimedia
Memory Card (“MMC) or Secure Digital (“SD) card inter
faces. In other embodiments, NVM package 120 may be
included in a Universal Serial Bus (“USB) memory drive,
and host processor 110 and NVM controller 122 may com
municate via a USB protocol.
0027. In some embodiments, non-volatile memory pack
age 120 may be a raw NVM package. In these embodiments,
NVM package 120 may not include NVM controller 122, and
NVM dies 124A-124N may be managed substantially com
pletely by host processor 110 (e.g., via NVM driver 112).
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Thus, a “raw NVM may refer to a memory device or package
that may be managed entirely by a host controller or processor
(e.g., host processor 110) implemented external to the NVM
package. To indicate that an NVM controller 122 may not be
included in NVM package 120 in some embodiments of the
invention, NVM controller 122 is depicted in dotted lines.
0028 NVM dies 124A-124N may be used to store infor
mation that needs to be retained when memory system 100 is
powered down. As used herein, and depending on context, a
“non-volatile memory” can refer to NVM dies or devices in
which data can be stored or may refer to a NVM package that
includes the NVM dies. NVM dies 124A-124N can include

NAND flash memory based on floating gate or charge trap
ping technology, NOR flash memory, erasable programmable
read only memory (“EPROM), electrically erasable pro
grammable read only memory (“EEPROM), ferroelectric
RAM (“FRAM), magnetoresistive RAM (“MRAM), any
other known or future types of non-volatile memory technol
ogy, or any combination thereof. FIG. 1, as well as later
figures and various disclosed embodiments, may sometimes
be described in terms of using flash technology. However, this
is merely illustrative and not intended to be limiting.
0029 NVM dies 124A-124N can be organized into one or
more “planes' which can concurrently carry out access
operations to its memory locations (e.g., program, read, and
erase operations). The memory locations of each plane may
be organized into “blocks” that may each be erasable at once,
with its blocks further organized into “pages” that may each
be programmable and readable at once. The blocks from
corresponding NVM dies 124A-124N (e.g., one block from
each NVM die having the same position or block number)
may form logical storage units referred to as 'super blocks.”
NVM dies 124A-124N may include any suitable number of
planes, blocks, and pages. For example, in Some embodi
ments, each NVM die 124 may include two planes, where
each plane can include 2048 blocks, each block may include
64, 128, or 192 pages based on whether the block is an SLC
block, 2-bit MLC block, or 3-bit MLC block, and each page
can include 512 bytes. These numbers, however, are merely
illustrative and are not intended to be limiting.
0030 User interface 130 may allow a user to interact with
the host device or system of memory system 100. In some
embodiments, user interface 130 can include an audio output,
Such as any type of speaker (e.g., computer speakers or head
phones). The audio output can be used, for example, to pro
vide music or any other audio to the user. In some embodi
ments, user interface 130 can include a display, Such as a
liquid crystal display (LCD), a touchscreen display (e.g.,
multi-touch panel), or any other type of display for presenting
visual media or text (e.g., games or graphics such as album
cover art) to the user. In some embodiments, user interface
130 can provide haptic outputs (e.g., vibrational outputs).
User interface 130 can include an input device, which can
take on any of a variety of forms, such as one or more of a
button, keypad (e.g., computer keyboard), dial, click wheel,
touch screen, or accelerometer.

0031 Memory system 100 can include multiple ECC
engines, including at least ECC engines 140 and 150. ECC
engines 140 and 150 can each employ one or more error
correcting or error detecting codes, such as a Reed-Solomon
(“RS) code, a Bose, Chaudhuri and Hocquenghem (“BCH')
code, a cyclic redundancy check (“CRC) code, or any other
suitable error correcting or detecting code. ECC engines 140
and 150 may be used to protect data that is stored in non
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volatile memory dies 124A-124N, and therefore the type and
strength of ECC engines 140 and 150 may be selected based
on the properties and reliability of NVM dies 124A-124N.
0032 ECC engines 140 and 150 may have different
strengths. In other words, ECC engine 140 may employ an
error correcting code able to correct up to terrors (and detect
even more than terrors), and ECC engine 150 may employ a
different error correcting code able to correct more than t
errors. Data protected using ECC engine 150 may therefore
be more resilient to effects of error-causing phenomena (e.g.,
program disturb, charge loss, etc.) than data protected by
using ECC engine 140. Accordingly, host processor 110 or
NVM controller 122 may choose between using ECC engines
140 and 150 to achieve a desired reliability. In other embodi
ments, as another way to achieve different degrees of protec
tion, host processor 110 or NVM controller 122 may be
configured to apply both ECC engines 140 and 150 on some
data (e.g., as an inner and outer code) and only one of ECC
engines 140 and 150 on other data. It should be understood
that host processor 110 or NVM controller 122 can use any
suitable technique to provide different degrees of protection.
0033 ECC engines 140 and 150 may be implemented
using any Suitable software-based or hardware-based
approach. For example, in some embodiments, ECC engines
140 and 150 may be software modules executed by host
processor 110 or by NVM controller 122. In other embodi
ments, ECC engines 140 and 150 may be implemented using
hardware (e.g., an ASIC). Such as using one or more linear
feedback shift registers (“LFSRs). The ECC hardware may
be included in NVM package 120 for access and use by NVM
controller 122. Alternatively, the ECC hardware may be
included with and accessed by host processor 110. In these
latter embodiments, ECC engines 140 and 150 may be
included on the same Substrate as host processor 110 (e.g., on
a system-on-a-chip (“SOC)). While memory system 100 is
illustrated as having two ECC engines, it should be under
stood that memory system 100 can include any suitable num
ber of ECC engines.
0034. As discussed above, host processor 110 and option
ally NVM controller 122 may be configured to perform
memory management and access functions for NVM dies
124A-124N. This way, host processor 110 and perhaps NVM
controller 122 can manage the memory locations (e.g., Super
blocks, pages, blocks, and planes) of NVM dies 124A-124N
and the information stored therein. The memory management
and access functions may include issuing read, write, or erase
instructions and performing wear leveling, bad block man
agement, garbage collection, logical-to-physical address
mapping, SLC or MLC programming decisions, applying
error correction or detection using ECC engines 140 and 150,
and data queuing to set up program operations. As described
in greater detail, the memory management and access func
tions can further include determining the priority of data
being stored in or retrieved from NVM dies 124A-124N and
accessing the databased on the determined priority.
0035. For raw NVM implementations, all or substantially
all of the above-listed and other memory management/access
functions may be performed by host processor 110 (e.g., via
NVM driver 112), and ECC engines 140 and 150 may be
accessed by host processor 110. For managed NVM imple
mentations, the above-listed and other functions may be allo
cated between host processor 110 and NVM controller 122 in
any suitable manner. For example, in some embodiments,
NVM microcontroller 122 may perform error correction/de
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tection using ECC engines 140 and 150 and data queuing for
NVM dies 124A-124N, while most or all of the other memory
management and access functions may be allocated to host
processor 110.
0036. In some embodiments, host processor 110 or NVM
controller 122 may be configured to partition data being
stored in the NVM dies 124A-124N. In some embodiments,

the data may be partitioned based on a priority assigned to the
data. For example, for two-partition implementations, the
data may be classified as having a higher priority (referred to
herein sometimes as “high priority” data) or having a lower
priority (referred to herein sometimes as “standard priority”
data). The terms “high” and “standard’ are used only for
clarity in distinguishing between data to be more strongly
protected from data to be less strongly protected (as described
in detail below), and is not intended to suggest any additional
properties about the data. The data may be partitioned into
any suitable number of partitions, but for simplicity and not of
limitation, various embodiments disclosed herein may be
described as using high and standard priority partitions.
0037 Host processor 110 or NVM controller 122 may
assign the priority of databased on any number or combina
tion of factors. In some embodiments, the priority may be
assigned based on the recoverability of the data. The “recov
erability” may indicate the ease in which an electronic system
can reconstruct or re-obtain the data and/or the amount of
information needed from a user to reconstructor re-obtain the

data. For example, any media or other data (e.g., music,
Videos, pictures, electronic files, e-mails, text messages, word
processing documents, etc.) that has not been synced or
backed up elsewhere may be classified as high priority, while
data that has been backed up may be classified as standard
priority. As another example, user-generated or user-person
alized data, Such as user preferences or user-created docu
ments, may be more difficult to recover or reconstruct than

allocating certain memory locations for storing high priority
data and other memory locations for storing standard priority
data.

0040 “Logical partitioning may refer to any partitioning
schemes that do not involve dividing up physical locations of
a non-volatile memory. For example, to implement logical
partitioning, host processor 110 or NVM controller 122 may
partition an address space that does not directly map to the
physical address space of NVM dies 124A-124N, such as
partitioning the logical address space used by a file system
(described below). Alternatively or in addition, host proces
sor 110 or NVM controller 122 may implement logical par
titioning by processing high priority data differently from
standard priority data prior to determining where to store the
processed data. For example, host processor 110 or NVM
controller 122 may encode high priority data using a higher
strength error correcting code (e.g., using ECC engine 150)
and may encode standard priority data using a lower-strength
error correcting code (e.g., using ECC engine 140).
0041 As described above, memory management and
access functions may be performed by host processor 110
and/or by NVM controller 122. However, for simplicity and
not of limitation, various such features and functionalities

may be described herein as being included in or performed
entirely by host processor 110 (e.g., via NVM driver 112). It
should be understood that any of these NVM functions may
be performed instead by NVM controller 122 in managed
NVM package implementations. For example, any of the
features discussed below in connection with NVM driver 230

may be performed by a NVM controller.
0042 Turning now to FIG. 2, a graphical view of layered
modules 200 that may be executed by host processor 110 is
shown, and therefore FIG. 2 will be described with continued

certain non-critical Software modules, which can be down

reference to FIG.1. Layered modules 200 can include appli
cation 210, file system 220, and non-volatile memory driver
230, the last which can have any of the features and function

loaded from a server. Therefore, personalized data may be
assigned a higher priority than recoverable Software modules,
Such as the software modules used to generate or obtain the
personalized data.
0038. In some embodiments, host processor 110 or NVM
controller 122 may assign the priority of databased on user
indications specifying how important the data is to the user.
An example of such user indications will be described below
in connection with FIG. 3. In some embodiments, host pro
cessor 110 may classify user data's priority based on the type
of data that is being stored. For example, data that is critical to
the operation of the host device or system may be assigned a
higher priority, while other non-critical data may be assigned
a lower priority. Critical data can include, for example, boot
data used during bootup of the host device or system and/or
metadata needed to manage the storage of data (e.g., index
mapping physical to logical addresses, etc.).
0039 Host processor 110 or NVM controller 122 may
partition the data for storage using approaches referred to
herein as “physical partitioning, “logical partitioning, or a
combination of physical and logical partitioning. “Physical”
partitioning may refer to partitioning physical addresses, and
therefore to partitioning memory locations (e.g., pages,
blocks, super blocks, or dies of NVM dies 124A-124N) of a
non-volatile memory. For example, host processor 110 or
NVM controller 122 may implement physical partitioning by

memory driver 112 of FIG. 1 (and vice versa). Modules 200
may layered such that the top-most modules (i.e., application
210) may be higher-level modules that may interact more
closely with the user of memory system 100 (FIG. 1), while
the bottom-most modules (e.g., NVM driver 230) may be
lower-level modules that may interact more closely with sys
tem components (e.g., non-volatile memory package 120
(FIG. 1)). The components of layered modules 200 may oper
ate such that data can be partitioned and stored in a non
Volatile memory, such as in non-volatile memory package
120. As will become apparent below, any of the components
may be configured to assign a priority to the data so that
modules 200 can logically or physically partition the data
based on the assigned priority.
0043. Application 210 can include any suitable program
that may interface with a user of the host system or device of
memory system 100. During execution, application 210 may
be configured to write data to or read data from a non-volatile
memory, although the specifics of how the data is stored or
retrieved may be handled by lower-level modules. Such data
that may be obtained or generated by an application or
another higher-level module may be referred to sometimes as
“user data.” Based on interactions with the user (e.g., user
selections or user responses to prompts, etc.) or on current
operating conditions or scenarios, application 210 may deter
mine the priority of user data to be stored. For example,

alities described above in connection with non-volatile
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application 210 may assign the user data as high priority or
standard priority based on any one or any combination of the
factors discussed above.

0044 FIG. 3A may illustrate one scenario in which appli
cation 310 may allow a user to indicate the priority of user
data. In particular, FIG.3A shows playlist display screen 300.
Playlist display screen 300 may be provided via user interface
130 of FIG. 1 by application 210 of FIG.2, and therefore FIG.
3A will be described with continued reference to FIGS. 1 and

2. Display screen 300 may present a playlist of music to a
user. The audio elements (e.g., Songs) in the playlist may be
listed in cells, such as cells 306 and 308. For example, cell 306
can include any suitable information about the first audio
element in the playlist (i.e., Song A), such as the name of the
Song, the name of the associated album, and the name of the
artist.

0045 Application 210 may enable a user to specify the
priority of songs in the playlist using any suitable technique.
For example, in one embodiment, each cell in playlist display
screen 300 may include a “My Rating area 302 in which the
user can indicate how much the user likes a particular Songby,
for example, selecting a number of Stars out of five possible
stars. This approach may be advantageous, as the user can
provide an indication of the desired priority of a song indi
rectly—i.e., without having application 310 prompt the user
for this information or using a field specifically dedicated for
obtaining this information. For the example illustrated in FIG.
3A, Song. A listed in cell 306 may have been given a five-star
rating by the user, and application 210 may interpret this
rating as assigning Song A a high priority. This is contrast to
Song B listed in cell 306, which may be assigned standard
priority due to its low one-star rating.
0046. In some embodiments, application 210 may provide
include a “Priority” area 304 in each of the cells in playlist
display screen 300. From “Priority” area 304, a user may
expressly or directly select whether to classify the Song as
high priority or standard priority.
0047 Application 210 may provide a user with the ability
to directly or indirectly specify a priority for a variety of
different types of data, such as other forms of media (e.g.,
videos and pictures) or other electronic files. Application 210
may obtain priority information from the user using any Suit
able approach. For example, application 210 may be an
e-mail application that can provide a list of incoming e-mail
messages (i.e., an inbox). In these embodiments, application
210 may enable a user to indirectly indicate a desired priority
by moving e-mail messages to specific folders or by queuing
e-mail messages for deletion. Application 210 may, for
example, assign e-mail messages queued for deletion a lower
priority than other e-mail messages, since the user has indi
cated that the e-mail messages will likely be purged from the
system without further viewing. Alternatively, application
210 may assign user-generated data as high priority and non
user-generated data as standard priority. Such user-generated
data can include, for example, any media (e.g., videos or
pictures) captured by the user, e-mail drafts, and game states
or other application states.
0048 Referring now to FIG.3B, system350 is shown that
may illustrate another way in which application 210 can
assign the priority of data. System 350 can include portable
device 352, which may represent some or all of the compo
nents of memory system 100 and may execute application
210. System 350 can further include media source 354 and
computer system 356 that may each communicate and

exchange files (e.g., media files, such as music, videos, etc.)
with portable device 352. Portable device 352 and computer
system 356 may represent two electronic devices or systems
owned or operated by the same user, such as a portable media
player and a desktop or laptop computer. Media source 354
may include any other content Source from which portable
device 352 may download media or other files via, for
example, wireless connection 358. For example, media
source 354 may include an online media store or other media
SeVe.

0049 Portable device 352 may store files obtained from
both media source 354 and computer system 356 and, via
application 210, may assign a priority to the files based on
where the files are received from. For example, any media or
other file types received at portable device 352 from media
Source 354 may initially be assigned a high priority by appli
cation 210, since these files may not yet be backed up to
computer system 356. That is, because the files may be
received for storage on only one of the user's device (i.e., on
portable device 352 but not computer system 356), assigning
the files a higher priority can provide higher data retention
and reliability for the files.
0050 Files synched with computer system 356, on the
other hand, may be assigned a lower priority by application
210. Such synchronization operations may involve both
copying files from portable device 352 to computer system
356 (as illustrated by path 360) and copying files from com
puter system 356 to portable device 352 (as illustrated by path
362). Any files copied to computer system 356 may be or
include files originally received from media source 354, and
may therefore be initially assigned a high priority. The Syn
chronization process can involve portable device 352 reas
signing these files from a high priority to a standard priority,
since these files may no longer be stored on only one of the
user's devices. Similarly, for files copied from computer sys
tem 356 to portable device 352, application 210 may assign
the files a standard priority, because these files are already
stored on computer system 356 (i.e., another of the user's
devices) and can be re-copied if a storage error on portable
device 352 occurs.

0051 Returning to FIG. 2, application 210 may be con
figured to request that user data (e.g., e-mail messages, media
received from media source 354 or computer system 356,
etc.) be stored in or retrieved from a non-volatile memory,
such as in non-volatile memory package 120 of FIG.1. Appli
cation 210 may provide such a request to file system 220,
which may manage the file and folder structure for an oper
ating system running on host processor 110 (FIG. 1). With the
request, application 210 may provide the user data to file
system 210 along with a determined priority (if necessary). In
Some embodiments, file system 220 may by default assign the
user data a priority (e.g., high priority) unless application 210
expressly provides an indication otherwise, Such as via an
input/output control (“ioctl') command or another suitable
type of flag. In other embodiments, such as when user-gen
erated data is assigned as high priority, application 210 may
specify a special directory location or open a special file to
indicate that the data is user-generated and should be stored as
high priority data.
0.052 File system 210 may operate in a logical address
space that spans from logical address 0 (e.g., logical block
address (“LBA) 0) through logical address n, where n is the
largest logical address used by file system 210. Responsive to
a request from application 210 to store user data, file system
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210 can identify a logical address within the logical address
space at which to store the user data. In some embodiments, to
distinguish between high priority data and standard priority
data, file system 210 can identify a logical address within a
first predetermined range for high priority data and within a
second predetermined range for standard priority. For
example, file system 210 can identify a logical address
between address 0 and address X for high priority data and
between address X-1 and address n for standard priority data,
where X may be any suitable number between 0 and n. This
way, file system 210 can logically partition the data into a
“high priority partition' and a “standard priority partition'
and may indicate the priority of user data to NVM driver 220
without needing an extra flag or control signal.
0053. In some embodiments, file system 220 may include
multiple file systems to handle the different priorities of user
data. For example, file system 220 can include a first file
system associated with high priority data and a second file
system associated with standard priority data. File system 220
can include multiple separate file systems by implementing a
union file system. A union file system may refer to a construct
with multiple file systems, but where the files associated with
each file system may be virtually combined so that the files
appear to an application (e.g., application 210) as being asso
ciated with a single file system. This way, the interface
between application 210 and file system 220 may remain
unchanged even though file system 220 may include multiple
separate file systems.
0054 FIG. 4 is a graphical view of layered modules 400,
which may be a more detailed view of some embodiments of
layered modules 200 (FIG. 2) in which the file system may be
a union file system 420. Thus, layered modules 400 may have
any of the features and functionalities of layered modules
200, and vice versa. Union file system 420 can include two
separate file systems 422 and 424. High priority data may be
provided to file system 422, which may be configured to
identify a logical address for the data within the high priority
partition (e.g., LBAS less than or equal to X). Standard prior
ity data may be provided to file system 422, which may be
configured to identify a logical address for the data within the
standard priority partition (e.g., LBAS greater than X). This
way, file systems 422 and 424 may each operate using a Subset
of the entire logical address space available to union file
system 420.
0055. In some embodiments, union file system 420 may
assign data (e.g., user data) a high priority by default. This
approach may be used when, for example, application 410 is
not configured to specify a priority or when application 410
provides no priority information to union file system 420
unless standard priority is expressly requested. In these
embodiments, union file system 420 may direct write requests
from application 410 to high priority file system 422 for
handling. When the priority of the user data is lowered (e.g.,
when the user backs up the user data elsewhere or queues an
e-mail message for deletion, etc.), union file system 422 may
re-allocate control of the user data from high priority file
system 422 to standard priority file system 424. For example,
union file system 420 may direct high priority file system 424
to read the user data using its originally-assigned logical
address and may direct standard priority file system 424 to
re-write the user data using a newly assigned logical address.
Because write requests from application 410 may initially be
directed to high priority file system 422, high priority file
system 422 may sometimes be referred to as the “read/write'
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or “R/W file system of union file system 420, and standard
priority file system 424 may sometimes be referred to as the
“read only' or “RO file system of union file system 440.
0056 Returning to FIG. 2, file system 220 (which may be
a union file system such as union file system 420 of FIG. 2)
may provide access requests to NVM driver 230, such as read
or write requests. The access requests can include the logical
address identified by file system 220. NVM driver 230 can
include translation layer 232. Such as a flash translation layer
(“FTL'). Translation layer 432 can performany suitable tech
nology-specific or vendor-specific functions for a non-vola
tile memory, such as any functions typical of a flash transla
tion layer. For example, translation layer 432 can perform
wear leveling, garbage collection, and can handle the access
requests from file system 220 (e.g., by processing any data
provided for storage or generating any necessary metadata
used to manage storage of the data).
0057 NVM driver 230 can determine or assign the priority
of data to be stored. In some embodiments, the priority may
have been assigned by a higher-level module, and NVM
driver 230 may determine the pre-assigned priority based on
an associated logical address, for example. In other embodi
ments, NVM driver 230 may assign the priority of data to be
stored. For example, NVM driver 230 may assign a priority
based on which module (e.g., file system 220) that the data
was received from. As another example, NVM driver 230
may assign a priority based on whether the data is user data
received from file system 220 or metadata generated by NVM
driver 230 (e.g., an index table mapping logical addresses to
physical addresses, etc.). In these latter embodiments, NVM
driver 230 may assign metadata a high priority and user data
a standard priority. Alternatively, NVM driver 230 can assign
metadata a high priority and user data a priority based on its
logical address.
0058. In some embodiments, NVM driver 230 may pro
cess and store data (e.g., user data) based on priority. NVM
driver 230 may select an error correcting code to apply to the
databased on the data's priority. For example, NVM driver
230 may employ ECC engine 150 (FIG. 1) on the data respon
sive to determining that the data has high priority and may
employ ECC engine 140 (FIG. 1) responsive to determining
that the data has standard priority. Because ECC engine 150
may have a higher correcting capability than ECC engine 140,
NVM driver 230 may protect higher priority data more than
lower priority data.
0059. To store the encoded data in a non-volatile memory,
NVM driver 230 (e.g., via translation layer 232) can map a
logical address received from file system 220 to a physical
address. The physical address may correspond to a memory
location of the non-volatile memory (e.g., page, block, Super
block, and/or plane, etc.) that may be accessed to fulfill the
access request. In some embodiments, NVM driver 230 may
select any available memory location (e.g., erased block) for
storing data to fulfill a write request regardless of the priority
assigned to the data. That is, while the range of usable logical
addresses for a piece of data may be restricted by file system
220 based on the priority of the data, NVM driver 230 may not
apply any such limitations based on priority. Thus, in some
operating scenarios employing such logical partitioning tech
niques, a non-volatile memory may have blocks storing data
encoded using a first ECC interspersed with blocks storing
data encoded using a second ECC.
0060. In other embodiments, memory system 100 (FIG. 1)
may employ physical data partitioning instead of or in addi
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tion to logical data partitioning. In these embodiments, NVM
driver 230 may allocate physical addresses to data being
stored based on the priority of the data. For example, NVM
driver 230 may identify a physical address within a first
predetermined range when the data is assigned a high priority
and may identify a physical address within a second prede
termined range when the data is assigned a standard priority.
0061 Responsive to a write request, NVM driver 230 may
direct a non-volatile memory (e.g., NVM package 120 of
FIG. 1, such as via NVM controller 122) to program pro
cessed data (e.g., encoded data) into the memory location
specified by the identified physical address. NVM driver 230
may also store an identifier in the non-volatile memory with
the processed data so that NVM driver 230 can properly
interpret the processed data on a Subsequent read operation.
For example, if any given memory location may include data
encoded using either a first ECC or a second ECC, it may
initially be unclear whether to decode the stored data using
the first ECC or the second ECC. Thus, in some embodi
ments, the identifier stored with the data can indicate the

priority of the data, and therefore which ECC to use when
decoding the data.
0062. In some embodiments, the identifier may be a code
word in the codeword space of a default ECC, such as in the
codeword space of the highest strength ECC used by the
memory system (e.g., employed by ECC engine 150). That is,
even if the data being identified uses a lower-strength ECC,
the identifier may still be a codeword associated with the
default, higher-strength ECC. This way, because NVM driver
230 can use the same ECC to decode each identifier (thereby
correcting any errors contained therein), NVM driver 230
does not initially need any ECC information when reading the
non-volatile memory.
0063 NVM driver 230 can store an identifier at any suit
able memory location relative to the memory location in
which associated data is stored. In some embodiments, NVM

driver 230 may store one or more identifiers in a portion of a
block to indicate which ECC was applied to the data stored in
the remaining portions of the block. For example, one or more
identifiers can be stored in the first page or set of pages in a
block, Such as in the first one, two, three, four, or five pages of
64 total pages. This way, responsive to a read request, NVM
driver 230 can read the first page (or the second or subsequent
page if too many errors are present in the first page) to deter
mine which ECC was applied to the pages in the block storing
data. NVM driver 230 may then read the data from the appro
priate memory location in the block, and NVM driver 230 can
decode the data using the ECC identified by the identifier.
0064. While identifiers have been described above as
being used to specify an ECC, it should be understood that
identifiers can be used to indicate other features or processing
techniques applied to stored data, Such as any other format
ting or usage applied to the stored data.
0065 Referring now to FIGS. 5-7, flowcharts of illustra
tive processes are shown in accordance with various embodi
ments of the invention. These processes may be executed by
one or more components in a memory system (e.g., memory
system 100 of FIG. 1) to manage the information stored in a
non-volatile memory (e.g., NVM dies 124A-124N of FIG.1),
such as NAND flash memory. It should be understood that
these processes are merely illustrative. Any of the steps may
be removed, modified, or combined, and any additional steps
may be added, without departing from the scope of the inven
tion. For example, the processes may be described interms of

handing storage of user data, although it should be understood
that the processes may be used instead to handle storage of
any other types of data (e.g., boot data, metadata generated by
a non-volatile memory driver, etc.).
0066 Turning first to FIG. 5, a flowchart of process 500 is
shown for partitioning user data for storage in a non-volatile
memory. The user data may be partitioned based on the pri
ority of the user data. In some embodiments, the steps of
process 500 may be performed by a file system, and in par
ticular a union file system as described above in connection
with FIG. 4.

0067 Process 500 may begin at step 502. At step 504, user
data may be received for storage in the non-volatile memory,
Such as from an application. The user data may be received as
part of a write request from the application. At step 506, a
logical address may be identified using a read/write file sys
tem of a union file system. The read/write file system may be
able to select any suitable unused logical address from within
a subset of all logical addresses available for use by the union
file system, such as within a predetermined range of the
logical addresses allocated to a high priority partition.
0068. Then, at step 508, a request may be issued to store
the user data at the identified logical address. The request may
be made to a non-volatile memory driver, which can carry out
any appropriate operations to access the non-volatile
memory. One example of how a NVM driver may carry out a
write request will be described below in connection with FIG.
6. In other embodiments, instead of automatically providing
the user data to the read/write file system, the user data may be
selectively provided to the read/write file system or a read
only file system based on whether the application specified
the data to be high or standard priority (e.g., via an iotcl or
other flag).
0069. After step 508, in some scenarios, the user data may
be stored in the non-volatile memory of the memory system,
but may not yet be backed up or synced to a second source.
This may occur, for example, when a user of a portable
electronic device downloads media (e.g., music, videos, etc.)
from a server using an over-the-air connection but has yet to
sync the downloads to a desktop computer. Because the user
data may not be backed up, the user data can be assigned a
high priority and stored in the high priority partition, as dis
cussed above in connection with step 506. At step 510, a
determination can be made as to whether backup of the user
data has been requested.
0070 The determination can involve determining whether
the application has started a syncing process with a desktop
computer, for example. Once a back up process has been
initiated, process 500 can continue to step 512.
0071. At step 512, any operations necessary to backup the
user data to another source may be performed. For example,
a union file system (e.g., via its read/write file system) may
performany necessary read operations in order to provide an
application with the user data to back up elsewhere. The file
system may, in some embodiments, be notified by a sync
agent that a backup operation is in process. Once the user data
has been backed up, the priority assigned to the user data may
be lowered to standard priority and stored as such (e.g., using
a read only file system to store the user data in a standard
priority partition). The priority may be lowered by the file
system or by the device's sync agent. FIG. 5 illustrates two
options for moving the user data stored in the high priority
partition to the standard priority partition.
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0072. As a first option, instead of immediately moving the
user data once its priority is lowered, the user data may be
marked for movement to the standard priority partition at Step
514 (i.e., to a read only address space of the union file sys
tem). Then, at step 516, a determination may be made as to
whether to begin moving the user data to the standard priority
partition. This determination may be based on any Suitable
criteria, Such as based on whether the amount of space in the
high priority partition has dropped to below a predetermined
threshold. Thus, the user data may not be moved until a
particular condition is detected. The user data may not be
moved until it becomes necessary to do so or until processing
resources are sufficiently free to perform the moving. This
can be advantageous in Some scenarios to prevent the file
system from disturbing or delaying other activities or from
having to perform excessive non-volatile memory access
operations.
0073. Once the user data is ready to be moved, as deter
mined at step 516, process 500 can continue to step 518. At
step 518, the user data may be provided from the read/write
file system to the read only file system of the union file
system. Thus, the user data may be provided from the file
system responsible for storing high priority data to the file
system responsible for storing standard priority data. At step
520, a new logical address may be identified using the read
only file system. The new logical address may be within the
address space assigned to the standard priority partition,
which may be a subset of the entire address space available to
the union file system. Then, at step 522, a request to store the
user data at the new logical address may be issued. Such as to
a non-volatile memory driver. Process 500 may then move to
step 524 and end.
0074 Returning to step 512, in some embodiments,
instead of continuing from step 512 to step 514, process 500
can move to step 518 as a second option. In these embodi
ments, the union file system may not mark the user data to be
moved at Some later time, and may instead begin moving the
user data to the standard priority partition.
0075. User data stored according to the steps of process
500 may be read from the non-volatile memory at any suitable
time. Such as in response to a read request from an applica
tion. In response to Such a request, a union file system may
determine whether the user data was previously stored using
the read/write file system or read only file system (e.g., by
examining the logical address associated with the user data).
The union file system may then direct the appropriate file
system to initiate the read request with a NVM driver, for
example.
0076 Turning now to FIG. 6, a flowchart of illustrative
process 600 is shown for storing user data in a non-volatile
memory based on the user data's priority. In some embodi
ments, some or all of the steps in process 600 may represent
instructions of a memory driver executed by a host processor
(e.g., NVM driver 112 (FIG. 1)), or instructions executed by
a NVM controller implemented in a NVM package (e.g.,
NVM controller 122 (FIG. 1)).
0077. Process 600 may begin at step 602. At step 604, one
or more requests to write user data may be received. In some
embodiments, the write request may be received from a file
system executing the steps of process 500 of FIG. 5. Then, at
step 606, the priority of the user data may be determined. For
example, a NVM driver may examine the logical address
received with the user data to determine whether the logical
address falls within a first predetermined range or a second
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predetermined range (e.g., by comparing the logical address
to Some value between the first and second ranges). If, at Step
608, the user data is determined to be high priority data,
process 600 may continue to step 610. At step 610, the user
data may be encoded using a higher-strength error correcting
code, such as by employing ECC engine 150 (FIG. 1) instead
of ECC engine 140 (FIG. 1).
0078 If, at step 608, the user data is determined instead to
be standard priority data, process 600 may move to step 612
and the user data may be encoded using a lower-strength error
correcting code. For example, the NVM driver may encode
the user data using ECC engine 140 (FIG. 1) instead of ECC
engine 150 (FIG. 1). Thus, the amount of protection against
error-causing phenomena applied to the user data may be
based on its priority. In addition to or instead of changing the
encoding scheme based on the user data's priority, any other
Suitable processing may be performed on the user databased
on priority.
0079 Continuing to step 614, a physical block of the non
volatile memory may be identified in which to store the
encoded user data. Step 614 may involve, for example, map
ping a logical address received from a file system to a physical
address corresponding to a physical memory location (e.g.,
block, page, etc.). Then, at step 616, an identifier may be
selected that indicates the priority of the user data, and there
fore which error correcting code was applied to the user data.
For example, the NVM driver can select between two identi
fiers: one that is used to indicate the higher-strength ECC and
one that is used to indicate the lower-strength ECC. Both
identifiers may also be codewords in the same codeword
space. In some embodiments, for example, both identifiers
may be codewords in the codeword space of the higher
strength ECC.
0080. At step 618, the identifier may be programmed one
or more times in a portion of the block identified at step 614.
In some embodiments, the identifier may be programmed into
one page or a set of pages in the identified physical block (e.g.,
one identifier per page for multiple pages, where each iden
tifier may be identical, redundant copies). The remaining
pages of the physical portion may be used to store data (e.g.,
user data) that may be encoded using the errorcorrecting code
specified by the identifier. At step 620, the encoded data may
be programmed into the identified physical block. Process
600 may then end at step 622.
I0081 Referring now to FIG. 7, a flowchart of illustrative
process 700 is shown for reading stored user data from a
non-volatile memory based on the priority of the user data.
For example, process 700 may be executed to read user data
stored in accordance with the steps of process 600 of FIG. 6,
Such as during a garbage collection, wear leveling, or read
request operation. In some embodiments, some or all of the
steps in process 600 may represent instructions of a NVM
driver executed by a host processor (e.g., NVM driver 112
(FIG. 1)), or instructions executed by a NVM controller
implemented in a NVM package (e.g., NVM controller 122
(FIG. 1)).
I0082 Process 700 may begin at step 702. Then, at step
704, a memory location to be read may be identified. The
memory location may include one or more blocks and/or one
or more pages within the identified blocks of the non-volatile
memory. At step 706, a portion of an identified block may be
read, such as a first page of the identified block. This portion
may be used to store an identifier that specifies the priority of
the data, which in turn indicates the strength of the error

May 23, 2013

US 2013/O 132653 A1

correcting code applied to the data stored in remaining por
tions of the identified block. In some embodiments, the por
tion of the identified block may be cached in main memory of
the host device. Thus, reading the portion may involve read
ing a cached version of the portion of the identified block.
I0083) To interpret the identifier, the identifier may be
decoded at step 708 to correct or detect any errors present in
the identifier. The identifier may be encoded using a default
error correcting code. Thus, regardless of what strength of
encoding is used on the remaining data stored in the identified
block, the NVM driver may apply the default ECC to the
portion read at step 706.
0084. In some operating scenarios, decoding at step 708
may reveal that there are errors present in the identifier that
can be detected but not corrected. If, at step 710, it is deter
mined that there are uncorrectable errors present in the iden
tifier, process 700 may return to step 706 so that another
portion storing the identifier (e.g., a second page) of the
identified block may be read. Thus, by storing the identifier
multiple times in a block, the identifier may be successfully
read from the non-volatile memory even if multiple read
attempts are needed. If, at step 710, it is determined that any
errors present in a current identifier can be and have been
corrected, process 700 may continue to step 712.
I0085. At step 712, the priority of the identified block may
be determined based on the current identifier. Then, at step
714, the user data may be read from the non-volatile memory,
Such as from one or more pages in the identified block (i.e.,
from the same block that stores the current identifier). If, at
step 716, the identifier indicates that the user data is high
priority data, process 700 may move to step 718, and the user
data may be decoded using the higher-strength ECC (e.g., by
employing ECC engine 150 of FIG. 1). If, at step 716, the
identifier instead indicates that the user data is standard pri
ority data, process 700 may move to step 720, and the user
data may be decoded using the lower-strength ECC (e.g., by
employing ECC engine 140 of FIG. 1). Thus, after perform
ing step 718 or 720, errors present in the user data read from
the non-volatile memory may be corrected (if possible). The
user data may then be provided to any module that requested
it (e.g., the file system) at step 722 or used by a NVM driver
for any Suitable purpose (e.g., to perform garbage collection
or wear leveling). Process 700 may then end at step 724.
0.086 The described embodiments of the invention are
presented for the purpose of illustration and not of limitation.
What is claimed is:

1. A method of storing user data in a non-volatile memory
using an electronic system, the method comprising:
determining a recoverability of user data obtained from an
application;
assigning a priority to the user databased on the recover
ability; and
partitioning the user data for storage in the non-volatile
memory based on the assigned priority.
2. The method of claim 1, wherein the assigning comprises:
determining whether the user data is backed up to another
Storage System;

assigning the user data a high priority responsive to deter
mining that the user data is not backed up to another
storage system; and
assigning the user data a low priority responsive to deter
mining that the user data is backed up to another storage
system.

3. The method of claim 1, wherein the assigning comprises:
assigning the user data a standard priority when the user
data comprises a software program that is non-critical to
the operation of the electronic system; and
assigning the user data a high priority when the user data
comprises information generated by the Software pro
gram.

4. The method of claim 1, wherein the assigning comprises:
determining that the user data is downloadable from a
server; and

assigning the user data a high priority responsive to the
determining.
5. The method of claim 1, wherein the partitioning com
prises logical partitioning.
6. The method of claim 1, wherein the partitioning com
prises physical partitioning.
7. A memory system comprising:
a user interface;

a non-volatile memory; and
a processor for storing data in the non-volatile memory,
wherein the processor is configured to:
receive, from the user interface, a user indication of a

priority of the data; and
direct the non-volatile memory to store the databased on
the priority.
8. The memory system of claim 7, wherein the processor is
further configured to prompt a user for the user indication of
the priority.
9. The memory system of claim 7, wherein the processor is
further configured to indirectly receive the user indication of
the priority.
10. The memory system of claim 9, wherein the processor
is further configured to:
receive a user rating of the data; and
interpret the user rating of the data as an indirect user
indication of the priority of the data.
11. The memory system of claim 9, wherein the processor
is further configured to:
receive a user request to mark the data for deletion; and
interpret the user request as an indirect user indication to
lower the priority of the data.
12. The memory system of claim 7, wherein the processor
is further configured to encode the databased on the priority
of the data.

13. The memory system of claim 7, further comprising a
non-volatile memory controller coupled to the non-volatile
memory, wherein the processor is further configured to direct
the non-volatile memory controller to encode the databased
on the priority of the data.
14. The memory system of claim 7, wherein the non
Volatile memory comprises flash memory.
15. A memory system, comprising:
a non-volatile memory; and
a host processor for storing data in the non-volatile
memory, wherein the host processor is configured with a
file system and a memory driver, and wherein the file
system is configured to:
determine a priority associated with the data;
identify, based on the priority, a logical address at which
to store the data; and

provide a write request to the memory driver to program
the data in the non-volatile memory, wherein the write
request includes the logical address.
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16. The memory system of claim 15, wherein the file sys
tem is further configured to associate the data with a high
priority by default.
17. The memory system of claim 15, wherein the host
processor is further configured to execute an application, and
wherein the file system is further configured to:
receive, from the application, an indication of the priority
associated with the data; and

make the determination of the priority based on the indi
cation.

18. The memory system of claim 15, wherein the file sys
tem is configured to determine the logical address by:
identifying a logical address within a first predetermined
range of logical addresses when the data is determined to
be associated with a high priority; and
identifying a logical address within a second predeter
mined range of logical addresses when the data is deter
mined to be associated with a standard priority, wherein
the first and second predetermined ranges are non-over
lapping.
19. The memory system of claim 15, wherein the non
volatile memory comprises NAND flash memory.
20. A method of storing data in a non-volatile memory
using an electronic system, the method comprising:
assigning the data a high priority;
storing the data in the non-volatile memory based on the
assigned high priority;
determining when the data has been backed up to another
Storage System;

assigning the data a standard priority Subsequent to the
determination; and

programming the data in the non-volatile memory based on
the assigned standard priority.
21. The method of claim 20, further comprising:
identifying a first logical address within a first predeter
mined range of logical addresses responsive to assigning
the data the high priority, wherein the storing is per
formed based on the first logical address; and
identifying a second logical address within a second pre
determined range of logical addresses responsive to
assigning the data the standard priority, wherein the
programming is performed based on the second logical
address.

22. The method of claim 21, further comprising, in
response to determining that the data has been backed up to
another storage system:
reading the data from the non-volatile memory using the
first logical address; and
associating the second logical address with the data read
from the non-volatile memory.
23. The method of claim 20, further comprising:
in response to determining that the data has been backed up
to another storage system, marking the data to be moved
in the non-volatile memory; and
waiting until a condition is detected to perform the pro
gramming of the marked data.
24. An electronic system comprising:
a non-volatile memory; and
a processor configured to execute a plurality of modules to
store user data in the non-volatile memory, the plurality
of modules comprising:
a union file system comprising a first file system and a
second file system, wherein the union file system
provides the user data to the first file system to indi

cate that the user data has a higher priority or to a
second file system to indicate that the user data has a
lower priority; and
a memory driver for receiving write requests from the
union file system and directing the non-volatile
memory to store the user data.
25. The electronic system of claim 24, wherein
the first file system is configured to identify logical
addresses within a first predetermined range; and
the second file system is configured to identify logical
addresses within a second predetermined range, wherein
the first and second predetermined ranges do not over
lap.
26. The electronic system of claim 24, wherein plurality of
modules further comprises an application for:
assigning the user data to one of the higher priority and the
lower priority; and
providing, to the file system, the user data and a request to
store the user data.

27. The electronic system of claim 26, wherein the first file
system comprises a read/write file system, and wherein the
user data is provided from the application to the first file
system by default.
28. The electronic system of claim 24, wherein the second
file system comprises a read only file system, and wherein the
user data is provided from the first file system to the second
file system responsive to backing up the user data on another
storage medium.
29. The electronic system of claim 24, wherein the at least
one non-volatile memory device comprises flash memory.
30.-41. (canceled)
42. A method of reading data from a non-volatile memory,
the method comprising:
identifying a block of the non-volatile memory to access;
reading a first portion of the block to access a first identi
fier;

selecting an error correcting code based on the first iden
tifier;

reading a second portion of the block to access data; and
decoding the data using the selected error correcting code.
43. The method of claim 42, wherein

the first portion of the block is cached in a main memory,
and wherein the reading the first portion comprises read
ing a cached version of the first portion from the main
memory.

44. The method of claim 42, further comprising:
decoding the first identifier using a default error correcting
code.

45. The method of claim 43, further comprising:
determining, based on the decoding, whether errors present
in the first identifier are correctable;

responsive to determining that the errors are not correct
able, reading a third portion of the block for a second
identifier; and

decoding the second identifier using the default error cor
recting code.
46. The method of claim 43, wherein the selecting com
prises choosing between a first error correcting code and a
second error correcting code having different correcting
capabilities, and wherein the default error correcting code
corresponds to one of the first error correcting code and the
second error correcting code.

US 2013/O 132653 A1

May 23, 2013
11

47. The method of claim 42, wherein:

the non-volatile memory comprises flash memory;
the identified block comprises a plurality of pages; and
the reading the first portion comprises reading at least one
of the pages of the identified block.
k

k

k

k

k

