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(57) ABSTRACT 

A method and apparatus is provided for delivering a content 
file to a client over a packet-switched network. The method 
begins by determining a suitable throughput required to 
deliver the content file to the client. Next, the throughput 
available in a peer-to-peer network for delivering the content 
file to the client is determined. The required throughput is 
compared to the available throughput. If the available 
throughput is less than the required throughput, the available 
throughput is Supplemented with additional throughput. The 
content is then delivered to the client over the packet 
switched network using the available throughput of the peer 
to-peer network and the additional throughput. 
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METHOD AND APPARATUS FOR 
TRANSFERRING FILES TO CLIENTS USING 
A PEER-TO-PEER FILE TRANSFER MODEL 
AND ACLIENT SERVERTRANSFER MODEL 

STATEMENT OF RELATED APPLICATIONS 

0001. This application is a continuation application of 
U.S. patent application Ser. No. 13/084,039, filed Apr. 11, 
2011, entitled “Method and Apparatus for Transferring Files 
to Clients. Using a Peer-to-Peer File Transfer Model and a 
Client-Server Transfer Model” which claims priority from 
U.S. patent application Ser. No. 1 1/726,956, filed Mar. 23, 
2007, now U.S. Pat. No. 7,945,689, entitled “Method and 
Apparatus for Transferring Files to Clients. Using a Peer-to 
Peer File Transfer Model and a Client-Server Transfer 
Model. 
0002 Each of the above referenced applications is hereby 
incorporated by reference in its entirety. 

FIELD OF THE INVENTION 

0003. The present invention relates generally to tech 
niques for delivering content to one or more clients over a 
packet-switched network Such as the Internet, and more par 
ticularly to a method and apparatus using peer-to-peer net 
works and content delivery network (CDNs) to deliver con 
tent to clients. 

BACKGROUND OF THE INVENTION 

0004. The providers of popular, large digital files, such as 
software, music or video files, must keep pace with the ever 
increasing bandwidth demands for delivering Such files. As 
the popularity of a file increases, a larger number of users 
request the file and more bandwidth is required to deliver the 
file. With conventional Hypertext Transfer Protocol (HTTP) 
file delivery techniques, for example, the bandwidth require 
ments increase linearly with the number of requesting users, 
and quickly becomes prohibitively expensive. 
0005 Accordingly, there is a continuing need to improve 
the delivery of content to users over communications net 
works Such as the Internet. 

SUMMARY OF THE INVENTION 

0006. In accordance with the present invention, a method 
and apparatus is provided for delivering a content file to a 
client over a packet-switched network. The method begins by 
determining a suitable throughput required to deliver the con 
tent file to the client. Next, the throughput available in a 
peer-to-peer network for delivering the content file to the 
client is determined. The required throughput is compared to 
the available throughput. If the available throughput is less 
than the required throughput, the available throughput is 
Supplemented with additional throughput. The content is then 
delivered to the client over the packet-switched network using 
the available throughput of the peer-to-peer network and the 
additional throughput. 
0007. In accordance with one aspect of the invention, the 
additional throughput may be provided by a backup server 
that is employed as a peer in the peer-to-peer network on an 
as-needed basis. 

0008. In accordance with another aspect of the invention, 
the additional throughput may be provided by a content deliv 
ery network. 
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0009. In accordance with another aspect of the invention, 
delivery of the content to the client may further include deliv 
ering one portion of the content file over the peer-to-peer 
network and a remaining portion of the content file over the 
content delivery network. 
0010. In accordance with another aspect of the invention, 
the peer-to-peer network may operate in accordance with a 
file transfer protocol selected from the group consisting of 
BitTorrent, Kazaa, eDonkey, Gnutella, and Direct Connect. 
0011. In accordance with another aspect of the invention, 
the backup server may be configured to function as a seed 
client. 
0012. In accordance with another aspect of the invention, 
a determination is made of a delivery method to be employed 
in connection with the content file. 
0013. In accordance with another aspect of the invention, 
the delivery method is selected from the group consisting of a 
streaming media method or a file downloading method. 
0014. In accordance with another aspect of the invention, 
a method is provided for delivering a content file to a client 
over a packet switched-network. The method begins by deliv 
ering at least one portion of the content file over the packet 
Switched network using a peer-to-peer file transfer model. 
The method continues by delivering a remaining portion of 
the content file over the packet-switched network using a 
client-server file transfer model. 
0015. In accordance with another aspect of the invention, 
a method is provided for receiving a content file overa packet 
switched network. The method begins by receiving at least 
one portion of the content file over the packet-switched net 
work using a peer-to-peer file transfer model. The method 
continues by receiving a remaining portion of the content file 
over the packet-switched network using a client-server file 
transfer model. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0016 FIG. 1 shows a high level block diagram of one 
example of a peer-to-peer file sharing network 
0017 FIG. 2 depicts a high-level block diagram of one 
example of CDN network. 
0018 FIG. 3 shows a hybrid network that employs both 
peer-to-peer and content delivery models. 
0019 FIG. 4 is a flowchart showing one example of a 
process that may be employed to determine the best use of the 
resources of the hybrid network depicted in FIG. 3 to deliver 
a content file to a client. 
0020 FIG. 5 is a flowchart showing in greater detail the 
step in the flowchart of FIG. 4 in which the available through 
put of the peer-to-peer network is determined when aug 
mented by either a backup peer server or with the resources of 
a content delivery network. 

DETAILED DESCRIPTION 

0021. As described in more detail below, the present 
invention can employ both a client-server or content delivery 
network model and a peer-to-peer file transfer model to trans 
fer content files from a content originator to multiple clients. 
The content file may be include, without limitation, data, 
Video, audio, html pages and associated embedded objects, 
and any combinations thereof. In particular, the invention can 
dynamically choose which download model is most appro 
priate at any given time for any particular content file that a 
client wishes to download. Before describing various features 
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of the invention in greater detail, a description of both a 
peer-to-peer network and a content delivery network will be 
presented. For clarity of discussion, the two models with be 
discussed separately with reference to FIGS. 1 and 2. 
0022. The most common method by which files are trans 
ferred on the Internet is the client-server model. A central 
server sends the entire file to each client that requests it both 
http and ftp operate in this manner. The clients only commu 
nicate with the server and not with each other. The main 
advantage of the client-server model is its simplicity—a user 
logs onto a server and initiates the download process. Addi 
tionally, files are usually available for long periods of time as 
the servers tend to be dedicated to the task of serving, and are 
always on and connected to the Internet. Another important 
advantage of the client-server model is that the Quality of 
Service provided to the client, in terms of data throughput and 
latency, is largely controlled by the server and can be effec 
tively guaranteed. In this context, throughput refers to the 
amount of actual user data (i.e., payload) transmitted per unit 
time without the overhead of protocol information such as 
start and stop bits, TCP/IP overhead, HTTP headers, and the 
like. Throughput can vary with time and depends on a variety 
of factors such as bandwidth, latency (i.e., the minimum time 
needed to send the Smallest possible amount of data), payload 
size, packet size, networkload, the number of hops required, 
and so on. 

0023. However, the client-server model has significant 
problems with files that are large and/or very popular Such as 
newly released content. In particular, a great deal of band 
width and server resources must be dedicated to distributing 
each file, since the server must transmit the entire file to each 
client. As a result, the server is burdened with the entirety of 
the content delivery costs. Because of these problems content 
providers sometimes employ So-called content delivery ser 
vice providers (CDSPs) to efficiently deliver the content on 
their behalf. The CDSP operates a Content Delivery Network 
(CDN), which is a network of geographically distributed 
content delivery nodes that are arranged for efficient delivery 
of content on behalf of third party content providers. A 
request from a requesting end user for a given content file is 
directed to a “best” replica, where “best usually means that 
the item is served to the client quickly compared to the time it 
would take to fetch it from the content provider origin server. 
A content delivery network comprises a set of content deliv 
ery servers (CDSs) dispersed across the Internet, as well as a 
domain name server (DNS) infrastructure, which is used to 
route user requests to the nearest CDS. The DNS requests sent 
from the user browser need to be directed to the DNS of the 
CDSP. One technique is for the CDSP to “takeover the DNS 
functionality of the origin site so as to become the “authori 
tative DNS for the origin site. CDNs do not eliminate the 
problems inherent in the client-server model. Rather, they 
simply transfer the burden of downloading files from the 
originating content provider to a third party. 
0024. A number of techniques have been proposed for 
reducing the bandwidth demands of file delivery using a 
client-server model. For example, in a peer-to-peer content 
sharing model, sometimes referred to as "cooperative distri 
bution, one or more users that have previously downloaded a 
file can share the file with other users. A cooperative distri 
bution model allows a server to deliver large files in a reliable 
manner that scales with the number of requesting users. 
Among other benefits, cooperative distribution models 
exploit the underutilized upstream bandwidth of existing 
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users. Current Examples of peer-to-peer networks include 
systems such as BitTorrent, Kazaa, eDonkey, Gnutella, Direct 
Connect and the like. 
(0025. In the BitTorrent file distribution system, for 
example, content files are divided into blocks and users 
attempt to find peers that together contain all of the blocks. 
When multiple users are downloading the same file at the 
same time, the various users uploadblocks of the file to each 
other. In other words, a BitTorrent user trades blocks of a file 
that the user has with other required blocks that other users 
have until the complete file is obtained. The key philosophy of 
BitTorrent is that users should upload (transmit outbound) at 
the same time they are downloading (receiving inbound). In 
this manner, network bandwidth is utilized as efficiently as 
possible and the cost of uploading a file is redistributed to the 
users of the file and the cost of hosting a popular file is more 
affordable. BitTorrent is designed to work better as the num 
ber of people interested in a particular file increases, in con 
trast to other file transfer protocols where more users tend to 
bog the system down. 
0026 Peer-to-peer content sharing models can reduce the 
costs associated with delivering content to the client because 
they leverage the available upstream bandwidth of the clients. 
In this way the bandwidth costs that would otherwise be 
associated with a centralized download server are greatly 
reduced. Unfortunately, the Quality of Service provided to the 
client cannot be guaranteed because it is not under the com 
plete control of the content deliverer, but rather is highly 
dependent on the number of clients actively downloading the 
content and the uplink speeds of those clients. 
0027 Thus, the present inventor has recognized that nei 
ther the client server model, as represented by a content 
delivery network, for example, nor peer-to-peer models are 
completely satisfactory for the purpose of delivering content 
to clients. The methods, systems and techniques detailed 
below better utilize both file sharing techniques. 
0028 FIG. 1 shows a high level block diagram of one 
example of a peer-to-peer file sharing network in which indi 
vidual nodes communicate over a packet Switched network 
180 such as the Internet. Although the methods described 
herein are generally applicable to all Such networks Support 
ing file sharing by client peers, the BitTorrent network pro 
tocol is used in the following description for illustrative pur 
poses. However, the invention is equally applicable to other 
peer-to-peer networks, both decentralized and centralized, 
using any suitable protocol Such Gnutella, eDonkey, KaZaA, 
Gnutella, Direct Connect and the like. 
0029. In FIG. 1, one or more servers, such as servers 111 
and 112, serve as depositories of a file (TFILE) 124 that 
contains metadata concerning a content file that is to be 
shared among client nodes, such as clients 101-104. In the 
context of BitTorrent, the file 124 is often referred to as a 
torrent file 124. The torrent file 124 may contain information 
such as the URL of the tracker server (described below), 
suggested names for the individual blocks of the content file 
to be delivered, the block length used, and a hash code for 
each block, which clients can use to verify the integrity of the 
data they receive. Users of the clients 101-104 must first 
download the torrent file 124 before accessing the desired 
content file. The appropriate torrent file 124 may be located 
by the user in any conventional manner. For example, the user 
may already know the web addresses of one or more of the 
servers 111 and 112 so that they can contact them directly to 
download the torrent file124, or the user may be linked to the 
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torrent file 124 through a web page, or they may otherwise 
find the torrent file 124 by searching for it using an Internet 
Search engine. 
0030 Each of the clients 101-104 is configured with a 
client version of a file sharing program (CPRG) 130. The 
client program 130 is used to download and open the torrent 
file 124. The client program 130 displays for the user one or 
more tracker servers, such as tracker servers 141 and 142, 
which coordinate the action of all the clients or peers. The 
tracker server only manages connections and does not have 
any knowledge of the contents of the files being distributed, 
and therefore a large number of users can be supported with a 
relatively limited tracker bandwidth. The tracker server main 
tains lists of clients currently participating in the file sharing 
process for the desired content file. The user then selects one 
of the identified tracker servers to contact in order to procure 
a copy of the content file. The client program 130 then estab 
lishes communication with the selected tracker server. The 
tracker server sends the client program 130 a list of other 
peers currently downloading blocks of the content file that the 
clients 101-104 desire. 

0031. As an example, if users of clients 101 and 102 select 
tracker server 141, their respective client programs 130 con 
tact and communicate with the tracker program 150 of the 
tracker server 141. The tracker program 150 then sends a 
network list back to each of the connecting clients 101 and 
102. Included in the network list is contact information for at 
least one “seed client, such as client 104, which has a full 
copy of the content file that the clients 101 and 102 wish to 
procure, as well as contact information for clients such as 
clients 101 and 102 that have recently contacted the tracker 
server 141 regarding the content file. The client programs 130 
of clients 101 and 102 then use the information in the pro 
vided network list to establish peer-to-peer communications 
with the seed client 104 and with one another in order to 
download the content file. The client connects to those peers 
to obtain the various blocks of the content file. Such a group 
of peers connected to each other to share a torrent is often 
called a Swarm. If the Swarm contains only the initial seeder, 
the client connects directly to it and begins to request blocks. 
As peers enter the swarm, they begin to trade blocks with one 
another, instead of downloading directly from the seed. 
0032. Initially, the seed client 104 may be the only client in 
the peer-to-peer network that has any of the blocks available 
for delivery. When a block is successfully downloaded to one 
of the clients, however, the client program 130 of that client 
announces to other clients that it now has a blockavailable for 
downloading. As more clients join the peer-to-peer network 
along with the clients 101 and 102, this will further serve to 
speed up the distribution of the content file to all peer-to-peer 
network clients as they participate in the Swarm download. 
Eventually, all of the blocks of the content file may be avail 
able within the peer-to-peer network from peers other than the 
seed client 104. At that time, the seed client 104 may discon 
nect itself from the peer-to-peer network. 
0033. Before announcing the availability of an assembled 
block that has been downloaded, the client program 130 will 
generally first verify that the assembled block is good. It does 
this, for example, by calculating a hash value for the 
assembled block and comparing the calculated hash value 
against a known hash value provided, for example, in the 
Torrent file 124. If the two hash values match, then the block 
is determined to be good. In this case, the other peer-to-peer 
clients are notified by the client program 130 of the assembled 
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blocks availability for downloading. On the other hand, if the 
two hash values do not match, then the block is determined to 
be corrupted. In this case, the individual blocks for that 
assembled block are discarded and requested again from the 
same or different sources (i.e., other clients on the peer-to 
peer network). As clients successfully download all blocks of 
the content file, they may disconnect from the peer-to-peer 
network. At the same time, other clients may be joining the 
peer-to-peer network to download the content file from 
remaining peers in the peer-to-peer network. In order to be 
notified of Such newly joining clients, as well as to maintain 
its own contact information in the network list, it is useful for 
a client already participating in a Swarm download to peri 
odically re-connect to the tracker server and obtain an 
updated network list. 
0034 FIG. 2 depicts a high-level block diagram of one 
example of CDN network. In FIGS. 1 and 2, as well as the 
figures that follow, like elements denote are denoted by like 
reference numerals. The network 100 comprises clients 101 
104, as in FIG. 1, at least one content delivery network (CDN) 
170, which is operated by a content delivery service provider 
(CDSP), a packet switched network 180 (e.g., the Internet), 
and an originating content provider network 120. 
0035 Clients 101-104 are employed by users requesting 
content. The CDSP provides connectivity between clients 
101-104 and the content provider network 120 via the CDN 
170 and the packet-switched network 180. Although only one 
CDN 170 is illustratively shown in FIG. 1, one skilled in the 
art will appreciate that a plurality of CDNs 170 may be 
connected to the packet-switched network 180 to provide 
content to client computer devices. 
0036. The content provider network 120 comprises a plu 
rality of content (origin) servers 126, through 126 (collec 
tively content servers 126) and an originating domain name 
server (DNS) 128. In an instance where there are multiple 
content servers 126, as illustratively shown in FIG. 2, a router 
or switch 122 may be utilized to route information to and from 
the content server 126 associated with user requested content. 
0037. The content delivery network (CDN) 170 comprises 
a set of cache servers 110, through 110 (also referred to as 
“Content Delivery Servers' (CDSs), collectively CDSs 110) 
on the edge of the network 170, as well as a domain name 
server (DNS) infrastructure 108, which is used to route user 
requests to the nearest CDS 110. In operation, DNS requests 
sent from the clients 101-104 are directed to the DNS 108 of 
the CDSP 170. This may be accomplished, for example, by 
allowing the CDSP 170 to “takeover the DNS functionality 
of the originating content provider network 120 so as to 
become the “authoritative DNS for the originating site. 
0038 Content delivery service providers (CDSP) enable 
distribution of content from the originating sites (i.e., content 
servers 126) to the CDS servers 110 on the edge of the 
network 180, which in turn deliver content to the clients 
101-104. The distribution mechanism may be based both on 
push technologies such as multicasting the data to all the edge 
servers through terrestrial or satellite links or pull technolo 
gies such as those used by proxies. The goal is to decrease the 
latency of user access to the content files by delivering the 
files from a CDS edge server closest to the user. 
0039. As previously mentioned, peer-to-peer networks 
and content delivery networks both have their advantages and 
disadvantages. For instance, CDNS require a great deal of 
bandwidth and server resources since the server must transmit 
the entire file to each client. As a result, the server is burdened 
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with the entirety of the delivery costs of the content. CDNs, 
however, can best control the Quality of Service that is pro 
vided to the client. Peer-to-peer networks, on the other hand, 
reduce the burden placed on a centralized server by leverag 
ing the available upstream bandwidth of the clients, but with 
less control over the Quality of Service that is delivered to the 
client. 

0040. The present invention uses a combination of a con 
tent delivery network model and a peer-to-peer network 
model to transfer files from a content originator to multiple 
clients to overcome the aforementioned problems and limi 
tations. A number of questions should be answered to deter 
mine the optimal combination of the two network models to 
be used. In particular, it should first be determined how 
quickly the file needs to be sent to the client. It then needs to 
be determined how the data can be sent at the required speed 
with minimal cost. 
0041. In determining how quickly the file needs to be sent 
to the client a primary consideration is the type of medium 
that the client wishes to receive. For instance, if the content 
file is to be delivered in real-time (e.g., as a streaming media 
file) a higher throughput (e.g., bit rate) will be required than if 
the file is simply to be downloaded to the client. Once the 
required throughput is determined, it is compared to the 
throughput of the peer-to-peer network. If the throughput of 
the peer-to-peer network is sufficient, then this model is used 
to deliver the content file. On the other hand, if the throughput 
of the peer-to-peer network is insufficient, then the peer-to 
peer network may still be used to deliver the file by supple 
menting its throughput by other techniques. 
0042. One way to supplement or augment the throughput 
of a peer-to-peer network is to employ what may be referred 
to as a backup peer server. The backup peer server, which 
contains a copy of the content file to be delivered, can be used 
as an additional peer to increase the throughput of the Swarm. 
The backup peer server will be a seed client if it contains a 
complete copy of the content file to be delivered. The 
resources of the backup peer server need only be invoked 
when necessary to increase the throughput of the peer-to-peer 
network to deliver a particular content file. 
0043. Another way to supplement or augment the through 
put of the peer-to-peer network is by using a content delivery 
network to deliver portions of the content files to the client. 
For instance, a portion of a content file may be reserved for 
delivery by the content delivery network. The reserved por 
tion of the file may be some fraction (e.g., half) of the file or 
a certain number of blocks that would otherwise need to be 
delivered over the peer-to-peer network. 
0044 FIG. 3 shows the peer-to-peer and content delivery 
networks depicted in FIGS. 1 and 2, respectively, along with 
a state server 160that is used to coordinate the activities of the 
two networks. The state server 160 monitors the throughput 
requirements of the content file and the throughput capacity 
of the peer-to-peer networks and invokes the resources of the 
content delivery network as necessary to deliver the content 
file in accordance with the files throughput requirements. 
Also shown is a backup peer server 190 which can provide 
additional resources to the peer-to-peer network on an as 
needed basis. 
0045. The state server 160 will typically be continuously 
monitoring the networks depicted in FIG. 3. Since individual 
peer clients may join/drop at will, the available throughput in 
the network will be constantly changing. In fact, the through 
put of the various blocks of a file will in general differ from 
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block to block. For instance, if two peer clients have all the 
blocks of a given file (say blocks 1-10, for example) two other 
peer clients have blocks 1 and 2, and yet two different peer 
clients have blocks 3 and 5, blocks 1, 2, 3 and 4 will have the 
highest available (6xclient-speed), while pieces 5 to 10 will 
have lower througputs (2xclient-speed). This example 
assumes, of course, that the upload rates are the same for all 
the peer clients. For this reason the state server 160 should 
continuously monitor the throughput rates since they may 
dynamically vary in this manner. 
0046 FIG. 4 is a flowchart showing one example of a 
process that may be employed to determine the best use of 
network resources to deliver a content file to a client. The 
process begins in step 205 when the peer-to-peer network 
calculates the throughput requirements of a file that a client 
has requested for delivery. The calculation may be performed 
in accordance with any well-known technique by the tracker 
server or any other appropriate entity in the peer-to-peer 
network. The throughput requirement will in large part 
depend on whether the content is to be delivered in real-time 
or downloaded for subsequent use. Similarly, in step 210 the 
throughput of the peer-to-peer network is determined at the 
time the file is to be delivered. The throughput of the peer-to 
peer network will depend on a number of things, most notably 
the sum of the available uplink bandwidth of the individual 
clients in the Swarm. The required and available throughputs 
are compared at decision step 215. If the available throughput 
is about equal to or greater than the required throughput, then 
in step 220 the content file is downloaded using the peer-to 
peer network exclusively. On the other hand, if at decision 
step 215 it is determined that the available throughput of the 
peer-to-peer network is not sufficient to deliver the file, then 
the process continues at step 225 in which the available 
throughput of the peer-to-peer network is determined when 
augmented by either a backup peer server or with the 
resources of a content delivery network. In decision step 230 
the throughput of the augmented peer-to-peer network is 
compared to the required throughput. If the available 
throughput of the peer-to-peer network as augmented in this 
manner is sufficient, then the content file is delivered using 
the augmented peer-to-peer network in step 235. If the 
throughput of the augmented peer-to-peer network is still not 
sufficient to deliver the content file, then in step 240 the 
content delivery network is exclusively used to deliver the 
file. 

0047 FIG. 5 is a flowchart showing in greater detail step 
225 of FIG. 4, in which the available throughput of the peer 
to-peer network is determined when augmented by either a 
backup peer server or with the resources of a content delivery 
network. In step 305 the available throughput of the peer-to 
peer network is calculated when augmented with a backup 
peer server. The required and available throughputs are com 
pared at decision step 310. If the available throughput is about 
equal to or greater than the required throughput, then in step 
315 the content file is downloaded using the peer-to-peer 
network augmented with the backup peer server. On the other 
hand, ifat decision step 310 it is determined that the available 
throughput of the peer-to-peer network augmented with the 
backup peer server is not sufficient to deliver the file, then the 
process continues at step 320 in which the available through 
put of the peer-to-peer network is determined when aug 
mented by with the resources of a content delivery network. 
0048. The content file to be delivered to clients in accor 
dance with the techniques described above may be any type of 
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file to be downloaded, streamed, or delivered over a commu 
nications network by any other means. Such files may 
include, without limitation, application programs and other 
executable files, data files, audio, video and multimedia files, 
operating system components, drivers, updates and the like. 
For example, in some embodiments the files that are down 
loaded may be software products associated with consumer 
electronic devices (e.g., personal computers, personal digital 
assistants (PDAs), video cameras, digital cameras, MP3 play 
ers), which software products are made available by the 
manufacturer or vendor of the consumer electronic devices. 
0049. The files or software products to be delivered to the 
client in Some cases may be delivered in accordance with an 
associated service. For example, the client may contact a web 
site that provides a customer of a consumer electronic device 
with product updates, service updates, warranty information 
or otherwise manages a Suite of services available to the 
customer. In another example, the files to be delivered may be 
content files (e.g., video) that a client uploads to a central 
server to be synchronized with other consumer electronic 
devices, stored and/or shared with other clients. Such content 
files may be delivered to other clients or consumer electronic 
devices in accordance with the techniques described herein. 
The service may also provide ancillary services to the cus 
tomer, Such as allowing the customer to register multiple 
consumer electronic devices, perform service authentication 
for each device and manage each of the devices. The con 
Sumer may also use the service to create a profile for manag 
ing the devices and synchronize content between and among 
them using the techniques described herein. 

1. A method for delivering a content file to a client over a 
packet Switched-network, comprising: 

in a server: 
determining a first throughput required to deliver said 

content file to said client and a second throughput 
available in a peer-to-peer network for delivering said 
content file to said client; 

Supplementing said second throughput available in said 
peer-to-peer network with a third throughput pro 
vided by a content delivery network, when said sec 
ond throughput available in said peer-to-peer network 
is less than said first throughput required to deliver 
said content file to said client; and 

delivering said content file to said client over said 
packet-switched network using a combination of said 
second throughput available in said peer-to-peer net 
work and said third throughput provided by said con 
tent delivery network. 

2. The method of claim 1, further comprising Supplement 
ing said second throughput available in said peer-to-peer 
network with a fourth throughput provided by a backup peer 
server employed as a peer in said peer-to-peer network on an 
as-needed basis. 

3. The method of claim 2, wherein said backup peer server 
is configured to function as a seed client. 

4. The method of claim 1, further comprising determining 
said first throughput required to deliver said content file based 
on a delivery method to be employed for delivering said 
content file to said client. 

5. The method of claim 4, wherein said delivery method to 
be employed for delivering said content file to said client 
comprises one of a streaming media method or a file down 
loading method. 
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6. The method of claim 1, further comprising delivering a 
first portion of said content file over said peer-to-peer network 
and a second portion of said content file over said content 
delivery network. 

7. The method of claim 1, wherein said peer-to-peer net 
work operates based on a file transfer protocol, wherein said 
file transfer protocol comprises one of BitTorrent, Kazaa, 
eDonkey, Gnutella, and Direct Connect. 

8. A method for delivering a content file to a client over a 
packet-switched network, comprising: 

in a server: 
determining a first throughput required to deliver said 

content file to said client and a second throughput 
available in a peer-to-peer network for delivering said 
content file to said client; 

Supplementing said second throughput available in said 
peer-to-peer network with a third throughput pro 
vided by a backup peer server, when said second 
throughput available in said peer-to-peer network is 
less than said first throughput required to deliver said 
content file to said client; 

Supplementing said second throughput available in said 
peer-to-peer network with a fourth throughput pro 
vided by a content delivery network, when a combi 
nation of said second throughput available in said 
peer-to-peer network and said third throughput pro 
vided by said backup peer server is less than said first 
throughput required to deliver said content file to said 
client; and 

delivering said content file to said client over said 
packet-switched network using a combination of said 
second throughput available in said peer-to-peer net 
work, said third throughput provided by said backup 
peer server, and said fourth throughput provided by 
said content delivery network. 

9. The method of claim 8, wherein said content delivery 
network employs a client-server protocol and is configured 
such that a central server delivers said content file to each 
client that requests said content file, wherein said client is 
configured to only communicate with said central server. 

10. The method of claim 8, further comprising delivering a 
first portion of said content file over said peer-to-peer net 
work, a second portion of said content file over said backup 
peer server, and a remaining portion of said content file over 
said content delivery network. 

11. The method of claim 8, wherein said peer-to-peer net 
work operates based on a file transfer protocol, wherein said 
file transfer protocol comprises one of BitTorrent, Kazaa, 
eDonkey, Gnutella, and Direct Connect. 

12. The method of claim8, wherein saidbackup peer server 
is configured to function as a seed client. 

13. The method of claim8, further comprising determining 
said first throughput based on a delivery method to be 
employed for delivering said content file to said client. 

14. The method of claim 13, wherein said delivery method 
comprises one of a streaming media method or a file down 
loading method. 

15. The method of claim 8, further comprising monitoring 
said first throughput required to deliver said content file to 
said client, said second throughput available in said peer-to 
peer network, said third throughput provided by said backup 
peer server, and said fourth throughput provided by said con 
tent delivery network. 
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16. A method for receiving a content file over a packet 
Switched network, comprising: 

in a client communicably coupled to a server: 
receiving said content file from said server over said 

packet-switched network using a first throughput 
available in said peer-to-peer network when said first 
throughput available in said peer-to-peer network is at 
least equal to or more than a second throughput 
required to deliver said content file to said client; and 

receiving said content file from said server over said 
packet-switched network using said first throughput 
available in said peer-to-peer network Supplemented 
with a third throughput when said first throughput 
available in said peer-to-peer network is less than said 
second throughput required to deliver said content file 
to said client, wherein said third throughput is pro 
vided by a content delivery network. 

17. The method of claim 16, further comprising: 
receiving a first portion of said content file from said server 

using said peer-to-peer network; and 
receiving a remaining portion of said content file from said 

server using said content delivery network. 
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18. The method of claim 16, further comprising receiving 
said content file from said server over said packet-switched 
network using said first throughput available in said peer-to 
peer network further supplemented with a fourth throughput 
when said first throughput supplemented with said third 
throughput is less than said second throughput required to 
deliver said content file to said client, wherein said fourth 
throughput is provided by a backup peer server. 

19. The method of claim 18, further comprising: 
receiving a first portion of said content file from said server 

using said peer-to-peer network; 
receiving a second portion of said content file from said 

server using said content delivery network; and 
receiving a remaining portion of said content file from said 

server using said backup peer server. 
20. The method of claim 16, wherein said content file 

comprises one or more of an application program, a data file, 
an audio file, a video file, a multimedia file, an operating 
system component, a software driver, a software update, and 
a software product associated with a consumer electronic 
device. 


