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MIGRATION OF EXECUTING PROCESSES

TECHNICAL FIELD

[0001] The embodiments described herein pertain generally t o migrating currently

executing applications between platforms.

BACKGROUND

[0002] Unless otherwise indicated herein, the approaches described in this section are not

prior art to the claims in this application and are not admitted t o be prior art by inclusion in this

section.

[0003] With the proliferation of cloud-based computing, datacenters are responsible for

providing efficient processing of extraordinary amounts of tasks for a continuously expanding

number of clients. Thus, datacenters are burdened with the need to balance power usage, hardware

duty loads, resource load, etc.; in other words, in order t o efficiently and effectively carry out their

processing mission, datacenters need t o continuously pursue improved load balancing solutions. As

an example of such solutions, datacenters are diversifying in terms of the types of architectures that

are executed and supported therein. For example, the processors therein may implement different

types of instruction set architectures (ISA) based on processing needs, e.g., speed vs. strength.

SUMMARY

[0004] In one example embodiment, a method of live migration in a datacenter, may

include JIT (just-in-time) compiling a process that is configured to be executed on both a source

instruction set architecture and a destination instruction set architecture, mapping variables and

address stacks of the process on both the source instruction set architecture and the destination



instruction set architecture into a labeled form thereof, and mapping the labeled form of the

varia bles and address stacks onto the destination instruction set architecture.

[0005] In another example embodiment, a method of migrating a process may include

compiling a process as it executes on a first instruction set architecture, generating a function map

for at least some functions of the process as the process executes on the first instruction set

architecture, generating a variable map for at least some variables of the process as the process

executes on the first instruction set architecture, mapping the functions from the function map to a

function stack of the process, and mapping the variables from the variable map to corresponding

addresses of the process on a second instruction set architecture.

[0006] In yet another example embodiment, a non-transitory computer-readable medium

may store executable instructions that, when executed, may cause a virtual machine manager to JIT

compile at least a process of a thin binary that may be executed on a first platform and a second

platform, dereference function addresses and a function stack for at least the process of the thin

binary, dereference variable addresses for at least the process of the thin binary, and generate

function maps to connect functions and variables corresponding to the thin binary representation of

the process t o equivalent pointers and addresses on both the first platform and the second platform.

[0007] In still another example embodiment, a non-transitory computer-readable medium

may store executable instructions that, when executed, may cause one or more processors to

migrate an executing application by collecting, into a collection of function maps, low-level

dictionary hash tables from both a first instruction set architecture and a second instruction set

architecture that may both execute at least a process included in a thin binary; collecting, into a

collection of variable maps, low-level renaming hash tables from both the first instruction set

architecture and the second instruction set architecture; transferring function stacks from the first

instruction set architecture to the second instruction set architecture based on the function maps;



and transferring variables from the first instruction set architecture to the second instruction set

architecture based on the variable maps.

[0008] The foregoing summary is illustrative only and is not intended to be in any way

limiting. In addition to the illustrative aspects, embodiments, and features described above, further

aspects, embodiments, and features will become apparent by reference to the drawings and the

following detailed description.

BRIEF DESCRIPTION OF THE DRAWINGS

[0009] In the detailed description that follows, embodiments are described as illustrations

only since various changes and modifications will become apparent to those skilled in the art from

the following detailed description. The use of the same reference numbers in different figures

indicates similar or identical items.

[0010] FIG. 1 shows an example datacenter framework in which migrating executing

processes may be implemented, arranged in accordance with at least some embodiments described

herein;

[0011] FIG. 2 shows a block diagram illustrating an example data flow for migrating

executing processes, arranged in accordance with at least some embodiments described herein;

[0012] FIG. 3 shows an example processing flow, and sub-flows, of operations for migrating

executing processes, arranged in accordance with at least some embodiments described herein; and

[0013] FIG. 4 shows a block diagram illustrating an example computing device by which

various example solutions described herein may be implemented, arranged in accordance with at

least some embodiments described herein.



DETAILED DESCRIPTION

[0014] In the following detailed description, reference is made to the accompanying

drawings, which form a part of the description. In the drawings, similar symbols typically identify

similar components, unless context dictates otherwise. Furthermore, unless otherwise noted, the

description of each successive drawing may reference features from one or more of the previous

drawings to provide clearer context and a more substantive explanation of the current example

embodiment. Still, the example embodiments described in the detailed description, drawings, and

claims are not meant t o be limiting. Other embodiments may be utilized, and other changes may be

made, without departing from the spirit or scope of the subject matter presented herein. It will be

readily understood that the aspects of the present disclosure, as generally described herein and

illustrated in the drawings, may be arranged, su bstituted, combined, separated, and designed in a

wide variety of different configurations, all of which are explicitly contemplated herein.

[0015] FIG. 1 shows an example datacenter framework 100 in which migrating executing

processes may be implemented, arranged in accordance with at least some embodiments described

herein. As depicted, datacenter framework 100 may represent a cloud computing environment and

includes a platform A 102, a platform B 104, and a live migrator 106.

[0016] Platform A 102 and platform B 104, which may or may not be included in the same

hardware infrastructure, may both represent platforms that are configured to execute applications

using a respective instruction set architecture (ISA) that differ from each other. As referenced herein,

a platform may refer t o a software, or even hardware, architecture; and therefore, either or both

may be contemplated for the embodiments described herein. In accordance with the embodiments

described herein, an application that is executing on platform A 102 may be migrated to platform B

104. Thus, whether the ISA is one of, e.g., x86, Advanced RISC Machines (ARM), or Tilera, the

example embodiments described herein may include migration of running (executing) processes



among different ISAs so as t o improve performance when, for example, virtual machines (VMs) are

not at peak demand. Such migration may be alternatively referred to as live migration.

[0017] Live migrator 106 may refer to a component or module on the hypervisor level that

is configured, programmed, or otherwise designed to facilitate live migration of at least an executing

process of an application or program from one instruction set architecture to another. To do so, live

migrator 106 may host or otherwise queue function maps and/or variable maps that provide links of

respective function and variable values to respective names in a thin binary thereof that is provided

t o both platform A 102 and platform B 104.

[0018] As referenced herein, an instruction set architecture (hereafter "ISA") may refer to

an interface between the programming language for the processes of an application or program

executing on the respective platform and the physical hardware that executes the respective

processes. The ISA for a respective one of platform A 102 and platform B 104 may include native

data types, instructions, registers, addressing modes, memory architecture, interrupt and exception

handling, and an external I/O.

[0019] As further referenced herein, on a general level, compiling may refer to a function or

an operation of translating an application or program in or from a high-level programming language

into machine language. More particularly, as referenced herein, a just-in-time (J IT) compiler may

refer to a software component or module that is configured, programmed, or otherwise designed to

convert application or program source code into native machine code, just prior to the application or

program being executed, i.e., "just in time."

[0020] Various example embodiments described herein exploit low-level databases, which

are backend elements of, e.g. JIT compilers, to map names to objects. Because the names of

varia bles and functions are the same in a thin binary that is executed on a source ISA and a

destination or target ISA, such low-level databases may be utilized to map variables and address



stacks from the source ISA into a labeled form, and then subsequently onto the destination or target

ISA.

[0021] FIG. 2 shows a block diagram 200 illustrating an example data flow for migrating

executing processes, arranged in accordance with at least some embodiments described herein. As

depicted, block diagram 200 depicts migrating at least a process of an application or program that is

currently executing on platform A 102 t o platform B 104. In accordance with the example

embodiments described herein, platform A 102 and platform B 104 utilize different ISAs, and live

migrator 106 may facilitate live migration of an executing process of an application or program from

one of platform A 102 and platform B 104 to the other. For the purpose of explanation by way of

example only, the following description pertains to the live migration of an executing process from

platform A 102 t o platform B 104, although the migration could be reversed based on the same

description.

[0022] As depicted in FIG. 2, platform A 102 may include, at least, a compiler 206, a

varia bles table 228, a function stack 230, a lower level dictionary 232, a renaming dictionary 234,

and a function linking dictionary 236.

[0023] Compiler 206, which may be configured as a JIT compiler, may include multiple

components that include, but are not limited to, a flow analyzer 218, an annotator 220, a Typer 222,

a transformer 224, and a code generator 226.

[0024] Live migrator 106 may refer to an application or program that may be configured,

programmed, or otherwise designed to map variables and address stacks of an intermediate

representation of at least a process from an application or program, from both the source ISA and

the destination or target ISA, into a labeled form thereof. Accordingly, live migrator 106 may be

further configured, programmed, or otherwise designed to map the labeled form of the variables

and address stacks onto the destination instruction set architecture. Live migrator 106 may be

configured, programmed, or otherwise designed to receive, store, and output function maps 210



and varia ble maps 212, which may facilitate mapping variables and address stacks from the source

ISA into a labeled form, and then onto the destination or target ISA.

[0025] Multi-platform thin binary 214 may refer to at least a process of an application or

program that may be delivered to and executed on a respective ISA of both platform A 102, e.g., x86

system, and platform B 104, e.g., ARM system.

[0026] Variables and functions 216 may refer to one or more tables of variables and

functions that are called during execution of multiplatform thin binary 214. Variables may refer to

programming structures that hold data until a new value is assigned or the application or program

completes execution. Variables may be local, referenced only within a process, or variables may be

global, referenced through an entire application or program. Functions may refer t o self-contained

routines to perform a particular task within the application or program. Further, functions may

execute multiple times within the application or program and, further still, may even be called for by

other applications or programs. As referenced herein, variables and functions 216 may refer to one

or more tables, or collections of adjacent fields, of variables and functions that may be ca lled during

execution of the thin binary 214 representation of the application or program.

[0027] Flow analyzer 218 may be configured, programmed, or otherwise designed to break

at least the process of the application or program represented by multiplatform thin binary 214 into

a sequence of blocks, as part of a JIT compiling process. The blocks may be utilized to determine

parts of the process of the application or program to load or unload in memory in order to track

optimizations. That is, flow analyzer 218 may analyze a flow of control inside a process or method,

or particular sections thereof, so that code paths may be rearranged to improve processing

efficiency. Non-limiting examples of an analysis projected onto one or more of the blocks, which

may be regarded as sections of the application or program that are divided into smaller segments for

analysis and optimization, may include calls for one or more blocks to be reordered, split, and/or

removed.



[0028] Annotator 220 may be configured, programmed, or otherwise designed t o perform

type inference to annotate each variable that appears to describe possible types of data that a

varia ble may contain at run time. Thus, annotator 220 may produce lower level dictionary 232 t o

facilitate mapping of functions to annotations.

[0029] Typer 222 may be configured, programmed, or otherwise designed to take

annotations from annotator 220 and to thereby form declarative variable formats that become

pointers. Thus, annotator 220 and Typer 222 together produce lower level dictionary 232, which

may facilitate mapping of functions to annotations. To produce lower level dictionary 232, Typer

222 may determine an appropriate low-level type for each annotation, and further replace each

high-level operation with one or more low-level operations.

[0030] Transformer 224 may be configured, programmed, or otherwise designed to

transform the blocks and produce renaming dictionary 234, particularly to implement backend

optimizations that may result in a compiled application or program executing quickly and efficiently

on a host ISA. Renaming dictionary 234 may facilitate renaming of variable objects from annotator

220 and Typer 222 by identifying variables based on a corresponding memory address. To transform

the blocks, transformer 224 may implement function inlining which may include inserting a copy of a

flow graph of the application or program into a graph of a corresponding calling function; and

renaming dictionary 234 may be produced as a result thereof, as occurring variables may be

renamed as appropriate.

[0031] Code generator 226 may be configured, programmed, or otherwise designed to

generate the compiled machine language, including variables stored in variables table 228, which

may be executed on the ISA corresponding to platform A 102 at runtime.

[0032] As depicted in FIG. 2, similar to platform A 102, platform B 104 may include, at least,

a compiler 238, a varia bles table 250, a function stack 252, a lower level dictionary 254, a renaming

dictionary 256, and a function linking dictionary 256.



[0033] The description of compiler 238 is similar to that of compiler 206, and is provided

below to maintain proper correspondence of reference numbers.

[0034] Compiler 238, which may be configured as a JIT compiler, may incl ude multiple

components that include, but are not limited to, a flow analyzer 240, an annotator 242, a Typer 244,

a transformer 246, and a code generator 248.

[0035] Flow analyzer 240 may be configured, programmed, or otherwise designed t o break

at least the process of the application or program represented by multiplatform thin binary 214 into

a sequence of blocks, as part of the JIT compiling process. The blocks may be utilized to determine

parts of the application or program to load or unload in memory in order to track optimizations.

That is, flow analyzer 240 may analyze a flow of control inside a process or method, or particular

sections thereof, so that code paths may be rearranged to improve processing efficiency. Non-

limiting examples of an analysis projected onto one or more of the blocks, which may be regarded as

sections of the application or program that are divided into smaller segments for analysis and

optimization, may include calls for one or more blocks to be reordered, split, and/or removed.

[0036] Annotator 242 may be configured, programmed, or otherwise designed to perform

type inference to annotate each variable that appears to describe possible types of data that a

varia ble may contain at run time.

[0037] Typer 244 may be configured, programmed, or otherwise designed t o take

annotations from annotator 242 and to thereby form declarative variable formats that become

pointers. Thus, annotator 242 and Typer 244 together produce lower level dictionary 254, which

may facilitate mapping of functions to annotations. To produce lower level dictionary 254, Typer

222 may determine an appropriate low-level type for each annotation, and further replace each

high-level operation with one or more low-level operations.

[0038] Transformer 246 may be configured, programmed, or otherwise designed to

transform the blocks and produce renaming dictionary 256, particularly to implement backend



optimizations that may result in a compiled application or program executing quickly and efficiently

on a host ISA. Renaming dictionary 256 may facilitate renaming of variable objects from annotator

242 and Typer 244. To transform the blocks, transformer 246 may implement function inlining

which may include inserting a copy of a flow graph of the application or program into a graph of a

corresponding calling function; and renaming dictionary 256 may be produced as a result thereof, as

occurring variables may be renamed as appropriate.

[0039] Code generator 248 may be configured, programmed, or otherwise designed t o

generate the compiled machine language, including variables stored in variables table 250, which

may be executed on the ISA corresponding to platform B 104 at runtime.

[0040] Both compiler 206 and compiler 238 are described with reference to JIT compilers,

although the example embodiments of migrating executing processes may contemplate non-J IT

compilers as well.

[0041] In the context of framework 100, example implementations of migrating executing

processes may include executing at least the process of the application or program represented by

multiplatform thin binary 214 on a source instruction set architecture, e.g., platform A 102;

compiling the process to produce an intermediate representation of the process on both the source

instruction set architecture and a destination instruction set architecture; mapping variables and

address stacks of the intermediate representation of the process from both the source instruction

set architecture and the destination instruction set architecture into a labeled form thereof; and

mapping the labeled form of the variables and address stacks onto the destination instruction set

architecture.

[0042] Further example implementations of migrating executing processes may include JIT

compiling a process as it runs on a first instruction set architecture, generating a function map for at

least some functions of the process, generating a variable map for at least some variables of the



process, mapping the functions from the function map to a function stack of the process, and

mapping the variables from the variable map to corresponding addresses of the process.

[0043] FIG. 3 shows an example processing flow 300, including a sub-flow, of operations for

migrating executing processes. Processing flow 300 may include one or more operations, actions, or

functions depicted by one or more blocks 302, 304, 306, and 308, with reference to the features

and/or components of framework 100 and block diagram 200. Further, block 306 may be further

described with regard to the sub-flow of operations, actions, or functions depicted by one or both of

blocks 306A and 306B. Further, processing flow 300 is described below in the context of an example

embodiment by which at least a process of an application or program is currently executed on

platform A 102 is live migrated to platform B 102, with different ISAs implemented on each platform.

Although illustrated as discrete blocks, various blocks may be divided into add itional blocks,

combined into fewer blocks, or eliminated, depending on the desired implementation. Processing

flow 300 may start at block 302.

[0044] Block 302 (Execute Process) may refer to at least a process of an application or

program being executed on either of platform A 102 or platform B 104. More particularly, block 302

may refer t o at least a thin binary of a process of an application or program being executed in

accordance with with an ISA of platform A 102. Processing flow 300 may proceed from block 302 to

block 304.

[0045] Block 304 (Compile Process) may refer to at least the process of the application or

program being compiled, e.g., JIT compiled, in accordance with the ISA of platform A 102 and in

accordance with the ISA of the destination or target ISA of platform B 104. Accordingly, in

accordance with the ISA corresponding to first platform A 102, compiler 206 may populate a table

that stores variables 228 corresponding to the compiled thin binary, as well as function stack 230

that stores the functions corresponding to the compiled thin binary. Similarly, in accordance with

the ISA corresponding to second platform B 104, compiler 238 may populate a table that stores



varia bles 250 corresponding t o the compiled thin binary, as well as function stack 252 that stores the

functions corresponding t o the compiled thin binary. Processing flow 300 may proceed from block

304 to block 306.

[0046] Block 306 (Map Variables and Address Stacks into Labeled Form) may refer to the

dereferencing of function addresses and a function stack for at least the process of the thin binary of

the application or program executing on both first platform A 102 and second platform B 104, and

providing the resulting function maps 210 t o live migrator 106. Block 306 may further refer to the

dereferencing of variable addresses for at least the process of the thin binary of the application or

program executing on both first platform A 102 and second platform B 104, and providing the

resulting variable maps 212 to live migrator 106. Live migrator 106 may be configured, programmed,

or otherwise designed to connect the stored function maps 210 and variable maps 212 to functions

and variables corresponding to the thin binary representation of at least the process represented by

thin binary 214. Processing of block 306 may start at sub-block 306A.

[0047] Sub-block 306A (Generate Function Map) may refer to, with regard to first platform

A 102, function addresses from the table of variables 228 and function stack 230 being indirection

dereferenced through function linking dictionary 236 and lower level dictionary 232 to yield function

maps that are directed into the table of function maps 210 on live migrator 106. Sub-block 306A

may further refer to, with regard to second platform B 104, function addresses from the table of

varia bles 250 and function stack 252 being indirection dereferenced through function linking

dictionary 258 and lower level dictionary 254 t o yield function maps that are also directed into the

table of function maps 210 on live migrator 106. Function linking dictionaries 236 and 258 may be

configured or designed to identify functions from function stacks 230 and 252, respectively. Lower

level dictionaries 232 and 254 may be configured or designed to produce function maps, given the

input of function linking dictionaries 236 and 258, respectively.



[0048] Sub-block 306B (Generate Variable Map), with regard to first platform A 102, may

refer to varia ble addresses from the table of variables 228 being indirection dereferenced through

lower level dictionary 232 and renaming dictionary 234 to yield a list of addresses by original code

varia ble name to produce variable maps that are directed to the table of variable maps 212 on live

migrator 106. Sub-block 306B, with regard to second platform B 104, may further refer to variable

addresses from the table of variables 250 being indirection dereferenced through lower level

dictionary 254 and renaming dictionary 256 to yield a list of addresses by original code variable

name to produce variable maps that are also directed t o the table of variable maps 212 on live

migrator 106. Further, since second platform B 104 implements the destination or target ISA,

renaming dictionary 256 may provide a memory location of named variables from the table of

varia bles and functions 216 corresponding to the multi-platform thin binary 214 of at least the

process of the application or program t o be live migrated. Processing flow 300 may proceed from

block 306 to block 308.

[0049] Block 308 (Map Labeled Form of Variables and Address Stacks t o Destination ISA)

may refer to connecting the named variables and functions 216 corresponding to the thin binary of

at least the process of the application or program executing on platform A 102 with their equivalent

pointers and addresses on both platform A 102 and platform B 104, subsequent to the JIT compiling

thereof.

[0050] More particularly, block 308 may refer to, with regard to the destination or target

ISA implemented on second platform A 104, connecting the named variables and functions provided

in the table of variables and functions 216 corresponding t o the multi-platform thin binary 214 of at

least the process of the application or program to be live migrated, respectively, t o variables maps

212 and function maps 210. Some form of translation may also be applied as appropriate between

the first and second ISA, such as changing variable bit width or converting number representations

from big endian to little endian.



[0051] As a result of processing flow 300 depicted in FIG. 3, the dereferencing facilitated by

the JIT compiling of the thin binary on both first platform A 102 and second platform B 104, live

migrator 106 facilitates the transfer of state, including function stacks, from the source ISA t o the

destination or target ISA by leveraging function maps 210 and variable maps 212. Thus, the ISA of

both first platform A 102 and second platform B 104 are prepared for cross-migration of at least the

process of the application or program represented by multi-platform thin binary 214.

[0052] FIG. 4 shows a block diagram illustrating an example computing device by which

various example solutions described herein may be implemented, arranged in accordance with at

least some embodiments described herein.

[0053] In a very basic configuration 402, computing device 400 typically includes one or

more processors 404 and a system memory 406. A memory bus 408 may be used for

communicating between processor 404 and system memory 406.

[0054] Depending on the desired configuration, processor 404 may be of any type including

but not limited to a microprocessor (µΡ), a microcontroller (µ ), a digital signal processor (DSP), or

any combination thereof. Processor 404 may include one more levels of caching, such as a level one

cache 410 and a level two cache 412, a processor core 414, and registers 416. An example processor

core 414 may include an arithmetic logic unit (ALU), a floating point unit (FPU), a digital signal

processing core (DSP Core), or any combination thereof. An exa mple memory controller 418 may

also be used with processor 404, or in some implementations memory controller 418 may be an

internal part of processor 404.

[0055] Depending on the desired configuration, system memory 406 may be of any type

including but not limited to volatile memory (such as RAM), non-volatile memory (such as ROM,

flash memory, etc.) or any combination thereof. System memory 406 may include an operating

system 420, one or more applications 422, and program data 424. Application 422 may include live

migrator 106 that is configured t o coordinate the functions as described herein including those



described with respect to processing flow 300 of FIG. 3. Program data 424 may include function

maps 210 and variable maps 212 that may be utilized by the components or modules invoked by live

migrator 106 as described herein. Application 422 may be arranged to operate with program data

424 on operating system 420 such that implementations of migrating executing processes may be

implemented as described herein. This described basic configuration 402 is illustrated in FIG. 4 by

those components within the inner dashed line.

[0056] Computing device 400 may have additional features or functionality, and additional

interfaces to facilitate communications between basic configuration 402 and any required devices

and interfaces. For example, a bus/interface controller 430 may be used t o facilitate

communications between basic configuration 402 and one or more data storage devices 432 via a

storage interface bus 434. Data storage devices 432 may be remova ble storage devices 436, non

removable storage devices 438, or a combination thereof. Examples of removable storage and non

removable storage devices include magnetic disk devices such as flexible disk drives and hard-disk

drives (HDD), optical disk drives such as compact disk (CD) drives or digital versatile disk (DVD) drives,

solid state drives (SSD), and tape drives to name a few. Example computer storage media may

include volatile and nonvolatile, remova ble and non-removable media implemented in any method

or technology for storage of information, such as computer readable instructions, data structures,

program modules, or other data.

[0057] System memory 406, removable storage devices 436 and non-removable storage

devices 438 are examples of computer storage media. Computer storage media includes, but is not

limited to, RAM, ROM, EEPROM, flash memory or other memory technology, CD-ROM, digital

versatile disks (DVD) or other optical storage, magnetic cassettes, magnetic tape, magnetic disk

storage or other magnetic storage devices, or any other medium which may be used t o store the

desired information and which may be accessed by computing device 400. Any such computer

storage media may be part of computing device 400.



[0058] Computing device 400 may also include an interface bus 440 for facilitating

communication from various interface devices (e.g., output devices 442, peripheral interfaces 444,

and communication devices 446) to basic configuration 402 via bus/interface controller 430.

Example output devices 442 include a graphics processing unit 448 and an audio processing unit 450,

which may be configured to communicate to various external devices such as a display or speakers

via one or more A/V ports 452. Example peripheral interfaces 544 include a serial interface

controller 454 or a parallel interface controller 456, which may be configured to communicate with

external devices such as input devices (e.g., keyboard, mouse, pen, voice input device, touch input

device, etc.) or other peripheral devices (e.g., printer, scanner, etc.) via one or more I/O ports 458.

An example communication device 446 includes a network controller 460, which may be arranged to

facilitate communications with one or more other computing devices 462 over a network

communication link via one or more communication ports 464.

[0059] The network communication link may be one example of a communication media.

Communication media may typically be embodied by computer readable instructions, data

structures, program modules, or other data in a modulated data signal, such as a carrier wave or

other transport mechanism, and may include any information delivery media. A "modulated data

signal" may be a signal that has one or more of its characteristics set or changed in such a manner as

t o encode information in the signal. By way of example, and not limitation, communication media

may include wired media such as a wired network or direct-wired connection, and wireless media

such as acoustic, radio frequency ( F), microwave, infrared (IR) and other wireless media. The term

computer readable media as used herein may include both storage media and communication

media.

[0060] Computing device 400 may be implemented as a portion of a small-form factor

portable (or mobile) electronic device such as a cell phone, a personal data assistant (PDA), a

personal media player device, a wireless web-watch device, a personal headset device, an



application specific device, or a hybrid device that include any of the above functions. Computing

device 400 may also be implemented as a personal computer including both laptop computer and

non-laptop computer configurations.

[0061] There is little distinction left between hardware and software implementations of

aspects of systems; the use of hardware or software is generally (but not always, in that in certain

contexts the choice between hardware and software can become significant) a design choice

representing cost vs. efficiency tradeoffs. There are various vehicles by which processes and/or

systems and/or other technologies described herein may be implemented, e.g., hardware, software,

and/or firmware, and that the preferred vehicle may vary with the context in which the processes

and/or systems and/or other technologies are deployed. For example, if an implementer

determines that speed and accuracy are paramount, the implementer may opt for a mainly

hardware and/or firmware vehicle; if flexibility is paramount, the implementer may opt for a mainly

software implementation; or, yet again alternatively, the implementer may opt for some

combination of hardware, software, and/or firmware.

[0062] The foregoing detailed description has set forth various embodiments of the devices

and/or processes for system configuration 100 via the use of block diagrams, flowcharts, and/or

examples. Insofar as such block diagrams, flowcharts, and/or examples contain one or more

functions and/or operations, it will be understood by those within the art that each function and/or

operation within such block diagrams, flowcharts, or examples can be implemented, individually

and/or collectively, by a wide range of hardware, software, firmware, or virtually any combination

thereof. In one embodiment, several portions of the subject matter described herein may be

implemented via Application Specific Integrated Circuits (ASICs), Field Programmable Gate Arrays

(FPGAs), digital signal processors (DSPs), or other integrated formats. However, those skilled in the

art will recognize that some aspects of the embodiments disclosed herein, in whole or in part, can be

equivalently implemented in integrated circuits, as one or more computer programs executing on



one or more computers, e.g., as one or more programs executing on one or more computer systems,

as one or more programs executing on one or more processors, e.g., as one or more programs

executing on one or more microprocessors, as firmware, or as virtually any combination thereof, and

that designing the circuitry and/or writing the code for the software and or firmware would be well

within the skill of one of skill in the art in light of this disclosure. In addition, those skilled in the art

will appreciate that the mechanisms of the subject matter described herein are capable of being

distributed as a program product in a variety of forms, and that an illustrative embodiment of the

subject matter described herein applies regardless of the particular type of signal bearing medium

used to actually carry out the distribution. Examples of a signal bearing medium include, but are not

limited to, the following: a recordable type medium such as a floppy disk, a hard disk drive, a CD, a

DVD, a digital tape, a computer memory, etc.; and a transmission type medium such as a digital

and/or an analog communication medium, e.g., a fiber optic cable, a waveguide, a wired

communications link, a wireless communication link, etc..

[0063] Those skilled in the art will recognize that it is common within the art to describe

devices and/or processes in the fashion set forth herein, and thereafter use engineering practices to

integrate such described devices and/or processes into data processing systems. That is, at least a

portion of the devices and/or processes described herein can be integrated into a data processing

system via a reasonable amount of experimentation. Those having skill in the art will recognize that

a typical data processing system generally includes one or more of a system unit housing, a video

display device, a memory such as volatile and non-volatile memory, processors such as

microprocessors and digital signal processors, computational entities such as operating systems,

drivers, graphical user interfaces, and applications programs, one or more interaction devices, such

as a touch pad or screen, and/or control systems including feedback loops and control motors, e.g.,

feedback for sensing position and/or velocity; control motors for moving and/or adjusting

components and/or quantities. A typical data processing system may be implemented utilizing any



suitable commercially available components, such as those typically found in data

computing/communication and/or network computing/communication systems.

[0064] The herein described su bject matter sometimes illustrates different components

contained within, or connected with, different other components. It is to be understood that such

depicted architectures are merely examples, and that in fact many other architectures can be

implemented which achieve the same functionality. In a conceptual sense, any arrangement of

components to achieve the same functionality is effectively "associated" such that the desired

functionality is achieved. Hence, any two components herein combined to achieve a particular

functionality can be seen as "associated with" each other such that the desired functionality is

achieved, irrespective of architectures or intermedial components. Likewise, any two components

so associated can also be viewed as being "operably connected", or "operably coupled", t o each

other to achieve the desired functionality, and any two components capable of being so associated

can also be viewed as being "operably couplable", to each other to achieve the desired functionality.

Specific examples of operably couplable include but are not limited to physically mateable and/or

physically interacting components and/or wirelessly interactable and/or wirelessly interacting

components and/or logically interacting and/or logically interactable components.

[0065] Lastly, with respect to the use of substantially any plural and/or singular terms

herein, those having skill in the art can translate from the plural to the singular and/or from the

singular to the plural as is appropriate to the context and/or application. The various singular/plural

permutations may be expressly set forth herein for sake of clarity.

[0066] It will be understood by those within the art that, in general, terms used herein, and

especially in the appended claims, e.g., bodies of the appended claims, are generally intended as

"open" terms, e.g., the term "including" should be interpreted as "including but not limited to," the

term "having" should be interpreted as "having at least," the term "includes" should be interpreted

as "includes but is not limited to," etc. It will be further understood by those within the art that if a



specific number of an introduced claim recitation is intended, such an intent will be explicitly recited

in the claim, and in the absence of such recitation no such intent is present. For example, as an aid

t o understanding, the following appended claims may contain usage of the introductory phrases "at

least one" and "one or more" to introduce claim recitations. However, the use of such phrases

should not be construed to imply that the introduction of a claim recitation by the indefinite articles

"a" or "an" limits any particular claim containing such introduced claim recitation to embodiments

containing only one such recitation, even when the same claim includes the introductory phrases

"one or more" or "at least one" and indefinite articles such as "a" or "an," e.g., "a" and/or "an"

should be interpreted to mean "at least one" or "one or more;" the same holds true for the use of

definite articles used to introduce claim recitations. In addition, even if a specific number of an

introduced claim recitation is explicitly recited, those skilled in the art will recognize that such

recitation should be interpreted to mean at least the recited number, e.g., the bare recitation of

"two recitations," without other modifiers, means at least two recitations, or two or more

recitations. Furthermore, in those instances where a convention analogous t o "at least one of A, B,

and C, etc." is used, in general such a construction is intended in the sense one having skill in the art

would understand the convention, e.g., " a system having at least one of A, B, and C" would include

but not be limited to systems that have A alone, B alone, Calone, A and B together, A and Ctogether,

B and Ctogether, and/or A, B, and Ctogether, etc. In those instances where a convention analogous

t o "at least one of A, B, or C, etc." is used, in general such a construction is intended in the sense one

having skill in the art would understand the convention, e.g., " a system having at least one of A, B,

or C" would include but not be limited to systems that have A alone, B alone, C alone, A and B

together, A and C together, B and C together, and/or A, B, and C together, etc. It will be further

understood by those within the art that virtually any disjunctive word and/or phrase presenting two

or more alternative terms, whether in the description, claims, or drawings, should be understood to



contemplate the possibilities of including one of the terms, either of the terms, or both terms. For

example, the phrase "A or B" will be understood to include the possibilities of "A" or "B" or "A and B."

[0067] From the foregoing, it will be appreciated that various embodiments of the present

disclosure have been described herein for purposes of illustration, and that various modifications

may be made without departing from the scope and spirit of the present disclosure. Accordingly,

the various embodiments disclosed herein are not intended to be limiting, with the true scope and

spirit being indicated by the following claims.



W E CLAIM:

1. A method of live migration in a datacenter, comprising:

executing a process on a source instruction set architecture;

JIT (just-in-time) compiling the process that executes simultaneously on the source

instruction set architecture and a destination instruction set architecture;

mapping variables and address stacks of the intermediate representation of the process

from both the source instruction set architecture and the destination instruction set architectu re

into a labeled form thereof; and

mapping the labeled form of the variables and address stacks onto the destination

instruction set architecture.

2. The method of Claim 1, wherein the mapping of variables and address stacks includes

mapping names of variables and names of functions to objects thereof in respective low level

databases of the JIT compiler.

3. A method of migrating a process, comprising:

compiling a process as it executes on a first instruction set architecture;

generating a function map for at least some functions of the process as the process executes

on the first instruction set architecture;

generating a variable map for at least some variables of the process as the process executes

on the first instruction set architecture;

mapping the functions from the function map to a function stack of the process; and

mapping the variables from the variable map t o corresponding addresses of the process on a

second instruction set architecture.



4. The method of Claim 3, wherein the compiling is executed by a just-in-time (JIT) compiler.

5. The method of Claim 4, wherein the generating of a function map includes indirection

dereferencing function addresses for the functions of the process as the process executes on the

first instruction set architecture.

6. The method of Claim 5, wherein the function map includes function addresses on a

function stack of the process as the process executes on the second instruction set architecture.

7. The method of Claim 4, wherein the generating of a variable map includes indirection

dereferencing variable addresses for the variables of the process as the process executes on the first

instruction set architecture.

8. The method of Claim 7, wherein the variable map includes a list of pointers

corresponding to the variables of the process.

9. A non-transitory computer-readable medium that stores executable instructions that,

when executed, cause a virtual machine manager to:

JIT compile at least a process of a thin binary that may be executed on a first platform and a

second platform;

dereference function addresses and a function stack for at least the process of the thin

binary;

dereference variable addresses for at least the process of the thin binary; and



generate function maps to connect functions and variables corresponding to the thin binary

representation of the process to equivalent pointers and addresses on both the first platform and

the second platform.

10. The non-transitory computer-readable medium of Claim 9, wherein the first platform is

an X86 instruction set architecture and the second platform is an ARM instruction set architecture.

11. The non-transitory computer-readable medium of Claim 9, wherein the first platform

and the second platform correspond to a common datacenter.

12. A non-transitory computer-readable medium that stores executable instructions that,

when executed, cause one or more processors to migrate a executing program from one platform to

another by:

collecting, into a collection of function maps, low-level dictionary hash tables from both a

first instruction set architecture and a second instruction set architecture that may both execute at

least a process included in a thin binary;

collecting, into a collection of variable maps, low-level renaming hash tables from both the

first instruction set architecture and the second instruction set architecture;

transferring function stacks from the first instruction set architecture to the second

instruction set architecture based on the function maps; and

transferring variables from the first instruction set architecture to the second instruction set

architecture based on the variable maps.

13. The non-transitory computer-readable medium of Claim 12, wherein the first instruction

set architecture and the second instruction set architecture are executing on a common datacenter.



14. The non-transitory computer-readable medium of Claim 12, wherein the low-level

dictionary hash tables include hashes of function name pointers and stack addresses thereof for

both the first instruction set architecture and the second instruction set architecture.

15. The non-transitory computer-readable medium of Claim 14, wherein the function names

and stack addresses thereof are indirection dereferenced in the low-level dictionary hash tables.

16. The non-transitory computer-readable medium of Claim 12, wherein the low-level

renaming hash tables include hashes of variable name pointers and addresses thereof for both the

first instruction set architecture and the second instruction set architecture.

17. The non-transitory computer-readable medium of Claim 13, wherein the variable

addresses are indirection dereferenced in the low-level renaming hash tables.

18. A live migrator, comprising:

means for dereferencing function addresses and a function stack for at least the process of

the thin binary;

means for dereferencing variable addresses for at least the process of the thin binary; and

means for generating function maps to connect functions and variables corresponding t o the

thin binary representation of the process to equivalent pointers and addresses on both the first

platform and the second platform.
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