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(57) ABSTRACT 

A method and system for providing advance data type infor 
mation to a mass storage system is disclosed. The method 
may include a host system providing host file information, 
Such as a host file identifier and/or a data type, to a memory 
system in addition to LBA format data. The system may 
include a processor, a memory system interface and a host file 
system operative on the processor to identify and provide host 
file information and/or data type information to the memory 
system along with LBA format data. 
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METHOD AND APPARATUS FOR 
PROVIDING DATA TYPE AND HOST FILE 
INFORMATION TO A MASS STORAGE 

SYSTEM 

CROSS-REFERENCE TO RELATED 
APPLICATIONS 

0001. This application is a continuation-in-part of U.S. 
application Ser. No. 1 1/760,480, filed Jun. 8, 2007, pending, 
the entirety of which is hereby incorporated by reference 
herein. 

TECHNICAL FIELD 

0002 This application relates generally to data communi 
cation between memory systems, such as re-programmable 
non-volatile semiconductor flash memory, and a host device 
to which the memory is connected or connectable. 

BACKGROUND 

0003. When writing data to a conventional flash data 
memory system, a host typically assigns unique logical 
addresses to sectors, clusters or other units of data within a 
continuous virtual address space of the memory system. The 
host writes data to, and reads data from, addresses within the 
logical address space of the memory system. The memory 
system then commonly maps data between the logical 
address space and the physical blocks or metablocks of the 
memory, where data is stored in fixed logical groups corre 
sponding to ranges in the logical address space. Generally, 
each fixed logical group is stored in a separate physical block 
of the memory system. The memory system keeps track of 
how the logical address space is mapped into the physical 
memory but the host is unaware of this. The host keeps track 
of the addresses of its data files within the logical address 
space but the memory system operates without knowledge of 
this mapping. 
0004. A drawback of hosts that operate in a logical address 
space, also referred to as logical blockaddress (LBA) format, 
is fragmentation and the challenge this poses to a memory 
system to efficiently store data. Data written by a host file 
system may often be fragmented in logical address space, 
where many fixed logical groups are only partially updated 
with new data. The fragmentation may occur as a result of 
cumulative fragmentation of free space by the host file sys 
tem, and possibly even as a result of inherent fragmentation of 
individual files by the host file system. The fragmented logi 
cal groups will need to be rewritten in full in a different 
physical block. The process of rewriting the fragmented logi 
cal groups may involve copying unrelated data from the prior 
location of the logical group. This overhead can result in 
lower performance and reduced device lifetime for a flash 
memory system. The LBA format information sent by the 
host provides little or no opportunity for a memory system to 
adjust or optimize its storage routines to avoid this possible 
lower performance and reduced lifetime. 

BRIEF SUMMARY 

0005. In order to address the need for improved memory 
system performance, a method and system for providing data 
type and/or host file information to a memory system is dis 
closed. 
0006. According to a first aspect, a method of transferring 
data between a host system and a re-programmable non 
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Volatile mass storage system includes identifying a data type 
of data to be transmitted next to the mass storage system and 
transmitting data type information to the mass storage system 
regarding the data type of the data to be transmitted next, 
without providing identification of a particular host file to 
which the data type information pertains, where the identified 
data type is a first data type. After transmitting the data type 
information, the method further includes transmitting logical 
block address (LBA) information associated with the data to 
be transmitted next, and transmitting the data to be transmit 
ted next, to the mass storage system. 
0007. In another aspect, a method of transferring data 
between a host system and a re-programmable non-volatile 
mass storage system is disclosed. The method includes iden 
tifying a next data type of data to be transmitted next to the 
mass storage system. If the next data type differs from a 
previous data type of data last transmitted to the mass storage 
system, data type information is transmitted to the mass stor 
age information regarding the next data type prior to trans 
mitting data having the next data type. If the next data type is 
the same as the previous data type, the data having the next 
data type is transmitted without transmitting data type infor 
mation regardless of whether the data having the next data 
type and the data last transmitted are related to a common host 
file. 
0008 Another aspect of the invention includes a computer 
readable medium having processor executable instructions 
for providing advance data type information to a mass storage 
System. The instructions are configured to cause a processor 
to identify a data type of data to be stored in the mass storage 
system and transmit data type information to the mass storage 
system regarding the data type of data to be transmitted next 
to the mass storage system, without providing identification 
of a particular host file to which the data type information 
pertains, where the data type comprises a first data type. After 
transmitting the data type information, data having the first 
data type, and logical blockaddress (LBA) information asso 
ciated with the data having the first data type, is transmitted to 
the mass storage system. 
0009. A computer readable medium comprising processor 
executable instructions for providing advance data type infor 
mation to a mass storage system is disclosed according to 
another aspect. The instructions are configured to cause a 
processor to identify a next data type of data to be transmitted 
next to the mass storage system and, if the next data type 
differs from a previous data type of data last transmitted to the 
mass storage system, data type information is transmitted to 
the mass storage system regarding the next data type prior to 
transmitting data having the next data type. Alternatively, if 
the next data type is the same as the previous data type, the 
data having the next data type is transmitted without trans 
mitting data type information regardless of whether the data 
having the next data type and the data last transmitted are 
related to a common host file. 
0010. In yet another aspect, a host system includes a pro 
cessor and a mass storage system interface in communication 
with the processor, where the mass storage system interface is 
configured to transmit data to or receive data from a mass 
storage system. The host system also includes a host file 
system operative on the processor and configured to identify 
a data type of data to be stored in the mass storage system and 
to transmit data type information regarding the data type of 
data to be transmitted next to the mass storage system without 
providing identification of a particular host file to which the 
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data type information pertains, where the data type comprises 
a first data type. The host file system is also operative to, after 
transmitting the data type information, transmit data having 
the first data type, and logical block address (LBA) informa 
tion associated with the data having the first data type, to the 
maSS Storage System. 
0011. In another aspect, a host system may include a pro 
cessor, a mass storage system interface configured to transmit 
data to or receive data from a mass storage system in com 
munication with the processor, and a host file system. The 
host file system may be operative on the processor and con 
figured to identify a next data type of data to be transmitted 
next to the mass storage system. If the next data type differs 
from a previous data type of data last transmitted to the mass 
storage system, the host file system is configured to transmit 
data type information to the mass storage system regarding 
the next data type prior to transmitting data having the next 
data type, and if the next data type is a same data type as the 
previous data type, the host file system is configured to trans 
mit the data having the next data type without transmitting 
data type information regardless of whether the data having 
the next data type and the data last transmitted are related to 
a common host file. 
0012. According to another aspect, a method of providing 
both data type and host system file information is provided. 
The method may include identifying a data type of data to be 
transmitted next to a mass storage system, identifying a host 
system file associated with the data to be transmitted next and 
associating a host system file identifier to the data to be 
transmitted next, and transmitting information corresponding 
to the data type and the host system file identifier for the data 
to be transmitted next. Subsequent to transmitting informa 
tion corresponding to the data type and the host file identifier, 
the method includes transmitting the data to be transmitted 
next in a logical block address (LBA) format. 
0013. A computer readable medium comprising processor 
executable instructions for providing advance data type infor 
mation to a mass storage system is provided in another aspect. 
The instructions are configured to cause a processor to iden 
tify a data type of data to be stored in the mass storage system, 
identify a host system file associated with the data to be 
transmitted next and associate a host system file identifier to 
the data to be transmitted next, transmit information corre 
sponding to the data type and the host system file identifier for 
the data to be transmitted next and, Subsequent to transmitting 
information corresponding to the data type and the host file 
identifier, transmit the data to be transmitted next in a logical 
block address (LBA) format. 
0014. In yet another aspect, a host system includes a pro 
cessor, a mass storage system interface in communication 
with the processor and a host file system operative on the 
processor. The host file system is configured to identify a data 
type of data to be stored in the mass storage system, identify 
a host system file associated with the data to be transmitted 
next and associate a host system file identifier to the data to be 
transmitted next, and transmit information corresponding to 
the data type and the host system file identifier for the data to 
be transmitted next. The host file system is further configured 
to. Subsequent to transmitting information corresponding to 
the data type and the host file identifier, transmit the data to be 
transmitted next in a logical block address (LBA) format. 
0015. According to other aspects of the invention, meth 
ods and systems for providing file tagging information to a 
mass storage system without also providing data type tagging 
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information, in addition to LBA addressed data, are dis 
closed. In one aspect, a method of transferring data between 
a host system and a re-programmable non-volatile mass Stor 
age system, the method includes identifying a host system file 
corresponding to data to be transmitted next to the mass 
storage system, transmitting host system file identifier infor 
mation to the mass storage system regarding the host system 
file for the data to be transmitted next, without transmitting 
data type information for the data to be transmitted next and 
after transmitting the host system file identifier information, 
transmitting logical block address (LBA) information asso 
ciated with the data to be transmitted next data, and the data to 
be transmitted next, to the mass storage system. 
0016. In another aspect, a computer readable medium 
comprised of processor executable instructions for providing 
advance data type information to a mass storage system is 
disclosed. The instructions are configured to cause a proces 
Sor to identify a host system file corresponding to data to be 
transmitted next to the mass storage system, transmit host 
system file identifier information to the mass storage system 
regarding the host system file for the data to be transmitted 
next, without transmitting data type information for the data 
to be transmitted next and, after transmitting the host system 
file identifier information, transmitting logical blockaddress 
(LBA) information associated with the data to be transmitted 
next data, and the data to be transmitted next, to the mass 
Storage System. 
0017. According to another aspect, a host system is dis 
closed having a processor, a mass storage system interface in 
communication with the processor, and a host file system 
operative on the processor. The host file system is configured 
to identify a host system file corresponding to data to be 
transmitted next to the mass storage system, transmit host 
system file identifier information to the mass storage system 
regarding the host system file for the data to be transmitted 
next, without transmitting data type information for the data 
to be transmitted next and, after transmitting the host system 
file identifier information, transmitting logical blockaddress 
(LBA) information associated with the data to be transmitted 
next data, and the data to be transmitted next, to the mass 
Storage System. 
0018. In another aspect of the invention, a method of trans 
ferring data between a host system and a re-programmable 
non-volatile mass storage system is disclosed. The method 
includes identifying at least one of a data type or a host system 
file associated with data to be transmitted next to the mass 
storage system and associating the data type or an identifier 
for the host system file to the data to be transmitted next. The 
method also includes transmitting information corresponding 
to at least one of the data type or the identifier for the host 
system file for the data to be transmitted next and, Subsequent 
to transmitting this information, transmitting the data to be 
transmitted next in a logical block address (LBA) format. 
0019. Other features and advantages of the invention will 
become apparent upon review of the following drawings, 
detailed description and claims. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0020 FIG. 1 schematically illustrates a host and a con 
nected non-volatile memory system. 
0021 FIG. 2 is a sectional view of a laptop computer 
containing a solid State disk drive Suitable for implementing 
the methods and systems described herein 
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0022 FIG. 3 is a block diagram of an example flash 
memory system for use as the non-volatile memory of FIG. 1 
or 2. 
0023 FIG. 4 is a representative circuit diagram of a 
memory cell array that may be used in the system of FIG. 3. 
0024 FIG. 5 illustrates an example physical memory 
organization of the system of FIG. 3. 
0025 FIG. 6 shows an expanded view of a portion of the 
physical memory of FIG. 5. 
0026 FIG.7 shows a further expanded view of a portion of 
the physical memory of FIGS. 5 and 6. 
0027 FIG. 8 is a block diagram of a host that may imple 
ment the method of providing host file and LBA information 
disclosed herein. 
0028 FIG. 9 illustrates a logical address space interface 
between a host and a re-programmable memory system. 
0029 FIG. 10 illustrates in a different manner than FIG.9 
a logical address space interface between a host and a re 
programmable memory system. 
0030 FIG. 11 is a flow diagram of a host process of pro 
viding file tagging commands to a memory system via an 
LBA interface. 
0031 FIG. 12 is a flow diagram of a host process of pro 
viding data type tagging commands to a memory system via 
an LBA interface. 
0032 FIG. 13 illustrates a direct data file storage interface 
between a host and a re-programmable memory system. 
0033 FIG. 14 illustrates, in a different manner than FIG. 
13, a direct data file storage interface between a host and a 
re-programmable memory system. 
0034 FIG. 15 illustrates a logical blockaddress (LBA) to 
direct data file storage (DFS) interface adapter in a memory 
system in communication with a host. 
0035 FIG. 16 is a block diagram of an LBA to DFS inter 
face module Suitable for utilizing the file tagging and/or data 
type tagging information provide by a host via an LBA inter 
face 

DETAILED DESCRIPTION 

0036. A flash memory system suitable for use in imple 
menting aspects of the invention is shown in FIGS. 1-6. A host 
system 100 of FIG. 1 stores data into and retrieves data from 
a non-volatile memory 102 such as flash memory. The 
memory 102 is illustrated to be in the form of a card that is 
removably connected to the host through mating parts 104 
and 106 of a mechanical and electrical connector. There are 
currently many different flash memory cards that are com 
mercially available, examples being the CompactFlash (CF). 
the MultiMediaCard (MMC), Secure Digital (SD), miniSD, 
SmartMedia and TransElash cards. Although each of these 
cards has a unique mechanical and/or electrical interface 
according to its standardized specifications, the flash memory 
system included in each is similar. These cards are all avail 
able from SanDisk Corporation, assignee of the present appli 
cation. SanDisk also provides a line of flash drives under its 
Cruzer trademark, which are hand held memory systems in 
small packages that have a Universal Serial Bus (USB) plug 
for connecting with a host by plugging into the host's USB 
receptacle. Each of these memory cards and flash drives 
includes controllers that interface with the host and control 
operation of the flash memory within them. 
0037 Other forms of flash memory such as solid state 
disks may also be used as the memory system. As shown in 
FIG. 2, the host may be a laptop computer 200 that incorpo 
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rates a built-in solid state disk (SSD) 202 comprised of flash 
based memory. A SSD 202 may provide advantages over a 
typical hard disk drive, such as lower power consumption, 
Smaller size, quieter operation, and faster read and write 
speeds. 
0038. The various systems that may use memory cards and 
flash drives are many and varied. They include personal com 
puters (PCs), laptop and other portable computers, cellular 
telephones, personal digital assistants (PDAs), digital still 
cameras, digital movie cameras and portable audio players. 
The host typically includes a built-in receptacle for one or 
more types of memory cards or flash drives but some require 
adapters into which a memory card is plugged. The memory 
system usually contains its own memory controller and driv 
ers but there are also some memory-only systems that are 
instead controlled by software executed by the host to which 
the memory is connected. In some memory systems contain 
ing the controller, especially those embedded within a host, 
the memory, controller and drivers are often formed on a 
single integrated circuit chip. 
0039. The non-volatile memory system 102, 202 may 
include flash memory, and circuits that both interface with the 
host 100, 200 to which the card or SSD is connected for 
passing data back and forth and to control the memory. Refer 
ring to FIG. 3, circuitry of a typical flash memory system that 
may be used as the non-volatile memory system 102, 202 of 
FIGS. 1 and 2 is described. The system controller 300 typi 
cally converts between logical addresses of data used by the 
host 100, 200 and physical addresses of the memory 302 
during data programming and reading. The controller 300 is 
usually implemented on a single integrated circuit chip that is 
connected in parallel with one or more integrated circuit 
memory chips over a system bus 304, a single Such memory 
chip being shown in FIG. 2. The particular bus 304 that is 
illustrated includes a separate set of conductors 306 to carry 
data, a set 308 for memory addresses and a set 310 for control 
and status signals. Alternatively, a single set of conductors 
may be time shared between these three functions. 
0040. A typical controller chip300 has its own internal bus 
312 that interfaces with the system bus 304 through interface 
circuits 314. The primary functions normally connected to the 
bus are a processor 316 (Such as a microprocessor or micro 
controller), a read only memory (ROM).318 containing code 
to initialize (“boot') the system, random access memory 
(RAM) 320 used primarily to buffer data being transferred 
between the memory and a host, and circuits 322 that calcu 
late and check an error correction code(ECC) for data passing 
through the controller between the memory and the host. The 
controller bus 312 interfaces with a host system through 
circuits 324, which, in the case of the system of FIG. 1 being 
contained within a memory card, is done through external 
contacts 326 of the card that are part of the connector 106. A 
clock 328 is connected with and utilized by each of the other 
components of the controller 300. 
0041. The memory chip 302, as well as any other con 
nected with the system bus 304, may contain an array of 
memory cells organized into multiple Sub-arrays or planes, 
two such planes 330 and 332 being illustrated for simplicity 
but more, Such as four or eight Such planes, may instead be 
used. Alternatively, the memory cell array of the chip 302 may 
not be divided into planes. When so divided however, each 
plane has its own column control circuits 334 and 336 that are 
operable independently of each other. The circuits 334 and 
336 receive addresses of their respective memory cell array 
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from the address portion 308 of the system bus 304, and 
decode them to address a specific one or more of respective bit 
lines 338 and 340. The word lines 342 are addressed through 
row control circuits 344 in response to addresses received on 
the address bus 308. Source voltage control circuits 346 and 
348 are also connected with the respective planes, as are 
p-well voltage control circuits 350 and 352. If the memory 
chip 302 has a single array of memory cells, and if two or 
more Such chips exist in the system, the array of each chip 
may be operated similarly to a plane or Sub-array within the 
multi-plane chip described above. 
0042 Data are transferred into and out of the planes 330 
and 332 through respective data input/output circuits 354 and 
356 that are connected with the data portion 306 of the system 
bus 304. The circuits 354 and 356 provide for both program 
ming data into the memory cells and for reading data from the 
memory cells of their respective planes, through lines 358 and 
360 connected to the planes through respective column con 
trol circuits 334 and 336. 
0043 Although the controller 300 controls the operation 
of the memory chip 302 to program data, read data, erase and 
attend to various housekeeping matters, each memory chip 
also contains some controlling circuitry that executes com 
mands from the controller 300 to perform such functions. 
Interface circuits 362 are connected to the control and status 
portion 310 of the system bus 304. Commands from the 
controller are provided to a state machine 364 that then pro 
vides specific control of other circuits in order to execute 
these commands. Control lines 366, 368, 370, 372 and 374 
connect the state machine 364 with these other circuits as 
shown in FIG. 3. Status information from the state machine 
364 is communicated over lines 376 to the interface 362 for 
transmission to the controller 300 over the bus portion 310. 
0044) A NAND architecture of the memory cellarrays 330 
and 332 is currently preferred, although other architectures, 
such as NOR, can also be used instead. Examples of NAND 
flash memories and their operation as part of a memory sys 
tem may be had by reference to U.S. Pat. Nos. 5,570,315, 
5,774,397, 6,046,935, 6,373,746, 6,456,528, 6,522,580, 
6,771.536 and 6,781,877 and United States patent application 
publication no. 2003/0147278. 
0045 An example NAND array is illustrated by the circuit 
diagram of FIG.4, which is a portion of the memory cell array 
330 of the memory system of FIG.3. A large number of global 
bit lines are provided, only four such lines 380-383 being 
shown in FIG. 4 for simplicity of explanation. A number of 
series connected memory cell strings 384-387 are connected 
between one of these bit lines and a reference potential. Using 
the memory cell string 386 as representative, a plurality of 
charge storage memory cells 392–395 are connected in series 
with select transistors 396 and 397 at either end of the string. 
When the select transistors of a string are rendered conduc 
tive, the string is connected between its bit line and the ref 
erence potential. One memory cell within that string is then 
programmed or read at a time. 
0046 Word lines 398-401 of FIG. 4 individually extend 
across the charge storage element of one memory cell in each 
of a number of strings of memory cells, and gates 402 and 403 
control the states of the select transistors at each end of the 
strings. The memory cell Strings that share common word and 
control gate lines 398-403 are made to form a block 403 of 
memory cells that are erased together. This block of cells 
contains the minimum number of cells that are physically 
erasable at one time. One row of memory cells, those along 

Dec. 11, 2008 

one of the word lines 398-401, are programmed at a time. 
Typically, the rows of a NAND array are programmed in a 
prescribed order, in this case beginning with the row along the 
word line 401 closest to the end of the strings connected to 
ground or another common potential. The row of memory 
cells along the word line 400 is programmed next, and so on, 
throughout the block 404. The row along the word line 398 is 
programmed last. 
0047 A second block 405 is similar, its strings of memory 
cells being connected to the same global bit lines as the strings 
in the first block 404 but having a different set of word and 
control gate lines. The word and control gate lines are driven 
to their proper operating Voltages by the row control circuits 
344. If there is more than one plane or sub-array in the system, 
such as planes 1 and 2 of FIG. 3, one memory architecture 
uses common word lines extending between them. There can 
alternatively be more than two planes or Sub-arrays that share 
common word lines. In other memory architectures, the word 
lines of individual planes or Sub-arrays are separately driven. 
0048. As described in several of the NAND patents and 
published application referenced above, the memory system 
may be operated to store more than two detectable levels of 
charge in each charge storage element or region, thereby to 
store more than one bit of data in each. The charge storage 
elements of the memory cells are most commonly conductive 
floating gates but may alternatively be non-conductive dielec 
tric charge trapping material, as described in U.S. patent 
application publication no. 2003/0109093. 
0049 FIG. 5 conceptually illustrates an organization of a 
flash memory cell array in the non-volatile memory 102 (FIG. 
1) that is used as an example in further descriptions below. 
Four planes or sub-arrays 500-503 of memory cells may be on 
a single integrated memory cell chip, on two chips (two of the 
planes on each chip) or on four separate chips. The specific 
arrangement is not important to the discussion below. Of 
course, other numbers of planes, such as 1, 2, 8, 16 or more 
may existina system. The planes are individually divided into 
blocks of memory cells shown in FIG.5 by rectangles, such as 
blocks 506, 507, 508 and 509, located in respective planes 
500-503. There can be dozens or hundreds of blocks in each 
plane. 
0050. As mentioned above, the block of memory cells is 
the unit of erase, the smallest number of memory cells that are 
physically erasable together. For increased parallelism, how 
ever, the blocks are operated in larger metablock units. One 
block from each plane is logically linked together to form a 
metablock. The four blocks 506-509 are shown to form one 
metablock 510. All of the cells within a metablock are typi 
cally erased together. The blocks used to form a metablock 
need not be restricted to the same relative locations within 
their respective planes, as is shown in a second metablock 512 
made up of blocks 513-516. Although it is usually preferable 
to extend the metablocks across all of the planes, for high 
system performance, the memory system can be operated 
with the ability to dynamically form metablocks of any or all 
of one, two or three blocks in different planes. This allows the 
size of the metablock to be more closely matched with the 
amount of data available for storage in one programming 
operation. 
0051. The individual blocks are in turn divided for opera 
tional purposes into pages of memory cells, as illustrated in 
FIG. 6. The memory cells of each of the blocks 506-509, for 
example, are each divided into eight pages P0-P7. Alterna 
tively, there may be 16, 32 or more pages of memory cells 
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within each block. The page is the unit of data programming 
and reading within a block, containing the minimum amount 
of data that are programmed or read at one time. In the NAND 
architecture of FIG.4, a page is formed of memory cells along 
a word line within a block. However, in order to increase the 
memory system operational parallelism, Such pages within 
two or more blocks may be logically linked into metapages. A 
metapage 600 is illustrated in FIG. 6, being formed of one 
physical page from each of the four blocks 506-509. The 
metapage 600, for example, includes the page P2 in of each of 
the four blocks but the pages of a metapage need not neces 
sarily have the same relative position within each of the 
blocks. A metapage is the maximum unit of programming. 
0052 Although it is preferable to program and read the 
maximum amount of data in parallelacross all four planes, for 
high system performance, the memory system can also be 
operated to form metapages of any or all of one, two or three 
pages in separate blocks in different planes. This allows the 
programming and reading operations to adaptively match the 
amount of data that may be conveniently handled in parallel 
and reduces the occasions when part of a metapage remains 
unprogrammed with data. 
0053 A metapage 600 formed of physical pages of mul 

tiple planes, as illustrated in FIG. 6, contains memory cells 
along word line rows of those multiple planes. Rather than 
programming all of the cells in one word line row at the same 
time, they are more commonly alternately programmed in 
two or more interleaved groups, each group storing a page of 
data (in a single block) or a metapage of data (across multiple 
blocks). By programming alternate memory cells at one time, 
a unit of peripheral circuits including data registers and a 
sense amplifier need not be provided for each bit line but 
rather are time-shared between adjacent bit lines. This econo 
mizes on the amount of Substrate space required for the 
peripheral circuits and allows the memory cells to be packed 
with an increased density along the rows. Otherwise, it is 
preferable to simultaneously program every cell along a row 
in order to maximize the parallelism available from a given 
memory system. 
0054 With reference to FIG.4, the simultaneous program 
ming of data into every other memory cell along a row is most 
conveniently accomplished by providing two rows of select 
transistors (not shown) along at least one end of the NAND 
strings, instead of the single row that is shown. The select 
transistors of one row then connect every other String within 
a block to their respective bit lines in response to one control 
signal, and the select transistors of the other row connect 
every other string to their respective bit lines in response to 
another control signal. Two pages of data are therefore written 
into each row of memory cells. 
0055. The amount of data in each logical page is typically 
an integer number of one or more sectors of data, each sector 
containing 512 bytes of data, by convention. The sector is the 
minimum unit of data transferred to and from the memory 
system. FIG. 7 shows a logical data page of two sectors 700 
and 702 of data of a page or metapage. Each sector usually 
contains a portion 704 of 512 bytes of user or system data 
being stored and another number of bytes for overhead data 
706 related either to the data in the portion 704 or to the 
physical page or block in which it is stored. The number of 
bytes of overhead data 706 is typically 16 bytes, making the 
total 528 bytes for each of the sectors 700 and 702. The 
overhead portion 706 may contain an ECC calculated from 
the data portion 704 during programming, its logical address, 
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an experience count of the number of times the block has been 
erased and re-programmed, one or more control flags, oper 
ating Voltage levels, and/or the like, plus an ECC calculated 
from such overhead data 706. Alternatively, the overhead data 
706, or a portion of it, may be stored in different pages in other 
blocks. In either case, a sector denotes a unit of stored data 
with which an ECC is associated. 
0056. As the parallelism of memories increases, data stor 
age capacity of the metablock increases and the size of the 
data page and metapage also increase as a result. The data 
page may then contain more than two sectors of data. With 
two sectors in a data page, and two data pages per metapage, 
there are four sectors in a metapage. Each metapage thus 
stores 2048 bytes of data. This is a high degree of parallelism, 
and can be increased even further as the number of memory 
cells in the rows is increased. For this reason, the width of 
flash memories is being extended in order to increase the 
amount of data in a page and a metapage. 
0057 The physically small re-programmable non-volatile 
memory cards and flash drives identified above are commer 
cially available with various data storage capacities. The host 
manages data files generated or used by application Software 
or firmware programs executed by the host. Word processing 
data files and drawing files of computer aided design (CAD) 
Software are examples of data files generated by application 
Software in general computer hosts such as PCs, laptop com 
puters and the like. A digital camera generates a data file for 
each picture that is stored on a memory card. A cellular 
telephone utilizes data from files on an internal memory card, 
such as a telephone directory. APDA stores and uses several 
different files, such as an address file, a calendar file, and the 
like. In any such application, the memory card may also 
contain software that operates the host. 
0.058 FIG. 8 is a more detailed block diagram of an 
embodiment of a host system 800. Data transfers between the 
host 800 and the non-volatile memory 802 are made through 
the memory interface logic 808. The host 800 may also 
include a microprocessor 810, a read-only memory (ROM) 
812 for storing firmware code, and a random access memory 
(RAM) 814. Other circuits and subsystems 816 may include 
a high capacity magnetic data storage disk drive, and user 
interface circuitry Such as a keyboard, a keypad, a monitor, or 
display, depending upon the particular host system. 
0059. If the host 800 is a PC, for example, the RAM812 or 
other circuits and subsystems 816 may include word process 
ing, graphics, control or other popular application Software 
executable by the processor 810. If the host 800 is a camera, 
cellular telephone or other host system that is primarily dedi 
cated to performing a single set of functions, the applications 
may include software that operates the camera to take and 
store pictures, the cellular telephone to make and receive 
calls, and the like. In embodiments where the host 800 is a PC, 
the memory interface logic 808 may be structured to assign 
addresses in a logical address space to data that is managed by 
the host. The host 800 may include a host file system that 
manages the memory allocations made by the host to files 
managed on the host and stored in one or more memory 
devices. The host file system may be part of an operating 
system stored in Software, firmware or a combination of soft 
ware and firmware. 

0060 A common logical interface between a host and a 
memory system is illustrated in FIG. 9. A continuous logical 
address space 900 is large enough to provide addresses for all 
the data that may be stored in the memory system. The host 
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address space is typically divided into increments of clusters 
of data. Each cluster may be designed in a given host system 
to contain a number of sectors of data, somewhere between 4 
and 64 sectors being typical. A standard sector contains 512 
bytes of data. 
0061. Three DataFiles 1,2 and 3 are shown in the example 
of FIG. 9 to have been created. An application program run 
ning on the host system creates each file as an ordered set of 
data and identifies it by a unique name or other reference. 
Enough available logical address space not already allocated 
to other files is assigned by the host to Data File 1, by a 
file-to-logical address conversion 902. Data File 1 is shown to 
have been assigned a contiguous range of available logical 
addresses. Ranges of addresses are also commonly allocated 
for specific purposes, such as a particular range for the host 
operating Software, which are then avoided for storing data 
even if these addresses have not been utilized at the time the 
host is assigning logical addresses to the data. 
0062. When a Data File 2 is later created by the host, the 
host similarly assigns two different ranges of contiguous 
addresses within the logical address space 900, by the file-to 
logical address conversion 902 of FIG. 9. A file need not be 
assigned contiguous logical addresses but rather can be frag 
ments of addresses in between address ranges already allo 
cated to other files. This example then shows that yet another 
Data File 3 created by the host is allocated other portions of 
the host address space not previously allocated to the Data 
Files 1 and 2 and other data. 
0063. The host keeps track of the memory logical address 
space by maintaining a file allocation table (FAT), where the 
logical addresses assigned by the host to the various host files 
by the conversion 902 are maintained. The FAT table is fre 
quently updated by the host as new files are stored, other files 
deleted, files modified and the like. The FAT table is typically 
stored in a host memory, with a copy also stored in the 
non-volatile memory that is updated from time to time. The 
copy is typically accessed in the non-volatile memory 
through the logical address space just like any other data file. 
When a host file is deleted, the host then deallocates the 
logical addresses previously allocated to the deleted file by 
updating the FAT table to show that they are now available for 
use with other data files. 

0064. The host is not concerned about the physical loca 
tions where the memory system controller chooses to store 
the files. The typical host only knows its logical address space 
and the logical addresses that it has allocated to its various 
files. The memory system, on the other hand, through the 
typical host/card interface being described, only knows the 
portions of the logical address space to which data have been 
written but does not know the logical addresses allocated to 
specific host files, or even the number of host files. The 
memory system controller converts the logical addresses pro 
vided by the host for the storage or retrieval of data into 
unique physical addresses within the flash memory cell array 
where host data are stored. A block 904 represents a working 
table of these logical-to-physical address conversions, which 
is maintained by the memory system controller. 
0065. The memory system controller is programmed to 
store data within the blocks and metablocks of a memory 
array 906 in a manner to maintain the performance of the 
system at a high level. Four planes or Sub-arrays are used in 
this illustration. Data are preferably programmed and read 
with the maximum degree of parallelism that the system 
allows, across an entire metablock formed of a block from 
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each of the planes. At least one metablock 908 is usually 
allocated as a reserved block for storing operating firmware 
and data used by the memory controller. Another metablock 
910, or multiple metablocks, may be allocated for storage of 
host operating software, the host FAT table and the like. Most 
of the physical storage space remains for the storage of data 
files. The memory controller does not know, however, how 
the data received has been allocated by the host among its 
various file objects. All the memory controller typically 
knows from interacting with the host is that data written by 
the host to specific logical addresses are stored incorrespond 
ing physical addresses as maintained by the controller's logi 
cal-to-physical address table 904. 
0066. In a typical memory system, a few extra blocks of 
storage capacity are provided than are necessary to store the 
amount of data within the address space 900. One or more of 
these extra blocks may be provided as redundant blocks for 
substitution for other blocks that may become defective dur 
ing the lifetime of the memory. The logical grouping of blocks 
contained within individual metablocks may usually be 
changed for various reasons, including the Substitution of a 
redundant block for a defective block originally assigned to 
the metablock. One or more additional blocks, such as meta 
block 912, are typically maintained in an erased block pool. 
Most of the remaining metablocks shown in FIG.9 are used to 
store host data. When the host writes data to the memory 
system, the function 904 of the controller converts the logical 
addresses assigned by the host to physical addresses within a 
metablock in the erased block pool. Other metablocks not 
being used to store data within the logical address space 900 
are then erased and designated as erased pool blocks for use 
during a Subsequent data write operation. In a preferred form, 
the logical address space is divided into logical groups that 
each contain an amount of data equal to the storage capacity 
of a physical memory metablock, thus allowing a one-to-one 
mapping of the logical groups into the metablocks. 
0067. Referring to FIG. 10, a data flow 1000 of the typical 
logical address host/memory interface as already shown in 
FIG. 9 is illustrated differently. The host generated data files 
are allocated logical addresses by the host 800. The memory 
system 802 then sees these logical addresses and maps them 
into physical addresses of blocks of memory cells in the 
memory system's physical storage medium where the data 
are actually stored. 
0068 Data stored at specific host logical addresses are 
frequently overwritten by new data as the original stored data 
become obsolete. The memory system controller, in 
response, writes the new data in an erased block and then 
changes the logical-to-physical address table for those logical 
addresses to identify the new physical block to which the data 
at those logical addresses are stored. The blocks containing 
the original data at those logical addresses are then erased and 
made available for the storage of new data. Such erasure often 
must take place before a current data write operation may be 
completed if there is not enough storage capacity in the pre 
erased blocks from the erase block pool at the start of writing. 
This can adversely impact the system data programming 
speed. The memory controller typically learns that data at a 
given logical address has been rendered obsolete by the host 
only when the host writes new data to their same logical 
address. Many blocks of the memory can therefore bestoring 
Such invalid data for a time. 

0069. The sizes of blocks and metablocks are increasing in 
order to efficiently use the area of the integrated circuit 
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memory chip. This results in a large proportion of individual 
data writes storing an amount of data that is less than the 
storage capacity of a metablock, and in many cases even less 
than that of a block. Since the memory system controller 
normally directs new data to an erased pool metablock, this 
can result in portions of metablocks going unfilled. If the new 
data are updates of some data stored in another metablock, 
remaining valid metapages of data from that other metablock 
having logical addresses contiguous with those of the new 
data metapages are also desirably copied in logical address 
order into the new metablock. The old metablock may retain 
other valid data metapages. This results over time in data of 
certain metapages of an individual metablock being rendered 
obsolete and invalid, and replaced by new data with the same 
logical address being written to a different metablock. 
0070. In order to maintain enough physical memory space 

to store data over the entire logical address space 900, such 
data are periodically compacted or consolidated (garbage 
collection). It is also desirable to maintain sectors of data 
within the metablocks in the same order as their logical 
addresses as much as practical, since this makes reading data 
in contiguous logical addresses more efficient. So data com 
paction and garbage collection are typically performed with 
this additional goal. Some aspects of managing a memory 
when receiving partial block data updates and the use of 
metablocks are described in U.S. Pat. No. 6,763,424. 
0071 Data compaction typically involves reading all valid 
data metapages from a metablock and writing them to a new 
block, ignoring metapages with invalid data in the process. 
The metapages with valid data are also preferably arranged 
with a physical address order that matches the logical address 
order of the data stored in them. The number of metapages 
occupied in the new metablock will be less than those occu 
pied in the old metablock since the metapages containing 
invalid data are not copied to the new metablock. The old 
block is then erased and made available to store new data. The 
additional metapages of capacity gained by the consolidation 
can then be used to store other data. 
0072. During garbage collection, metapages of valid data 
with contiguous or near contiguous logical addresses are 
gathered from two or more metablocks and re-written into 
another metablock, usually one in the erased block pool. 
When all valid data metapages are copied from the original 
two or more metablocks, they may be erased for future use. 
0073 Data consolidation and garbage collection take time 
and can affect the performance of the memory system, par 
ticularly if data consolidation or garbage collection needs to 
take place before a command from the host can be executed. 
Such operations are normally scheduled by the memory sys 
tem controller to take place in the background as much as 
possible but the need to perform these operations can cause 
the controller to have to give the hosta busy status signal until 
Such an operation is completed. An example of where execu 
tion of a host command can be delayed is where there are not 
enough pre-erased metablocks in the erased block pool to 
store all the data that the host wants to write into the memory, 
so data consolidation or garbage collection is needed first to 
clear one or more metablocks of valid data, which can then be 
erased. Attention has therefore been directed to managing 
control of the memory in order to minimize Such disruptions. 
Many such techniques are described in the following United 
States patent applications, referenced hereinafter as the “LBA 
patent applications”: Ser. No. 10/749,831, filed Dec. 30, 
2003, entitled “Management of Non-Volatile Memory Sys 
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tems Having Large Erase Blocks'; Ser. No. 10/750,155, filed 
Dec. 30, 2003, entitled “Non-Volatile Memory and Method 
with Block Management System'; Ser. No. 10/917,888, filed 
Aug. 13, 2004, entitled “Non-Volatile Memory and Method 
with Memory Planes Alignment'; Ser. No. 10/917,867, filed 
Aug. 13, 2004; Ser. No. 10/917,889, filed Aug. 13, 2004, 
entitled “Non-Volatile Memory and Method with Phased Pro 
gram Failure Handling'; Ser. No. 10/917,725, filed Aug. 13, 
2004, entitled “Non-Volatile Memory and Method with Con 
trol Data Management'; Ser. No. 11/192.220, filed Jul. 27, 
2005, entitled “Non-Volatile Memory and Method with 
Multi-Stream Update Tracking: Ser. No. 1 1/192,386, filed 
Jul. 27, 2005, entitled “Non-Volatile Memory and Method 
with Improved Indexing for ScratchPad and Update Blocks”: 
and Ser. No. 1 1/191,686, filed Jul. 27, 2005, entitled “Non 
Volatile Memory and Method with Multi-Stream Updating, 
and these applications are hereby incorporated herein by ref 
CCC. 

0074 The memory controller may also use data from the 
FAT table, which is stored by the host in the non-volatile 
memory, to more efficiently operate the memory system. One 
such use is to learn when data has been identified by the host 
to be obsolete by deallocating their logical addresses. Know 
ing this allows the memory controller to schedule erasure of 
the blocks containing such invalid data before it would nor 
mally learn of it by the host writing new data to those logical 
addresses. This is described in U.S. patent application Ser. 
No. 10/897,049, filed Jul. 21, 2004, entitled “Method and 
Apparatus for Maintaining Data on Non-Volatile Memory 
Systems. Other techniques include monitoring host patterns 
of writing new data to the memory in order to deduce whether 
a given write operation is a single file, or, if multiple files, 
where the boundaries between the files lie. U.S. patent appli 
cation Ser. No. 1 1/022,369, filed Dec. 23, 2004, entitled “FAT 
Analysis for Optimized Sequential Cluster Management.” 
describes the use of techniques of this type. Similar tech 
niques may be used in other files systems. For example, in 
memory devices operating using NTFS a review of the Sbit 
map file accessible via the MFT may be used to interpret file 
information. 

0075 To operate the memory system efficiently, it is desir 
able for the controller to know as much about the logical 
addresses assigned by the host to data of its individual files as 
it can. Data files can then be stored by the controller within a 
single metablock or group of metablocks, rather than being 
scattered among a larger number of metablocks when file 
boundaries are not known. The result is that the number and 
complexity of data consolidation and garbage collection 
operations are reduced. The performance of the memory sys 
tem improves as a result. But it is difficult for the memory 
controller to know much about the host data file structure 
when the host/memory interface includes the logical address 
space 900 (FIG.9), as described above. 
0076. In order to permit a memory system 802 the oppor 
tunity of improving performance, the host system 800 may 
incorporate functionality in the operating system or host file 
system applications on the host to provide information in 
addition the LBA address to the memory system 802. This 
additional information may relate to the host file for which the 
data is associated, the type of data, or a combination of this 
information. In one embodiment, the additional information 
may be transmitted immediately prior to the data next sched 
uled to be written to the memory device. The additional 
information may then be followed by the LBA address infor 
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mation and then the data associated with the LBA address 
information and additional information. In the following dis 
cussion, information about the host file that the next data 
transmission belongs to is referred to as file tagging and 
information about the type of data is referred to as data type 
tagging. 

File Tagging 
0077. In one embodiment, the host 800 maintains its 
memory space in an LBA format, but is modified to enhance 
compatibility with memory devices that have the capability to 
accept and use additional information relating to file correla 
tion information. This information allows all related data to 
be associated with a specific file or a specific metafile. 
0078. In this embodiment, the host 800 is configured to 
generate a set of commands to convey the file association 
information and notification of when a file is deleted within 
the host's file system. These file tagging commands may be 
included as extensions to the interface protocol, and may be 
implemented as reserved codes in the legacy LBA interface 
command set. The commands may be transmitted from the 
host to the memory system via reserved or unallocated com 
mand codes in a standard communication interface. 
Examples of suitable interfaces include the ATA interface, for 
solid state disks, or ATA-related interfaces, for example those 
used in CF or SD memory cards. The host 800 only needs to 
provide the file tagging commands during a write-related 
operation and it is contemplated that the file tagging com 
mands would not be used when data is being read at the LBA 
interface. 
007.9 The file tagging commands set forth below each 
include one or more parameters. One of the parameters is an 
identifier (ID). A file or a metafile is identified in a file tagging 
command by an ID that is assigned by the host 800 when the 
file is created or opened. When the file is closed by the host, 
the ID is no longer associated with the file and is invalid 
unless it is re-used by the host when another file is opened. 
The ID values are all invalid when power is first applied to the 
memory system. Another parameter that may be passed in a 
file tagging command is the file type. This parameter may 
have a value that designates between files and metafiles, for 
example it may take the value “metafile'. Also, an identifying 
address (IA) parameter may be used in a file tagging com 
mand. The IA is any LBA address at which data for the file is 
currently stored. The IA may be the LBA address of the start 
of the file and is used to identify an existing file when the file 
is opened and an identifier is assigned by the host. 
0080. The host 800, although handling data in a LBA 
format, includes a file tagging command set that may be 
related to a set of commands the memory system 802 is 
capable of using internally to organize received data. One 
Such memory format, which is known as direct file storage 
(DFS) and that works to store data on the memory system 802 
based on the host file the data belongs to, is described in 
greater detail below. The host 800, by using such a command 
set, can then assist the memory system 802 in providing 
information to create highly correlated data objects while not 
knowing or needing to know how the data is stored in the 
memory system 802, other than by LBA address. The file 
tagging commands issued by a host 800 may include the 
following: 
0081. Sidentify: This file tagging command is a query sent 
to a memory system during initialization of the memory sys 
tem to alert the memory system that the host is capable of 
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providing file tagging information. The host 800 may 
exchange handshake information with the memory system 
802 to verify that the memory system is capable of utilizing 
information in addition to LBA addresses to organize data, 
and thus the desire for the host to provide file tagging infor 
mation. 
I0082 Screate <ID> <types: This file tagging command 
provides notification that a new file has been created and 
should be opened, and has been assigned identifier value 
<ID>. The <typed parameter is optional and, as noted above, 
may take a value such as “metafile'. The Screate command 
should be passed before any other command relating to the 
file that has been created by the host. In one implementation, 
the ID may be session related so that it will always identify a 
particular file between host power-ups, but can be different 
for the same file the next time the host is powered up. In other 
embodiments, the ID may be permanently assigned to a file so 
that it is the identical ID is used by the host for a particular 
host file regardless whether that host application file is cur 
rently open or power is cycled (i.e. the host saves the ID in 
non-volatile memory or has some other mechanism for gen 
erating the identical ID for the file at each power-up). 
I0083 Sopen <ID> <IA>: This file tagging command pro 
vides notification to the interface adapter 1608 that a closed 
file with identifying address <IA> has been opened by the 
host and has been assigned identifier value <ID>. The Sopen 
command should be passed before any other command relat 
ing to the file that has been opened by the host. 
I0084. Sfile <ID>: This file tagging command provides 
notification that the following data relates to the open file with 
identifier value <ID>. The Sfile command should be passed 
before any write command for data for which the file has 
changed from that for the previous data. 
I0085 Sclose <ID>: This file tagging command provides 
notification that the open file with identifier value <ID> has 
been closed by the host. The Sclose command should be 
passed before any command to open another file. 
I0086) Sdelete <ID>: This file tagging command provides 
notification that the open file with identifier value <ID> has 
been deleted by the host. The Sdelete command should be 
passed before any cluster addresses previously allocated to 
the file are re-allocated. 
I0087 Sfree <starts Clengthd: This file tagging command 
provides notification that the run of sequential clusters with 
starting LBA and length in clusters defined by <start> and 
<length>, which was previously allocated to a file that has not 
been deleted, has been designated free. The Sfree command 
should be passed before any of the designated cluster 
addresses is re-allocated. 
I0088 Referring to FIG. 11, the host 800 may optionally 
check for memory device compatibility when the power is 
cycled to verify that the memory device 802 is capable of 
using file tagging information (at 1100). If the memory device 
802 fails to provide an indication that it is capable of, or 
desires, the file tagging information, the host 800 will only 
send data with LBA address information to the memory sys 
tem 802 (at 1102). If the host 800 is coupled to a predeter 
mined internal drive, such as an SSD, there may be no need to 
perform this step because the capabilities of the memory 
device may already be known. Because even an internal drive 
may be replaced, however, the host can be configured to 
always verify memory device capability. For external 
memory systems, the determination may always be necessary 
as the capabilities of the possible external memory systems, 
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Such as removable flash media cards, may vary. The determi 
nation of compatibility may be made by the host transmitting 
a code or query to the memory system and seeing if the 
memory system replies with a known response or handshake 
message indicative of the file tagging capability. 
0089 Assuming that the memory system 802 is capable of 
using file tagging information, the host 802 will analyze the 
data to be sent next, or that is being deleted, and select the 
appropriate one of the file tagging commands to send the 
memory system. If the host creates a new file (at 1104), for 
example if an application program on the host is used to create 
a new file, the host will send a Screate command and an ID to 
the memory system prior to sending any data for the new file 
(at 1106). If the host is opening an existing file (at 1108) or 
writing to an already open file (at 1112) then the host will 
transmit a Sopen command with the file ID and the LBA 
address where the file with the ID is located (at 1110), or will 
transmit the Sfile command with ID for the file prior to writing 
to the data associated with the file (at 1114). In the situation 
where the host 800 plans to write to an already open file, the 
Sfile command may only be sent if the previous write com 
mand sent by the host was to a different host file. Thus, if the 
last write command was to the same host file as the next 
planned write command, the host may not send another file 
tagging command in one embodiment. 
0090. If the host is deleting an entire file (at 1116), the 
Sdelete command may be sent, with the ID the host has 
provided previously to the memory system, prior to the host 
reallocating the LBA addresses for the now deleted file to 
some other file (at 1118). Alternatively, if only a portion of a 
file is being deleted (at 1120), the host may transmit the Sfree 
command along with the starting LBA address and length of 
the deleted portion of the file (at 1122). If a file that is cur 
rently open on the host is being closed (at 1124), the host may 
transmit the Sclose command identifying with the ID param 
eter the file that is to be closed. 

Data Type Tagging 
0091. In another approach, the host 800 may provide a 
data type tag to classify data that is about to be written by the 
host without providing any information relating the data to a 
particular host file. The knowledge of certain data classifica 
tion information may be used within the memory system 820 
to optimize the organization of stored data. In one embodi 
ment, the data type tag may be sent independently of any other 
type of host file system file identification information so that 
the memory system may use this data type information alone 
to assist in how it may wish to store data of different data 
types. 
0092. For the data type tagging scheme to function, the 
host 800 may be configured to generate one or more com 
mands to convey the data type association information to the 
memory system 802. Similar to the file tagging embodiment 
discussed above, the data type tagging command may be 
included as an extension to the interface protocol, and may be 
implemented as reserved codes in the legacy LBA interface 
command set. The command may be transmitted from the 
host to the memory device via reserved or unallocated com 
mand codes in a standard communication interface. 
Examples of suitable interfaces include the ATA interface, for 
solid state disks, or ATA-related interfaces, for example those 
used in CF or SD memory cards. The host would only need to 
provide the data type tagging command during a write-related 
operation and it is contemplated that the data type tagging 
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command would not normally be required when data is being 
read. In other implementations, the data type tagging com 
mand may be used in read operations to achieve faster read 
operations. 
0093. The data type tagging command set forth below may 
include only a single parameter. For example, the data type 
tagging command may be: Stag <typed, where the <typed 
parameter indicates the data type of the next burst of data the 
host is sending out. The data type identified by this parameter 
may include “premium data” that is of a type that is to be 
maintained by a memory system in a specified partition, 
temporary file data Such as that generated when browsing on 
the World WideWeb, and SMFT file data generated by sys 
tems utilizing the NTFS standard. The <types parameter can 
also identify File Allocation Table (FAT) data, root directory 
data and subdirectory data for FAT file system information for 
systems. Additionally, the data type parameter may indicate 
file extension information for the data about to be transmitted 
by the host. 
0094. In another embodiment, the <types parameter may 
contain information on file size. The file size parameter may 
convey the exact size of the file to which the data being sent 
next belongs, or an approximate size of the file the next data 
burst belongs to, where the approximate size may be con 
veyed using one or more size thresholds in the type parameter. 
In yet other embodiments, the <types parameter may be any 
of a number of other forms of data classification information 
usable by a memory system 802 to optimize organization of 
data. 

0.095 As with the file tagging embodiment described 
above, the host 800 may include a data type tagging command 
or command set that may be an abbreviated version of the set 
of commands used internally by a DFS format memory sys 
tem or other format utilized by the memory system 820. 
Referring to FIG. 12, one method of a host providing data 
type tag information is illustrated. The host may optionally 
first determine if the memory system is capable of receiving 
or using data type tag information (at 1200). If the host is 
coupled to a predetermined internal drive, such as an SSD, 
there may be no need to perform this step because the capa 
bilities of the memory device may already be known. For 
external memory systems, the determination may be neces 
sary as the capabilities of the possible external memory sys 
tems, such as removable flash media cards, may vary. The 
determination may be made by the host transmitting a code or 
query to the memory system and seeing if the memory system 
replies with a known response or handshake message indica 
tive of the data type tagging capability. 
0096. If the memory system cannot utilize the data type 
tags, the host will send write commands with LBA informa 
tion and the corresponding data bursts to the memory system 
802 without ever sending data type tagging commands (at 
1202). If the memory system 820 is known or determined to 
have the ability to receive or use data type tags, the host 800 
will determine the appropriate data type for the next burst of 
data scheduled to be written to the memory device (at 1204). 
If the data type tag is a file extension, such as a timp for 
temporary files data or a .mft for MFT data relating to NTFS 
system data, the host can readily determine the appropriate 
data type tag. If the host has a type of data it considers 
premium data, data which it classifies as needing to be stored 
in a different memory partition than other data in the memory 
system, it selects a data parameter accordingly. One example 
of a predetermined data type that a host may wish to have 
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treated specially is file allocation table (FAT) data. Because 
FAT data is generally critical to the integrity of a memory 
system, the data type tagging information may label this as 
premium data in the <typed parameter so that the memory 
system can treat the data different. For example, by storing the 
FAT data in more robust binary (also known as single level 
cell or SLC flash) memory rather than multi-level cell flash 
memory (MLC). 
0097. After the data type of the next data burst scheduled 
to be transmitted from the host is determined by the host, the 
host checks to see if the determined data type differs from that 
of last burst of data sent out by the host to the memory system 
(at 1206). If the data type is the same as for the last data burst, 
the host will simply send the LBA information corresponding 
to the data and the data, regardless of whether the data burst 
relates to the same host file as the last data burst (at 1208). If 
the data burst has a data type that differs from the last data 
burst, the host will transmit the data type command (Stag 
<typed) to the memory system indicating the appropriate data 
type of the next data burst in the type parameter filed, and 
follow the data type command with the LBA information and 
associated data for the data burst (at 1210). 

Combination File Tagging and Data Type Tagging 

0098. In other embodiments, the host 800 may be config 
ured to provide both file tagging and data type tagging infor 
mation to the memory device 820. In this embodiment, the 
Screate command may include both a file ID parameter and a 
data type parameter that is transmitted to the memory device. 
As in the above file tagging only and data type tagging only 
embodiments, a combination command need only be sent 
with both the ID and the data type parameters if the last write 
command was for data from a different file than the data to be 
sent next by the host. Also, it is contemplated that only one of 
the parameters needs to be sent in a command after the initial 
combination file tagging and data type tagging command is 
Sent. 

Direct File Storage Systems 
0099. An example of a memory system that can take 
advantage of a host that is configured to provide file tagging, 
data type tagging or a combination of the two is now 
described. Although the following description focuses on a 
modified DFS arrangement, memory systems with other 
memory management arrangements are also contemplated. 
0100. By way of background, one memory management 
arrangement between a host and a memory system, termed a 
direct data file interface, also referred to as direct file storage 
(DFS), does not use the logical address space. The host 
instead logically addresses each file by a unique number, or 
other identifying reference, and offset addresses of units of 
data (such as bytes) within the file. This file address is given 
directly by the host to the memory system controller, which 
then keeps its own table of where the data of each host file are 
physically stored. This interface can be implemented with the 
same memory system as described above. The primary dif 
ference with what is described above is the manner in which 
that memory system communicates with a host system. 
0101 ADFS file interface is illustrated in FIG. 13, which 
may be compared with the logical address interface of FIG.9. 
An identification of each of the Files 1, 2 and 3 and offsets of 
data within the files of FIG. 13 are passed directly from the 
host to the memory controller. This file address information is 
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then translated by a memory controller function 1300 into 
physical addresses of metablocks and metapages of the 
memory 906. A file directory keeps track of the host file to 
which each stored sector or other unit of data belongs. 
0102 The direct data file interface 1400 is also illustrated 
by FIG. 14, which should be compared with the logical 
address interface 1000 of FIG. 10. The logical address space 
and host-maintained FAT table of FIG. 10 are not present in 
FIG. 14. Rather, data files generated by the host are identified 
to the memory system by file number and offsets of data 
within the file. The memory system controller then directly 
maps the files to the physical blocks of the memory cell array 
and maintains directory and index table information of the 
memory blocks into which host files are stored. It is then 
unnecessary for the host to maintain the file allocation table 
(FAT) that is currently necessary for managing a logical 
address interface. 

0103 Because the memory system knows the locations of 
data making up each file, this data may be erased soon after a 
host deletes the file. This is not possible with a typical logical 
address interface. Further, by identifying host data by file 
objects instead of using logical addresses, the memory system 
controller can store the data in a manner that reduces the need 
for frequent data consolidation and collection. The frequency 
of data copy operations and the amount of data copied are thus 
significantly reduced, thereby increasing the data program 
ming and reading performance of the memory system. Details 
on direct data file storage memory systems are described in 
the following applications: U.S. Patent Publication No. 2006 
0184720 A1, entitled “Direct Data File Storage in Flash 
Memories': U.S. Patent Publication No. 2006-0184718 A1, 
entitled “Direct FileData Programming and Deletion in Flash 
Memories': U.S. Patent Publication No. 2006-0184719 A1, 
entitled “Direct Data File Storage Implementation Tech 
niques in Flash Memories': U.S. Patent Publication No. 
2007-0033323 A1, entitled “Interfacing Systems Operating 
Through a Logical Address Space and on a Direct Data File 
Basis”; U.S. Patent Publication No. 2007-0136555 A1, 
entitled “Logically-Addressed File Storage Methods”; and 
U.S. application Ser. No. 1 1/616.242, filed Dec. 26, 2006, 
entitled “Use of a Direct Data File System with a Continuous 
Logical Address Space Interface. These applications, collec 
tively referred to herein as the “Direct Data File Storage 
Applications', are hereby incorporated by reference in their 
entirety for all purposes. 
0104. The direct data file interface of these Direct Data 
File Storage Applications, as illustrated by FIGS. 13 and 14, 
is simpler than the logical address space interface described 
above, as illustrated by FIGS. 9 and 10, and allows for 
improved memory system performance. Although the direct 
data file storage may be preferred for many applications, host 
systems are primarily configured at the present time to oper 
ate with the logical address space interface. Thus, a memory 
system with a direct data file interface may not be compatible 
with most hosts. Because memory systems may be configured 
to use a DFS memory management format with the ability to 
operate with a legacy LBA interface, or may simply be able to 
take advantage of additional information from a host to opti 
mize organization of stored data, a host operating system is 
disclosed herein that can operate with legacy memory sys 
tems as well as memory systems that can take advantage of 
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information relating to the data type or host file information 
that can be provided in advance 

LBA to DFS Interface Adapter 
0105. In order to take advantage of the additional file tag 
ging or data type tagging information that a host may provide, 
a memory system may be used with the disclosed host file 
system where the memory system can utilize DFS memory 
management format in situations where the host operates in a 
logical address space. One Suitable memory system may 
receive data associated with addresses in a logical block 
address (LBA) format from the host and assemble a group of 
data within the received data from the host system based on a 
correlation of the group of data to an application file on the 
host system. The memory system would then map the LBA 
addresses for the group of data to offset addresses within a 
data object generated by the memory system. Using this data 
object, which is identified by a unique file name, the memory 
system would then directly translate the group of data iden 
tified by the unique file name into physical addresses of 
blocks of memory cells. 
0106 Referring to the LBA-to-DFS memory system 1500 
of FIG. 15, several of the differences between the LBA (FIG. 
10), DFS (FIG.14) and LBA-to-DFS memory systems can be 
seen. Unlike the logical address space of the LBA storage 
format, the LBA-to-DFS storage format shown in FIG. 15 
maps logical addresses Supported by the host into data files 
manageable by the memory and then stores tables both for 
relating LBA addresses to file objects and for relating file 
objects to physical storage blocks. Unlike the host-controlled 
DFS storage format, the LBA-to-DFS storage format is com 
patible with hosts that use logical address space and maintain 
FAT table data. 
0107 As shown in FIG. 16, in order to accomplish this 
interface between the logical address space of the host and the 
direct file storage format of the flash memory, an LBA to DFS 
interface module 1600 in the memory system 1602 may be 
provided that permits for the translation between formats and 
for improved correlation between host-generated file data and 
the associated data in the memory. The LBA to DFS interface 
module 1600 is positioned to communicate with a legacy 
LBA interface 1604 and a DFS memory management module 
1606. The DFS memory management module 1606 manages 
the translation of file objects to physical space in flash storage 
in the manner described for DFS above. The LBA to DFS 
interface module 1600 may be implemented as processor 
executable firmware or software in the controller 300 of the 
memory system 102, 202 of FIGS. 1-2. 
0108. When the interface module 1600 receives data from 
a host via the legacy LBA interface 1604, the data has been 
allocated LBA addresses within an address space for the 
memory system by a file system resident in the host and, as 
noted previously, the addresses for data received may be 
fragmented within the LBA address space. The function of 
the LBA to DFS interface adapter 1608 is to create groups of 
data from within the data received at the LBA interface 1604, 
each of which is treated as a unique file object by the DFS 
memory management module 1606. 
0109. The LBA to DFS address mapping module 1610 
records the relationship between every LBA address in the 
device that has been allocated to store data for a file and its 
corresponding address in DFS format. Using this relationship 
information, it performs translation between LBA and DFS 
address formats. LBA to DFS address mapping guarantees 
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that the correct data for any LBA address can be accessed, 
whatever the degree of correlation that may exist between a 
file object created by the LBA to DFS interface adapter 1608 
and an application file in the host. 
0110. An address run of contiguous LBA addresses that is 
allocated to valid data is mapped by the address mapping 
module 1610 to a run of contiguous offset addresses for a DFS 
file object. An entry for each address run is stored in an LBA 
address table, and comprises the following fields: 
0111 1. Start LBA 
0112 2. Length of run in sectors 
0113. 3. DFS fileID 
0114. 4. Start DFS offset address 
0.115. A lookup operation for a target LBA is performed on 
the LBA address table as follows: 
a) The entry with the lowest value in its “start LBA field that 
is > or -target LBA is found 
b) The previous entry is selected as the entry defining the 
target LBA run 
c) The run offset of the target LBA within the target LBA run 
is identified as the target LBA minus the value in the “start 
LBA field 
d) If run offsets the value in the “length of run in sectors, then 
the target LBA does not exist in the device and the lookup 
operation is complete 
e) The target DFS fileID is read as the value in the “DFS 
fileID field 
f) The target DFS offset address is determined as the value in 
the “start DFS offset address' field plus run offset 
0116. The DFS fileID is created by the DFS memory man 
agement module 1606 in response to a request by interface 
adapter 1608. The DFS fileID is recognized by the DFS 
back-end of the memory system 1602. The DFS file ID and 
the offset address are used by the DFS memory management 
module 1606 to map the file object to physical address loca 
tions, or memory blocks, in the flash memory. Entries in the 
LBA address table are stored in order of their start LBA value, 
and are not necessarily grouped together according to DFS 
fileID value. 
0117 The LBA address table does not relate the start off 
set address value for an address run relating to a specific DFS 
fileID to an offset in the corresponding application file in the 
host, either implicitly or explicitly. If the start LBA address 
value for data to be written to a DFS file with specified fileID 
already exists in the LBA address table and is already mapped 
to that fileID, the write operation is an update to existing data 
and the existing DFS offset address value is retained. If the 
start LBA address value for data to be written to a DFS file 
with specified fileID does not exist in the LBA address table, 
the write operation is an append operation and the highest 
existing DFS offset address for that fileID incremented by one 
is used. If the start LBA address value for data to be written to 
a DFS file with specified fileID already exists in the LBA 
address table but is already mapped to a different filed, the 
request is either treated as an error, or the write operation is 
treated as an append operation, depending on the scheme 
being used in the LBA to DFS interface adapter 1608. 
0118 When a file is deleted, all entries in the LBA address 
table relating to the DFS file with specified fileID are 
removed. The LBA address table is stored as a file by DFS 
memory management 1606. Read and write operations to this 
file may be in DFS offset address units of a sector. 
0119. In order to map the LBA addresses to DFS 
addresses, the LBA to DFS interface adapter 1608 must first 
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create the file objects that are used to define the DFS 
addresses. Although the file objects created by the interface 
adapter 1608 preferably correlate with application files that 
are managed within the host system, file objects uncorrelated 
with the application files may also be generated. One or more 
different file object generating schemes can be incorporated 
in the LBA to DFS interface adapter 1608 for creation of file 
objects. The LBA to DFS interface adapter 1608 may be 
configured with the capability of executing more than one of 
the schemes or selecting between one or more Such schemes. 
For instance, if the interface adapter 1608 is associated in a 
removable memory system that may be used with multiple 
hosts, the interface adapter 1608 may be configured with two 
or more of the schemes and may automatically select a par 
ticular scheme based on the type or arrangement of the host it 
is connected to. The selection may be a permanent selection 
based on the first host that the memory system is connected 
with, or the selection may take place each time a different host 
is connected with the memory system. In yet other implemen 
tations, the interface adapter may select a scheme on a file 
by-file basis rather than making a one-time scheme selection 
when the removable memory system is first connected with a 
particular host. Alternatively, the memory system may be 
configured with only one of these schemes. For example, if 
the memory system is fabricated for use with a single host, as 
is the case for a solid state disk for a laptop computer, then a 
single one of the schemes discussed below may be imple 
mented. 
0120. As used in the discussion herein, the term “file' is 
defined as a grouping of application data that is managed as a 
named entity within the host file system. Data may be deleted 
in units of complete files. The term “metadata' is defined 
herein as any grouping of data created within the host file 
system. Examples of metadata may include data for a root 
directory, file allocation table (FAT) directory, FAT entries, or 
the equivalent in the NTFS file system, such as Sbitmap files 
and SMFT files. In the NTFS file system, files of metadata, 
also referred to as a “metafile', store groups of metadata. 
Metafiles may be separately defined for cases where there is 
set of data within which part of the data is regularly updated 
or for a set of data that may be independently deleted. A 
limited number of metafiles may exist. 
0121 One type of file object generating scheme is noted 
below that takes advantage of information on host data files 
(e.g., the file tagging and/or data type tagging information 
generated by the host 800) available prior to a data write 
operation. In this scheme, file objects are created based on file 
tagging information that is passed from the host at the LBA 
interface before related data is written. This information 
allows all data to be associated with a specific file or a specific 
file metadata. It should be noted that various file object gen 
eration schemes may be implemented in the LBA to DFS 
interface module 1600 as firmware or as processor executable 
Software routines. 

DFS Commands Used By LBA to DFS Interface Module 
0122) Regardless of the specific approach used by the 
interface module 1600 for generating a file object, once the 
interface module determines a DFS fileID relevant to a read or 
write operation, or recognizes the need to create a fileID, the 
interface module communicates with the DFS memory man 
agement module 1606 using a subset of the DFS commands. 
These commands may be generated within the LBA to DFS 
interface module 1600 and passed to DFS memory manage 

Dec. 11, 2008 

ment 1606. The following DFS file commands are used by the 
interface module 1600 to create a file object or instruct the 
DFS memory management 1606 regarding activity relating to 
an existing file object. 
(0123 SDFS create-type>: The SDFS create command 
causes a new file to be created in DFS memory management 
1606. An available fileID value is assigned to the file by DFS 
memory management 1606, and is returned to the LBA to 
DFS interface module for use in subsequently identifying the 
file. A directory entry for the file is also created within DFS 
memory management 1606, and the file is opened. 
0.124. The <types parameter is optional. If omitted, the file 

is treated as a standard DFS file. If <types specifies a metafile 
received from the host, or a file storing management infor 
mation for the LBA to DFS interface module, the DFS 
memory management 1606 adopts the appropriate manage 
ment strategy for this type of file. Special management strat 
egies for a specific file can include avoiding sharing flash 
memory blocks with data for any other file, and using a 
specific type of flashblock, such as binary (SLC) or MLC, for 
data for the file. 

(0.125 SDFS open-fileID>: This SDFS open command 
enables execution of Subsequent data commands for the file 
specified by <fileID>. The write pointer for the file is set to 
the end of the file, and the read pointer for the file is set to the 
beginning of the file. If the specified value for <fileID> does 
not exist, or a specified maximum number of files that can be 
concurrently open is exceeded, the command is not executed 
and an error message is returned. 
0.126 SDFS close-fileID>: The SDFS close command 
disables execution of Subsequent data commands for the 
specified file. Write pointer and read pointer values for the 
file become invalid. 

0127. SDFS delete.<fileID>: The SDFS delete command 
indicates that directory, file index table and attributes entries 
for the file specified by <fileID> should be deleted. Data for 
the files may be erased. The deleted file may not be subse 
quently accessed. 
0128. In addition to the file commands, the interface mod 
ule 1600 may use a number of DFS data commands to initiate 
data input and output operations for a specified file, and to 
define offset address values within the file. The specified file 
must have been opened by the host. If this is not the case, an 
error is returned. As discussed in the file commands above, 
<fileID> is the file handle that was assigned by DFS memory 
management module 1606 when the file was created. The 
DFS data commands are as follows: 

I0129. SDFS write<fileID> <lengthd: Data to be supplied 
to the device following receipt of the SDFS write command 
will be written in the specified file at the offset address defined 
by the current value of the write pointer. The SDFS write 
command is used to write new data for a file, append data to 
a file, and update data within a file. <length> is an optional 
parameter defining the length of data to be written. A SDFS 
write command not specifying length may be Superseded, 
after some associated data has been written, by another 
SDFS write command for the same fileID specifying the 
length of data remaining to be written. DFS memory man 
agement 1606 issues one or more instructions for writing a 
data burst in response to a SDFS write command. 
I0130 SDFS read-fileID>: Data in the specified file at the 
offset address defined by the current value of the read pointer 
may be read from the device following receipt of the SDFS 
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read command. DFS memory management 1606 issues one 
or more instructions for reading a data burst in response to a 
SDFS read command. 
0131 SDFS delete data <fileID> <offsets <lengths: 
Indicates that data of specified length for the specified file and 
offset address should be deleted. The data may be erased. 
(0132 SDFS write pointer<fileID> <offsets: The SDFS 
write pointer command sets the write pointer for the speci 
fied file to the specified offset address. The write pointer is 
incremented by the device following a data burst instruction 
in response to a SDFS write command. 
0.133 SDFS read pointer<fileID> <offsetd: The SDFS 
read pointer command sets the read pointer for the specified 
file to the specified offset address. The read pointer is incre 
mented by the device following a data burst instruction in 
response to a SDFS read command. 
0134) The LBA to DFS interface module 1600 may also 
issue a DFS state command: The SDFS idle command indi 
cates that the LBA to DFS interface module is entering an idle 
state, during which DFS memory management 1606 may 
perform internal operations. The idle state may be ended by 
transmission of any other command to DFS memory man 
agement 1606, whether or not it is busy with an internal 
operation. Upon receipt of Such other command, any internal 
operation in progress in the DFS memory management 1606 
must be suspended or terminated within a specified time. 
0135. The following DFS device commands allow the 
LBA to DFS interface module to interrogate the DFS memory 
management module 1606: 
0.136 SDFS capacity: In response to the SDFS capacity 
command, DFS memory management module 1606 reports 
the capacity of file data stored in the device, and the capacity 
available for new file data. 
0137 SDFS file. In response to the SDFS file command, 
DFS memory management 1606 reports information about 
the specified file, including size. 
0138 SDFS status: In response to the SDFS status com 
mand, DFS memory management 1606 reports its current 
status. The status command does not terminate a command 
being executed. Status includes two types of busy status. DFS 
memory management 1606 is busy performing a foreground 
operation for writing or reading data. DFS memory manage 
ment 1606 is busy performing a background operation initi 
ated whilst the LBA to DFS interface module was in the idle 
State. 

0.139. When receiving the file tagging and/or data type 
tagging information from the host, a memory system having 
the LBA-to-DFS capability discussed above will create a 
table mapping the ID used by the host to the DFS file ID used 
by the memory system for every open file in the memory 
system. Each entry in the ID table contains the ID value and 
fileID of the file. An entry is added to the table for each Screate 
or Sopen command, and an entry is deleted from the table for 
each Sclose or Sdelete command. Although the ID table may 
be stored in non-volatile or Volatile memory, in one imple 
mentation the ID table is stored in volatile memory, such as 
RAM 320 in controller 300 of FIG. 3, as all ID values are 
meant to be invalid if power is removed from the memory 
device. The DFS fileID value is used for all subsequent 
SDFS write commands passed by the interface adapter 1608 
to DFS memory management 1606, until re-specified by 
another file tagging command. In other implementations, if 
the host is configured to maintain ID information Such that an 
application file will always receive the same ID regardless 
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whether that application file is currently open or power is 
cycled, the ID table may be maintained in non-volatile 
memory in the memory system 102, 202, 802. 
0140. Each of the file tagging commands causes the LBA 
to DFS interface module to take one or more steps to assist the 
memory manager in maintaining the efficient file object Stor 
age format of DFS. For example, in advance of writing to on 
an open file, the host will send a Sfile command. In response, 
the interface module 1600 reads the ID table to determine the 
DFS fileID to which the ID value received with the Sfile 
command relates. This fileID value is used for all subsequent 
SDFS write commands passed to DFS memory management 
1606, until re-specified by another file tagging command. 
0.141. Other examples of operations that may be per 
formed by the LBA to DFS interface module, using the file 
tagging scheme outlined above, are discussed below. Upon 
receipt from the host of a Screate command identifying that 
the host is opening a new file, the interface adapter 1608 
generates a separate SDFS create command and passes this 
command to DFS memory management 1606. DFS memory 
management 1606 responds with a DFS fileID value. An 
entry is added by the interface adapter 1608 to an ID table, 
recording ID and fileID values. 
0142. Upon receipt of a Sopen command from a host, the 
LBA address table is read to determine the DFS fileID to 
which data at LBA address IA has been mapped. An entry is 
added to the ID table, recording ID and fileID values, and a 
SDFS open command for the relevant fileID is passed by the 
interface adapter 1608 to DFS memory management 1606. 
This fileID value is used for all subsequent SDFS write com 
mands passed to DFS memory management 1606, until re 
specified by another file tagging command. 
0143. The interface adapter 1608, in response to receipt of 
a Sclose command, may read the ID table to determine the 
DFS fileID to which the ID value received with the Sclose 
command relates. A SDFS close command for the relevant 
fileID is passed to DFS memory management 1606. The entry 
for the ID value is removed from the ID table. 
0144. Following a Sdelete command, the ID table is read to 
determine the DFS fileID to which the ID value received with 
the Sdelete command relates. A SDFS file command is 
passed from the interface adapter 1608 to DFS memory man 
agement 1606 to determine the size of the file that has been 
deleted. A SDFS delete command for the relevant fileID is 
then passed by the interface adapter 1608 to DFS memory 
management 1606. The interface adapter 1608 removes the 
entry for the ID value from the ID table. Additionally, entries 
for LBA runs previously allocated to the deleted file are 
removed from the LBA address table. 
0145. In response to a Sfree command from the host, the 
LBA address table is read to identify DFS address runs 
mapped to LBA address runs that have been de-allocated by 
the Sfree command. ASDFS delete data command is passed 
from the interface adapter 1608 to DFS memory management 
1606 for each DFS run thus identified. Also, entries are modi 
fied or removed from the LBA address table for each LBA run 
identified. 
0146 In other implementations, it is contemplated that a 
memory system 102,202,802 configured with a LBA to DFS 
interface adapter 1608 may also include a set of instructions 
to pass to a host to enable the host to provide file tagging 
instructions such as described above. In this implementation, 
the memory system 102, 202, 802 may initially attempt to 
upload the instruction set for generating file tagging com 
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mands to the host. This upload may be triggered upon 
memory system initialization, for example when the memory 
system receives power, and may include processor executable 
instructions for generating file tagging commands to send to 
the memory system. The upload of the instructions to the host 
may be automatic on power-up, may follow an unanswered 
handshaking query such as the Sidentify command discussed 
above, or may be triggered by other combinations of opera 
tions. 
0147 Although higher correlation of file objects to the 
host application files is preferable in order to optimize the 
benefits of improved memory system performance from a 
DFS memory management system, correlation does not 
affect memory system functionality. An absolute mapping 
between LBA address runs and offset addresses within DFS 
files is rigorously maintained in the LBA to DFS address 
mapping module 1610 regardless of the approach used to 
create file objects. However, the closer the correlation that can 
be achieved, the greater is the efficiency of the data storage 
management by DFS. When fully definitive directory and 
FAT information for a host file has been written, a comparison 
can be made between the allocation of LBA addresses to that 
host file and the allocation of the same addresses to the file 
object in which the data has been stored. The interface module 
1600 may include the ability to request of the memory man 
agement 1606 that files be split or merged, based on their 
correlation with host files. The DFS back-end will only accept 
a request if the operation can be performed Substantially 
without relocating file data, by modifying the file index table 
records in DFS. 
0148 Separate file objects, represented by respective DFS 
fileIDs, may be associated with each other by means of a 
SDFS associate command generated by the LBA to DFS 
interface adapter 1608. Files for which an association has 
been formed are referred to as an associated set. A purpose of 
file association is to restrict the number of blocks containing 
data for files in the associated set together with data for files 
not in the associated set. When the interface adapter 1608 uses 
the SDFS associate command, the associated file objects 
should be deleted as a set when the external host file is 
deleted. Block fragmentation for the associated set may be 
controlled using a scheme similar to that used for a single 
DFS file as described in the Direct Data File Storage Appli 
cations using of a variant of the allocation algorithm for the 
block to which data for a file is to be written (the active block 
for the file). 
0149. An associated set of files may created by a single 
SDFS associate command. All DFS fileIDs in the associated 
set should be specified as parameters for the command. If any 
file in the set was previously associated with one or more 
other files not currently specified in the set, the association 
status of these other files is cancelled. All files specified by a 
SDFS associate command to be in an associated set must not 
have data in blocks that are shared with any other file. Any file 
specified by a SDFS associate command that has data in any 
shared block is not included in the set and is not designated as 
an associated file. 

0150. A file is designated as being part of an associated set 
by fields in the File Index Table record, a table maintained in 
the DFS memory management 1606 of data groups associ 
ated with a host file, for the file. If an active block for a 
non-associated file selected for allocation contains data for 
any file that is an associated file, another block is selected in 
its place. An active block to be allocated for an associated file 
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should be restricted to partial blocks containing data for one 
or more files with which the file is associated. If no partial 
block exists within this restriction, all file associations are 
removed between files in the associated set, and any partial 
block is selected. 
0151. The description above is directed to the example of 
a host system with a logical address space interface and a flash 
memory system with a file based memory management sys 
tem communicating with each other. An LBA to DFS inter 
face adapter 1608, such as described above, integrated into an 
SSD 202 with DFS capabilities may provide advantages in 
durability of the flash memory media regardless of whether 
the laptop 200 or other host includes an operating system 
configured for taking full advantage of the DFS capabilities. 
Also, the techniques described herein may work with a wide 
variety of data storage systems in addition to flash memory, 
Such as magnetic disk drives, optical disk drives, dynamic 
read-only-memory (DRAM), static read-only-memory 
(SRAM), read-only memory (ROM), semiconductor mag 
netic memory, and the like. In addition, other memory man 
agement schemes, aside from LBA-to-DFS enabled memory 
systems, may utilize the file tagging and/or data type tagging 
information generated by the host 
0152. From the foregoing, a method and apparatus for 
providing file tagging and/or data type tagging information to 
a memory system is disclosed. The host may be configured to 
work with legacy LBA interface memory devices and selec 
tively provide additional host file related information to a 
memory system that is able to accept and use such informa 
tion. The additional information may be data type tagging 
information that is passed on to the memory device exclusive 
of any other type of information other than the LBA address 
information and the data to be stored. The additional infor 
mation may alternatively be host file information that is sent 
without data type information. A combination of data type 
tagging and file tagging information is also contemplated. It is 
therefore intended that the foregoing detailed description be 
regarded as illustrative rather than limiting, and that it be 
understood that it is the following claims, including all 
equivalents, that are intended to define the spirit and scope of 
this invention. 

1. A method of transferring data between a host system and 
a re-programmable non-volatile mass storage system, the 
method comprising: 

identifying a data type of data to be transmitted next to the 
maSS Storage System; 

transmitting data type information to the mass storage sys 
tem regarding the data type of the data to be transmitted 
next to the mass storage system, without providing iden 
tification of a particular host file to which the data type 
information pertains, wherein the data type comprises a 
first data type; and 

after transmitting the data type information, transmitting 
logical block address (LBA) information associated 
with the data to be transmitted next, and transmitting the 
data to be transmitted next, to the mass storage system. 

2. The method of claim 1, further comprising transmitting 
additional data having the first data type to the mass storage 
system after the data to be transmitted next, and logical block 
address (LBA) information associated with the additional 
data, without transmitting additional data type information, if 
no data having a data type different than the first data type is 
transmitted prior to the additional data. 
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3. The method of claim 2, wherein the additional data 
relates to a different host file than the data to be transmitted 
neXt. 

4. The method of claim 1, further comprising transmitting 
data type information identifying a second data type after 
transmitting the data to be transmitted next; and 

transmitting data having the second data type after trans 
mitting the data type information identifying the second 
data type. 

5. The method of claim 1, wherein the first data type com 
prises one of the group consisting of temporary file data, 
metadata, file extension and file size. 

6. A method of transferring data between a host system and 
a re-programmable non-volatile mass storage system, the 
method comprising: 

identifying a next data type of data to be transmitted next to 
the mass storage system; 

if the next data type differs from a previous data type of 
data last transmitted to the mass storage system, trans 
mitting data type information to the mass storage infor 
mation regarding the next data type prior to transmitting 
data having the next data type; and 

if the next data type is a same data type as the previous data 
type, transmitting the data having the next data type 
without transmitting data type information regardless of 
whether the data have the next data type and the data last 
transmitted are related to a common host file. 

7. The method of claim 6, wherein each of the next data 
type and the previous data type comprise one of the group 
consisting oftemporary file data, metadata, file extension and 
file size. 

8. The method of claim 6, wherein the data to be transmit 
ted next comprises a burst of data having contiguous LBA 
addresses. 

9. The method of claim 6, wherein the data to be transmit 
ted next comprises a burst of data having non-contiguous 
LBA addresses. 

10. The method of claim 6, wherein the data to be trans 
mitted next comprises a burst of data spanning multiple host 
write commands. 

11. The method of claim 6, wherein transmitting data type 
information comprises transmitting a host command to the 
mass storage system, and wherein the host command is an 
extension to a logical block address (LBA) interface com 
mand set. 

12. The method of claim 11, wherein the host command is 
transmitted via a reserved or unallocated code in an ATA 
interface. 

13. A computer readable medium comprising processor 
executable instructions for providing advance data type infor 
mation to a mass storage system, the instructions configured 
to cause a processor to: 

identify a data type of data to be stored in the mass storage 
system; 

transmit data type information to the mass storage system 
regarding the data type of data to be transmitted next to 
the mass storage system, without providing identifica 
tion of a particular host file to which the data type infor 
mation pertains, wherein the data type comprises a first 
data type; and 

after transmitting the data type information, transmit data 
having the first data type, and logical block address 
(LBA) information associated with the data having the 
first data type, to the mass storage system. 
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14. The computer readable medium of claim 13, further 
comprising instructions for transmitting additional data hav 
ing the first data type to the mass storage system, and logical 
block address (LBA) information associated with the addi 
tional data having the first data type, without transmitting 
additional data type information, if no data having a data type 
different than the first data type is transmitted prior to the 
additional data. 

15. The computer readable medium of claim 14, wherein 
the additional data relates to a different host file than the data 
having the first data type. 

16. The computer readable medium of claim 13, further 
comprising instructions for transmitting data type informa 
tion identifying a second data type after transmitting the data 
having the first data type and prior to transmitting data having 
the second data type. 

17. The computer readable medium of claim 13, wherein 
the first data type comprises one of the group consisting of 
temporary file data, metadata, file extension and file size. 

18. A computer readable medium comprising processor 
executable instructions for providing advance data type infor 
mation to a mass storage system, the instructions configured 
to cause a processor to: 

identify a next data type of data to be transmitted next to the 
maSS Storage System; 

if the next data type differs from a previous data type of 
data last transmitted to the mass storage system, transmit 
data type information to the mass storage system regard 
ing the next data type prior to transmitting data having 
the next data type; and 

if the next data type is a same data type as the previous data 
type, transmit the data having the next data type without 
transmitting data type information regardless of whether 
the data have the next data type and the data last trans 
mitted are related to a common host file. 

19. A host system comprising: 
a processor; 

a mass storage system interface in communication with the 
processor, the mass storage system interface configured 
to transmit data to or receive data from a mass storage 
system; and 

a host file system operative on the processor and configured 
tO: 

identify a data type of data to be stored in the mass 
Storage System; 

transmit data type information regarding the data type of 
data to be transmitted next to the mass storage system 
without providing identification of a particular host 
file to which the data type information pertains, 
wherein the data type comprises a first data type; and 

after transmitting the data type information, transmit 
data having the first data type, and logical block 
address (LBA) information associated with the data 
having the first data type, to the mass storage system. 

20. The system of claim 19, wherein the host file system is 
further operative to transmit additional data having the first 
data type to the mass storage system after the data to be 
transmitted next, and logical block address (LBA) informa 
tion associated with the additional data having the first data 
type, without transmitting additional data type information, if 
no data having a data type different than the first data type is 
transmitted prior to the additional data. 
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21. The system of claim 20, wherein the additional data 
relates to a different host file than the data to be transmitted 
neXt. 

22. The system of claim 19, wherein the host file system is 
further operative to transmit data type information identifying 
a second data type after transmitting the data having the first 
data type and prior to transmitting data having the second data 
type. 

23. The system of claim 19, wherein the first data type 
comprises one of the group consisting of temporary file data, 
metadata, file extension and file size. 

24. A host system comprising: 
a processor; 

a mass storage system interface in communication with the 
processor, the mass storage system interface configured 
to transmit data to or receive data from a mass storage 
system; and 

a host file system operative on the processor and configured 
tO: 

identify a next data type of data to be transmitted next to 
the mass storage system; 

if the next data type differs from a previous data type of 
data last transmitted to the mass storage system, trans 
mit data type information to the mass storage system 
regarding the next data type prior to transmitting data 
having the next data type; and 

if the next data type is a same data type as the previous 
data type, transmit the data having the next data type 
without transmitting data type information regardless 
of whether the data have the next data type and the 
data last transmitted are related to a common host file. 

25. A method of transferring data between a host system 
and a re-programmable non-volatile mass storage system, the 
method comprising: 

identifying a data type of data to be transmitted next to the 
maSS Storage System; 

identifying a host system file associated with the data to be 
transmitted next and associating a host system file iden 
tifier to the data to be transmitted next; 

transmitting information corresponding to the data type 
and the host system file identifier for the data to be 
transmitted next; 

Subsequent to transmitting information corresponding to 
the data type and the host file identifier, transmitting the 
data to be transmitted next in a logical block address 
(LBA) format. 

26. The method of claim 25, wherein the data type com 
prises one of the group consisting of temporary file data, 
metadata, file extension and file size. 

27. The method of claim 25, wherein transmitting infor 
mation corresponding to the data type and the host system file 
identifier comprises transmitting a host command to the mass 
storage system, and wherein the host command is an exten 
sion to a logical blockaddress (LBA) interface command set. 

28. The method of claim 27, wherein the host command is 
transmitted via a reserved or unallocated code in an ATA 
interface. 

29. The method of claim 25, further comprising transmit 
ting additional data associated with the host file identifier to 
the mass storage system after the data to be transmitted next, 
and logical blockaddress (LBA) information associated with 
the additional data, without transmitting additional data type 
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and host file identifier information, if no data having a differ 
ent host file identifier is transmitted prior to the additional 
data. 

30. A computer readable medium comprising processor 
executable instructions for providing advance data type infor 
mation to a mass storage system, the instructions configured 
to cause a processor to: 

identify a data type of data to be stored in the mass storage 
system; 

identify a host system file associated with the data to be 
transmitted next and associate a host system file identi 
fier to the data to be transmitted next; 

transmit information corresponding to the data type and the 
host system file identifier for the data to be transmitted 
next; and 

Subsequent to transmitting information corresponding to 
the data type and the host file identifier, transmit the data 
to be transmitted next in a logical block address (LBA) 
format. 

31. The computer readable medium of claim 30, further 
comprising instructions for transmitting additional data for 
the host system file to the mass storage system, and logical 
block address (LBA) information associated with the addi 
tional data, without transmitting additional data type infor 
mation or host system file identifier information, if no data 
having relating to a different host system file is transmitted 
prior to the additional data. 

32. The computer readable medium of claim 30, further 
comprising instructions for transmitting host system file iden 
tifier information for a second host file system identifier after 
transmitting the data associated with the host system file 
identifier and prior to transmitting data associated with the 
second host system file identifier. 

33. A host system comprising: 
a processor; 
a mass storage system interface in communication with the 

processor, the mass storage system interface configured 
to transmit data to or receive data from a mass storage 
system; and 

a host file system operative on the processor and configured 
tO: 

identify a data type of data to be stored in the mass 
Storage System; 

identify a host system file associated with the data to be 
transmitted next and associate a host system file iden 
tifier to the data to be transmitted next; 

transmit information corresponding to the data type and 
the host system file identifier for the data to be trans 
mitted next; and 

Subsequent to transmitting information corresponding 
to the data type and the host file identifier, transmit the 
data to be transmitted next in a logical block address 
(LBA) format. 

34. The system of claim 33, wherein the host file system is 
further operative to transmit additional data associated with 
the host system file identifier to the mass storage system after 
the data to be transmitted next, and logical block address 
(LBA) information associated with the additional data, with 
out transmitting additional host system file identifier infor 
mation, if no data associated with a different host system file 
identifier is transmitted prior to the additional data. 

35. The system of claim 33, wherein the host file system is 
further operative to transmit host system file identifier infor 
mation identifying a second host system file identifier after 
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transmitting the data to be transmitted next and prior to trans 
mitting data associated with the second host system file iden 
tifier. 

36. A method of transferring data between a host system 
and a re-programmable non-volatile mass storage system, the 
method comprising: 

identifying a host system file corresponding to data to be 
transmitted next to the mass storage system; 

transmitting host system file identifier information to the 
mass storage system regarding the host system file for 
the data to be transmitted next, without transmitting data 
type information for the data to be transmitted next; and 

after transmitting the host system file identifier informa 
tion, transmitting logical blockaddress (LBA) informa 
tion associated with the data to be transmitted next data, 
and the data to be transmitted next, to the mass storage 
system. 

37. The method of claim 36, further comprising transmit 
ting additional data associated with the host system file to the 
mass storage system, and logical blockaddress (LBA) infor 
mation associated with the additional data, without transmit 
ting additional host system file identifier information, if no 
data associated with a different host system file is transmitted 
prior to the additional data. 

38. The method of claim 36, wherein the data to be trans 
mitted next comprises a burst of data having contiguous LBA 
addresses. 

39. The method of claim 36, wherein the data to be trans 
mitted next comprises a burst of data having non-contiguous 
LBA addresses. 

40. The method of claim 36, wherein the data to be trans 
mitted next comprises a burst of data spanning multiple host 
write commands. 

41. The method of claim 36, wherein transmitting host file 
identifier information comprises transmitting a host com 
mand to the mass storage system, and wherein the host com 
mand is an extension to a logical blockaddress (LBA) inter 
face command set. 

42. The method of claim 41, wherein the host command is 
transmitted via a reserved or unallocated code in an ATA 
interface. 

43. A computer readable medium comprising processor 
executable instructions for providing advance file identifier 
information to a mass storage system, the instructions con 
figured to cause a processor to: 

identify a host system file corresponding to data to be 
transmitted next to the mass storage system; 

transmit host system file identifier information to the mass 
storage system regarding the host system file for the data 
to be transmitted next, without transmitting data type 
information for the data to be transmitted next; and 

after transmitting the host system file identifier informa 
tion, transmitting logical blockaddress (LBA) informa 
tion associated with the data to be transmitted next data, 
and the data to be transmitted next, to the mass storage 
system. 

44. The computer readable medium of claim 43, further 
comprising instructions for transmitting additional data asso 
ciated with the host system file to the mass storage system, 
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and logical blockaddress (LBA) information associated with 
the additional data, without transmitting additional host sys 
tem file identifier information, if no data associated with a 
different host system file is transmitted prior to the additional 
data. 

45. The computer readable medium of claim 43, further 
comprising instructions for transmitting host system file 
information identifying a second host system file after trans 
mitting the data to be transmitted next and prior to transmit 
ting data associated with the second host system file. 

46. A host system comprising: 
a processor; 
a mass storage system interface in communication with the 

processor, the mass storage system interface configured 
to transmit data to or receive data from a mass storage 
system; and 

a host file system operative on the processor and configured 
tO: 
identify a host system file corresponding to data to be 

transmitted next to the mass storage system; 
transmit host system file identifier information to the 

mass storage system regarding the host system file for 
the data to be transmitted next, without transmitting 
data type information for the data to be transmitted 
next; and 

after transmitting the host system file identifier informa 
tion, transmitting logical block address (LBA) infor 
mation associated with the data to be transmitted next 
data, and the data to be transmitted next, to the mass 
Storage System. 

47. The system of claim 46, wherein the host file system is 
further operative to transmit additional data associated with 
the host system file identifier to the mass storage system after 
the data to be transmitted next, and logical block address 
(LBA) information associated with the additional data, with 
out transmitting additional host system file identifier infor 
mation, if no data associated with a different host system file 
identifier is transmitted prior to the additional data. 

48. The system of claim 46, wherein the host file system is 
further operative to transmit host system file identifier infor 
mation identifying a second host system file after transmitting 
the data to be transmitted next and prior to transmitting data 
associated with the second host system file. 

49. A method of transferring data between a host system 
and a re-programmable non-volatile mass storage system, the 
method comprising: 

identifying at least one of a data type or a host system file 
associated with data to be transmitted next to the mass 
Storage System; 

associating the data type oran identifier for the host system 
file to the data to be transmitted next; 

transmitting information corresponding to at least one of 
the data type or the identifier for the host system file for 
the data to be transmitted next; 

Subsequent to transmitting information corresponding to at 
least one of the data type or the identifier for the host 
system file, transmitting the data to be transmitted next 
in a logical block address (LBA) format. 
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