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(57) ABSTRACT 

A method for writing data to a memory device is disclosed. In 
one embodiment, data of an atomic transaction is written to a 
first memory in a memory device. A determination is made 
regarding whether all of the data of the atomic transaction was 
written to the first memory. The data of the atomic transaction 
is read from the first memory and written to a second memory 
in the memory device only if it is determined that all of the 
data of the atomic transaction was written to the first memory. 
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METHOD FORWRITING DATA OF AN 
ATOMIC TRANSACTION TO A MEMORY 

DEVICE 

CROSS-REFERENCE TO RELATED 
APPLICATION 

0001. This application is related to “Memory Device with 
Circuitry for Writing Data of an Atomic Transaction.” U.S. 
patent application Ser. No. (attorney docket number 
10519-162), filed herewith, which is hereby incorporated by 
reference. 

BACKGROUND 

0002 Atomic transactions are used in a variety of areas, 
including, for example, security applications and database 
operations. When data of an atomic transaction is stored, it is 
preferred that either all of the data of the transaction is stored 
or none of the data of the transaction is stored. However, a 
write-abort occurring when data of an atomic transaction is 
being stored can result in only part of the data of the atomic 
transaction being stored, which may be highly undesirable. 
High-level file systems or database systems have mechanisms 
designed to protect against write-abort, so that, if there is a 
power failure, the file system or database will “roll back” the 
stored data to a suitable point. However, such protection does 
not exist on a portable memory device. A memory device can 
use a write-abort protection method that will result in only a 
single sector of data being lost in the event of a power loss. 
However, in atomic transactions, a single lost sector may 
cause an incoherent state of the transaction. While a memory 
device can be equipped with a battery backup to ensure that 
all of the data of an atomic transaction will be written to the 
memory device even if a write-abort occurs, a battery would 
add cost to the memory device. 

SUMMARY 

0003. The present invention is defined by the claims, and 
nothing in this section should be taken as a limitation on those 
claims. 
0004. By way of introduction, the embodiments described 
below provide a method for writing data to a memory device. 
In one embodiment, data of an atomic transaction is written to 
a first memory in a memory device. A determination is made 
regarding whetherall of the data of the atomic transaction was 
written to the first memory. The data of the atomic transaction 
is read from the first memory and written to a second memory 
in the memory device only if it is determined that all of the 
data of the atomic transaction was written to the first memory. 
Other embodiments are disclosed, and each of the embodi 
ments can be used alone or together in combination. 
0005. The embodiments will now be described with refer 
ence to the attached drawings. 

BRIEF DESCRIPTION OF THE DRAWINGS 

0006 FIG. 1 is an illustration of a memory device of an 
embodiment. 
0007 FIG. 2 is a flow chart of an embodiment for writing 
data of an atomic transaction to a memory device. 
0008 FIG. 3 is a state diagram of an embodiment for 
writing data of an atomic transaction to a memory device. 
0009 FIG. 4 is a flow chart of an embodiment for writing 
data to a memory device. 
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0010 FIG. 5 is a flow chart of an embodiment for reading 
data from a memory device. 
0011 FIG. 6 is a flow chart of an embodiment for flushing 
data from a first memory to a second memory of a memory 
device. 

DETAILED DESCRIPTION OF THE PRESENTLY 
PREFERRED EMBODIMENTS 

0012 Turning now to the drawings, FIG. 1 is an illustra 
tion of a memory device 100 of an embodiment. The memory 
device 100 can take the form of a memory card or stick and 
preferably takes the form of a TrustedFlashTM memory device 
by SanDisk Corporation. However, it should be understood 
that these embodiments can be used in any type of memory 
device. As shown in FIG. 1, the memory device 100 com 
prises circuitry 120 in communication with a first memory 
130 and a second memory 140. As used herein, the phrase “in 
communication with means in direct communication with or 
in indirect communication with through one or more compo 
nents, which may be named or unnamed herein. For simplic 
ity, the term “circuitry’ will be used herein to refer to a pure 
hardware implementation and/or a combined hardware/soft 
ware (or firmware) implementation. Accordingly, “circuitry’ 
can take the form of one or more of an application specific 
integrated circuit (ASIC), a programmable logic controller, 
an embedded microcontroller, and a single-board computer, 
as well as a processor and a computer-readable medium that 
stores computer-readable program code (e.g., Software or 
firmware) executable by the processor. In one presently pre 
ferred embodiment, the circuitry 120 takes the form of an 
ASIC controller running firmware. 
0013. In this embodiment, the first and second memories 
130, 140 are different parts of a single memory array150. For 
example, the first memory 130 can be a hidden partition, and 
the second memory 140 can be an open partition of the 
memory array 150. In an alternate embodiment, the first and 
second memories can each be in a different memory array. In 
either alternative, it is presently preferred that one or both of 
the first and second memories be solid-state, non-volatile 
memories; in particular, flash EEPROM NAND-type 
memory cells. However, it should be noted that any type of 
memory can be used, Such as, but not limited to, magnetic 
discs and opticalCDs. The memory device 100 can be contain 
other components, which are not shown in FIG. 1 for sim 
plicity. For example, the memory device 100 can contain 
components (such as exposed electrical connectors, a wire 
less transmitter/receiver, etc.) that allow it to be put in com 
munication with a host device, which can take the form of a 
personal computer (PC), a digital media (e.g., MP3) player, or 
a cellphone, for example. 
0014. There are situations where data of an atomic trans 
action needs to be stored in the memory device 100. By its 
very nature, storing data of an atomic transaction should be an 
all-or-nothing proposition: either all of the data of the atomic 
transaction should be stored in the memory device 100, or 
none of the data of the atomic transaction should be stored in 
the memory device 100. In general, it is better to have none of 
the data of the atomic transaction stored in the memory device 
100 than to have only some of the data of the atomic transac 
tion stored in the memory device 100. One example of an 
atomic transaction relates to digital rights management 
(DRM). To protect a file from being read by an unauthorized 
entity, the file can be encrypted and stored with a crypto 
graphic hash. If the file is updated, the cryptographic hash 
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also needs to be updated. If the file is updated without updat 
ing the cryptographic hash, or vice versa, it will appear to the 
security system of the memory device 100 or host device that 
the security infrastructure of the file has been corrupted. 
Accordingly, the updated file and the updated cryptographic 
hash (i.e., the data of the atomic transaction) need to either 
both be stored in the memory device 100 or not stored at all. 
As another example, consider the situation in which the 
memory device 100 is used to record the transfer of money 
from one bank account to another. In this situation, the data 
base record for one bank account needs to be updated to 
reflect an increase in funds, while the database record for the 
other bank account needs to be updated to reflect a decrease in 
funds. Accordingly, both of the updates (i.e., the data of the 
atomic transaction) need to be made, or, if this is not possible, 
neither of the updates should be made. Otherwise, the 
accounts will not balance out. Of course, these are merely 
example and should not be read as limitations on the claims. 
0015. In this embodiment, to avoid only some of the data 
of an atomic transaction from being written to the memory 
device 100, the data of an atomic transaction is first written to 
the first memory 130 and is read out of the first memory 130 
and into the second memory 140 only if all of the data of the 
atomic transaction is written to the first memory 130. This 
enforces an all-or-nothing write policy, so either all of the 
data, or none of the data, of the atomic transaction is written 
to the second memory 140. To accomplish this, the circuitry 
120 in the memory device 100 of this embodiment is designed 
to perform the method illustrated in the flow chart 200 of FIG. 
2 (or, alternatively, a different method can be used). The 
circuitry 120 can also provide other functions. Such as normal 
read/write functions, etc. Alternatively, other components of 
the memory device 100 not shown in FIG. 1 can be used for 
Such other functions. 

0016 Turning now to the flow chart 200 of FIG. 2, the 
circuitry 120 starts writing data of an atomic transaction to the 
first memory 130 in the memory device 100 (act 210). As 
illustrated in the above examples, the data of the atomic 
transaction can be internally created by the memory device 
100 (such as a cryptographic hash) and/or created by a host 
device or other entity external to the memory device 100 (e.g., 
a database or file update). In one embodiment, the first 
memory 130 is a special temporary memory space outside of 
the user space (i.e., the logical block addressing (“LBA) 
space), which is in the second memory 140. Because of the 
temporary nature of the first memory 130 and because it is 
outside of the user-LBA space of the second memory 140, the 
temporary storage of the data of the atomic transaction can be 
stored in the first memory 130 without budgeting extra physi 
cal blocks or consuming user-LBA space in the second 
memory 140. Because this mechanism does not consume any 
user-LBA space, this embodiment effectively provides 
atomic transaction protection without consuming any logical 
space from the host device/file system's perspective. In addi 
tion to temporarily storing atomic transaction data, the first 
memory 130 can be used to store other information, such as, 
but not limited to, information used for the general operation 
of the memory device 100 and/or to manage the second 
memory 140 (e.g., control information Such as update blocks 
and internal tables). Also, while the first and second memo 
ries 130, 140 can be any suitable size, in this embodiment, the 
first memory 130 is smaller than the second memory 140 but 
large enough to record a limited-length atomic command 
sequence (e.g., 63 sectors). 
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(0017. The circuitry 120 then determines whether a write 
abort occurred (act 215). If a write abort did not occur, the 
circuitry 120 reads the atomic transaction data out of the first 
memory 130 (act 240) and writes the read data to the second 
memory 140 (act 250). On the other hand, if a write abort 
occurred, the circuitry 120 determines whether all of the data 
of the atomic transaction was written to the first memory 130 
(act 220). There are several reasons why all of the data of the 
atomic transaction may not be written to the first memory 
130. For example, a write-abort during the writing of the data 
may prevent all of the data from being written. A write-abort 
can be caused by various situations, including, but not limited 
to, loss of power to the memory device (e.g., if the memory 
device 100 was removed from a host device that was supply 
ing it power during the write operation), a power cycle of the 
memory device 100, a write-abort command issued during 
the write operation, and failure of the target memory cells in 
the first memory 130 (e.g., if the target memory cells in the 
first memory were defective and there was not a suitable 
group of redundant memory cells available). On the other 
hand, a write abort that occurred after the data was written to 
the first memory 130 would not prevent all of the data of the 
atomic transaction from being written to the first memory 
130. 

0018. The circuitry 120 can use any suitable method to 
determine whether all of the data of the atomic transaction 
was written to the first memory 130 (i.e., to determine 
whether a write-abort occurred during the writing of the data 
of the atomic transaction). In one embodiment, which will be 
described in more detail below, a “begin transaction' com 
mand at the beginning of the atomic transaction sends all 
subsequent writes to the first memory 130 until a subsequent 
“end transaction' command is received. On receipt of the 
“end transaction' command, a special control flag is written 
(in the first memory 130 or elsewhere, including outside of the 
memory device 100) to indicate the transaction is complete. 
In that embodiment, the circuitry 120 can detect whether a 
write-abort occurred by checking for the presence of the 
flag if data is present in the first memory 130 without the 
flag being present, a write-abort occurred during the writing 
of the data of the atomic transaction. As mentioned above, the 
circuitry can use different techniques to determine whether a 
write-abort occurred during the writing of the data of the 
atomic transaction. For example, instead of writing a flag, the 
last sector of data of the atomic transaction can contain a data 
structure or some other “end of data' identifier. The presence 
of such an identifier would indicate that a write-abort did not 
occur. (The term “indicator will be used herein to refer to a 
flag, an identifier, or any other type of indicator.) As another 
example, the memory device 100 can be equipped with a 
battery-powered sensor that detects when the memory device 
100 loses power and then records a flag in a register to indicate 
a power loss. In that embodiment, the circuitry 120 can detect 
that whether a write-abort occurred during the writing of the 
data of the atomic transaction by checking for the presence of 
the flag in that register. In yet another embodiment, the cir 
cuitry 120 can detect a write-abort by checking the length of 
the data written to the first memory 130. For example, if 
atomic transactions written to the memory device 100 have a 
uniform or expected length (say, 63 sectors), the circuitry 120 
can detect a write-abortiffewer than 63 sectors were written 
to the first memory 130. As another alternative, the circuitry 
120 can analyze the data itself to determine if all of the data of 
the atomic transaction is present. As another example, the 
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presence of any data in the first memory 130 (or in a desig 
nated section of the first memory 130) at start-up can be an 
indication that a write-abort occurred For example, if the data 
in the first memory 130 is transient and erased after the data is 
successfully “flushed to the second memory, the presence of 
data in the first memory 130 at start-up would indicate that a 
write-abort occurred. As shown by these numerous examples, 
any suitable technique can be used to determine whether all of 
the data of the atomic transaction was written to the first 
memory 130. None of these examples should be read into the 
claims unless explicitly recited therein. 
0019 Returning to the flow chart 200 in FIG. 2, if the 
circuitry 120 determines that all of the data of the atomic 
transaction was not written to the first memory 130, the cir 
cuitry 120 discards (e.g., erases, ignores, etc.) any of the data 
that was written to the first memory 230. This discarding can 
take place at any suitable time and not necessarily immedi 
ately after the circuitry 120 detects a write-abort. If, on the 
other hand, the circuitry 120 determines that all of the data of 
the atomic transaction was written to the first memory 130, 
the circuitry 120 begins reading the atomic transaction data 
out of the first memory 130 (act240) and writes that read data 
to the second memory 140 (act 250). This process will be 
referred to herein as “flushing the first memory 130 or 
“replaying the data out of the first memory 130 and into the 
second memory 140. 
0020. If the flushing operation is successful, the atomic 
transaction data that was temporarily stored in the first 
memory 130 is now in the second memory 140 and, therefore, 
accessible in the user-LBA space of the memory device 100. 
However, a write-abort can also occur after all of the data of 
the atomic transaction is written to the first memory 130 but 
before or during a flushing operation. In such a situation, the 
flushing operation can be (re-)performed at any convenient 
time. (If the flushing operation was in progress when a write 
abort occurs, the circuitry 120 can determine the last data 
written to the second memory 140 and resume the flushing 
operation from where it left off prior to the write-abort, or the 
circuitry 120 can start the flushing operation from scratch.) It 
should be noted that if the flushing operation is performed at 
startup, the flushing operation may exceed a host timeout 
period. In Such a situation, the flushing operation can be 
delayed until a suitable time, delayed until the receipt of a 
special “recover transaction' command (e.g., from the host 
device or from the circuitry 120), or performed in the back 
ground utilizing phased 'garbage-collection” techniques. (It 
should be noted that if a host device is not configured to 
perform a flushing operation, the flushing operation may not 
be performed at Startup, and the delays associated with per 
forming the flushing operation at startup would be avoided.) 
0021 Turning again to the drawings, FIG. 3 is a state 
diagram of the memory device 100. As shown in FIG. 3, the 
memory device 100 is in an idle mode (state 300) until an 
“open session' command (i.e., a “begin transaction' com 
mand) is received. This command can be sent by an internal 
application running in the memory device 100 or by a host 
device, for example. The “open session' command causes the 
memory device 100 to operate in an open (or “secure”) ses 
sion (state 310). During an open session, the circuitry 120 
writes data to the first memory 130 instead of the second 
memory 140. In this and the Subsequent figures, a designated 
area in the first memory 130 for transaction data will be 
referred to as a “superchaotic block” or “SC block” or “SCB.” 
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In addition to the SCB, the first memory 130 can store other 
(transitory or non-transitory) data. 
0022. If a write-abort occurs during an open session (e.g., 
because of a power cycle or a "cancel session' command), the 
data written to the first memory device 130 during the open 
session is discarded (i.e., the SC block is erased) (state 315), 
and the memory device 100 is returned to the idle state (state 
300). If a write-abort does not occur during the writing of the 
atomic transaction data to the first memory 130, a “closed 
session' command is received at the end of the atomic trans 
action, causing the memory device 100 to operate in a closed 
session (state 320). During a closed session, data is written to 
the user-LBA space in the second memory 140 instead of the 
first memory 130. In response to a flush command, the flush 
ing operation takes place (state 330), and when the flushing 
operation is complete, the memory device 100 returns to the 
idle mode (state 300). If a write-abort occurs during the 
flushing operation (e.g., because of a power cycle), the flush 
ing operation is aborted (state 340) and will be reattempted in 
response to a “flush” command. Through these states, the 
memory device 100 allows secure sessions to be tolerant of 
write-aborts. 

0023 The flow chart of FIG. 4 will now be discussed to 
illustrate the various write scenarios that can occur when the 
memory device 100 is in the various states. When a new write 
command is received (act 400), the circuitry 120 determines 
whether or not a secure session is open (act 410). (A "secure 
session was referred to as an “open’ session in FIG. 3.) If a 
secure session is open, the circuitry 120 then determines if the 
secure session resulted in less than 63 sectors being written to 
the super chaotic block (act 420). (63 sectors is the maximum 
size of the Super chaotic block in this example; of course, a 
different maximum size can be used.) If the secure session 
does not have less than 63 sectors in the super chaotic block 
(i.e., the Super chaotic block is maxed out), an error occurs 
(act 430). If the secure session does have less than 63 sectors 
(i.e., there is room in the Super chaotic block), the circuitry 
120 writes a single sector to a page in the Super chaotic block 
(act 440). If there are further sectors to write (act 450), the 
process returns to act 420; otherwise, Success is indicated (act 
460). 
0024. Going back to act 410, if a secure session was not 
open when the new write command was received, the cir 
cuitry 120 determines whether there are un-flushed secure 
sectors in the super chaotic block (act 470). This can occur if 
there was a write-abort during the open/secure session or 
during the flushing operation (states 310 and 330 in FIG. 3). 
If there are no un-flushed secure sectors in the super chaotic 
block, the sectors are written to the second memory 140 as 
normal (i.e., without regard to the Super chaotic block) (act 
480). However, if there are un-flushed secure sectors in the 
super chaotic block, the circuitry 120 determines whether the 
sectors that are to be written in the write operation are the 
same sectors as in the un-flushed session (act 490). If they are, 
a conflict will occur when the un-flushed sectors are flushed. 
In that situation, an error status is returned (act 430). On the 
other hand, if the sectors are not the same as in the un-flushed 
session, the write operation proceeds (act 480). 
0025. The flow chart of FIG. 5 will now be discussed to 
illustrate the various read scenarios that can occur when the 
memory device 100 is in the various states. When a new read 
command is received (act 500), the circuitry 120 determines 
whether or not there are un-flushed secure sectors in the super 
chaotic block (act 510). This can occur if there was a write 
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abort during the open/secure session or during the flushing 
operation (states 310 and 330 in FIG. 3). If there are no 
un-flushed secure sectors in the Super chaotic block, the read 
operation proceeds as normal (i.e., without regard to the Super 
chaotic block) (act 520). However, if there are un-flushed 
secure sectors in the super chaotic block, the circuitry 120 
determines whether the logical block address (LBA) associ 
ated with the read command is in the secure block (act 530). 
If the LBA is not in the secure block, the read operation 
proceeds as normal, with the requested sector being read from 
the second memory 140 (act 520). If the LBA is in the secure 
block, the sector is read from the secure block instead of the 
second memory 140 (act 540). A determination is then made 
regarding whether there are more sectors to read (act 550). If 
there are more sectors to read, the process returns to act 530. 
If there are no more sectors to read, success is indicated (act 
560). 
0026. The flow chart of FIG. 6 will now be discussed to 
illustrate the flushing operation. The flow chart can be used 
when flushing a recently-closed session or when flushing 
after write-abort. However, in the case of write-abort recov 
ery, any partially-consolidated logical groups are preferably 
erased upon start-up. Turning now to FIG. 6, in response to a 
flush command (act 600), all existing update blocks are 
closed (act 610). The circuitry 120 then determines if there are 
any sectors remaining in the Super chaotic block (act 620). If 
there are no more sectors remaining in the Super chaotic 
block, the super chaotic block is erased (act 630), and success 
is indicated (act 640). If there are sectors remaining in the 
super chaotic block, the erase block manager (EBM) is 
updated to specify the logical groups to be consolidated (act 
650), and the sectors are consolidated with the existing logi 
cal group (act 660). The process then continues with act 620. 
0027. The following paragraph describes details of a pres 
ently preferred embodiment. These details are intended 
merely to illustrate this embodiment and should not be read 
into the claims. When a secure write-abort session is opened 
by the circuitry 120, the circuitry 120 preferably closes all 
open update blocks in order to clear out the erase block 
manager (EBM) and opens the Super chaotic block. In this 
embodiment, the Super chaotic block allows a maximum of 
63 sector writes, and the super chaotic block preferably keeps 
an array of all possible 63 LBAs written during the secure 
session. When the close command is sent, a “SuperChaoti 
cUpdateDone Sector is preferably written to the 32nd sector 
in the meta-block including a copy of this array. This avoids 
having to scan the Super chaotic block to determine all LBAS 
at initialization or flush time. Writes to the super chaotic block 
can be from any logical group within the LBA space. Prefer 
ably, a program error in the Super chaotic block causes a 
rewrite of the entire block. Also, writes to the super chaotic 
block are preferably stored one sector at a time, with each 
sector being stored in a single page of the Super chaotic block. 
It is presently preferred that multi-plane or cached program 
ming not be used. Preferably, entries in the super chaotic 
block are written in the same manner as other control blocks 
to the first memory 130 to minimize the possibility of the data 
becoming unreadable. The same sector may be stored in the 
Super chaotic block more than once. Accordingly, when read 
ing from a Super chaotic block, it is preferred that the sectors 
be scanned to ensure that a later version does not exist in the 
Super chaotic block. 
0028 Preferably, all open update blocks are closed before 
the flush of the secure session. Flushing these updates sim 
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plifies the consolidation of the logical group. When flushing 
the super-chaotic block, it is preferred that all sectors con 
tained in the Super chaotic block from a logical group be 
consolidated in a single consolidation. The EBM can be 
updated before this operation to indicate which logical group 
is being updated. On power-up after a write-abort, partially 
completed consolidation blocks from the previous flush are 
preferably erased in order to free update block resources. 
When these blocks are erased, the EBM is preferably updated 
to reflect that the consolidation of the erased block was not 
completed. This will guard against the case where a legacy 
host opens an update block on the erased logical group. After 
a successful flush, the super chaotic block is preferably 
erased, as the data stored preferably should not be re-used. 
0029. It should be understood that there are many alterna 
tives to the above embodiments. For example, these embodi 
ments can be used to protect any data from write-aborts, not 
just data of an atomic transaction. Accordingly, 'atomic 
transaction' should not be read into the claims unless explic 
itly recited therein. Also, while the circuitry 120 was 
described as performing various tasks, some or all of those 
tasks can be performed by other components of the memory 
device or by the host device. Further, the performance of these 
tasks can be distributed between the memory device and host 
device (or some other entity). Additionally, as noted above, 
the first and second memories can take any form and do not 
necessarily need to take the specific forms from the above 
examples. For example, instead of taking the form of a Super 
chaotic block, the first memory can take the form of update 
blocks, which can be otherwise used to store updated data. In 
other words, the first memory can comprise a special memory 
area used only when writing data of an atomic transaction 
(e.g., one or more Super chaotic blocks), or the first memory 
can comprise a memory area that is also used for purposes 
other than writing data of an atomic transaction (e.g., one or 
more update blocks). 
0030. It is intended that the foregoing detailed description 
be understood as an illustration of selected forms that the 
invention can take and not as a definition of the invention. It is 
only the following claims, including all equivalents, that are 
intended to define the scope of this invention. It should be 
noted that the acts recited in the claims can be performed in 
any order—not necessarily in the order in which they are 
recited. Finally, it should be noted that any aspect of any of the 
preferred embodiments described herein can be used alone or 
in combination with one another. 

What is claimed is: 
1. A method for writing data of an atomic transaction to a 

memory device, the method comprising: 
(a) writing data of an atomic transaction to a first memory 

in a memory device; 
(b) determining whether all of the data of the atomic trans 

action was written to the first memory; and 
(c) only if it is determined that all of the data of the atomic 

transaction was written to the first memory: 
(c1) reading the data of the atomic transaction from the 

first memory; and 
(c2) writing the data of the atomic transaction read from 

the first memory to a second memory in the memory 
device. 

2. The method of claim 1 further comprising: 
(d) if it is determined that all of the data of the atomic 

transaction was not written to the first memory, discard 
ing any data written to the first memory. 
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3. The method of claim 1 further comprising: 
(d) determining whether all of the data of the atomic trans 

action read from the first memory was written to the 
second memory; and 

(e) if all of the data of the atomic transaction read from the 
first memory was not written to the second memory, 
repeating (c1) and (c2). 

4. The method of claim 1, wherein an indicator is written if 
all of the data of the atomic transaction is completely written 
to the first memory, and wherein (b) comprises determining 
whether the indicator was written. 

5. The method of claim 4, wherein (a) is performed after a 
begin transaction command is received, and wherein the indi 
cator is written after an end transaction command is received. 

6. The method of claim 1, wherein the second memory, but 
not the first memory, is accessible by a user. 

7. The method of claim 1, wherein the data comprises a 
plurality of sectors. 

8. The method of claim 1, wherein (c1) and (c2) are per 
formed only in response to a command received after the 
memory device is initialized. 

9. The method of claim 1, wherein the first memory com 
prises a special memory area used only when writing data of 
an atomic transaction. 

10. The method of claim 1, wherein the first memory com 
prises a memory area that is also used for purposes other than 
writing data of an atomic transaction. 

11. A method for writing data of an atomic transaction to a 
memory device, the method comprising: 

(a) writing data of an atomic transaction to a first memory 
in a memory device, wherein the first memory is outside 
of a logical block address (LBA) space of a second 
memory in the memory device, and wherein the first 
memory is Smaller than the second memory; 

(b) determining whether a write-abort occurred during the 
writing of the data of the atomic transaction to the first 
memory; 

(c) if it is determined that a write-abort did not occur: 
(c1) reading the data of the atomic transaction from the 

first memory; and 
(c2) writing the data of the atomic transaction read from 

the first memory to a second memory in the memory 
device; and 

(d) if it is determined that a write-abort occurred, discard 
ing any data written to the first memory. 

12. The method of claim 11 further comprising: 
(c3) determining whether all of the data of the atomic 

transaction read from the first memory was written to the 
second memory; and 

(c4) if all of the data of the atomic transaction read from the 
first memory was not written to the second memory, 
repeating (c1) and (c2). 

13. The method of claim 11, wherein an indicator is written 
if all of the data of the atomic transaction is completely 
written to the first memory, and wherein (b) comprises deter 
mining whether the indicator was written. 

14. The method of claim 13, wherein (a) is performed after 
a begin transaction command is received, and wherein the 
indicator is written after an end transaction command is 
received. 
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15. The method of claim 11, wherein the data comprises a 
plurality of sectors. 

16. The method of claim 11, wherein (c1) and (c2) are 
performed only in response to a command received after the 
memory device is initialized. 

17. The method of claim 11, wherein the first memory 
comprises a special memory area used only when writing data 
of an atomic transaction. 

18. The method of claim 11, wherein the first memory 
comprises a memory area that is also used for purposes other 
than writing data of an atomic transaction. 

19. A method for writing data to a memory device, the 
method comprising: 

(a) writing data to a first memory in a memory device; 
(b) determining whether the data was completely written to 

the first memory; and 
(c) only if it is determined that all of the data was com 

pletely written to the first memory: 
(c1) reading the data from the first memory; and 
(c2) writing the data read from the first memory to a 

second memory in the memory device. 
20. The method of claim 19 further comprising: 
(d) if it is determined that the data was not completely 

written to the first memory, discarding any data written 
to the first memory. 

21. The method of claim 19 further comprising: 
(d) determining whether the data read from the first 
memory was completely written to the second memory; 
and 

(e) if the data read from the first memory was not com 
pletely written to the second memory, repeating (c1) and 
(c2). 

22. The method of claim 19, wherein an indicator is written 
if the data is completely written to the first memory, and 
wherein (b) comprises determining whether the indicator was 
written. 

23. The method of claim 22, wherein (a) is performed after 
a begin transaction command is received, and wherein the 
indicator is written after an end transaction command is 
received. 

24. The method of claim 19, wherein the second memory, 
but not the first memory, is accessible by a user. 

25. The method of claim 19, wherein the data comprises a 
plurality of sectors. 

26. The method of claim 19, wherein the data comprises 
data of an atomic transaction. 

27. The method of claim 19, wherein (c1) and (c2) are 
performed only in response to a command received after the 
memory device is initialized. 

28. The method of claim 19, wherein the first memory 
comprises a special memory area used only when writing data 
of an atomic transaction. 

29. The method of claim 19, wherein the first memory 
comprises a memory area that is also used for purposes other 
than writing data of an atomic transaction. 
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