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relates to and claims priority from Japanese Patent Applica 
tion No. 2007-85680, filed on Mar. 28, 2007 and Japanese 
Patent Application No. 2006-293485, filed on Oct. 30, 2006, 
the entire disclosures are hereby incorporated by reference. 

BACKGROUND OF THE INVENTION 

0002 The present invention relates to a storage system 
comprising a plurality of storage areas, and a host computer 
coupled to the storage system. 
0003 Generally, an information system is equipped with a 
storage apparatus that uses an HDD (hard disk drive) as a 
storage device, and a storage system including this storage 
apparatus is accessed from a plurality of host systems (hosts, 
for example) via a storage area network (SAN: Storage Area 
Network). Generally, with a storage apparatus, a high-reli 
ability method according to RAID (Redundant Array of Inde 
pendent (or Inexpensive) Disks) technology is adopted to 
provide reliability to the storage apparatus beyond the reli 
ability of a stand-alone HDD. Nevertheless, pursuant to the 
advancement of information Society in recent years, the avail 
ability (service continuity) of information systems depending 
on reliability based on RAID is becoming inadequate. 
0004 Japanese Patent Laid-Open Publication No. 
H7-244597 (Patent Document 1) describes high-availability 
technology to deal with the foregoing situation. This technol 
ogy prepares a production site and a backup site respectively 
including a host computer (hereinafter abbreviated as a 
"host’) and a storage apparatus, and mirrors data stored in the 
storage apparatus of the production site to the storage appa 
ratus of the backup site. If the storage apparatus of the pro 
duction site fails and shuts down, application processing that 
was Suspended as a result of such storage apparatus failure is 
resumed using the storage apparatus and the host of the 
backup site. This technology is generally referred to as 
remote copy or remote mirroring. 

SUMMARY OF THE INVENTION 

0005. With the technology of Patent Document 1, since the 
application is resumed with a different host when a storage 
apparatus fails and shuts down, re-boot processing of the 
application is required. Needless to say, there will be a prob 
lem concerning availability since the application will not be 
able to perform its normal operation from the time such 
application is Suspended until the re-boot is complete. Thus, 
an object of the present invention is to improve the availability 
of an information system including a storage system that 
performs remote copy between two or more storage appara 
tuses, and a host that uses this storage system. 
0006. As one embodiment, a host computer is coupled to a 

first storage apparatus including a first volume for storing 
data, and a second storage apparatus including a second Vol 
ume for storing the data sent from the first storage apparatus. 
When a failure occurs in the first storage apparatus, the host 
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computer sends the data to be sent to the first storage appa 
ratus to the second storage apparatus. 
As another embodiment, a host computer (host) includes an 
operating system having a file system and an HBA device 
driver (host adapter management unit), and an application 
that sends a write request through the file system. The host 
computer is coupled to a first storage apparatus including a 
first Volume, and a second storage apparatus coupled to the 
first storage apparatus and the host and including a second 
Volume. The first storage apparatus and the second storage 
apparatus execute remote copy of copying data of the first 
volume to the second volume. In the host computer, when the 
file system performs write request processing, an I/O path 
manager managing information concerning the remote copy 
sends a write request from the application through the file 
system to the first storage apparatus in which the first volume 
exists through an HBA device driver based on information 
concerning the remote copy. Further, when a failure occurs in 
the first storage apparatus, the I/O path manager updates 
information concerning the remote copy and sends the write 
request to the second storage apparatus containing the second 
Volume. 
0007 Further, as another embodiment, a host computer is 
coupled to a first storage apparatus including a first volume 
for storing data, and a second storage apparatus including a 
second Volume for storing the data sent from the first storage 
apparatus. Here, the first and second Volumes are pool Vol 
umes that dynamically allocate a storage area according to a 
write request from the host computer. When a failure occurs 
in the first storage apparatus, the host computer sends the data 
to be sent to the first storage apparatus to the second storage 
apparatus. 
0008 According to the present invention, it is possible to 
improve the availability of an information system including a 
storage system that performs remote copy between two or 
more storage apparatuses, and a host that uses this storage 
system. 

DESCRIPTION OF DRAWINGS 

0009 FIG. 1 is a block diagram showing an example of the 
hardware constitution of an information system according to 
a first embodiment of the present invention; 
0010 FIG. 2 is a first conceptual diagram showing the 
overview of a first embodiment of the present invention; 
0011 FIG. 3 is a second conceptual diagram showing the 
overview of the first embodiment; 
0012 FIG. 4 is a third conceptual diagram showing the 
overview of the first embodiment; 
0013 FIG. 5 is a conceptual diagram representing the 
Software constitution in a host; 
0014 FIG. 6 is a block diagram representing the software 
constitution in a virtual storage apparatus and a storage appa 
ratus; 
0015 FIG. 7 is a conceptual diagram representing the pair 
status of remote copy and the transition of pair status; 
0016 FIG. 8 is a conceptual diagram showing a device 
relation table to be managed by an I/O path manager; 
(0017 FIG.9 is a flowchart showing the flow when the I/O 
path manager performs initialization processing: 
(0018 FIG. 10 is a flowchart showing the flow when the I/O 
path manager performs write processing: 
(0019 FIG. 11 is a flowchart showing the flow when the I/O 
path manager performs read processing: 
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0020 FIG. 12 is a conceptual diagram showing the over 
view of a second embodiment of the present invention; 
0021 FIG. 13 is a conceptual diagram showing the over 
view of a third embodiment of the present invention; 
0022 FIG. 14 is a conceptual diagram showing the over 
view of a fourth embodiment of the present invention; 
0023 FIG. 15 is a conceptual diagram showing the over 
view of a fifth embodiment of the present invention: 
0024 FIG. 16 is a conceptual diagram showing the over 
view of a sixth embodiment of the present invention; 
0025 FIG. 17 is a conceptual diagram showing the over 
view of a seventh embodiment of the present invention; 
0026 FIG. 18 is a conceptual diagram showing the over 
view of a eighth embodiment of the present invention; 
0027 FIG. 19 is a conceptual diagram showing the over 
view of a ninth embodiment of the present invention; 
0028 FIG. 20 is a conceptual diagram showing the over 
view of a tenth embodiment of the present invention; 
0029 FIG. 21 is a conceptual diagram showing the over 
view of a eleventh embodiment of the present invention; 
0030 FIG. 22 is a conceptual diagram showing the over 
view of a twelfth embodiment of the present invention; 
0031 FIG. 23 is a conceptual diagram showing the over 
view of a thirteenth embodiment of the present invention; 
0032 FIG. 24 is a conceptual diagram showing the over 
view of a fourteenth embodiment of the present invention; 
0033 FIG.25 is a flowchart showing a different flow when 
the I/O path manager performs write processing: 
0034 FIG. 26 is a flowchart showing a different flow when 
the I/O path manager performs read processing: 
0035 FIG. 27 is a flowchart showing a pair operation 
according to a write request to be performed by the storage 
apparatus when the I/O path manager is to perform the write 
processing of FIG. 25: 
0036 FIG. 28 is a conceptual diagram showing the over 
view of a fifteenth embodiment of the present invention; 
0037 FIG. 29 is a conceptual diagram showing the over 
view of a sixteenth embodiment of the present invention; 
0038 FIG. 30 is a conceptual diagram showing the over 
view of the sixteenth embodiment; 
0039 FIG.31 is a block diagram representing the software 
constitution of the virtual storage apparatus and the storage 
apparatus according to an embodiment of the present inven 
tion; 
0040 FIG.32 is a flowchart showing a different flow when 
the virtual storage apparatus performs write processing: 
004.1 FIG.33 is a flowchart showing a different flow when 
the virtual storage apparatus performs read processing: 
0042 FIG. 34 is a flowchart showing the flow of staging 
processing for AOU: 
0043 FIG. 35 is a conceptual diagram explaining the spe 

cific contents of the AOU address mapping information; and 
0044 FIG. 36 is a conceptual diagram explaining the spe 

cific contents of the AOU pool management information. 

DETAILED DESCRIPTION 

0045 Embodiments of the present invention are now 
explained with reference to the attached drawings. 
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(1) First Embodiment 

1. Constitution of Information System 
0046 FIG. 1 is a diagram showing an example of the 
hardware constitution (configuration) of an information sys 
tem according to an embodiment of the present invention. 
0047. The information system, for example, comprises a 
storage apparatus 1500, a host computer (hereafter abbrevi 
ated as a “host') 1100, a management host 1200, and two or 
more virtual storage apparatuses 1000. A plurality of storage 
apparatuses 1500, host computers (hereafter abbreviated as 
the “hosts”) 1100, and management hosts 1200 may be pro 
vided, respectively. The virtual storage apparatus 1000 and 
the host 1100 are mutually connected via an I/O network 
1300. The virtual storage apparatus 1000 and the storage 
apparatus 1500 and the management host 1200 are mutually 
connected via a management network (not shown) or the I/O 
network 1300. 
0048. The host 1100 has a host internal network 1104, and 
coupled to this network 1104 are a processor (abbreviated as 
Proc in the diagrams) 1101, a memory (abbreviated as Mem 
in the diagrams) 1102, and an I/O port (abbreviated as I/O P 
in the diagrams) 1103. The management host 1200 may also 
have the same hardware constitution as the host 1100. Inci 
dentally, an expansion card for adding an I/O port to the host 
1100 is sometimes referred to as an HBA (Host Bus Adapter). 
0049. The management host 1200 has a display device, 
and this display device is able to display a screen for manag 
ing the virtual storage apparatus 1000 and the storage appa 
ratus 1500. Further, the management host 1200 is able to 
receive a management operation request from a user (for 
instance, an operator of the management host 1200), and send 
the received management operation request to the virtual 
storage apparatus 1000 and the storage apparatus 1500. The 
management operation request is a request for operating the 
virtual storage apparatus 1000 and the storage apparatus 
1500, and, for example, there are a parity group creation 
request, an internal LU (Logical Unit) creation request, a path 
definition request, and operations related to a virtualization 
function. 
0050 Connection via a fibre channel is foremost consid 
ered as the I/O network 1300, but in addition thereto, a com 
bination of FICON (Fibre CONnection: registered trade 
mark), or Ethernet (registered trademark) and TCP/IP 
(Transmission Control Protocol/Internet Protocol) and iSCSI 
(internet SCSI (Small Computer System Interface)), and a 
combination of network file systems such as Ethernet (regis 
tered trademark) and NFS (Network File System) of CIFS 
(Common Internet File System) may also be considered. 
Further, the I/O network 1300 may also be other than the 
above so as long as it is a communication device capable of 
transferring I/O requests. Further, the network that connects 
the virtual storage apparatus 1000 and the storage apparatus 
1500 is also the same as the I/O network 1300. 
0051. The virtual storage apparatus 1000 comprises a con 
troller (indicated as CTL in the diagrams) 1010, a cache 
memory (indicated as CM in the diagrams) 1020, and a plu 
rality of HDDs 1030. As a preferred embodiment, the con 
troller 1010 and the cache memory 1020 are respectively 
constituted of a plurality of components. The reason for this is 
because even if a failure occurs in a single component and 
Such component is blocked, the remaining components can be 
used to continue receiving I/O requests as represented by read 
and write requests. 
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0052. The controller 1010 is an apparatus (a circuitboard, 
for example) for controlling the operation of the virtual stor 
age apparatus 1000. The controller 1010 has an internal net 
work 1017, and coupled to this internal network 1017 are an 
I/O port 1013, a cache port (abbreviated as CP in the dia 
grams) 1015, a management port (abbreviated as MP in the 
diagrams) 1016, a back-end port (abbreviated as B/EP in the 
diagrams) 1014, a processor (a CPU (Central Processing 
Unit), for instance) 1011, and a memory 1012. The control 
lers 1010 and the cache memories 1020 are mutually con 
nected each other via a storage internal network 1050. Fur 
ther, the controller 1010 and the respective HDDs 1030 are 
mutually connected via a plurality of back-end networks 
1040. 
0053. The hardware constitution of the storage apparatus 
1500 is constituted of similar components as those of the 
virtual storage apparatus 1000. Incidentally, when the virtual 
storage apparatus 1000 is a dedicated device or switch for 
virtualization without an HDD, the storage apparatus 1500 
does not need to be constituted of similar components as those 
of the virtual storage apparatus 1000. Further, the internal 
network of the host 1100 and the virtual storage apparatus 
1000 is preferably of a broader bandwidth than the transfer 
bandwidth of the I/O port 1013, and all or a part thereof may 
be substituted with a bus or switch-type network. Further, in 
FIG. 1, although only one I/O port 1013 is provided to the 
controller 1010, in reality, a plurality of I/O ports 1013 may 
exist in the controller 1010. 
0054 According to the foregoing hardware constitution, 
the host 1100 will be able to read or write all or a part of the 
data stored in the HDD of the virtual storage apparatus 1000 
and the storage apparatus 1500. Incidentally, in the ensuing 
explanation, the system handling the storage of data is 
referred to as a storage cluster. Further, a Subsystem that 
realizes high availability by including two Subsystems inside 
the storage cluster and which includes the virtual storage 
apparatus 1000 and/or the storage apparatus 1500 is referred 
to as a storage Subsystem. 

2. Overview of Present Embodiment 

0055. In this embodiment, in order to improve the avail 
ability of a storage system including the virtual storage appa 
ratus 1000 having a virtualization function for virtualizing a 
storage area Such as a Volume in another storage apparatus, a 
redundant constitution using another virtual storage appara 
tus 1000 is adopted. FIG. 2 is a diagram showing an overview 
of Such a duplex constitution. 
0056. In this overview, the storage system includes a vir 
tual storage apparatus 1000L, a virtual storage apparatus 
1000R, a storage apparatus 1500L, and a storage apparatus 
1500R. Incidentally, in order to simplify the following expla 
nation, let it be assumed that the virtual storage apparatus 
1000L and the storage apparatus 1500L serve as a primary 
system (production system), and the virtual storage apparatus 
1000R and the storage apparatus 1500R serve as a secondary 
system (backup system). Nevertheless, when the number of 
volumes to be respectively provided by the virtual storage 
apparatuses 1000L, 1000R to the host 1100 is two or more 
Volumes, in Substitute for handling the primary system/sec 
ondary system in virtual storage apparatus units, only the 
virtual storage apparatuses 1000L. 1000R to serve as the 
primary system in Volume units need to be defined. 
0057 The respective virtual storage apparatuses 1000L, 
1000R provide partial or all areas of a parity group (config 
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ured based on RAID technology) with its own HDD 1030 as 
the constituent element as a volume 3000LA and a volume 
3000RA to the host 1100 (corresponds to the portion in which 
A is indicated in a cylinder in FIG. 2). Further, the virtual 
storage apparatus 1000 is also able to optionally provide, 
based on the virtualization function, virtual volumes 3000LB, 
3000RB (volumes in which the nonvolatile storage areas of 
the corresponding HDD or the like exist outside the virtual 
storage apparatuses 1000L. 1000R). In this overview, apart or 
all of the volumes 3500LE, 3500RB provided by the storage 
apparatuses 1500L, 1500R are used as the corresponding 
nonvolatile storage areas. Incidentally, reference to "data of a 
Volume in the following explanation includes, in addition to 
the data stored in the HDD 1030, data that is temporarily 
stored in the cache memory 1020. Further, “data of a virtual 
Volume' described later includes, in addition to the data 
stored in the volumes 3500LE, 3500RB of the storage appa 
ratuses 1500L, 1500R, data that is temporarily stored in the 
cache memory 1020 of the virtual storage apparatuses 1000L, 
1OOOR. 

0.058 Meanwhile, an application program (hereinafter 
sometimes abbreviated as an “application') 2010, an OS, and 
system programs as represented by daemon and management 
programs for assisting in the setting and processing of the OS 
are executed in the host 1100. The OS provides to the appli 
cation 2010 an interface for I/O requests to data existing in the 
volumes 3000LA, 3000LB, 3000RA, 3000RB provided by 
the virtual storage apparatuses 1000L. 1000R, and sends I/O 
requests to the appropriate virtual storage apparatuses 1000L, 
1000R and volumes 3000LA, 3000LE, 3000RA, 3000RB 
according to the request from the application 2010. In a 
normal status, the host 1100 issues an I/O request as repre 
sented by a read or write request to the volumes 3000LA, 
3000LEB of the virtual storage apparatus 1000L, and thereby 
sends and receives data. In other words, upon receiving a read 
request, the virtual storage apparatus 1000L reads data from 
the HDD 1030 and returns such data to the host 110 when the 
requested volumes 3000LA, 3000LB, 3500LE correspond to 
the HDD 1030 inside the virtual storage apparatus 1000L, or 
acquires the necessary data and returns such data (allora part) 
to the host 1100 by issuing a read request to the storage 
apparatus 1500L. 
0059. In the case of a write request, in order to make the 
data redundant, the virtual storage apparatus 1000L that 
received the write data sends the write data to the virtual 
storage apparatus 1000R as the secondary system, and returns 
the write complete message to the host 1100 after the virtual 
storage apparatus 1000L receives a write data reception com 
plete message from the virtual storage apparatus 1000R. Inci 
dentally, write data to the virtual storage apparatus 1000L and 
write data received by the virtual storage apparatus 1000R via 
the virtual storage apparatus 1000L may also be temporarily 
retained in the cache memories 1020L. 1020R of the respec 
tive virtual storage apparatuses 1000L. 1000R. Incidentally, 
as one example of this embodiment, the transfer of this write 
data is conducted via storage remote copy. 
0060 FIG. 3 shows the processing overview of the infor 
mation system after a failure occurred in the virtual storage 
apparatus 1000L under a normal status. 
0061. When the primary virtual storage apparatus 1000L 
fails and shuts down, the system program in the host 1100 
detects this failure, and switches the destination of the I/O 
request from the primary virtual storage apparatus 1000L to 
the secondary virtual storage apparatus 1000R. Nevertheless, 
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in this case also, the application 2010 is able to continue I/O 
without being aware that the destination of the I/O request has 
been Switched. Thus, normally, as a volume identifier desig 
nated at the time of an I/O request from the application 2010 
or the file system, the system program provides a virtual 
volume identifier (or a device file) at an OS layer (more 
specifically, a layer that is lower than the file system), and the 
lower layer of OS manages the correspondence of that iden 
tifier and the identifier (or device file) actually allocated to the 
volume. When switching the destination of the I/O request, 
the correspondence thereof is switched from the volume 
3000LA and the volume 3000LB of the virtual storage appa 
ratus 1000L to the volume 3000RA and the volume 3000RB 
of the virtual storage apparatus 1000R, so as to realize switch 
ing that will be transparent to the application 2010. 
0062. Further, the virtual storage apparatus 1000R is also 
able to process the write request, according to the arrival of 
such write request to the volumes 3000RA, 3000RB from the 
host 1100, or other express fail over requests. As an example 
of this change processing, in line with the data copy from the 
virtual storage apparatus 1000L to the virtual storage appa 
ratus 1000R, when the setting is configured to deny the write 
request from the host 1100 to the volumes 3000RA, 3000RB 
of the virtual storage apparatus 1000R, such setting is can 
celled. Further, when write data is being transferred using 
remote copy, the copy status of remote copy may also be 
changed. 
0063 FIG. 4 shows the processing overview of the infor 
mation system after the occurrence of a failure in the network 
between the virtual storage apparatuses 1000L, 1000R. 
0064. The virtual storage apparatus 1000L that detected 
the network failure notifies this failure to the host 1100. The 
host 1100 that received the failure notice requests the second 
ary virtual storage apparatus 1000R to process the write 
request and issues Subsequent write requests to both the pri 
mary virtual storage apparatus 1000L and the secondary vir 
tual storage apparatus 1000R so as to make the data of the 
primary system and the data of the secondary system uniform. 

3. Programs and Information to be Executed by Host 
11OO 

0065 FIG. 5 is a diagram illustrating the concept to be 
provided by the respective Software programs in addition to 
the software programs to be executed in the host 1100 and 
information to be used by Such software programs. Inciden 
tally, although the Software programs are retained in the 
memory 1102 (FIG. 1) and executed by the processor 1101 
(FIG. 1). Such software programs may be partially realized as 
hardware and executed. 
0066. In the host 1100, in addition to the application 2010 
and the remote copy manager 5030, a file system 5020, an I/O 
path manager 5000 and an HBA device driver 5010 are 
executed as program modules inside the OS or Kernel (it is 
not necessary to execute all processing, for the file system 
5020, the I/O path manager 5000 or the HBA device driver 
5010, inside the Kernel.). 
0067. The HBA device driver 5010 is a program for send 
ing and receiving I/O requests and incidental data through the 
I/O port 1103 (FIG. 1) mounted on the HBA, and controlling 
communication with the other virtual storage apparatuses 
1000L, 1000R and the storage apparatuses 1500L, 1500R. 
The HBA device driver 5010 is also able to provide an iden 
tifier corresponding to the volumes 3000LA, 3000LB, 
3000RA,3000RB provided by the virtual storage apparatuses 
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1000L. 1000R to the upper layer, and receive an I/O request 
accompanied with such identifier. The volume 5040 illus 
trates this concept, and corresponds to the respective Volumes 
3000LA, 3000LB, 3000RA, 3000RB provided by the virtual 
storage apparatuses 1000L. 1000R. 
0068. The I/O path manager 5000 is a module for switch 
ing the I/O request destination of the application 2010. This 
module provides to the file system 5020 an I/O request inter 
face and the identifier, which is the same type of identifier 
corresponding to the volume 5040 provided by the HBA 
device driver 5010 and corresponds to a virtual volume in the 
host 1100. The identifier corresponding to the virtual volume 
in the host 1100 corresponds to the identifier corresponding to 
the volume 5040 provided by the HBA device driver 5010 in 
the module, and the device relation table 5001 retains the 
correspondence thereof. The Volume 5050 illustrates the con 
cept of this virtual volume in the host 1100, and, in FIG. 5, an 
example of the correspondence thereof corresponds to the 
identifier corresponding to the volumes 3000LA, 3000LB of 
the virtual storage apparatus 1000L (to put it differently, it 
could be said that the entities of the virtual volume 5050 in the 
host 1100 are the volumes 3000LA, 3000LB of the virtual 
storage apparatus 1000L). 
0069. An I/O request up to this layer is usually designated 
in a fixed-length block access format. Nevertheless, the I/O 
request is not limited thereto when the host 1100 is a main 
frame, and it may also be designated in a CKD (Count Key 
Data) format. 
0070 The file system 5020 is a module for sending an I/O 
request and sending and receiving data from/to the virtual 
storage apparatuses 1000L. 1000R, which is done through the 
identifier and the I/O interface corresponding to the volume 
5040 provided by the HBA device driver 5010, and the iden 
tifier and the interface corresponding to the virtual volume 
5050 in the host 1100 provided by the I/O path manager 5000. 
FIG. 5 illustrates as an example of the structure of a directory 
tree inside the file system 5020 in a state where a part of such 
tree structure 5052 is stored in the volume 5050 provided 
through virtualization in the host 1100 by the I/O path man 
ager 5000 (as explained above, more precisely, provision of 
the virtual volume 5050 in the host 1100 of the I/O path 
manager 5000 is made through the identifier, and the data 
indicated as being stored in the volume 5050 is actually stored 
in the volumes 3000LA,3000LB,3000RA, 3000PB provided 
by the virtual storage apparatuses 1000L. 1000R shown in the 
device relation table 5001). The file system 5020 provides an 
interface of a file I/O to the application 2010. The file system 
5020 called from the application 2010 through the file I/O 
interface converts the read or write request accompanied with 
a file name and data offset in the file into a read or write 
request of a block format while referring to structural infor 
mation in the file system 5020 such as a directory file or an 
inode, and delivers the read or write request to the I/O path 
manager 5000 or the HBA device driver 5010. 
0071 Incidentally, with a Unix system or Windows (reg 
istered trademark) system OS, the file I/O interface is used to 
provide a function referred to as a device file system as the 
interface for directly operating the data of volumes. Nor 
mally, the device file system is deployed under the control of 
the /dev directory of the file space, and the file name of the 
file of the foregoing directory and below (rsda and so on in the 
illustrated example) corresponds to the volumes 5040, 5050 
provided by the lower layer (HBA device driver 5010 and I/O 
path manager 5000) of the file system 5020. Then, data stored 
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in the volumes 5040, 5050 can be read and written with the 
file I/O interface as though such data is stored in the device 
files 5070,5080. Incidentally, in the example shown in FIG.5, 
the device file 5070 (rsda, rsdb, rsdc, rsdd) corresponds to the 
volume 5040 recognized and provided by the HBA device 
driver 5010, and the device file 5080 (vsda, vsdb) corresponds 
to the volume 5050 provided by the I/O path manager 5000. 
These device files 5070, 5080 may be used for the purpose of 
realizing independent data organization or buffer manage 
ment when the application 2010 is a database. 
0072 The remote copy manager 5030 is a program for 
acquiring the status of remote copy for realizing the data 
transfer between the virtual storage apparatuses 1000L, 
1000R, and for the host 1100 and the I/O path manager 5000 
to perform the operation of remote copy, and communicates 
with the virtual storage apparatuses 1000L, 1000R according 
to the request of a program, a user or the I/O path manager 
5000 using this program. 
0073 Incidentally, as explained above, it would be desir 
able if the functions of the HBA device driver 5010 and the 
I/O path manager 5000 could be partially or wholly installed 
and uninstalled as modules inside the Kernel. This is because, 
since the HBA device driver 5020 is a program for controlling 
the HBA, it is often provided by the manufacturer of the HBA. 
Similarly, since the processing of the I/O path manager 5000 
is decided subject to the processing of the virtual storage 
apparatuses 1000L. 1000R, it is possible that some or all of 
the modules will be provided by the manufacturer of the 
virtual storage apparatuses 1000L, 1000R. Therefore, as a 
result of being able to install/uninstall this program, it will be 
possible to constitute an information system based on abroad 
range of combinations of HBA and virtual storage appara 
tuses 1000L, 1000R. Further, with the present invention, 
since the primary system and the secondary system are 
Switched in a manner that is transparent to the application 
2010, transparent switching that does not require the recom 
pilation or the like of the application 2010 can be realized by 
executing processing inside the Kernel. Moreover, since the 
I/O path manager 5000 exists in the intermediate layer of the 
file system 5020 and the HBA device driver 5010, recompi 
lation of the file system 5020 is no longer required, and 
transparency of the file system is also secured. In addition, the 
I/O path manager 5000 is able to use the functions of the HBA 
device driver 5010. 

0074. Further, the following two methods can be consid 
ered when the I/O path manager 5000 inside the Kernel calls 
the remote copy manager 5030 or performing the opposite 
communication method thereof. 

0075 (A) The I/O path manager 5000 creates a virtual 
volume for communication, and the file system 5020 creates 
this communication Volume as a device file in the file space. 
The remote copy manager 5030 stands by in a state of peri 
odically executing a read system call to the device file. The 
I/O path manager 5000 receives an I/O request from the 
remote copy manager 5030, but pends it internally. Then, 
when it becomes necessary for this module to send a message 
to the remote copy manager 5030, the I/O path manager 5000 
returns the data containing the message defined as a return 
value of the I/O request to the remote copy manager 5030 
through the file system 5020. Incidentally, the read system 
call issued by the remote copy manager thereupon will be 
forced to wait inside the Kernel for a long period of time. If 
this is not preferable, the I/O path manager 5000 should return 
data indicating that there is no message to the remote copy 
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manager 5030 through the file system 5020 after the lapse of 
a prescribed period of time, and the remote copy manager 
5030 that received this message should execute the read sys 
tem call once again. 
0076 (B) Unix (registered trademark) domain socket is 
used and this is treated as a virtual network communication. 
Specifically, the remote copy manager 5030 operates one end 
of the socket, and the I/O path manager 5000 operates the 
remaining end. 
0077. Incidentally, in the following explanation, when the 
I/O path manager 5000 is to operate remote copy or refer to 
the status, let it be assumed that such operation is conducted 
by calling the remote copy manager 5030 through the fore 
going communication. 

4. Programs and Information to be Executed by 
Virtual Storage Apparatus 1000 

0078 FIG. 6 is a diagram showing the programs to be 
executed by the virtual storage apparatuses 1000 (1000L, 
1000R) and the storage apparatuses 1500 (1500L, 1500R), 
and information to be managed by these programs. Inciden 
tally, although the programs are retained in the memory 1102 
(FIG. 1) and the cache memory 1020 and executed by the 
processor 1101 (FIG. 1), such programs may be partially 
constituted as hardware and executed. 
(0079 <4.1. I/O Processing Program 6020, Parity Group 
Information 6060 and Volume Information 6050 
0080. The parity group information 6060 contains infor 
mation relating to the following configuration of each parity 
group. 
I0081 (1) Identifier of HDD 1030 configuring the parity 
group. Since a plurality of HDDs 1030 are participating in the 
parity group, this information exists in a plurality for each 
parity group. 
I0082 (2) RAID level 
0083. Further, the volume information 6050 contains 
information relating to the following configuration of each 
Volume. 
I0084 (1) Volume capacity 
I0085 (2) Identifier of the parity group and areas (start 
address and/or end address) in the parity group storing data 
corresponding to the Volume. 
I0086. The I/O processing program 6020 executes the fol 
lowing processing relating to the I/O request received from 
the host 1100 by referring to the volume information 6050 
and the parity group information 6060. 
I0087 (A) Staging: Copying data stored in the HDD 1030 
to the cache memory 1020. 
I0088 (B) Destaging: Copying data stored in the cache 
memory 1020 to the HDD 1030. Incidentally, as the pre 
processing thereof, redundant data based on RAID technol 
ogy may also be created. 
I0089 (C) Read processing: Determining whether data 
corresponding to the request exists in the cache memory 1020 
in response to the read request received from the host 1100. In 
case of the data corresponding to the request not existing in 
the cache memory 1020, staging processing is executed to 
copy the data to the cache memory 1020, and such data is sent 
to the host 1100. Incidentally, in case of such data existing in 
the cache memory 1020, this data is sent to the host 1100. 
0090 (D) Write processing: Storing the write data 
received from the host 1100 in the cache memory 1020. 
Incidentally, in case of the free area in the cache memory 1020 
not being enough during the processing, destaging processing 
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is executed to copy appropriate data to the HDD 1030, and the 
area in the cache memory 1020 is thereafter reused. Further, 
in case of the address, of which data is previously stored in the 
cache memory 1020, is included in the target area of the write 
request, the data of the area may sometimes be directly over 
written in the cache memory 1020. 
0091 (E) Cache algorithm: Deciding the data in the HDD 
1030 to be staged and the data in the cache memory 1020 to be 
destaged according to an LRU algorithm or the like based on 
the reference frequency or reference period of data in the 
cache memory 1020. 
0092 <4.2. Virtualization Program 6030 and Virtualiza 
tion Information 6070 
0093. The virtualization information 6070 contains infor 
mation relating to the following configuration of each virtu 
alization volume. 
0094 (1) Following information concerning areas in the 
volume of the storage apparatus 1500, and address space in 
the virtual Volume as which the foregoing areas is provided to 
the host 1100. In case of the virtual volume constituting a 
plurality of volumes, the following information will also exist 
in a plurality. 
0095 (1-1) Identifier of the storage apparatus 1500 (or 
identifier of the port), identifier of the volume, and areas (start 
address and end address) in the volume, constituted of the 
virtual volume 
0096 (1-2) Areas (start address and end address) in the 
virtual volume 
0097 (2) Capacity of the virtual volume 
0098. The virtualization program 6030 is a program for 
the virtual storage apparatus 1000 to provide a volume to the 
host 1100 by using the volume provided by the storage appa 
ratus 1500. Incidentally, there are the following patterns as 
the correspondence of the virtual volume provided by the 
virtualization program 6030 and the relating volume in the 
storage apparatus 1500. 
0099 (A) A case of using the overall volume in the storage 
apparatus 1500 as the storage area of the virtual volume. In 
this case, capacity of the virtual volume will be roughly the 
same capacity as the selected Volume (roughly same is a 
case of storing the control information and redundant infor 
mation in a volume of the storage apparatus 1500. When there 
is no such information, this will be the same capacity). 
0100 (B) A case of using a part of the volume in the 
storage apparatus 1500 as the storage area corresponding to 
the virtualization volume. Here, capacity of the virtual vol 
ume will be roughly the same as the area capacity to be used. 
0101 (C) A case of combining and using a plurality of 
volumes in a plurality of storage apparatuses 1500 as the 
storage area of the virtual Volume. Here, capacity of the 
virtual volume will be roughly the same capacity as the total 
value of the capacity of the respective volumes. Incidentally, 
as this kind of combination method, there are striping, con 
catenate (method of linking a plurality of Volumes and treat 
ing them as a single Volume) and so on. 
0102 (D) In addition to pattern (C), further storing parity 
information or mirror data. Here, capacity of the virtual vol 
ume will behalf of (C) when storing mirror data, or depend on 
the parity calculation method when storing parity. Reliability 
of data stored in the virtual volume can be improved through 
combination with high-reliability based on RAID inside the 
storage apparatus 1500. 
0103 Incidentally, regarding every pattern, the storage 
apparatus identifier (or port identifier) and the volume iden 

Aug. 21, 2014 

tifier (information for identifying volumes in the virtual stor 
age apparatus or controlled by ports used in the I/O request, 
such as LUN (Logical Unit Number), CKD-format CU num 
ber, LDEV (Logical DEVice) number, and the like), desig 
nated in the I/O request, differ from the original volume. 
0104. The virtualization program 6030 is called by the I/O 
processing program 6020 when the data to be subject to 
staging or destaging corresponds to the virtual Volume, and 
uses the virtualization information 6070 to execute the fol 
lowing processing. 
0105 (A) Staging: Deciding which data stored in the vol 
ume of which storage apparatus 1500 should be copied to the 
cache memory 1020 based on the correspondence of the 
virtualization Volume and the Volume of the storage apparatus 
1500, and thereafter copying such data to the cache memory 
102O. 

0106 (B) Destaging: Deciding which volume of the stor 
age apparatus 1500 should be target to copy data in the cache 
memory 1020 to, based on the correspondence of the virtual 
volume and the volume of the storage apparatus 1500, and 
thereafter copying such data to the storage apparatus 1500. 
Incidentally, as the pre-processing thereof, redundant data 
based on RAID technology may also be created. 
0107 <4.3. Remote Copy Program 6010 and Copy Pair 
Information 6040 

0108. The copy pair information 6040 possesses the fol 
lowing information for each copy pair (hereinafter sometimes 
abbreviated as a “pair”) of the copy source volume and the 
copy destination Volume of remote copy. Incidentally, in this 
embodiment, volumes that are the target of high availability 
are designated as the copy source Volume and the copy des 
tination Volume. 

0109 (1) Identifier of the virtual storage apparatus 1000 
having the copy source Volume, and identifier of the Volume 
0110 (2) Identifier of the virtual storage apparatus 1000 
having the copy destination Volume, and identifier of the 
Volume 

0111 (3) Status of the copy pair (details will be described 
later) 
0112 The remote copy program 6010 is a program for 
mirroring the data stored in the copy source Volume to the 
copy destination Volume, and refers to the copy pair informa 
tion 6040 to perform the processing. The processing overview 
and pair status of remote copy (in particular synchronous 
remote copy) are explained below. 
0113 <4.3.1. Copy Processing Operation of Synchronous 
Remote Copy 
0114. As the method of the synchronous remote copy 
described above, when the virtual storage apparatus 1000 of 
the copy source receives a write request for writing into the 
copy source volume from the host 1100, the virtual storage 
apparatus 1000 of the copy source sends write data to the 
virtual storage apparatus 1000 of the copy destination and 
thereafter returning a write request completion notice to the 
host 1100. 

0.115. When synchronous remote copy is to be executed, 
the controller 1010 of the virtual storage apparatus 1000 
manages information referred to as a copy pair status (Sim 
plex. Initial-Copying, Duplex, Suspend and Duplex-Pend 
ing), in order to display the status of remote copy between the 
pair of copy source Volume and copy destination Volume on a 
management screen 1200 or operate the status of remote 



US 2014/0237179 A1 

copy. FIG. 7 shows a status transition diagram relating to the 
pair status of synchronous remote copy. The respective pair 
statuses are explained below. 
0116 <4.3.1.1. Simplex Status) 
0117 The Simplex status is a status where copy between 
the copy source Volume and the copy destination volume 
configuring a pair has not been started. 
0118 <4.3.1.2. Duplex Status.> 
0119 The Duplex status is a status where synchronous 
remote copy has been started, the initialization copy 
described later is complete and the data contents of the copy 
Source Volume and the copy destination Volume configuring a 
pair are the same. In this status, excluding the areas that are 
currently being written, data contents of the copy source 
Volume and data contents of the copy destination Volume will 
be the same. Incidentally, during the Duplex status and in the 
Duplex-Pending and Initial-Copying statuses, write requests 
from the host 1100 to the copy destination volume are denied. 
0120 <4.3.1.3. Initial-Copying Status.> 
0121 The Initial-Copying status is an intermediate status 
during the transition from the Simplex status to the Duplex 
status, and initialization copy from the copy source Volume to 
the copy destination Volume (copy of data already stored in 
the copy source Volume to the copy destination Volume) is 
performed as required during this period. When initialization 
copy is complete and processing necessary for making the 
transition to the Duplex status is complete, the pair status 
becomes a Duplex status. 
0122 <4.3.1.4. Suspend Status 
0123. The Suspend status is a status where the contents 
written into the copy source volume are not reflected in the 
copy destination Volume. In this status, data contents of the 
copy source Volume and the copy destination Volume config 
uring a pair are not the same. Triggered by a command from 
the user or the host 1100, the pair status makes a transition 
from another status to the Suspend status. In addition, a case 
may be considered where, when it is no longer possible to 
perform synchronous remote copy due to a network failure or 
the like between the virtual storage apparatuses 1000, the pair 
status makes an automatic transition to the Suspend status. 
0.124. In the following explanation, the latter case; that is, 
the Suspend status caused by a failure will be referred to as a 
Failure Suspend status. Representative examples that cause 
Such Failure Suspend status are, in addition to a network 
failure, failures in the copy source Volume and the copy 
destination volume, and failure of the controller 1010. 
0.125. When entering the Suspend status, although the 
copy source storage 1000 receives write data according to a 
write request and stores it in the copy source Volume when 
Such write request is issued to the copy source Volume Sub 
sequent to entering the Suspend status, the copy source stor 
age 1000 does not send the write data to the virtual storage 
apparatus 1000 of the copy destination. Further, the virtual 
storage apparatus 1000 of the copy source stores the writing 
location of the written write data in the copy source volume as 
a differential bitmap or the like. 
0126 Incidentally, when a write request is issued to the 
copy source Volume Subsequent to entering the Suspend sta 
tus, the virtual storage apparatus 1000 of the copy destination 
also performs the foregoing operation. Further, when a setting 
referred to as “fence' is configured in a pair before such pair 
enters the Failure Suspend status, writing of the copy source 
Volume is denied after the pair status makes a transition to the 
Failure Suspend status. Incidentally, the virtual storage appa 
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ratus 1000 of the copy destination may also deny the write 
request to the copy destination Volume during the Failure 
Suspend status. 
(O127 <4.3.1.5. Duplex-Pending Status.> 
I0128. The Duplex-Pending status is the intermediate sta 
tus during the transition from the Suspend status to the 
Duplex status. In this status, data copy from the copy source 
Volume to the copy destination Volume is executed in order to 
make the data contents of the copy source Volume and the 
copy destination Volume coincide. After the data contents of 
the copy source Volume and the copy destination volume 
become identical, the pair status becomes a Duplex status. 
I0129. Incidentally, data copy during the Duplex-Pending 
status is executed, via differential copy of copying only the 
portions that need to be updated (in other words, the incon 
sistent data between the copy source Volume and the copy 
destination Volume) by using the writing location (for 
instance, the foregoing differential bitmap or the like) 
recorded in the virtual storage apparatus 1000 of the copy 
source or the virtual storage apparatus 1000 of the copy 
destination during the Suspend status. 
0.130. Further, although the Initial-Copying status and the 
Duplex-Pending status were explained above as being sepa 
rate statuses, these may also be combined and displayed as 
one status on the screen of the management host 1200, or 
Subject to transition as one status. 
I0131 <4.3.1.6. Pair Operation Command> 
0.132. The pair status makes a transition to another status 
based on the following commands from the host 1100 or the 
management host 1200. 
0.133 (A) Initialization command: When this command is 
received during the Simplex status, transition is made to the 
Initial-Copying status. 
0.134 (B) Resynchronization command: When this com 
mand is received during the Suspend status or the Failure 
Suspend status, transition is made to the Duplex-Pending 
Status. 

0.135 (C) Partition command: When this command is 
received during the Duplex status, transition is made to the 
Suspend status. 
0.136 (D) Copy direction inversion command: When this 
command is received during the Duplex status, Suspend sta 
tus or Failure Suspend status, relationship of the copy source 
and the copy destination is inverted. In the case of a Duplex 
status, the copy direction is also inverted when this command 
is received. 
0.137 Incidentally, the initialization command is expected 
to designate the virtual storage apparatus 1000 of the copy 
Source and the copy source Volume, and the virtual storage 
apparatus 1000 of the copy destination and the copy destina 
tion Volume, and the remaining commands merely need to 
designate identifiers showing the pair relationship since Such 
pair relationship has already been formed (combination of the 
virtual storage apparatus 1000 of the copy source and the 
copy source volume, and the virtual storage apparatus 1000 of 
the copy destination and the copy destination Volume is also 
one of such identifiers). 

5. Programs and Information to be Executed by 
Storage Apparatus 1500 

0.138 FIG. 6 illustrates the programs and information to be 
executed by the storage apparatus 1500, and the respective 
programs and information perform the same operation as the 
virtual storage apparatus 1000. 
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6. Device Relation Table 5001 

0139 FIG. 8 is a diagram showing the information con 
tained in the device relation table 5001. The device relation 
table 5001 manages the following information for each vir 
tual volume (more specifically, for each identifier corre 
sponding to such volume) in the host 1100 provided by the I/O 
path manager 5000. 
0140 (A) Identifiers of the virtual volumes in the host 
1100 

0141 (B) Related volume identifier list: Identifiers of vol 
umes of the storage apparatus 1500 that may become the 
entity of virtual volumes in the host 1100 are included. Inci 
dentally, as said individual identifiers, the identifiers allo 
cated by the HBA device drivers 5010 as the lower layer of the 
I/O path manager 5000 are used. In this embodiment, identi 
fiers of volumes in the primary virtual storage apparatus 1000 
(1000L) and volumes in the secondary virtual storage appa 
ratus 1000 (1000R) are listed (if a normal status). 
0142 (C) Primary volume: Shows which volume listed at 
(B) is a primary. 
0143 (D) Failure status 
0144 (E) Pair status 
0145 Incidentally, since the identifiers of (A) and the 
identifiers of (B) are handled the same from the perspective of 
the file system 5020, overlap of the identifiers of (A) and (B) 
is not allowed. Further, since overlap is also not allowed in the 
case of combining (A) and (B), the I/O path manager 5000 
needs to create the identifiers of (A) while giving consider 
ation to this point. 

7. Initialization Processing 
0146 FIG. 9 is a flowchart illustrating the initialization 
processing of the I/O path manager 5000. This initialization 
processing is now explained with reference to the flowchart. 
Incidentally, although there are cases below where the pro 
cessing Subject of various processes is explained as the “I/O 
path manager 5000 in reality, it goes without saying that the 
processor 1101 (FIG. 1) of the host 1100 executes the corre 
sponding processing based on a program called the “I/O path 
manager 5000.” 
0147 (S9001) The I/O path manager 5000 receives an 
initialization command containing the following information 
from the user of the management host 1200 or the host 1100. 
Incidentally, as the initialization processing of a duplex sys 
tem, this is also referred to as an HA (High Availability) 
initialization command. 
0148 (A) Primary virtual storage apparatus 1000 and its 
Volumes 

0149 
Volumes 

0150 (S9002) The I/O path manager 5000 communicates 
with both virtual storage apparatuses 1000 commanded at 
S9001 and acquires the existence of volumes and the capacity 
thereof. 

0151 (S9003) The I/O path manager 5000 confirms that 
Volumes commanded at S9001 exist and are of the same 
capacity. When this cannot be confirmed, the I/O path man 
ager 5000 returns an error to the command source. 
0152 (S9004) The I/O path manager 5000 sends a remote 
copy initialization command to one or both virtual storage 
apparatuses 1000. This initialization command is com 
manded with the primary Volume as the copy source Volume 

(B) Secondary virtual storage apparatus 1000 and its 
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and the secondary Volume as the copy destination Volume. 
Based on this command, the virtual storage apparatus 1000 
starts remote copy. 
(O153 (S9005) The I/O path manager 5000 registers the 
following information in the device relation table 5001, and 
thereafter returns an initialization start reply to the source of 
the initialization command. 
0154 (A) Identifiers of the virtual volumes in the host 
1100 (=values created by the I/O path manager 5000) 
(O155 (B) Related volume identifier list (=two identifiers 
corresponding to the virtual storage apparatus 1000 and the 
volume designated at S9001 (both the primary system and 
secondary system)). 
0156 (C) Identifier of the primary volume (primary vol 
ume designated at S9001) 
0157 (D) Failure status (secondary system in prepara 
tion) 
0158 (E) Pair status (Initial-Copying) 
0159 (S9006) The I/O path manager 5000 monitors the 
pair status of remote copy, and updates the device relation 
table 50001 to the following information upon transition to 
the Duplex status. 
0160 (D) Failure status (normal status) 
(0161 (E) Pair status (Duplex) 
0162. As a result of the foregoing processing, the I/O path 
manager 5000 is able to start the preparation for high avail 
ability including the setting of remote copy according to the 
user's command. Incidentally, in reality, since the I/O path 
manager 5000 is able to provide the virtual volume in the host 
1100 immediately after S9005, users who wish to make 
access in a file format is able to start file I/O by issuing a 
mount command to the volume. Further, as a different 
method, the I/O path manager 5000 may define the virtual 
volume in the host 1100 corresponding to the volume to 
realize high availability before the setting of remote copy, and 
the file system 5020 may also start the foregoing processing 
from a state of mounting the Volume by the user designating 
a Volume to become a secondary system. 

8. Write Request Processing Flow 
0163 FIG. 10 is a diagram showing the processing flow 
when the I/O path manager 5000 receives a write request from 
the file system 5020. 
(0164 (S10001) From the file system 5020, the I/O path 
manager 5000 is called (or receives a message of) a write 
request function including the identifier of the virtual volume 
in the host 1100 to become the write destination, write loca 
tion of the volume, and the write length. 
(0165 (S10002) The I/O path manager 5000 confirms the 
failure status of the virtual volume and, if it is a remote copy 
failed status, transfers the control to the dual write processing 
at S10020, and otherwise executes S10003. 
(0166 (S10003) The I/O path manager 5000 issues a write 
request to the primary Volume. Incidentally, issuance of the 
write request is actually realized by calling the HBA device 
drive 5010 of the lower layer. 
(0167 (S10004) The I/O path manager 5000 confirms the 
reply of the write request, returns a completion reply to the file 
system 5020 if it is a normal end or transfers the control to the 
dual write processing at S10020 if it is a remote copy failure 
or transfers the control to the switch processing at S10010 if 
it is a no reply or in other cases. 
0168 Incidentally, the dual write processing at S10020 is 
executed at the following steps. 
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0169 (S10021) If the writing into the primary or second 
ary volume is denied due to the setting of remote copy, the I/O 
path manager 5000 cancels this setting. 
(0170 (S10022) The I/O path manager 5000 issues a write 
request to the primary Volume. 
(0171 (S10023) The I/O path manager 5000 issues a write 
request to the secondary volume. The I/O path manager 5000 
waits for the arrival of a write request reply from both the 
primary system and secondary system, and returns a comple 
tion reply to the file system 5020. 
(0172 <8.1. Flow of Switch Processing> 
0173 The processing realized by the switch processing is 
further explained. 
(0174 (S10011) The I/O path manager 5000 foremost con 
firms whether the secondary volume is available by referring 
to the failure status of the device relation table 5001, and 
returns an error reply to the file system 5020 if it determines 
that the secondary volume is unavailable, or executes S10012 
if the secondary Volume is available. Incidentally, a status 
where there is no secondary system (when the secondary 
virtual storage apparatus 1000 is not functioning due to a 
failure, or in a case of a Volume in which the secondary virtual 
storage apparatus 1000 is not set to begin with), and the status 
of initialization in preparation described above may consider 
the status of unavailable. 
(0175 (S10012) The I/O path manager 5000 issues a 
remote copy stop command to the secondary virtual storage 
apparatus 1000 and, after confirming that the copy status 
entered the Suspend status, issues a copy direction inversion 
command. 
(0176 (S10013) The I/O path manager 5000 issues a 
remote copy resynchronization command to the secondary 
virtual storage apparatus 1000. Incidentally, there is no need 
to wait until the resynchronization is actually complete and 
the pair status enters the Duplex status. 
(0177 (S10014) The I/O path manager 5000 updates the 
primary volume identifier of the device relation table 5001 to 
a Volume identifier that was a secondary system theretofore, 
and Switches the primary system and the secondary system. 
Then, the I/O path manager 5000 sends a write request to the 
new primary volume through the HBA device driver 5010. 
(0178 (S10015) The I/O path manager 5000 confirms the 
reply of the write request, returns a completion reply to the file 
system 5020 if it is a normal end or returns an error reply if it 
is an error, and ends the processing. 
0179 <8.1.1. Countermeasures Against Write Request 
Failure During Dual Write Processing> 
0180. When the write request to the primary volume at 
S10022 ends in a failure during the dual write processing at 
S10020, control may be transferred to the switch processing 
at S10010. Further, when the write request to the secondary 
Volume at S10023 ends in a failure, the failure status of the 
device relation table 5001 is changed to no secondary sys 
tem, and writing is thereby completed. 
0181 Further, since the pair status is a Failure Suspend 
status during the dual write processing, a write location is 
indicated in the volume of the virtual storage apparatus 1000 
based on a differential bitmap of remote copy. Nevertheless, 
since the write data written in both volumes based on the dual 
write processing are the same, it is desirable to avoid record 
ing in the differential bitmap while the dual write processing 
is being conducted normally, and to copy only the differential 
data during the resynchronization processing after recovery 
of the communication failure. As a solution for the above, 
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while the dual write processing is being conducted normally, 
a case may be considered of periodically and repeatedly clear 
ing the differential bitmap of the volume of both the primary 
and secondary virtual storage apparatuses 1000. With this 
method, there is no need to issue a clear command for each 
write request, and it is possible to avoid the copy of all areas 
of the target Volume during the resynchronization of remote 
copy. This is because, although the write request of the dual 
write after the time of the nearest clearing process and the 
write request of the dual write during the failure of the dual 
write will be recorded as a write location in the differential 
bitmap, there will be no data inconsistency or copy omission 
area. Because, even when the data area recorded during the 
dual write is copied with resynchronization, the data contents 
of the copy destination will not change. 
0182 Incidentally, in the foregoing Solution, processing of 
the write request may be temporarily stopped in order to clear 
the differential bitmap of both the primary and secondary 
system. As a method of stopping the processing, considered 
may be a method of the I/O path manager 5000 not transfer 
ring the write request received from the file system 5020 to the 
virtual storage apparatus 1000 until both differential bitmaps 
are cleared, or a method of pending the write request process 
ing in the primary virtual storage apparatus 1000 until both 
differential bitmaps are cleared. 
0183. As a second solution, there is a method of allocating 
two differential bitmaps respectively to the primary and sec 
ondary volumes. The processing contents thereof are shown 
below. 

0.184 (Initial status) The primary and secondary virtual 
storage apparatuses 1000 respectively record the location of 
the write request on one side of the two differential bitmaps. 
Thus, both virtual storage apparatuses 1000 will retain and 
manage information concerning an active side (this side 
refers to the side recording the write location when the write 
requestarrives, and the other side of the differential bitmap is 
referred to as an inactive side). 
0185. Further, it is desirable that there is nothing recorded 
on the inactive side of the differential bitmap. 
0186 (Step 1) The primary virtual storage apparatus 1000 
switches the differential bitmap to become the recording des 
tination of the location of the write request and the Subsequent 
write requests are recorded in the switched differential bitmap 
by updating the management information of the active side to 
an alternative differential bitmap that was an inactive side. 
The secondary virtual storage apparatus 1000 is similarly 
Switched. Incidentally, the trigger for starting the Switch pro 
cessing is given from the I/O path manager 5000 to both 
virtual storage apparatuses 1000. Incidentally, the switch pro 
cessing of the primary system and secondary system may be 
executed in any order, or may be executed in parallel. 
0187 (Step 2) The I/O path manager 5000 issues a differ 
ential bitmap clear command to both virtual storage appara 
tuses 1000 upon waiting for a switch completion reply from 
both virtual storage apparatuses 1000. The virtual storage 
apparatus 1000 that received the clear command clears the 
write location of the differential bitmap that is an inactive 
side, and returns a reply to the I/O path manager 5000. Similar 
to the Switch processing, the clear processing of the primary 
system and secondary system may be executed in any order, 
or may be executed in parallel. 
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0188 (Step 3) The I/O path manager 5000 waits for a clear 
completion reply from the both virtual storage apparatuses 
1000, and re-executes the process from Step 1 after the lapse 
of a certain period of time. 
0189 In the case of this solution, with the resynchroniza 
tion processing after recovery of the communication failure, 
the area to perform differential copy can be decided during 
the Duplex-Pending status by calculating the logical Sum of 
four bitmaps of the primary system and secondary system. 
Further, although there are many bitmaps in this method, 
there is no need to pend the write request. 
0190. The following third solution is a modified example 
of the foregoing second solution. 
0191 (Initial status) The primary and secondary virtual 
storage apparatuses 1000 respectively record the location of 
the write request on both side of the differential bitmaps. 
Thus, both virtual storage apparatuses 1000 will retain and 
manage information concerning the differential bitmap side 
that was previously cleared. 
(0192 (Step 1) The I/O path manager 5000 issues a differ 
ential bitmap clear command to both virtual storage appara 
tuses 1000. The virtual storage apparatus 1000 that received 
the clear command clears the write location of the alternative 
differential bitmap that is not the different bitmap that was 
cleared previously, and returns a reply to the I/O path manager 
SOOO. 

(0193 (Step 3) The I/O path manager 5000 waits for a clear 
completion reply from the both virtual storage apparatuses 
1000, and re-executes the process from Step 1 after the lapse 
of a certain period of time. 

9. Read Request Processing Flow 

0194 FIG. 11 is a flowchart showing the processing con 
tents when the I/O path manager 5000 receives a read request 
from the file system 5020. 
(0195 (S.11001) From the file system 5020, the I/O path 
manager 5000 is called (or receives a message of) a read 
request function including the identifier of the virtual volume 
in the host 1100 to become the read destination, read location 
of the volume, and the read length. 
(0196) (S11002) The I/O path manager 5000 confirms the 
failure status of the virtual volume, executes S11021 if it is a 
normal status and the I/O load against the primary Volume is 
high (for instance, when a given IOPS is exceeded or a given 
bandwidth is exceeded) or otherwise executes S11003 (no 
secondary system, secondary system in preparation, normal 
status, etc.). 
(0197) (S11003) The I/O path manager 5000 issues a read 
request to the primary Volume. 
(0198 (S.11004) The I/O path manager 5000 confirms the 
reply of the read request, returns a completion reply to the file 
system 5020 if it is a normal end or transfers the control to the 
switch processing at S11010 in other cases. 
(0199 (S.11021) The I/O path manager 5000 issues a read 
request to the secondary Volume. 
(0200 (S.11022) The I/O path manager 5000 confirms the 
reply of the read request, returns a completion reply to the file 
system 5020 if it is a normal end or executes S11023 in other 
CaSCS. 

0201 (S11023) The I/O path manager 5000 updates a 
failure status of the device relation table 5001 to no second 
ary system, and executes S11003. 
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(0202 <9.1. Flow of Switch Processing> 
0203 The processing realized by the switch processing is 
further explained. 
(0204 (S11011) The I/O path manager 5000 foremost con 
firms whether the secondary volume is available by referring 
to the failure status of the device relation table 5001, and 
returns an error reply to the file system 5020 if it determines 
that the secondary volume is unavailable or executes S11012 
if the secondary Volume is available. Incidentally, as a status 
of being determined as being unavailable, considered may be 
a status where there is no secondary system (when the sec 
ondary virtual storage apparatus 1000 is not functioning due 
to a failure, or in a case of a Volume in which the secondary 
virtual storage apparatus 1000 is not set to begin with), and 
the status of initialization in preparation described above. 
(0205 (S10012) The I/O path manager 5000 issues a 
remote copy stop command to the secondary virtual storage 
apparatus 1000 and, after confirming that the copy status 
entered the Suspend status, issues a copy direction inversion 
command. 
(0206 (S10013) The I/O path manager 5000 issues a 
remote copy resynchronization command to the secondary 
virtual storage apparatus 1000. Incidentally, there is no need 
to wait until the resynchronization is actually complete and 
the pair status enters the Duplex status. 
0207 (S10014) The I/O path manager 5000 updates the 
primary volume identifier of the device relation table 5001 to 
a Volume identifier that was a secondary system theretofore, 
and Switches the primary system and the secondary system. 
Then, the I/O path manager 5000 sends a read request to the 
new primary volume through the HBA device driver 5010. 
(0208 (S10015) The I/O path manager 5000 confirms the 
reply of the read request, returns a completion reply to the file 
system 5020 if it is a normal end or returns an error reply if it 
is an error and ends the processing. 

10. Failure Countermeasure Processing Flow 
0209. In this section, the flow of processing from the time 
the I/O path manager 5000 detects a failure until the recovery 
is complete is explained. Incidentally, this processing is peri 
odically executed in the background. 
0210 <10.1. Network Failure between Virtual Storage 
Apparatuses 1000> 
0211 (Step 1) The I/O path manager 5000 monitors the 
pair status of remote copy and detects the occurrence of some 
kind of failure by discovering a Failure Suspend status. 
0212 (Step 2) The I/O path manager 5000 issues a remote 
copy stop command to the secondary virtual storage appara 
tus 1000, inverts the copy direction after confirming that the 
copy status entered a Suspend status, and inquires the status to 
the respective virtual storage apparatuses 1000. Then the I/O 
path manager 5000 updates the failure status of the device 
relation table 5001 to remote copy failure after confirming 
that no failure has occurred to the self virtual storage appara 
tus 1000 and that the cause is a network failure. Incidentally, 
this processing may also utilize the work result of the work 
performed by the storage administrator. 
0213 (Step 3) Wait until the network recovers. 
0214) (Step 4) The I/O path manager 5000 issues a pair 
resynchronization command to the primary virtual storage 
apparatus 1000. 
0215 (Step 5) The I/O path manager 5000 updates the 
failure status of the device relation table 5001 to secondary 
system in preparation. 
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0216 (Step 6) The I/O path manager 5000 waits for the 
pair status to become a Duplex status, and thereafter updates 
the failure status of the device relation table 5001 to normal 
Status. 
0217 <10.2. Failure and Shutdown of Primary Virtual 
Storage Apparatus 1000> 
0218 (Step 1) The I/O path manager 5000 detects the 
occurrence of a failure by monitoring the status of the primary 
virtual storage apparatus 1000. 
0219 (Step 2) The I/O path manager 5000 switches the 
Subsequent I/O request destination to the secondary virtual 
storage apparatus 1000 by changing the identifier of the pri 
mary volume of the device relation table 5001 to the identifier 
of the secondary volume, and further updates the failure sta 
tus to no secondary system. 
0220 (Step 3) The I/O path manager 5000 waits until the 
old primary (currently secondary switched at Step 2) virtual 
storage apparatus 1000 recovers. 
0221 (Step 4) The I/O path manager 5000 issues a pair 
resynchronization command or initialization command to the 
primary virtual storage apparatus 1000. 
0222 (Step 5) The I/O path manager 5000 updates the 
failure status of the device relation table 5001 to secondary 
system in preparation. 
0223 (Step 6) The I/O path manager 5000 waits for the 
pair status to become a Duplex status, and then updates the 
failure status of the device relation table 5001 to normal 
Status. 
0224) <10.3. Failure and Shutdown of Secondary Virtual 
Storage Apparatus 1000> 
0225 (Step 1) The I/O path manager 5000 detects the 
occurrence of a failure by monitoring the status of the sec 
ondary virtual storage apparatus 1000. 
0226 (Step 2) The I/O path manager 5000 updates the 
failure status of the device relation table 5001 to no second 
ary system. 
0227 (Step 3) The I/O path manager 5000 waits until the 
secondary virtual storage apparatus 1000 recovers. 
0228 (Step 4) The I/O path manager 5000 issues a pair 
resynchronization command or initialization command to the 
primary virtual storage apparatus 1000. 
0229 (Step 5) The I/O path manager 5000 updates the 
failure status of the device relation table 5001 to secondary 
system in preparation. 
0230 (Step 6) The I/O path manager 5000 waits for the 
pair status to become a Duplex status, and then updates the 
failure status of the device relation table 5001 to normal 
Status. 

11. Alternative Initialization Method 

0231. In the foregoing explanation, although remote copy 
was configured to the virtual storage apparatus 1000 accord 
ing to an initialization request issued from the I/O path man 
ager 5000, the opposite method described below can also be 
considered. 
0232 (Step 1) The management host 1200 starts remote 
copy by issuing a remote copy pair initialization command to 
the virtual storage apparatus 1000. 
0233 (Step 2) The I/O path manager 5000 receives a scan 
ning request. 
0234 (Step 3) The I/O path manager 5000 acquires the 
configuration of remote copy in the respective Volumes 
through the HBA device driver 5010 (status of remote copy 
configuration, whether it is a copy source or a copy destina 
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tion, the virtual storage apparatus 1000 to become the other 
pair and its Volume). Incidentally, as the foregoing acquisition 
method, a SCSI command can be used in the I/O network, or 
information can be acquired using other communication net 
works. 
0235 (Step 4) The I/O path manager 5000 creates a device 
relation table 5001 based on the information acquired at the 
previous step, and starts the processing described above. Inci 
dentally, creation examples of the device relation table 5001 
are shown below. 
0236 (A) Identifier of the virtual volume in the host 
1100-value created by the I/O path manager 5000 
0237 (B) Related volume identifier list identifiers of the 
copy source Volume and the copy destination Volume of 
remote copy 
0238 (C) Primary volume-copy source volume remote 
copy 
0239 (D) Failure status=normal status when the pair 
status acquired from the virtual storage apparatus 1000 is a 
Duplex status, secondary system in preparation when it is an 
Initial-Copying status or a Duplex-Pending status, remote 
copy failure' when it is a Suspend status or a Failure Suspend 
Status 

0240 (E) Pair status-pair status acquired from the virtual 
storage apparatus 1000 
0241 High availability is realized in this embodiment 
based on the operation of the hardware and programs 
described above. Incidentally, as countermeasures to be taken 
when much time is required for the Switch processing illus 
trated in FIG. 10 and FIG. 11, a part of the foregoing switch 
processing can be executed as preliminary processing when it 
becomes necessary for the I/O path manager 5000 to re-send 
the I/O request. Here, the preliminarily performed switch 
processing can be restored if the re-sent I/O request is 
returned with a normal reply, and the remaining portions of 
the foregoing Switch processing can be executed if the re-sent 
I/O request is returned with error reply, or there is no reply. 
Further, in this embodiment, all volumes may be virtualized 
with the virtual storage apparatus 1000, the entity may be a 
virtual volume in the storage apparatus 1500, and the virtual 
storage apparatus 1000 may be an apparatus dedicated to 
virtualization, or contrarily a constitution where the entity of 
all volumes is inside the virtual storage apparatus 1000 may 
be adopted. Moreover, in addition to the capacity, various 
other attributes may be configured to the volumes provided by 
the virtual storage apparatus 1000 (for instance, an emulation 
type or a Volume identification number acquirable with an 
Inquiry command defined based on a SCSI standard). 
0242 Such attribute information and attribute change are 
also transferred from the primary virtual storage apparatus to 
the secondary virtual storage apparatus based on remote copy, 
and these may also be managed in both virtual storage appa 
ratuSeS. 

12. Alternative Read/Write Processing 
0243 In the write/read processing illustrated in FIG. 10 
and FIG. 11, the I/O path manager 5000 specifically transfers 
the operation of remote copy to the virtual storage apparatus 
1000. Nevertheless, since the operation of remote copy may 
differ for each vendor of the virtual storage apparatus 1000, 
there are cases when it would be more preferable not to 
include Such operation in the write processing and read pro 
cessing of the I/O path manager 5000. FIG. 25 to FIG. 27 
show the processing contents of Such a form. Incidentally, 
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although there are cases below where the processing Subject 
of various processes is explained as the “virtual storage appa 
ratus 1000. in reality, it goes without saying that the proces 
sor 1101 (FIG. 1) of the virtual storage apparatus 1000 
executes the corresponding processing based on programs 
stored in the memory 1012 (FIG. 1). 
0244) <12.1. Write Processing of I/O Path Managerd 
0245 FIG. 25 is a flowchart showing the general process 
ing contents of FIG. 10 to be executed by the I/O path man 
ager 5000. FIG. 25 differs from the FIG. 10 in the following 
points. 
0246 (Difference 1) The operation of remote copy at steps 
S10012, S10013 and S10021 is skipped. 
0247 (Difference 2) The routine does not reach step 
S10020 of the flow during remote copy failure. Nevertheless, 
these differences only occur when it is not possible to identify 
an error message signifying remote copy failure in normal 
read/write processing. 
0248 FIG. 27 is a diagram showing the operation of 
remote copy to be performed when the virtual storage appa 
ratus 1000 receives a write request. 
0249 (S27001) The virtual storage apparatus 1000 
receives a write request. 
(0250) (S27002) The virtual storage apparatus 1000 deter 
mines whether the target volume of the write request is related 
to remote copy, and executes S27003 when it is unrelated, and 
executes S27004 when it is related. 
0251 (S27003) The virtual storage apparatus 1000 per 
forms normal write processing, returns a reply to the host 
1100 and ends this processing. 
0252) (S27004) The virtual storage apparatus 1000 deter 
mines the remote copy attribute of the target volume of the 
write request, and executes S27005 when it is a copy source 
attribute, and executes S27011 when it is a copy destination 
attribute. 
0253 (S27005) The virtual storage apparatus 1000 
executes synchronous remote copy processing, transfers 
write data to the secondary storage, and waits for a reply. 
0254) (S27006) The virtual storage apparatus 1000 deter 
mines whether the copy was successful, and executes S27008 
if the copy was successful, and executes S27007 is the copy 
was unsuccessful. 
0255 (S27007) The virtual storage apparatus 1000 
changes the status of the remote copy pair in which the target 
volume will become the copy source to a Failure Suspend 
status. However, writing to this volume is not prohibited. 
0256 (S27008) The virtual storage apparatus 1000 per 
forms normal write processing, returns a reply to the host 
1100, and ends this processing. 
0257 (S27011) The virtual storage apparatus 1000 stops 
remote copy, and inverts the relationship of the copy source 
and the copy destination. 
0258 (S27012) The virtual storage apparatus 1000 starts 
the resynchronization processing. 
0259 (S27013) The virtual storage apparatus 1000 per 
forms normal write processing, returns a reply to the host 
1100, and then ends this processing. 
0260 Incidentally, it is not necessary to wait until the 
resynchronization processing at S27012 is complete. This is 
because the virtual storage apparatus 1000 executing S27012 
is a secondary system, the primary virtual storage apparatus 
1000 is not necessarily operating normally, and much time 
may be required until the resynchronization processing is 
complete. Incidentally, the foregoing case is the same in that 
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it can be recovered with the processing described in <10. 
Failure Measure Processing Flow>. 
0261 <12.3. Read Processing of I/O Path Managerd 
0262 FIG. 26 is a flowchart showing the general process 
ing contents of FIG. 11 to be executed by the I/O path man 
ager 5000. FIG. 26 differs from the FIG. 11 in the following 
point. 
0263 (Difference 1) The operation of remote copy at steps 
S11012 and S11013 is skipped. 
0264. Incidentally, although in FIG. 11 the direction of 
remote copy was inverted according to the read processing, 
the remote copy direction is not inverted in this processing. 
This is because, in addition to cases where the primary virtual 
storage apparatus 1000 will not return a reply to the read 
request to the secondary virtual storage apparatus 1000 (in 
cluding cases caused by a communication failure between 
hosts virtual storage apparatuses), there are cases where this 
is caused by the excess load of the primary virtual storage 
apparatus 1000. Thus, if the secondary virtual storage appa 
ratus 1000 performs the pair inversion of remote copy trig 
gered by the read request to the copy destination Volume, the 
pair will be inverted with the read request that just happened 
to be issued to the secondary virtual storage apparatus 1000, 
and the pair will be inverted once again with the Subsequent 
read request, and the read performance will deteriorate as a 
result. 

0265 Nevertheless, when the execution of S11021 is 
inhibited, the virtual storage apparatus 1000 may perform 
pair inversion of remote copy by performing the following 
processing upon read processing. 
0266 (Step 1) The virtual storage apparatus 1000 receives 
a read request. 
0267 (Step 2) The virtual storage apparatus 1000 per 
forms normal read processing. 
0268 (Step 3) The virtual storage apparatus 1000 deter 
mines whether the read-target Volume is the copy destination 
Volume of remote copy, and executes Subsequent Step 4 if so, 
and ends this processing if not. 
0269 (Step 4) The virtual storage apparatus 1000 stops 
remote copy, and inverts the relationship of the copy source 
and the copy destination. 

(2) Second Embodiment 
0270. The second embodiment is now explained with ref 
erence to FIG. 12. The second embodiment differs from the 
first embodiment in that the storage apparatus 1500L is 
coupled to a plurality of virtual storage apparatuses 1000L, 
1000R, and these virtual storage apparatuses 1000L, 1000R 
share the volumes in the storage apparatus 1500L to enable 
the continuation of service at a lower cost than the first 
embodiment even when one of the virtual storage apparatuses 
1000L, 1000R shuts down. 
0271 Nevertheless, since the virtual storage apparatuses 
1000L, 1000R include cache memories 1020L, 1020R, in 
preparation for a case when the primary virtual storage appa 
ratus 1000L shuts down due to a disaster immediately after 
write data is written into the virtualization volume, it is nec 
essary to also store the write data into the cache memory 
1020R of the secondary virtual storage apparatus 1000R, and 
the destaging and staging of both virtual storage apparatuses 
1000L, 1000R must be devised accordingly. 
0272. A write request in a normal status is processed 
according to the following steps. 
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0273 (Step 1) The primary virtual storage apparatus 
1000L that received a write request from the host 1100 deter 
mines whether the write request is addressed to the volume 
3000LA corresponding to the HDD 1030 inside the virtual 
storage apparatus 1000L, addressed to the virtualization vol 
ume (hereinafter referred to as the “shared virtualization vol 
ume') 3000LE provided by both virtual storage apparatuses 
1000L, 1000R by sharing the volume 3500L of the storage 
apparatus 1500L, or addressed to the normal virtualization 
Volume. Incidentally, processing other than the shared virtu 
alization volume 3000LEB is the same as the processing of the 
first embodiment. 
0274 (Step 2) The primary virtual storage apparatus 
1000L stores the write data in its internal cache memory 
1020L, stores the write data in the cache memory 1020R of 
the secondary virtual storage apparatus 1000R based on a 
remote copy program, and thereafter returns a normal reply to 
the host 1100. 
0275 (Step 3) The caching algorithm of the primary vir 
tual storage apparatus 1000L decides the data in the cache 
memory 1020L to be destaged, and destages the data to the 
volume of the storage apparatus 1500L. 
0276 (Step 4) After destaging is complete, the primary 
virtual storage apparatus 1000L commands the secondary 
virtual storage apparatus 1000R to discard the address of data 
in the destaged cache memory 1020L. Incidentally, the sec 
ondary virtual storage apparatus 1000R that received the 
command discards the target data from the cache memory 
102OR. 
0277 Incidentally, in this constitution, when switching of 
the I/O request is conducted to the secondary virtual storage 
apparatus 1000R in a state where the network between the 
virtual storage apparatuses 1000L. 1000R is disconnected, 
there are cases where the virtual storage apparatuses 1000L, 
1000R will both autonomously perform destaging as primary 
systems. In order to avoid this kind of situation, when both 
virtual storage apparatuses 1000L. 1000R are to perform 
processing as primary systems, they may foremost perform 
exclusion control using a function such as SCSI Reserve or 
the like to the volume 3500L shared in the storage apparatus 
1500L. Further, as another method, caching of virtual storage 
apparatus 1000L may be invalidated regarding the shared 
virtualization volume 3000LB, and, in such a case, when the 
access authority of the shared virtual volume 3000LEB is 
changed to a read-only access authority, caching may be 
validated according to Such change. 

(3) Third Embodiment 

0278. The third embodiment is now explained with refer 
ence to FIG. 13. In this embodiment, the information system 
described in the foregoing embodiments is separately pre 
pared at a remote site (backup site) that is different from the 
production site to perform remote copy, and the service can be 
resumed at the backup site when the production site is subject 
to a disaster. 
0279 Incidentally, in the following explanation, there are 
cases where the foregoing “virtual storage apparatus is 
referred to as a storage apparatus, the "copy source Volume’ 
as a primary Volume, the "copy destination Volume” as a 
secondary Volume, the “primary system as an active side, 
and the “secondary system” as a standby side. Further, the 
information systems of the production site and the backup site 
may be collectively referred to as a remote copy system. 
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0280 <1. Constitution of Remote Copy Systemd 
0281. In this embodiment, each site is constituted of hosts 
13010, 13020 and a plurality of storage subsystems 13001, 
13002, 13003, 13004. At the production site, the storage 
subsystems 13001, 13002 jointly adopt the high availability 
constitution described above. Moreover, at the backup site 
also, the storage subsystems 13003, 13004 jointly adopt the 
high availability constitution. 
0282. Further, in this embodiment, synchronous or asyn 
chronous remote copy is performed from the active-side Stor 
age subsystem (with a copy source volume) 13001 of the 
production site to the active-side storage Subsystem (with a 
copy destination volume) 13003 of the backup site. When the 
production site is subject to a disaster, the host 1310 of the 
backup site issues an I/O request to active side of the storage 
subsystems 13003, 13004 of a high availability constitution, 
and the re-booted application 2010 thereby resumes the pro 
cessing. 
0283 Incidentally, as described above, a storage sub 
system refers to both concepts including a constitution that 
does not use the virtualization function of the virtual storage 
apparatus 1000 (FIG. 1), as well as to a constitution where the 
virtual storage apparatus 1000 provides a virtualization vol 
ume using the virtualization function based on a combination 
of the virtual storage apparatus 1000 and the storage appara 
tus 1500 (FIG. 1). Further, in this embodiment, each storage 
subsystem 13001, 13002, 13003, 13004 may adopt separate 
internal constitutions (for instance, configuring only the Stor 
age subsystem 13001 with the virtual storage apparatus 1000 
without using the virtualization function, or sharing the Stor 
age apparatus 1500 (FIG. 1) with the storage subsystems 
13003 and 13004 of the backup site, but not sharing the same 
on the production site side). 
0284. Incidentally, although there are cases below where 
the processing Subject of various processes is explained as the 
'storage subsystem.” in reality, it goes without saying that the 
processor of the storage Subsystem executes the correspond 
ing processing based on programs stored in the memory of the 
storage Subsystem. 
(0285) <2. Processing> 
(0286. When the application 2010 of the host 1301 of the 
production site issues a write request, the OS determines the 
active-side storage Subsystem in the production site, and 
transfers the write request thereto. Incidentally, the storage 
subsystem 13001 corresponds to this in FIG. 13. 
0287. The active-side storage subsystem 13001 of the pro 
duction site transfers write data to the standby-side storage 
subsystem (13002 corresponds to this in FIG. 13) in the 
production site based on synchronous remote copy. Further, 
the active-side storage subsystem 13001 transfers write data 
to the active-side storage subsystem (13003 corresponds to 
this in FIG. 13) of the backup site as synchronous or asyn 
chronous remote copy (since only the active side processes 
the write request in the high availability constitution in this 
embodiment, remote copy is also similarly processed on the 
active side). The active-side storage subsystem 13003 in the 
backup site that received the write data transfers the received 
write data to the standby-side storage subsystem 13004 in the 
site based on synchronous remote copy. 
(0288 Thus, the storage subsystems 13001, 13002 of the 
production site are keeping track of the active-side storage 
Subsystem of the backup site, and the storage Subsystems 
13003, 13004 of the backup site are also keeping track of the 
active storage subsystem (storage subsystem 1301) of the 
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production site so that they will not accept remote copy from 
an unexpected Storage Subsystem. 
0289. As a result of the foregoing processing, high avail 
ability is realized in both the production site and the backup 
site. However, the backup site may be of a constitution that 
does not adopt the high availability constitution for reduction 
of costs. 
0290 <3. Asynchronous Remote Copy 
0291 Unlike with synchronous remote copy described 
above, asynchronous remote copy does not transfer write data 
at the time a write request arrives from the host 13010, but 
rather transferS Such write data after the request completion 
reply (to put it differently, asynchronous remote copy trans 
fers write data in a timing independent from the request reply 
to the host 13010). Thus, with asynchronous remote copy, it is 
possible to perform remote copy without deteriorating the 
response time of the write request even when the communi 
cation delay is significant because the distance between the 
sites is long. Nevertheless, with asynchronous remote copy, it 
is necessary to buffer write data in the storage Subsystem 
13001 on the side of the production site. The following meth 
ods for buffering write data may be considered. 
0292 (1) The storage subsystem 13001 of the production 
site creates a journal containing write data to the copy source 
Volume and sequence information of Such write data, stores 
this in its own cache memory or a dedicated Volume, transfers 
this journal to the storage subsystem 13003 of the backup site, 
and the storage subsystem 13003 of the backup site stores 
write data in the copy destination volume by referring to the 
sequence information of the journal. Thereby, when the pro 
duction site is subject to a disaster, it is possible to provide 
data with a protected write sequence (more specifically, write 
data with dependence on the side of the backup site. 
0293 (2) The storage subsystem 13001 of the production 
site groups the data written into the copy source Volume every 
given period and stores such group in its own cache memory 
or a dedicated Volume, transfers this asynchronously to the 
storage subsystem 13003 of the backup site, and stores data in 
group units in the copy destination Volume of the storage 
subsystem 13003 of the backup site. 
0294 Thus, unless the write data to be buffered for asyn 
chronous remote copy is also retained in the standby-side 
storage subsystem 13002, it will not be possible to succeed 
the asynchronous remote copy when the active-side storage 
subsystem 13001 shuts down. Thus, the active-side storage 
subsystem 13001 of the production site conveys, in addition 
to write data, information of the copy destination Volume, 
foregoing sequence information or timing of performing the 
grouping process to the standby-side storage Subsystem 
13002, and the standby-side storage subsystem 13002 creates 
buffering data for asynchronous remote copy as the same as 
the active side according to such information. 
0295 Incidentally, since the storage subsystem 13003 of 
the backup site buffers the write data received from the pro 
duction site without immediately storing it in the copy desti 
nation Volume, the standby side needs to similarly create 
buffering data according to commands from the active side as 
with the production site, and store the write data in the copy 
destination Volume at the same timing. 

(4) Fourth Embodiment 
0296. The fourth embodiment is now explained with ref 
erence to FIG. 14. This embodiment explains the constitution 
of an interface (function I/F) for controlling the function 
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provided by a storage apparatus in an information system 
configured redundantly by two storage apparatuses using 
synchronous remote copy described above. 
0297 Incidentally, from this embodiment to the four 
teenth embodiment, the components referred to as virtual 
storage apparatuses 1000L, 1000R and storage apparatuses 
1500L, 1500R heretofore are respectively referred to as stor 
age apparatuses 15000A, 15000B and external storage appa 
ratuses 16000A, 16000B. Further, although there are cases 
below where the processing Subject of various processes is 
explained as the “storage apparatuses 15000A, 15000B” or 
the “external storage apparatuses 16000A, 16000B. in real 
ity, it goes without saying that the processors (not shown) of 
the storage apparatuses 15000A, 15000B or the processors 
(not shown) of the external storage apparatuses 16000A, 
16000B execute the corresponding processing based on pro 
grams stored in the memory of the storage apparatuses 
15000A, 15000B or the external storage apparatuses 16000A, 
16OOOB. 

0298. This embodiment illustrates an example where, 
after a function control request from the host 14000 is sent to 
the storage apparatus 15000A, the storage apparatus 15000A 
transfers the function control request to the storage apparatus 
15000B, and both storage apparatuses 15000A, 15000B 
interpreting and executing such function control request. 
0299. The command device 15002A and the command 
device 15002B are respectively the logical volumes provided 
by the storage apparatus 15000A and the storage apparatus 
15000B, and act as an interface with the host 1400 that con 
trols the function. Incidentally, in this embodiment, it is 
hypothesized that the command device 15002A is the active 
side. 

0300 Further, based on synchronous remote copy, con 
tents of the command device 15002A and contents of the 
command device 15002B will constantly coincide. The com 
mand device 15002A and the command device 15002B are 
provided to the function management program 14003 as one 
volume 14004 based on the path management function (cor 
responds to the function provided by the I/O path manager 
5000 (FIG. 1)) provided by the operating system 14001. 
0301 The logical volume 15001A and the logical volume 
15001B are respectively logical volumes provided by the 
storage apparatus 15000A and the storage apparatus 15000B, 
and logical Volumes that are Subject to the function control. 
Incidentally, in this embodiment, the logical volume 15001A 
is hypothesized as the active side. 
0302 Further, based on synchronous remote copy, con 
tents of the logical volume 15001A and contents of the logical 
volume 15001B will constantly coincide. The logical volume 
15001A and the logical volume 15001B are provided to the 
application program 14002 as one volume 14006 based on the 
path management function provided by the operating system 
14001 

0303 Incidentally, there may be a plurality of logical vol 
umes to be subject to the function control described above. 
0304. The function control request processing unit 14005 
of the function management program 14003 receives a func 
tion control request from the user or another program in the 
host 14000 or a program in a separate host (management host 
or the like) from the host 14000. The function control request 
processing unit 14005 that received the function control 
request reads/writes contents of the control request to the 
Volume 14004 from and into the volume 14004. In this 
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embodiment, since the command device 15002A is an active 
side, the write/read command is issued to the command 
device 15002A. 
0305 Writing into the command device 15002A is used to 
boot the function control, and reading from the command 
device 15002A is used to obtain the output value of the result 
of the function control. 
0306 The control request received by the function control 
request processing unit 14005 contains information (also 
referred to as “apparatus information') for uniquely identify 
ing the control-target storage apparatuses 15000A, 15000B, 
information (also referred to as “volume information') for 
uniquely identifying the control-target logical Volumes 
15001A, 150001B, and information incidental to the function 
control. 
0307. The control I/F processing unit 15003A of the stor 
age apparatus 15000A detects that a control request has been 
written into the command device 15002A. The control IVF 
processing unit 15003A determines whether the apparatus 
information of the control request coincides with the self 
storage apparatus (storage apparatus 15000A) (determination 
100). In this embodiment, since the command device 15002A 
is the active side, the determination result will be “Match. In 
the case of a match, the control I/F processing unit 15003A 
calls the function processing unit 15004A to execute pre 
scribed function control to the logical volume 15001A corre 
sponding to the Volume information. As a specific example, 
there is a referral operation of a pair status of a certain logical 
copy function (described later) as one function provided by 
the storage apparatus 15000A. When this operation is called 
to the logical volume 15001A, the function processing unit 
15004A refers to the management information of the local 
copy function, and, after acquiring the pair status, sends the 
pair status to the function control request processing unit 
14005 via the control I/F processing unit 15003A, the com 
mand device 15002A and the volume 14004. 
0308 Meanwhile, although the control I/F processing unit 
15003B of the storage apparatus 15000B performs similar 
processing, in this embodiment, since the command device 
15002B is the standby side, the result of determination 100 
will be “No Match. In this case, the control I/F processing 
unit 15003B refers to the pair management information of 
synchronous remote copy, and specifies the logical volume 
(corresponds to the logical volume 15001B) in the self-stor 
age apparatus (storage apparatus 15000B) corresponding to 
the Volume information (corresponds to the logical volume 
15001A). Then, the control I/F processing unit 15003B calls 
the function processing unit 15004B to execute prescribed 
function control to the logical volume 15001B. 
0309. It is thereby possible to execute prescribed function 
control to the logical volume 15001A of the storage apparatus 
15000A and the logical volume 15001B of the storage appa 
ratuS 15000B. 

0310. In this embodiment, although a case was explained 
relating to the referral operation of the pair status of the local 
copy function provided by the storage apparatuses 15000A, 
15000B, this embodiment can be applied to the operation of 
various functions provided by the storage apparatuses 
15000A, 15000B such as (1) other pair operations (pair cre 
ation, pair split, etc.) of the local copy function, (2) various 
pair operations of the local copy function provided by the 
storage apparatuses 15000A, 15000B, (3) operation of the 
security function (LDEV guard function described later) to 
the logical volumes 15001A, 15001B provided by the storage 
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apparatuses 15000A, 15000B, (4) operation of the logical 
Snapshot function (explained later) provided by the storage 
apparatuses 15000A, 15000B, and so on. 
0311 Incidentally, as a different mode of execution, upon 
receiving a command to be issued to both storage apparatuses 
15000A, 15000B on the active side and standby side, a case 
may be considered where the active-side storage apparatus 
15000A processes the received command and transfers it to 
the standby-side storage apparatus 15000B to perform the 
command processing, and start both storage processing with 
a single command from the host 14000. Further, in the case of 
a command concerning the acquisition of the program status, 
a case may also be considered where the active-side storage 
apparatus 15000A that received the command transfers the 
same command to the standby-side storage apparatus 15000B 
to acquire the status, and the active-side storage apparatus 
15000A returning the status to the command source after 
comparing both statuses. 

(5) Fifth Embodiment 
0312 This embodiment describes a separate constitution 
of the function IVF. The constitution of this embodiment is 
explained with reference to FIG. 15. 
0313 The constitution of this embodiment is roughly the 
same as the constitution illustrated in FIG. 14. The differ 
ences with FIG. 14 are as following three points: 
0314 (1) The command device 15002A and the command 
device 15002B are not a pair of synchronous remote copy; 
0315 (2) The function management program 14003 rec 
ognizes the command device 15002A and the command 
device 15002B as separate volumes 14004A, 14004B; and 
0316 (3) The function control request processing unit 
14005 sends the function control request to the command 
device 15002A and the command device 15002B. 

0317. In this embodiment, as with the fourth embodiment, 
the control request received by the function control request 
processing unit 14005 contains information (also referred to 
as “apparatus information') for uniquely identifying the con 
trol-target storage apparatuses 15000A, 15000B, information 
(also referred to as “volume information') for uniquely iden 
tifying the control-target logical volumes 15001A, 150001B, 
and information incidental to the function control. 

0318. In this embodiment, unlike the fourth embodiment, 
as described above, the function control request processing 
unit 14005 that received the function control request from the 
user or another program in the host 14000 or a program in a 
separate host from the host 14000 sends a control request to 
both command devices 15002A, 15002B. 
0319 Incidentally, the control request may also be rewrit 
ten such that the function control request processing unit 
14005 determines the apparatus information, designates the 
logical volume 15001A as the volume information to the 
command device 15002A, and designates the logical volume 
15001B as the volume information to the command device 
15OO2B. 

0320 Further, the user or another program in the host 
14000 or a program in a separate host from the host 14000 
may identify the storage apparatuses 15000A, 15000B, and 
issue different control requests in duplicate to the storage 
apparatuses 15000A, 15000B. In other words, a control 
request of the logical volume 15001A is issued to the com 
mand device 15002A, and a control request of the logical 
volume 15001B is issued to the command device 15002B. 
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(6) Sixth Embodiment 
0321. This embodiment describes a separate constitution 
of the function IVF. The constitution of this embodiment is 
explained with reference to FIG. 16. 
0322 The sixth embodiment is roughly the same as the 
fourth embodiment. The differences with the fourth embodi 
ment are as follows. 
0323 (1) The host 14000, the storage apparatus 15000A, 
and the storage apparatus 15000B are mutually connected 
with an interconnection network Such as a LAN (Local Area 
Network). Incidentally, these components may be directly 
connected via a LAN, or connected via a Switch. 
0324 (2) The constitution does not include a command 
device, and the communication among the three components 
(host 14000, storage apparatus 15000A and storage apparatus 
15000B) is conducted via the LAN. 
0325 (3) The function control request processing unit 
14005 sends a control request to the control I/F processing 
unit 15003A via the LAN. 
0326 (4) The control IVF processing unit 15003A that 
received the control request sends a control request to the 
control I/F processing unit 15003B via the LAN. 
0327. The point of processing the control request received 
by the control I/F processing units 15003A, 15003B is the 
same as the fourth embodiment, and the sixth embodiment is 
able to provide an equivalent function I/F as the fourth 
embodiment. 

(7) Seventh Embodiment 
0328. This embodiment describes a separate constitution 
of the function IVF. The constitution of this embodiment is 
explained with reference to FIG. 17. 
0329. The seventh embodiment is roughly the same as the 
sixth embodiment. The differences with the sixth embodi 
ment are as follows. 
0330 (1) The function control request processing unit 
14005 sends a control request to both control I/F processing 
units 15003A, 15003B via the LAN. 
0331 (2) The control IVF processing unit 15003 Adoes not 
sends a control request to the control I/F processing unit 
15OO3B. 
0332 The point of processing the control request received 
by the control I/F processing units 15003A, 15003B is the 
same as the sixth embodiment, and the seventh embodiment is 
able to provide an equivalent function I/F as the sixth embodi 
ment. 

(8) Eighth Embodiment 
0333. In this embodiment, a case is explained of applying 
a security function (LDEV security function) to the logical 
Volumes in the storage apparatus. 
0334 FIG. 18 shows an embodiment of the LDEV secu 

rity function. The constitution of this embodiment is roughly 
the same as FIG. 14. The difference with FIG. 14 is the 
addition of logical volume security information 15005A, 
15005B. The logical volume security information 15005A, 
1500SE is used for access control from the host 14000 to the 
logical volumes 15001A, 15001B in the storage apparatuses 
15000A, 15000B. As an example of access control, in order to 
inhibit the falsification of data in the logical volumes 15001A, 
15001B, there is control for completely prohibiting the write 
access to the logical volumes 15001A, 15001B. Further, as a 
separate example, there is a function of prohibiting writing 
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for a prescribed period to data obligated to be stored for a 
given period of time under laws and ordinances. Moreover, as 
another example, there is a function of prohibiting the read/ 
write access from a specific host from the perspective of 
protecting confidential information. 
0335) Even in a constitution that seeks redundancy based 
on synchronous remote copy using the two storage appara 
tuses 15000A, 15000B as shown in FIG. 18, there are cases 
where it would be desirable to apply the LDEV security 
function. In this case also, it is possible to control the LDEV 
security function using the function I/F explained in the 
fourth embodiment. Specifically, it will suffice to set param 
eters concerning the LDEV security in the logical volume 
security information 15005A, 15005B storing security infor 
mation of the target Volume and referring to the same in the 
function processing unit 15004. 

(9) Ninth Embodiment 
0336. In this embodiment, explained is a case of applying 
a logical copy function to the logical Volumes in the storage 
apparatus. 
0337. A local copy function is the function of creating a 
replication of a Volume designated by the user in the storage 
apparatus that is the same as the copy source Volume. The 
replication of the Volume created using this function is 
accessed by the host for data mining or tape backup, or stored 
for a long time as backup data. When using the local copy 
function, a Volume in which a replication is to be created and 
the Volume of the replication destination are designated as a 
pair (copy pair), and a replication can be created by the user 
operating the pair. In the following explanation, the replica 
tion-target Volume is sometimes referred to as a primary 
Volume, and the replication destination Volume is sometimes 
referred to as a secondary volume. In this embodiment, the 
availability is improved by coordinating the local copy func 
tion with the active-side storage apparatus and the standby 
side storage apparatus. 
0338 FIG. 19 shows an embodiment of the local copy 
function. In FIG. 19, the host 14000 is coupled to the storage 
apparatus 15000A and the storage apparatus 15000B. Fur 
ther, the storage apparatus 15000A is coupled to the external 
storage apparatus 16000A, and the storage apparatus 15000B 
is coupled to the external storage apparatus 16000B. More 
over, the local copy function and the differential bitmap (in 
formation showing the differential status between the primary 
volumes 15006A, 15006B and the secondary volumes 
15007A, 15007B) are executed and managed by the storage 
apparatus 15000A and the storage apparatus 15000B. 
0339. This embodiment shows a constitution example 
where the primary volumes 15006A, 15006B are in the stor 
age apparatuses 15000A, 15000B, and the secondary vol 
umes 15007A, 15007B are in the external storage apparatuses 
16000A, 16000B. The primary volume 15006A and the sec 
ondary volume 15007A are a pair, and the entity of the sec 
ondary volume 15007A is in the external volume 16001A. 
Similarly, the primary volume 15006B and the secondary 
volume 15007B are a pair, and the entity of the secondary 
volume 15007B is in the external volume 16001B. 
(0340 <Operation in Duplex Status.> 
0341 The Duplex status is one of the pair statuses, and is 
a status where background copy described later is being per 
formed from the primary volumes 15006A, 15006B to the 
secondary volumes 15007A, 15007B. 
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0342. The read/write processing in the Duplex status is 
explained below. Incidentally, the following explanation of 
the read/write processing is subject to the active side of the 
target volumes (primary volumes 15006A, 15006B) of the 
read/write processing being the storage apparatus 15000A. 
0343. The read processing is foremost explained. The 
operating system 14001 that received the read request from 
the application program 14002 determines whether the 
active-side storage is the storage apparatus 15000A or the 
storage apparatus 15000B based on the path management 
function (in relation to the read-target primary Volume), and 
issues a read request to the active-side storage apparatus 
15000A. The active-side storage apparatus 15000A that 
received the read request sends read data to the host 14000. 
The application program 14002 receives the read-target data 
via the operating system 14001. This read processing is 
thereby complete. 
0344. Overview of the write processing is now explained. 
The operating system 14001 that received the write request 
from the application program 14002 determines whether the 
active-side storage apparatus is the storage apparatus 15000A 
or the storage apparatus 15000B based on the path manage 
ment function (in relation to the write-target primary Vol 
ume), and issues a write request to the active-side storage 
apparatus 15000A. The storage apparatus 15000A that 
received the write request receives the write data, stores the 
write data in the cache memory not shown, and sets the bit of 
the differential bit corresponding to the write data to 1 (ON). 
(0345. Further, the write data is thereafter copied (synchro 
nous remote copy) from the cache memory in the storage 
apparatus 15000A to the primary volume 150066 in the stor 
age apparatus 15000B based on the remote copy function. 
Incidentally, the method of synchronous remote copy is as 
explained above. The storage apparatus 15000B that received 
the write data from the storage apparatus 15000A based on 
synchronous remote copy stores the write data in the cache 
memory not shown, and sets the bit of the differential bitmap 
corresponding to the write data to 1 (ON). Thereafter, the 
storage apparatus 15000B sends a write completion report to 
the storage apparatus 15000A, and the storage apparatus 
15000A that received the write completion report sends a 
write completion report to the host 14000. 
0346 Incidentally, the write data written respectively in 
the primary volume 15006A of the storage apparatus 15000A 
and the primary volume 150066 of the storage apparatus 
15000B is copied to the secondary volumes 15007A, 15007B 
in asynchronously with the writing in the primary Volumes 
15006A, 15006B (this processing is hereinafter referred to as 
“background copy processing). 
0347 Background copy is performed by periodically 
monitoring the differential bitmap, copying data of the area 
recorded as having a differential (in other words, the bit is 
ON) from the primary volumes 15006A, 15006B to the sec 
ondary volumes 15007A, 15007B, and clearing the bit (OFF 
or 0) after the copy is complete. 
0348 Meanwhile, the standby-side storage apparatus 
15000B also performs similar processing triggered at the time 
the write data arrived based on synchronous remote copy. 
0349 Incidentally, the present invention may adopt a con 
stitution other those described above, and the primary vol 
umes 15006A, 15006B may be in the external storage appa 
ratus 16000A, or may be in the storage apparatuses 15000A, 
15000B. The same applies to the secondary volumes 15007A, 
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15007B may also be in the external storage apparatus 
16000A, or in the storage apparatuses 15000A, 15000B. 
0350. When some kind offailure occurs and the read/write 
request to the primary volume 15006A in the active-side 
storage apparatus 15000A can no longer be processed, as 
described above, the operating system 14001 continues 
access by Switching the target of the read/write request to the 
primary volume 15006B. In this case also, since a local copy 
pair exists in the storage apparatus 15000B, backup process 
ing and the like described above can be performed using the 
secondary volume 15007B. 
0351 <Operation of Pair Split and Suspend Status) 
0352. The Suspend status is one of the pair statuses, and 
indicates a status where the image of the secondary Volumes 
is decided. In this status, contents of the primary Volumes and 
contents of the secondary Volumes do not coincide, and the 
differential between the primary volumes and the secondary 
volumes is managed with the differential bitmap. Further, in 
this status, since the secondary Volumes are in a stationary 
status, the user is able to perform backup processing and the 
like described above. 
0353. The host 14000 stops the operation of background 
copy explained above when making the pair of the Duplex 
status of local copy to a Suspend status (this is referred to as 
a “Pair Split”). The Pair Split is implemented via the function 
I/F explained in the fourth to seventh embodiments. 
0354 (1) The host 14000 issues a stop command of local 
copy to the virtual storage apparatuses 15000A, 15000B via 
the function I/F. Normally, on the side of the host 14000, 
issuance of the I/O request is stopped immediately before the 
foregoing stop command. 
0355 (2) The active-side and standby-side virtual storage 
apparatuses 15000A, 15000B complete the background copy 
ofareas that are turned ON in the differential bitmap. The host 
14000 receives a message indicating that the background 
copy in both virtual storage apparatuses 15000A, 15000B is 
complete from the active-side storage apparatus 15000A or 
from both storage apparatuses 15000A, 15000B. 
0356 (3) The host 14000 receives the message, and there 
after resumes the I/O issuance. 
0357. As a result of the processing up (2) above, the vol 
ume pair existing respectively in the active-side and standby 
side virtual storage apparatuses 15000A, 15000B becoming a 
Suspend status is confirmed. At this point, the pair status in 
both storage apparatuses 15000A, 15000B will be a Split 
status. Incidentally, the write location of the write request 
issued to the primary Volume or the secondary Volume during 
the Split is recorded in the differential bitmap for the pair 
resynchronization described later. 
0358. The subsequent read/write request processing is 
roughly the same as the Duplex status. The difference from 
the Duplex status is that the background copy processing is 
not operated. 
0359 <Pair Creation> 
0360. The status where the primary volume and the sec 
ondary volume are not of a pair relationship is referred to as a 
Simplex status. The processing for changing the Simplex 
status to the Duplex status is referred to as a pair creation. The 
transient state of changing the pair status from the Simplex 
status to the Duplex status is referred to as an Initial-Copying 
Status. 

0361. The pair creation command is implemented via the 
function I/F explained with reference to fourth to seventh 
embodiment. 
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0362 (1) The host 14000 issues a pair creation command 
to the virtual storage apparatus 15000A via the function I/F. 
As a result, the pair creation processing is started in both the 
active-side and standby-side storage apparatuses 15000A, 
15OOOB. 
0363 (2) Both storage apparatuses 15000A, 15000B set 
the pair status to an Initial-Copying status, turns ON all dif 
ferential bitmaps, and starts background copy. 
0364 (3) When the background copy is completed until 
the end of the differential bitmap, the virtual storage appara 
tuses 15000A, 15000B set the pair status to the Duplex status. 
0365 Incidentally, the read/write processing in the Initial 
Copying status is the same as the read/write processing in the 
Duplex status. 
0366) <Pair Resynchronization> 
0367 The operation of changing the pair status from a 
Suspend status to a Duplex status is referred to as pair resyn 
chronization. The transient status of changing the pair status 
from the Suspend status to the Duplex status is referred to as 
a Duplex-Pending status. 
0368. The pair resynchronization command is imple 
mented via the function I/F explained in the fourth to seventh 
embodiments. 
0369 (1) The host 14000 issues a pair resynchronization 
command to the storage apparatus 15000A via the function 
I/F. As a result, the pair resynchronization processing is 
started at both the active-side and standby-side storage appa 
ratuses 15000A, 15000B. 
0370 (2) The both storage apparatuses 15000A, 15000B 
set the pair status to Duplex-Pending, and starts background 
copy. 
0371 (3) When the background copy is completed until 
the end of the differential bitmap, the storage apparatuses 
15000A, 15000B set the pair status to the Duplex status. 
0372. The read/write processing in the Duplex-Pending 
status is the same as the read/write processing in the Duplex 
Status. 

(10) Tenth Embodiment 
0373 This embodiment explains a local copy function that 

is different from the ninth embodiment. FIG. 20 shows a 
constitution example of the information system according to 
this embodiment. 
0374 Foremost, the difference in constitution between 
this embodiment and the ninth embodiment is that there is no 
external storage apparatus 16000B, the storage apparatus 
15000B and the external storage apparatus 16000A are con 
nected via an I/O network, and the entities of the secondary 
volumes 15007A, 15007B are all mapped to become the 
external volume 16001A in the external storage apparatus 
16000A. The remaining constitution is the same as the ninth 
embodiment. 
0375. As a result of adopting the foregoing constitution, it 

is possible to eliminate the physical storage apparatus 
required by the secondary volumes 3000LB, 3000RB. 
0376. The major difference in the processing operation 
between this embodiment and the ninth embodiment is that 
the standby-side storage apparatus 15000B does not perform 
background copy to the external volume 16001A, and only 
operates the pair status and differential bitmap 15010B as 
control information concerning the pair through communica 
tion with the storage apparatus 15000A. 
0377 The details of this processing operation are 
explained below. 

Aug. 21, 2014 

0378 <Operation in Duplex Status.> 
0379 The read/write processing in the Duplex status is 
explained below. 
0380. The read processing is the same as the read process 
ing of the ninth embodiment. 
0381. The write processing is as follows. The operating 
system 14001 that received the write request from the appli 
cation program 14002 determines whether the active side is 
the storage apparatus 15000A or the storage apparatus 
15000B based on the path management function (in relation 
to the write-target primary Volume), and issues a write request 
to the active-side storage apparatus 15000A. The storage 
apparatus 15000A that received the write request receives 
write data, stores the write data in the cache memory, and sets 
the bit of the corresponding differential bitmap 15010A to 1 
(ON). 
0382. Thereafter, the write data is copied from the primary 
volume 15006A in the storage apparatus 15000A to the pri 
mary volume 150068 in the storage apparatus 15000B based 
on the synchronous remote copy function. Incidentally, the 
method of synchronous remote copy is as described above. 
The storage apparatus 15000B that received the write data 
from the storage apparatus 15000B based on the synchronous 
remote copy function stores the write data in the cache 
memory, and sets the bit of the differential bitmap 15010B 
corresponding to the write data to 1 (ON). The storage appa 
ratus 15000B thereafter sends a write completion report to the 
storage apparatus 15000A, and the storage apparatus 15000A 
that received the write completion report sends a write 
completion report to the host 14000. 
0383 Incidentally, the data written into the primary vol 
ume 15006A of the storage apparatus 15000A is background 
copied to the secondary volume 15007A asynchronously 
with the writing into the primary volume 15006A. Unlike the 
write processing in the ninth embodiment, the data written 
into the primary volume 150068 of the storage apparatus 
15000B is not subject to background copy. 
0384 The background copy processing in the storage 
apparatus 15000A periodically monitors the differential bit 
map 15010A, copies the data of areas recorded as having a 
differential (in other words, bit is ON) from the primary 
volume 15006A to the secondary volume 15007A, and clears 
the bit after the copy is complete (OFF or 0). Incidentally, this 
embodiment, unlike the write processing in the ninth embodi 
ment, background copy is not performed on the side of the 
storage apparatus 15000B. 
0385 Subsequently, unlike the write processing in the 
ninth embodiment, the storage apparatus 15000A notifies the 
location information of the cleared bit to the storage appara 
tus 15000B. The storage apparatus 15000B that received the 
notice clears the bit (differential bit) in the storage apparatus 
15000B corresponding to the foregoing bit. Incidentally, noti 
fication of the location information of the differential bit is 
conducted via a command device in the storage apparatus 
15000B. Nevertheless, in a constitution where the storage 
apparatuses 1500A, 15000B are connected via a LAN, the 
notification may also be made through communication via the 
LAN. In the following explanation, let it be assumed that the 
communication concerning the control information of func 
tions such as the differential bit and pair status between the 
storage apparatus 15000A and the storage apparatus 15000B 
is conducted via the command device or the LAN. 

0386. When some kind of failure occurs and the I/O 
request to the active-side primary volume 15006A can no 
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longer be processed, the operating system 14001, as with the 
ninth embodiment, continues access by Switching the target 
of the I/O request to the primary volume 15006B. 
(0387 <Operation of Pair Split and Suspend Status.> 
0388. When the host 14000 is to change the pair of the 
Duplex status of local copy to a Split status, it performs pair 
split as in the ninth embodiment. Incidentally, although stop 
processing of background copy is performed in pair split, in 
this embodiment, stop processing is not actually performed 
since background copy is not performed in the storage appa 
ratuS 15000B. 
0389. The subsequent I/O request processing is roughly 
the same as in the Duplex status. The difference with the 
Duplex status is that the background copy processing does not 
operate in the storage apparatus 15000B. 
0390 <Pair Creation> 
0391 The pair creation command is the same as the ninth 
embodiment in that it is implemented via the function I/F 
explained in the fourth to seventh embodiments. 
0392 (1) The host 14000 issues a pair creation command 

to the storage apparatus 15000A via the function I/F. As a 
result, the pair creation processing is started at both the active 
side and standby-side storage apparatuses 15000A, 15000B. 
0393 (2) Both storage apparatuses 15000A, 15000B set 
the pair status to an Initial-Copying status. The storage appa 
ratus 15000A turns ON all differential bitmaps 15010A and 
starts background copy. Unlike the ninth embodiment, the 
storage apparatus 15000B turns ON all differential bitmaps 
15010B, but does not perform background copy. 
0394 (3) Operation for clearing the differential bit corre 
sponding to areas to which background copy in the storage 
apparatus 15000A is complete, and the incidental operations 
(notification of the location information of the differential bit 
and clearing of the differential bit) are the same as the opera 
tions in the Duplex status. 
0395 (4) Unlike the ninth embodiment, when the back 
ground copy is completed until the end of the differential 
bitmap 15010A, the storage apparatus 15000A sets the pair 
status to a Duplex status, and notifies the storage apparatus 
15000B that the pair status has changed to a Duplex status. 
The storage apparatus 15000B that received the notification 
sets the pair status to a Duplex status. 
0396 The read/write processing in the Initial-Copying 
status is the same as the read/write processing in the Duplex 
Status. 

0397) <Pair Resynchronization> 
0398. The pair resynchronization command is the same as 
the ninth embodiment in that it is implemented via the func 
tion IVF described in the fourth to seventh embodiments. 
0399 (1) The host 14000 issues a pair resynchronization 
command to the storage apparatus 15000A via the function 
I/F. As a result, the pair resynchronization processing is 
started at both the active-side and standby-side storage appa 
ratuses 15000A, 15000B. 
04.00 (2) The storage apparatus 15000A sets the pair sta 
tus to a Duplex-Pending status, and starts background copy. 
Unlike the ninth embodiment, the storage apparatus 15000B 
does not perform background copy. 
04.01 (3) When the background copy is completed until 
the end of the differential bitmap 15010A, the storage appa 
ratus 15000A sets the pair status to a Duplex status. Never 
theless, unlike the ninth embodiment, only the storage appa 
ratus 15000A performs this processing. The storage 
apparatus 15000A thereafter notifies the storage apparatus 
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15000B that the pair status has changed to a Duplex status. 
The storage apparatus 15000B that received the notification 
sets the pair status to a Duplex status. 
0402. The read/write processing in the Duplex-Pending 
status is the same as the read/write processing in the Duplex 
Status. 

(11) Eleventh Embodiment 
0403. Constitution of an AOU (Allocation On Use) func 
tion is now explained. The AOU function is a function of 
allocating a real storage area only regarding the area used by 
(written from) the host. 
04.04 The AOU function is constituted of a pool as an 
aggregate of real Volumes that actually store data, and a 
virtual volume as a volume to be presented to the host. The 
virtual volume in this embodiment is virtual from the perspec 
tive that real data in which writing was performed is only 
allocated. Real data is not allocated to the entire address space 
of the volume presented to the host. Incidentally, the real 
Volume may be in the external storage apparatus, or may be in 
the same storage apparatus as the virtual Volume. 
04.05 FIG.21 shows an embodiment of the AOU function. 
In FIG. 21, the host 14000 is coupled to the storage apparatus 
15000A and the storage apparatus 15000B. Further, the stor 
age apparatus 15000A is coupled to the external storage appa 
ratus 16000A, and the storage apparatus 15000B is coupled to 
the external storage apparatus 16000B. 
0406. This embodiment shows a constitution example 
where the real volume 16002A is in the external storage 
apparatuses 16000A, 16000B. Data in the virtual volume 
15008A is associated with data in the real volume 16002A of 
the pool 16003A. Similarly, data in the virtual volume 
15008B is associated with data in the real volume 16002B of 
the pool 16003B. Further, the virtual volume 15008A and the 
virtual volume 150086 are configured so that their contents 
coincide based on the Synchronous remote copy function. The 
method of synchronous remote copy is as described above. 
0407. The read/write processing of this constitution is now 
described. Incidentally, the following explanation on the 
read/write processing is based on the premise that the active 
side of the target volume of the read/write processing is the 
storage apparatus 15000A. 
0408 Read processing is foremost explained. The operat 
ing system 14001 that received the read request from the 
application program 14002 determines whether the active 
side storage is the storage apparatus 15000A or the storage 
apparatus 15000B based on the path management function, 
and issues a read request to the active-side storage apparatus 
15000A. The storage apparatus 15000A that received the read 
request refers to the virtual address/real address mapping 
table 15009A, and determines whether a real area in the pool 
16003A is allocated to the read data. 
04.09 When real data is allocated in the foregoing deter 
mination, the storage apparatus 15000A reads the read data 
from the real area and sends it to the host 14000. The appli 
cation 14002 receives the read data via the operating system 
14001. The read processing is thereby complete. 
0410 Write processing is now explained. The operating 
system 14001 that received a write request from the applica 
tion program 14002 decides whether the active-side storage 
apparatus is the storage apparatus 15000A or the storage 
apparatus 15000B based on the path management function, 
and issues a write request to the active-side storage apparatus 
15000A. The storage apparatus 15000A that received the 
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write request refers to the virtual address/real address map 
ping table 15009A, and determines whether a real area in the 
pool 16003A is allocated to the write-target data (determina 
tion 200). 
0411. If a real area is allocated in the foregoing determi 
nation, the storage apparatus 15000A receives write data 
from the host 14000, and stores the write data in the area in the 
cache memory not shown corresponding to the real area. The 
storage apparatus 15000A thereafter sends a write request for 
write data to the storage apparatus 15000B based on the 
synchronous remote copy function. The storage apparatus 
15000B that received the write request from the storage appa 
ratus 15000A determines whether a real area in the pool 
16003A is allocated to the write data. Here, since contents of 
the virtual volume 15008A and contents of the virtual volume 
15008B coincide based on the synchronous remote copy 
function, it is determined that the real area is allocated. Sub 
sequently, the storage apparatus 15000B receives write data 
from the storage apparatus 15000A, and stores the write data 
in the area in the cache memory not shown corresponding to 
the real area, and issues a write completion report to the 
storage apparatus 15000A. 
0412. If a real area is not allocated in the foregoing deter 
mination (determination 200), the storage apparatus 15000A 
registers the address of write data in the virtual address/real 
address mapping table 15009A, and thereby allocates a real 
area. Subsequently, the storage apparatus 15000A receives 
write data from the host 14000, and stores the write data in the 
area in the cache memory not shown corresponding to the real 
area. The storage apparatus 15000A thereafter sends a write 
request for write data to the storage apparatus 15000B based 
on the synchronous remote copy function. The storage appa 
ratus 15000B that received the write request from the storage 
apparatus 15000A determines whether a real area in the pool 
16003B is allocated to the write data. Here, since contents of 
the virtual volume 15008A and contents of the virtual volume 
150088 coincide based on the synchronous remote copy func 
tion, it is determined that the real area is allocated. 
0413 Subsequently, the storage apparatus 15000B 
receives write data from the storage apparatus 15000A, and 
stores the write data in the area in the cache memory not 
shown corresponding to the real area, and issues a write 
completion report to the storage apparatus 15000A. Subse 
quently, the storage apparatus 15000B registers the address of 
write data in the virtual address/real address mapping table 
150098, and thereby allocates a real area. The storage appa 
ratus 15000B receives write data from the storage apparatus 
15000A, stores the write data in the area in the cache memory 
not shown corresponding to the real area, and thereafter 
issues a write completion report to the storage apparatus 
15000A. The storage apparatus 15000A that received the 
write completion report issues a write completion report to 
the host 14000. The host 14000 receives the write completion 
report, and the write processing is thereby complete. 
0414. Incidentally, data stored in the cache memory is 
written into the real volumes 16002A, 16002B asynchro 
nously with the storage of Such data in the cache memory. 
0415. When some kind of failure occurs and the applica 
tion 14002 is no longer able to perform the read/write pro 
cessing via virtual volume 15008A in the storage apparatus 
15000A, the path management function provided by the oper 
ating system 14001 detects a failure, and switches the access 
path of the read/write processing to go through the virtual 
volume 15008B in the storage apparatus 15000B. Since con 
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tents of the virtual volume 15008A and contents of the virtual 
volume 15008B coincide based on the synchronous remote 
function, even when the access path is Switched, read/write 
processing can be ongoingly performed in a normal manner. 

(12) Twelfth Embodiment 
0416) This embodiment describes an embodiment that is 
different from the AOL function of the eleventh embodiment. 
FIG.22 shows a constitution example of this embodiment. 
0417. The difference in the constitution of this embodi 
ment and the eleventh embodiment is that there is no external 
storage apparatus 16000B, and the real areas of the virtual 
volumes 15008A, 15008B are all allocated to areas in the pool 
16003A in the external storage apparatus 16000A. The 
remaining constitution is the same as the eleventh embodi 
ment. 

0418 Incidentally, in this embodiment, since the storage 
apparatus 15000A and the storage apparatus 15000B use the 
real volume 16002A in the common external storage appara 
tus 16000A as the common pool, unlike the eleventh embodi 
ment, this embodiment is limited to a constitution where the 
real volume 16002A is in the external storage apparatus 
16000A. 
0419. As a result of adopting the foregoing constitution, it 

is possible to eliminate the physical storage apparatus (HDD 
or the like) required by the pool. 
0420. The major difference in the processing operation 
between this embodiment and the eleventh embodiment is in 
that the standby-side storage apparatus 15000B does not per 
form writing from the cache memory into the real volume 
16002A of the external storage apparatus 16000A, and that 
the storage apparatus 15000A notifies the storage apparatus 
15000B of the update to the virtual address/real address map 
ping table 15009A, and the storage apparatus 15000B that 
received the notification updates the virtual address/real 
address mapping table 15009B. 
0421 Details of the processing operation are explained 
below. 
0422 Foremost, the read processing is the same as the read 
processing in the eleventh embodiment. 
0423 Write processing is now explained. The operating 
system 14001 that received a write request from the applica 
tion program 14002 decides whether the active-side storage 
apparatus is the storage apparatus 15000A or the storage 
apparatus 15000B based on the path management function, 
and issues a write request to the active-side storage apparatus 
15000A. The storage apparatus 15000A that received the 
write request refers to the virtual address/real address map 
ping table 15009A, and determines whether a real area in the 
pool 16003A is allocated to the write-target data (determina 
tion 300). 
0424. If a real area is allocated in the foregoing determi 
nation, the storage apparatus 15000A receives write data 
from the host 14000, and stores the write data in the area in the 
cache memory corresponding to the real area. The storage 
apparatus 15000A thereafter sends a write request for write 
data to the storage apparatus 15000B based on the synchro 
nous remote copy function. In this embodiment, unlike the 
eleventh embodiment, the storage apparatus 15000B that 
received the write request from the storage apparatus 15000A 
instantaneously receives write data from the storage appara 
tus 15000A, stores such data in the cache memory, and there 
after issues a write completion report to the storage apparatus 
15000A. The storage apparatus 15000A that received the 
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write completion report from the storage apparatus 15000B 
sends a write completion report to the host 14000. 
0425. If a real area is not allocated in the foregoing deter 
mination (determination 300), the storage apparatus 15000A 
registers the address of write data in the virtual address/real 
address mapping table 15009A, and thereby allocates a real 
area. Subsequently, the storage apparatus 15000A receives 
write data from the host 14000, and stores the write data in the 
area in the cache memory not shown corresponding to the real 
area. The storage apparatus 15000A thereafter sends a write 
request for write data to the storage apparatus 15000B based 
on the synchronous remote copy function. 
0426 In this embodiment, unlike the eleventh embodi 
ment, the storage apparatus 15000B that received the write 
request from the storage apparatus 15000A instantaneously 
receives write-target data from the storage apparatus 15000A, 
stores such data in the cache memory, and thereafter issues a 
write completion report to the storage apparatus 15000A. The 
storage apparatus 15000A receives the write completion 
report from the storage apparatus 15000B, and thereafter 
sends the contents of change in the virtual address/real 
address mapping table 15009A to the storage apparatus 
15OOOB. 
0427. The storage apparatus 15000B that received the con 
tents of change in the virtual address/real address mapping 
table 15009A makes similar changes to the virtual address/ 
real address mapping table 15009B. Thereby, the real area of 
the write area in the virtual volume 15008B of the storage 
apparatus 15000B will be mapped to the real area (allocated 
by the storage apparatus 15000A) in the real volume 16002A 
of the common external storage apparatus 16000A. The stor 
age apparatus 15000B notifies the storage apparatus 15000A 
of the update of the virtual address/real address mapping table 
15009B. Subsequently, the storage apparatus 15000A that 
received the notification issues a write completion report to 
the host 14000. Incidentally, the storage apparatus 15000A 
simultaneously may perform (1) the data transmission of 
synchronous remote copy, and (2) the transmission of change 
of contents in the virtual address/real address mapping table 
15009A, receive the completion report on the processing of 
(1) and (2), and thereafter issue a write completion report to 
the host 14000. Subsequently, the host 14000 receives the 
write completion report, and the write processing thereby 
complete. 
0428 Incidentally, data stored in the cache memory of the 
storage apparatus 15000A is written (destaged) into the real 
volume 16002A with the storage apparatus 15000A asyn 
chronously with the storage in the cache memory. After 
destaging is complete, the storage apparatus 15000A notifies 
such completion to the storage apparatus 15000B. The stor 
age apparatus 15000B that received the notification discards 
the area of the cache memory corresponding to the writing. 
Incidentally, instead of discarding the area, the area of the 
cache memory corresponding to the writing may be cleaned 
(a status where contents of the cache memory coincide with 
data in the storage apparatus (such as an HDD)). 
0429. When some kind of failure occurs and the applica 
tion 14002 is no longer able to perform the read/write pro 
cessing via virtual volume 15008A in the storage apparatus 
15000A, the path management function provided by the oper 
ating system 14001 detects a failure, and switches the access 
path of the read/write processing to go through the virtual 
volume 15008B in the storage apparatus 15000B. Since con 
tents of the virtual volume 15008A and contents of the virtual 
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volume 15008B coincide based on the synchronous remote 
function, even when the access path is Switched, read/write 
processing can be ongoingly performed in a normal manner. 

(13) Thirteenth Embodiment 
0430. In this embodiment, an example is explained where 
the logical Snapshot function is applied to the Volumes in the 
Storage apparatuses. 
0431. A logical snapshot function is a function that is 
similar to the local replication function, and a function for 
providing the user with replicated data at the point-in-time 
designated by the user. Nevertheless, the secondary volume 
having replicated data is a virtual Volume provided using the 
write data Subsequent to the replication creation command 
stored in the area of the real Volume belonging to the pool, and 
data of the primary volume. The entity of the virtual second 
ary volume is retained in a pool that is an aggregate of real 
volumes. The relationship of the primary volume and the 
secondary Volume may be referred to as a Snapshot pair or 
simply as a pair. In the logical Snapshot function, from the 
perspective that a logical Volume having the same contents as 
the primary Volume at the stationary point is not actually 
created, the secondary Volume is virtual. The logical Snapshot 
function, unlike the local copy function described above, does 
not need a secondary Volume that is the same size as the size 
of the primary volume. Thereby, it is possible to eliminate 
storage apparatuses (HDDs and the like) required for retain 
ing the contents of the secondary Volume. 
0432. In this embodiment, the availability can also be 
improved by coordinating the active-side storage apparatus 
and the standby-side storage apparatus regarding this logical 
Snapshot function. 
0433 FIG.23 shows an embodiment of the snapshot func 
tion. In FIG. 23, the host 14000 is coupled to the storage 
apparatus 15000A and the storage apparatus 15000B. Fur 
ther, the storage apparatus 15000A is coupled to the external 
storage apparatus 16000A, and the storage apparatus 15000B 
is coupled to the external storage apparatus 16000B. Further, 
the snapshot function and the differential bitmaps 15010A, 
150106 (information showing the status of differential 
between the primary volumes 15006A, 15006B at the station 
ary point and the primary volumes 15006A, 15006B at the 
current time) and the virtual address/real address mapping 
tables 15009A, 15009B (tables for managing the location of 
the entity of the virtual secondary volumes 15007A, 15007B) 
are executed and managed by the storage apparatus 15000A 
and the storage apparatus 15000B. Further, the primary vol 
ume 15006A in the storage apparatus 15000A and the pri 
mary volume 150066 in the storage apparatus 15000B are 
configured to form a remote copy pair. 
0434. This embodiment shows a constitution example 
where the primary volumes 15006A, 15006B are in the stor 
age apparatuses 15000A, 15000B and the pool 16003A, 
16003B are in the external storage apparatus 16000A, 
16000B. Incidentally, the pools 16003A, 16003B may also be 
in the storage apparatuses 15000A, 15000B. 
0435 <Logical Snapshot Creation Commands 
0436 When the user using the host 14000 issues a logical 
Snapshot creation command, a creation command is issued to 
the active-side storage apparatus 15000A and the standby 
side storage apparatus 15000B according to the methods 
described in the previous embodiments. The storage appara 
tuses 15000A, 15000B that received the creation command 
prepare virtual secondary volumes 15007A, 15007B, and 
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allocate the differential bitmaps 15010A, 15010B that are all 
0 (meaning no differential) and the virtual address/real 
address mapping tables 15009A, 15009B to the secondary 
volumes 15007A, 15007B. 
0437 <Read Processing to Primary Volume> 
0438. This is the same as the previous embodiments. 
0439 <Write Processing to Primary Volume> 
0440 The operating system 14001 that received the write 
request from the application program 14002 determines 
whether the active-side storage is the storage apparatus 
15000A or the storage apparatus 15000B based on the path 
management function (in relation to the write-target primary 
Volume), and issues a write request to the active-side storage 
apparatus 15000A. The storage apparatus 15000A that 
received the write request checks the differential bitmap 
15010A of the write-target address. If the result is 1, data sent 
from the host 14000, together with the write request, is stored 
as write data of the primary Volume in the cache memory. 
Meanwhile, if the result is 0, the following Copy-On-Write 
processing is performed for using the before-updated data of 
the primary volume 15006A as data for the secondary volume 
15OOTA. 

0441 (Step 1) The storage area of the real volume 16002A 
belonging to the pool 16003A is allocated. 
0442 (Step 2) The before-updated data is copied from the 
primary volume 15006A to said storage area while using the 
cache memory. 
0443 (Step 3) The pool management information for 
managing the storage destination of the before-updated data 
to be saved is updated to indicate which area of the real 
volume 16002A in the pool 16003A that data has been stored. 
0444 (Step 4) The received write data is stored as data to 
the address of the primary volume 15006A in the cache 
memory, and a write completion reply is returned. 
0445. In parallel with this, the write data is copied from the 
primary volume 15006A in the storage apparatus 15000A to 
the primary volume 15006B in the storage apparatus 15000A 
based on the remote copy function, and similar processing is 
performed. Thus, the storage apparatuses 15000A, 15000B 
respectively manage the virtual address/real address mapping 
tables 15009A, 15009B and the differential bitmap s15010A, 
15O1OB. 

0446 
0447 The operating system 14001 that received the write 
request from the application program 14002 determines 
whether the active side is the storage apparatus 15000A or the 
storage apparatus 15000B based on the path management 
function (in relation to the read-target secondary Volume), 
and issues a read request to the active-side storage apparatus 
15000A. The storage apparatus 15000A that received the read 
request checks the differential bitmap 15010A recorded in the 
primary volume 15006A. As a result, if the bit of the read 
target address is 0, data stored in the same address of the 
primary volume 15006A is returned to the host 14000, and the 
operating system 14001 returns the data to the application 
14002. Meanwhile, if the bit of the read-target address is 1, 
the operating system 14001 refers to the virtual address/real 
address mapping table 15009A, decides the location of the 
pre-updated data concerning the read-target address of the 
primary volume 15006A, and returns the data from the real 
volume belonging to the pool 16003A to the host 14000 
(application program 14002). 

<Read Processing to Secondary Volume> 
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0448 <Write Processing to Secondary Volume> 
0449 In the host 14000, the operating system 14001 that 
received the write request from the application program 
14002 determines whether the active side is the storage appa 
ratus 15000A or the storage apparatus 15000B based on the 
path management function (in relation to the write-target 
secondary Volume), and issues a write request to the active 
side storage apparatus 15000A. The storage apparatus 
15000A that received the write request checks the differential 
bitmap 15010A of the write-target address allocated to the 
primary volume 15006A. If the result is 1, by referring to the 
virtual address/real address mapping table 15009A, the oper 
ating system 14001 searches the storage area of a real Volume 
16002A in the pool 16003A storing the before-updated data 
of the address of the primary volume 15006A, and stores the 
write data in the area. Meanwhile, when the result is 0, the 
following processing is performed. 
0450 (A) An area of the real volume 16002A belonging to 
the pool 16003A is allocated. 
0451 (B) Write data is stored in the allocated area and the 
virtual address/real address mapping table 15009A is updated 
in order to indicate which area of the real volume 16002A in 
the pool 16003A that data has been stored. 
0452 (C) The bit corresponding to the address of the dif 
ferential bitmap 15010A is updated to 1. 
0453. In parallel with this, the write data is copied from the 
primary volume 15006A in the storage apparatus 15000A to 
the primary volume 15006B in the storage apparatus 1000R 
based on the remote copy function, and similar processing is 
performed. Thus, the storage apparatuses 15000A, 15000B 
respectively manage the virtual address/real address mapping 
tables 15009A, 15009B and the differential bitmaps 15010A, 
15O1OB. 
0454) <Copy-After-Write Processing> 
0455 The storage apparatuses 15000A, 15000B may 
execute the following Copy-After-Write processing in sub 
stitute for the Copy-On-Write processing to be executed upon 
writing into the primary volumes 15006A, 15006B. 
0456 (Step 1) The received write data is stored as data to 
the address of the primary volumes 15006A, 15006B in the 
cache memory, and a write completion reply is returned. 
However, destaging of the write data is inhibited. 
0457 (Step 2) Storage areas of the real volumes 16002A, 
16002B belonging to the pools 16003A, 16003B are allo 
cated. 
0458 (Step 3) The before-updated data is coped from the 
primary volumes 15006A, 15006B to said storage area while 
using the cache memory. 
0459 (Step 4) The pool management information for 
managing the storage destination of the saved before-updated 
data is updated to indicate which area of the real volumes 
16002A, 160026 in the pools 16003A, 160036 that data has 
been stored. 
0460 (Step 5) Destaging of write data that was inhibited is 
permitted. 
0461 <Failure> 
0462. When some kind offailure occurs and the read/write 
request to the active-side primary volume 15006A and the 
secondary volume 15007A can no longer be processed, as 
described above, the operating system 14001 is able to con 
tinue access by Switching the read/write request target to the 
standby-side primary volume 15006B or the secondary vol 
ume 15007B. Incidentally, as described above, in order to 
issue a write request to the same storage apparatuses 15000A, 
15000B, preferably, the primary volumes 15006A, 150066 
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and the secondary volumes 15007A, 15.0076 of the snapshot 
function simultaneously Switch the secondary Volumes 
15007A, 15.0076 when switching of the primary volumes 
15006A, 15006B is required, and contrarily switch the pri 
mary volumes 15006A, 15006B as well when switching of 
the secondary volumes 15007A, 15007B is required. 

(14) Fourteenth Embodiment 
0463. An embodiment of a logical snapshot function that 

is different from the thirteenth embodiment is now explained. 
FIG. 24 shows one constitution example of this embodiment. 
0464 Foremost, the difference in the constitution between 
this embodiment and the thirteenth embodiment is that the 
external storage apparatus 16000B does not exist, and the real 
area of the virtual secondary volumes 15007A, 15007B is 
allocated to the area in the pool 16003A of any external 
storage apparatus 16000A. The remaining constitution is the 
same as the thirteenth embodiment. 
0465 Incidentally, in this embodiment, since the storage 
apparatus 15000A and the storage apparatus 15000B use the 
real volume 16002A in the common external storage appara 
tus 16000A as the common pool 16003A, and, unlike the 
thirteenth embodiment, the real volume 16002A is limited to 
the constitution within the external storage apparatus 
16000A. 
0466 As a result of adopting the foregoing constitution, it 

is possible to eliminate the physical storage apparatus (Such 
as an HDD) required by the pool 16003A. 
0467. The major difference of the processing operation in 

this embodiment and the thirteenth embodiment is as follows. 
0468 (A) In normal situations, in substitute for the 
standby-side storage apparatus 15000B not performing writ 
ing from the cache memory into the real volume 16002A of 
the external storage apparatus 16000A, the timing that the 
active-side storage apparatus 15000A destages the data cor 
responding to the real volume 16002A in the primary volume 
15006A, the secondary volume 15007A, and the pool 
16003A is conveyed to the standby-side storage apparatus 
15000B, and the standby-side storage apparatus 15000B 
thereby discards the data in the cache memory. 
0469 (B) The storage apparatus 15000A notifies the stor 
age apparatus 15000B of the update to the virtual address/real 
address mapping table 15009A, and the storage apparatus 
15000B that received the notification updates the virtual 
address/real address mapping table 15009B. 
0470 Further, in substitute of the processing of (A), cach 
ing of data corresponding to the real volume 16002A in the 
secondary volumes 15007A, 15007B or the pool 16003A can 
be invalidated. Here, since the saving of the before-updated 
data by the foregoing Copy-On-Write processing includes the 
storing of data in the real volume 16002A in the pool 16003A 
until the writing in the primary volumes 15006A, 15006B is 
complete, the performance will deteriorate. But since this 
does not occur in the Copy-After-Write mode, this is prefer 
able. 
0471. Several embodiments of the present invention were 
described above, but these embodiments are merely illustra 
tions for explain the present invention and are not intended to 
limit the scope of invention in any way. The present invention 
may be worked in various other modes without deviating 
from the gist of this invention. For example, a nonvolatile 
memory can be used in substitute for the HDD 1030 and the 
cache memory 1020. As the nonvolatile memory, for 
example, various types of nonvolatile memories such as a 
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flash memory (specifically, for instance, a NAND-type flash 
memory), MRAM (Magnetoresistive Random Access 
Memory), and PRAM (Parameter Random Access Memory) 
can be used. 

(15) Fifteenth Embodiment 
0472 FIG. 28, in which the same reference numeral is 
given to the components corresponding to those illustrated in 
FIG. 1, is a schematic diagram showing an embodiment of 
applying network switches (virtualization switches) 28000L, 
28000R having a virtualization function. 

1. Hardware Constitution of Present Embodiment 

0473. The virtualization switches 28000L, 28000R have a 
plurality of network ports, and processors for controlling the 
network ports control the transfer of the respective ports, 
detect failures, and perform virtualization described later. 
Incidentally, although not shown in this schematic diagram, 
as with the first embodiment explained with reference to FIG. 
1, a management hostis coupled to the virtualization Switches 
28000L, 28000R, and a user is able to configure settings in the 
virtualization switches 28000L, 28000R or perform setting 
copy between the virtualization switches 28000L, 28000R 
via this management host. Incidentally, the other components 
are the same as the first to fourteenth embodiments, and the 
explanation thereof is omitted. 

2. Characteristics of Present Embodiment Employing 
Virtualization Switch 

0474 Virtualization provided by the virtualization 
switches 28000L, 28000R differ from the first to fourteenth 
embodiments by comprising the following characteristics. 
0475 (Characteristic 1) A virtual WWN (or port name) 
can be provided. The port of the fibre channel switch is 
referred to as an F port or an E port, and has an attribute that 
is different from the N port (meaning the start point or end 
point of communication) of the normal host or the storage. 
Thus, when performing virtualization in the virtualization 
switches 28000L, 28000R, if a virtual WWN, which is not 
actually connected internally, is created and provided to both 
virtualization switches 28000L, 28000R, software in the host 
1100 will no longer have to explicitly switch the I/O path. 
Incidentally, more specifically, although communication of 
the fibre channel is conducted with the foregoing port name, 
this is an identifier allocated by the fibre channel switch, and 
the identifier internally contains information for identifying 
the Switch to be used in the routine. Thus, both virtualization 
switches 28000L, 28000R perform the routine by allocating a 
port name so to simulate to the host 1100 as the N port having 
a virtual WWN is coupled to the both virtualization switches 
28000L, 28000R via the virtual switch. 
0476 (Characteristic 2) Caching is not performed in the 
switches. The fibre channel switch normally decides the 
transfer destination by referring to only the control header 
and performs transfer control in a so-called cut-through 
method where data buffering is not performed, caching is 
often not performed even when providing a virtualization 
function. Incidentally, when performing caching, processing 
related to this characteristic is realized with the processing as 
with the embodiments described above. Further, the read/ 
write processing of the virtualization switches 28000L, 
28000R in a case of not performing caching can be considered 
to be similar to write-through-type control of transferring a 
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request to the storage apparatus 1500L upon receiving an I/O 
request and returning a processing completion report to the 
host 1100 upon waiting for the processing to be complete. 
0477 (Characteristic 3) High availability in this embodi 
ment is realized merely by setting the same virtualization in 
both virtualization switches 28000L, 28000R. This is pos 
sible because caching is not performed in the virtualization 
switches 28000L, 28000R. Incidentally, when the virtualiza 
tion switches 28000L, 28000R are to perform remote copy or 
local copy, and there is information such as differential bit 
maps in the Switches, as with the previous embodiments, it is 
necessary to retain internal information in both the primary 
and secondary systems. 
0478 Incidentally, although the virtualization switches 
28000L, 28000R were explained above as being fibre channel 
switches, the virtualization switches 28000L, 28000R may 
also be Switches employing Ethernet (registered trademark), 
or iSCSI or TCP/IP. Here, the WWN may correspond to the 
MAC address and the port name may correspond to the IP 
address, but in cases of Ethernet (registered trademark) or 
TCP/IP, the routine may be performed to the IP address by 
directly providing the virtual port and the IP address allocated 
thereto externally without providing virtual switches. 

(16) Sixteenth Embodiment 
0479. The sixteenth embodiment is now explained. This 
embodiment relates to an invention of providing a virtual 
storage apparatus of configuring the AOU function explained 
in the eleventh embodiment and twelfth embodiment in a high 
availability constitution. Incidentally, functions and the like 
that are not explained below are the same as the configuration/ 
constitution of the information system explained in the first to 
fifteenth embodiments. 
0480. As described above, regarding the volume (herein 
after referred to as the “AOU volume”) to be provided by the 
virtual storage apparatus to the host 1100 based on the fore 
going function, the AOU function is a function of allocating a 
storage area of a HDD (more specifically, a part or the whole 
of a storage area of a volume (hereinafter referred to as a “pool 
volume') constituted to a HDD) to an address written into by 
the host 1100, instead of allocating the storage area of the 
HDD to all address of the AOU volume from the start of use. 
The AOU function is able to effectively use the HDD. This is 
because, it is notable to dynamically expand the data capacity 
during ongoing access with a certain type of file system 
operating in the host 1100, the administrator of the host 1100 
sets the Volume capacity by including the data capacity that 
may be used in the future. Thus, conventional technology had 
to be equipped with a HDD that will not be used at the time the 
Volume capacity is set, even though it may not be used in the 
future. 
0481 Incidentally, from the perspective of effectively 
using the HDD capacity, it is preferable that the area of the 
pool volume is unallocated to the area of the AOU volume 
unwritten, but this embodiment is not limited thereto if there 
is another objective (realizing high performance, etc.). 

1. Overview of Present Embodiment 

0482 FIG. 29, in which the same reference numeral is 
given to the components corresponding to those illustrated in 
FIG. 1, shows an overview of this embodiment. With the 
information system according to this embodiment, two Vir 
tual storage apparatuses 1000L. 1000R are coupled to the 
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common storage apparatus 1500L. As a result of the two 
virtual storage apparatuses 1000L. 1000R of high availability 
having the AOU function, the service down time of the infor 
mation system is shortened. Incidentally, unless specified 
herein, the storage apparatus 1500L is in an accessible state 
from both virtual storage apparatuses 1000L, 1000R; in other 
words, it is in a shared State, and with the existence of a 
storage apparatus that is not shared, the Volume in the storage 
apparatus can be used as the storage area of AOU. Further, 
although not shown in FIG. 29, in the case of this embodi 
ment, as with the first embodiment, a management host 1200 
(FIG. 1) is coupled to the virtual storage apparatuses 1000L, 
1OOOR. 

0483 Sections that are different from the foregoing 
embodiments are mainly explained below. The two virtual 
storage apparatuses 1000L. 1000R use the AOU address map 
ping information 31030L, 31030R to create the AOU vol 
umes 29010L, 29010R, and provide these to the host 1100. 
The AOU address mapping information 31030L, 31030R 
contains the correspondence of the address space of the AOU 
volumes 29010L,29010R and the area of the pool volume in 
the virtual storage apparatuses 1000L. 1000R or the area of 
the pool volume in the storage apparatus 1500L. 
0484. When a write request is issued from the host 1100 to 
the AOU volume 29010L, the primary virtual storage appa 
ratus 1000L determines whether an area of the pool volume is 
allocated to the address range of the request target, and, if not 
allocated, it allocates the area of the pool volume of the virtual 
storage apparatus 1000L or the storage apparatus 1500L. 
Then, as a result of the write request being processed, write 
data is stored in the cache area of the primary virtual storage 
apparatus 1000L. Further, write data to the AOU volume 
29010L is transferred to the secondary virtual storage appa 
ratus 1000R based on the synchronous remote copy, and write 
data is stored in the cache area as with the primary system. 
0485 Subsequently, both virtual storage apparatuses 
1000L. 1000R perform destaging processing, but only one of 
the virtual storage apparatuses 1000L, 1000R performs 
destaging to the write data corresponding to the storage appa 
ratus 1500L. This is because if both virtual storage appara 
tuses 1000L. 1000R independently destage the write data, 
data stored in the storage apparatus 1500L will become 
inconsistent (for instance, data loss or inconsistency of write 
sequence Such as the last written data being deleted and 
returning to the previous write data). Thus, it is necessary to 
decide in advance which one of the virtual storage appara 
tuses 1000L. 1000R will perform destaging before destaging 
becomes required. This embodiment explains an example of 
this where the primary virtual storage apparatus 1000L per 
forms destaging, but destaging may also be performed by the 
secondary virtual storage apparatus 1000R, or the virtual 
storage apparatus 1000L. 1000R to perform such destaging 
may be decided based on the address space of the destaging 
target. 
0486 In the case of a read request also, the primary virtual 
storage apparatus 1000L foremost determines whether an 
area of the pool Volume is allocated to the address range of the 
request target. When an area is allocated as a result of this 
determination, the virtual storage apparatus 1000L reads data 
from the area (including data in the cache memory not shown) 
of the corresponding pool Volume and transfers this to the 
host 1100. When an area is not allocated, the virtual storage 
apparatus 1000L returns a predetermined value (Zero, for 
instance). 
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0487 FIG. 30 is a schematic diagram after switching the 
I/O request processing to the secondary virtual storage appa 
ratus 1000R subsequent to the function of causing the pri 
mary virtual storage apparatus 1000L to stop. As illustrated in 
FIG. 30, the secondary virtual storage apparatus 1000R pro 
cesses the I/O request based on the AOU address mapping 
information 31030R in the storage apparatus 1500L and the 
virtual storage apparatus 1000L. Thus, as a result of the 
primary and secondary virtual storage apparatuses 1000L, 
1000R communicating on a regular basis, they maintain the 
contents of the AOU address mapping information 31030L, 
31030R that are the same as the portions relating to the 
storage apparatus 1500L. Thereby, the secondary virtual stor 
age apparatus 1000R is able to take over the allocation status 
of the storage apparatus 1500L. Further, the secondary virtual 
storage apparatus 1000R does not delete data stored in the 
cache memory from Such cache memory unless it is data that 
has been destaged from the cache memory in the primary 
virtual storage apparatus 1000L. Thereby, it is possible to 
prevent data loss even if the data from the cache memory in 
the primary virtual storage apparatus 1000L is volatilized 
when the function is stopped. 

2. Programs and Information to be Executed by 
Virtual Storage Apparatus 

0488 FIG. 31, in which the same reference numeral is 
given to the components corresponding to those illustrated in 
FIG. 6, show the software programs to be executed by the 
virtual storage apparatuses 1000L, 1000R, and information to 
be used by these programs. 
0489. In FIG.31, the AOU I/O processing program 31010 

is a program for processing I/O request received by the virtual 
storage apparatuses 1000L, 1000R, and contains a part of the 
functions of the I/O processing program 6020 (FIG. 6) in the 
first to fourteenth embodiments. 
0490 The AOU management program 31020 is a program 
for configuration concerning the AOU function and executing 
Deduplication processing described later. Further, the AOU 
address mapping information 31030 is information concern 
ing the correspondence of the AOU volumes 29010L,29010R 
and the pool Volume areas. Further, the AOU pool manage 
ment information 31040 is information for managing the 
aggregate of pool Volumes (pool) to be used by the AOU 
function. 
0491 <2.1. AOU Address Mapping Information> 
0492 FIG. 35 shows the specific contents of the AOU 
address mapping information 31010. The virtual storage 
apparatuses 1000L. 1000R manage the storage area of data 
and the like, based on the identifier of the volume provided to 
the host 1100, and the address of the an area (segment) into 
which the address space of the AOU volume is divided from 
the top by a predetermined size (segment size). Incidentally, 
this segment size is a value to be configured at the time of 
defining the pool. 
0493. In FIG. 35, the AOU volume identifier and the 
“address space' respectively show the identifier of the AOU 
volumes 29010L, 29010R containing the corresponding seg 
ment, and the address of Such segment in the AOU Volumes 
29010L, 29010R. Further, the pool ID shows the identifier of 
the pool to allocate an area to the AOU volume 29010L, 
29O1OR. 
0494. The “COW (Copy On Write) flag” is a flag showing 

it is necessary to store the corresponding write data in a 
separately allocated pool Volume area if a write request to 

Aug. 21, 2014 

such segment arrives. This flag is sometimes turned “ON” 
showing that the write data needs to be stored in another pool 
Volume with different segments being associated to the area 
of the same pool Volume. 
0495. The “pool volume area identifier is identifying 
information showing the identifier of the pool volume area 
actually storing the data to be stored in the segment. This 
identifying information, for instance, is constituted of the 
following information. 
0496 (1) The identifier and address range of the internal 
Volume when using an area of an internal Volume of the 
virtual storage apparatuses 1000L. 1000R. 
0497 (2) Information for identifying the apparatus such as 
the port name or communication destination, information for 
identifying the Volume inside an apparatus such as a LUN, 
and address range when including an area of a Volume in the 
storage apparatus 1500L. 
0498 (3) NULL in the case of an unallocated area. 
0499. The “takeover area is information showing 
whether the pool volumes, in which an identifier is indicated 
in the corresponding pool Volume area identifier” column, 
are being managed by both the primary and secondary virtual 
storage apparatuses 1000L, 1000R (“Yes” when managed by 
both and “No” when not managed by both). 
(0500. The “pair AOU volume identifier” retains an iden 
tifier of the AOU volumes 29010L, 29010R forming a pair 
with the volume specified with the corresponding AOU vol 
ume identifier. As this identifier, a combination of an identi 
fier of the corresponding virtual storage apparatuses 1000L, 
1000R and an identifier of the corresponding AOU volumes 
29010L, 29010R is used. 
0501 Incidentally, as described above, one reason that the 
AOU areas are managed in segment units is because the I/O 
performance will deteriorate since the management informa 
tion of the AOU address mapping information 31030 will 
become too large when managed in block units. 
(0502 <2.2. AOU Pool Management Information> 
(0503 FIG.36 shows the specific configuration of the AOU 
pool management information 31040. The AOU pool man 
agement information 31040 retains the following information 
for each pool. 
(0504 (1) Segment size 
0505 (2) List of volumes (pool volumes) allocated to the 
pool 
0506 (3) List of unallocated areas among the pool volume 
aaS 

(0507 (4) Unused capacity 
0508 (5) Threshold value for issuing an alert that the 
capacity is insufficient 
0509 (6) Identifier of the virtual storage apparatus set as 
the opponent of the pool pair and pool ID in the apparatus. 
Incidentally, “pool pair will be described later. 

3. Initialization 

0510. Initialization of this embodiment is performed 
according to the following routine. 
0511 1. Initialization of pool 
0512 2. Creation of AOU volume 
0513. 3. Association of AOU volumes 
0514. 4. Configuration of synchronous remote copy 
0515. The details are now explained. Incidentally, 
although there are cases below where the processing Subject 
of certain processes is explained as the “management host' or 
“program, in reality, it goes without saying that the processor 
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in the management host executes the corresponding process 
ing based on a program Stored in the corresponding memory 
of the management host, and the processor 1011 in the cor 
responding virtual storage apparatuses 1000L, 1000R 
executes the corresponding processing based on that pro 
gram. 
0516 <3.1. Initialization of Poold 
0517. Initialization is performed according to the follow 
ing routine. 
0518 (Step 1) Based on a command from the management 
host 1200, the AOU management program 31020 to be 
executed by one of the virtual storage apparatuses 1000L and 
1000R creates a pool. Here, this command contains a segment 
size. Further, during the process of creating the pool, the AOU 
management program 31020 creates an entry of the AOU 
pool management information 31040 containing the pool ID. 
0519 (Step 2) Based on processing similar to Step 1, the 
other virtual storage apparatus 1000R or 1000L also creates a 
pool. 
0520 (Step 3) The management host 1200 issues to both 
virtual storage apparatuses 1000L and 1000R commands for 
configuring the pairs created at Step 1 and Step 2 as a pool 
pair. This command contains a set of the ID of the pools to 
become a pool pair and the Identifier of the virtual storage 
apparatuses 1000L and 1000R to provide the pools. The AOU 
management program 31020 that received the command 
communicates with the AOU management program 31020 of 
the virtual storage apparatuses 1000L. 1000R of the opponent 
to become the pool pair, and configures these pools as a pool 
pair if it is confirmed that the segment size set to both pools is 
equal and that both pools have not yet been set as a pool pair. 
Incidentally, the AOU management program 31020 registers 
the identifier of opponent's pool ID in the AOU pool man 
agement information 31040 upon setting the foregoing pairs 
as a pool pair. 
0521 (Step 4) The management host 1200 issues a pool 
Volume creation command to one of the virtual storages 
1000L and 1000R. Incidentally, this command contains the 
identifier of the volume defined in the virtual storage appara 
tuses 1000L and 1000R. The AOU management program 
31020 of the virtual storage apparatus 1000L, 1000R that 
received the command changes the attribute of the designated 
volume to a pool volume, and adds the identifier of the des 
ignated volume to the pool volume list of the AOU pool 
management information 31040. 
0522 (Step 5) The management host 1200 issues the same 
command as at Step 3 to the other virtual storage apparatus 
1000R, 1000L. The other virtual storage apparatus 1000R, 
1000L that received the command performs the same pro 
cessing as at Step 3. 
0523 Incidentally, when the administrator determines that 
the internal volume of the virtual storage apparatus 1000 will 
not be used in the AOU, Step 4 and Step 5 may be omitted. 
0524 (Step 6) The management host 1200 issues to one of 
the virtual storage apparatuses 1000L. 1000R a command for 
configuring the Volume of the storage apparatus 1500L as a 
pool Volume. Incidentally, to facilitate understanding, in the 
ensuing explanation, let it be assumed that the command 
destination is the virtual storage apparatus 1000L, and the 
virtual storage apparatus 1000 forming a pair with the com 
mand destination is the virtual storage apparatus 1000R. Nev 
ertheless, this may also be of the opposite relationship. Here, 
the command includes information for identifying the storage 
apparatus 1500L and the volume, and information showing 
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that the Volume the opponent's virtual storage apparatus 
1000R in which the Volumes are forming a pool pair will take 
over. The AOU management program 31020 of the virtual 
storage apparatus 1000L that received the command will 
perform the following coordination with the pair virtual stor 
age apparatus 1000R. 
0525 (A) By issuing a read request (or a write request) to 
the volume of the storage apparatus 1500L contained in the 
command, the virtual storage apparatus 1000L that received 
the command confirms that both the storage apparatus 1500L 
and the Volume exist, and whether Such volume is accessible. 
If the storage apparatus 1500L or the volume does not exist, or 
if it is not possible to access the Volume, the virtual storage 
apparatus 1000L returns an error to the management host 
1200, and proceeds to the subsequent step if the volume is 
accessible. Incidentally, the error includes information show 
ing that the storage apparatus 1500L was inaccessible, and 
this information may be displayed on the management host 
12OO. 

0526 (B) The virtual storage apparatus 1000L that 
received the command transfers the pool Volume creation 
command to the paired virtual storage apparatus 1000R. Inci 
dentally, this command contains information for identifying 
the target Volume contained in the command from the man 
agement host 1200, and information showing that the volume 
is being managed by both pools belonging to the pool pair. 
Incidentally, the transfer destination of the pool volume cre 
ation command can be specified by referring to the “identi 
fying information of pool pair in the AOU pool management 
information 31040. 
0527 (C) When the virtual storage apparatus 1000R 
receives the command of (B), it confirms that the volume in 
the storage apparatus 1500L is accessible by performing the 
same processingas (A). If the Volume is accessible, the virtual 
storage apparatus 1000R adds the volume to the pool volume 
list of the AOU pool management information 31040 together 
with the information showing that the Volume is being com 
monly managed, and returns the result to the virtual storage 
apparatus 1000L that received the foregoing command. 
Meanwhile, if the volume was inaccessible as a result of the 
foregoing confirmation, the virtual storage apparatus 1000R 
adds information showing that the virtual storage apparatus 
1000R could not access the storage apparatus 1500L and 
returns a result signifying the unsuccessful access. 
0528 (D) If the result of access to the volume was unsuc 
cessful, the virtual storage apparatus 1000L that received the 
command that received the foregoing result transfers the rea 
son as well as the result to the management host 1200, and 
ends the sequential processing. Meanwhile, if the result of 
access to the Volume was successful, the virtual storage appa 
ratus 1000L adds this result to the pool volume list of the AOU 
pool management information 31040 together with the infor 
mation showing that the Volume is a Volume to be commonly 
managed, transfers a result signifying the Successful access to 
the management host 1200, and thereby ends this processing. 
0529 Incidentally, when adding the volume to the pool 
Volume list at (C) and (D), the AOU management program 
21020 updates the unused capacity stored in the correspond 
ing “unused capacity' column to a value obtained by adding 
the capacity of the added volume, and adds the area of this 
Volume to the empty area list. Further, the processing at Step 
5 may also issue commands separately from the management 
host 1200 to the virtual storage apparatuses 1000L and 
1OOOR. 
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0530 (Step 7) The management host 1200 transfers a 
command for configuring the value of a capacity warning to 
both virtual storage apparatuses 1000L, 1000R, and the vir 
tual storage apparatuses 1000L. 1000R that received the com 
mand respectively set the value contained in the command in 
the AOU pool management information 31040. 
0531 <3.2. Creation of AOU Volume> 
0532 Creation of the AOU volumes 29010L, 29010R is 
conducted by issuing commands to the respective virtual 
storage apparatuses 1000L. 1000R. The routine is described 
below. 
0533 (Step 1) The management host 1200 transfers the 
AOU Volume creation command accompanying the Volume 
capacity and the pool ID to the respective virtual storage 
apparatuses 1000L, 1000R. 
0534 (Step 2) The virtual storage apparatus 1000L that 
received the command creates AOU address mapping infor 
mation 3103.0L concerning a new AOU volume 29010L. 
Here, for all segments, “NO” is set in the corresponding 
“COW flag” and the “takeover area”, and “NULL is setto the 
“pool volume area identifier.” The virtual storage apparatus 
1000L thereafter returns a creation complete reply. 
0535 (Step 3) Similarly, the virtual storage apparatus 
1000R that received the command creates AOU address map 
ping information 31030R concerning a new AOU volume 
29010R. Details concerning the creation are the same as Step 
2. 
0536 Incidentally, the AOU volumes 29010L, 29010R 
may be created by issuing a command to one of the virtual 
storage apparatuses 1000L. 1000R from the management 
host 1200, and the virtual storage apparatus 1000L, 1000R 
that received the command re-issuing the command to the 
paired virtual storage apparatus 1000R, 1000L. Incidentally, 
the port name and the LUN under the control of the port name, 
designated by the administrator, may be allocated to the AOU 
volumes 29010L, 29010R by including the port name and 
LUN in the volume creation command. Further, the port name 
and the LUN may be allocated after the creation command of 
the AOU volumes 29010L, 29010R. 
0537 <3.3. Association of AOU Volumes> 
0538. The AOU volumes 29010L and 29010R, each cre 
ated in the respective virtual storage apparatuses 1000L, 
1000R, are associated to each other. Thus, the management 
host 1200 transfers an association command containing the 
identifier of the two AOU volumes 29010L and 29010R to the 
virtual storage apparatus 1000L or 1000R. The virtual storage 
apparatus 1000L or 1000R that received the command regis 
ter the AOU volumes 29010L and 29010R forming a pair in 
the corresponding AOU volume identifier” column of the 
AOU address mapping information 31030. This command is 
given to the respective virtual storage apparatuses 1000L and 
1000R in order to associate the AOU volumes 29010L and 
29010R, as described in the other embodiments, this may also 
be realized by one of the virtual storage apparatus 1000L or 
1000R transferring the command to the other virtual storage 
apparatus 1000R or 1000L. 
0539 Incidentally, upon sending the foregoing associa 
tion command, by confirming the existence of the AOU vol 
ume 29010L and 29010R contained in the command, and that 
one of the AOU volumes 29010L and 29010R is created from 
one of the pools of the pool pair and the other AOU volume 
29010R or 29010L is created from the other pool of the pool 
pair, implementation of the pool management can be simpli 
fied. Further, this association can be conducted pursuant to 
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the creation of the AOU volumes 29010L,29010R and setting 
of the synchronous remote copy. 
0540 <3.4. Setting of Synchronous Remote Copy 
0541. In the synchronous remote copy expressed above, 
although it was necessary to copy all areas of the Volume in 
the Initial-Copying status, in this embodiment, formation 
copy is performed according to the following routine. Fur 
ther, in order to facilitate the understanding, in the ensuing 
explanation, let it be assumed that the primary virtual storage 
apparatus 1000 is the virtual storage apparatus 1000L, and the 
secondary virtual storage apparatus 1000 is the virtual storage 
apparatus 1000R. 
0542 (Step 1) The virtual storage apparatus 1000L to 
become the copy source (in other words, primary system for 
the Volume) assigns the top segment of the AOU Volume 
29010L to the variable i. 
0543 (Step 2) The virtual storage apparatus 1000L of the 
copy source confirms the “takeover area' and “pool volume 
area identifier of the segment i in the AOU address mapping 
information 31030, and performs the following processing. 
(0544 (A) If the “takeover area' is “NO, data of the seg 
menti is copied according to the normal creation copy. This is 
because of the area of the pool volume in the virtual storage 
apparatus 1000L, copy must be performed to secure the 
redundancy. 
(0545 (B) When the “takeover area' is “YES.” dirty data in 
the cache memory not shown in the virtual storage apparatus 
1000L related to the segment i is destaged, or copied to the 
cache area of the virtual storage apparatus 1000R of the copy 
destination (in other words, the secondary system for the 
Volume) in the creation copy. This is because, excluding the 
data in the cache memory, data is outside the primary virtual 
storage apparatus 1000L, or, by moving the data in the cache 
memory outside the virtual storage 1000L, no data will be lost 
even if the function of the primary virtual storage apparatus 
1000L is stopped. 
(0546) (C) When the “pool volume area identifier” is 
“NULL. copy is not performed to the segment i since areas 
are not allocated to either the primary or secondary system. 
0547 (Step 3) When the segment i is the last segment, the 
virtual storage apparatus 1000L of the copy source ends the 
creation copy and changes the pair status to a Duplex status, 
and, when it is not the last segment, it sets the Subsequent 
segment to the variable i and returns to Step 1. 
0548. Incidentally, the foregoing processing may be used 
in the resynchronization processing between the virtual stor 
age apparatuses 1000L. 1000R, or may be used in the pro 
cessing after the function of one of the virtual storage appa 
ratuses 1000L. 1000R is stopped and recovered. 

4. I/O Request Processing 

0549. The I/O request processing of this embodiment is 
explained below. 

<4.1. Write Request Processing> 

0550 FIG. 32 is a flowchart showing the processing con 
tents to be executed by the AOU I/O processing program 
31010 upon receiving a write request. Incidentally, in the 
foregoing explanation, although an explanation was not pro 
vided using separate flowcharts regarding the command and 
write data configuring the write request, since there are cases 
in this processing were certain areas of the write request target 
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are allocated while the other areas are unallocated, the pro 
cessing is explained in detail with reference to the flowchart. 
0551 (S32001) The AOU I/O processing program 31010 
receives a write command constituting the write request. This 
write command contains the address (location) and the data 
length. 
0552 (S32100) The AOU I/O processing program 31010 
executes allocation processing based on the received write 
command. By executing this processing, the AOU I/O pro 
cessing program 31010 checks whether an area of the pool 
Volume is allocated for each segment, and allocates an area of 
the pool Volume to segments to which an area of the pool 
Volume is unallocated, or segments allocated with an area 
shared with other segments in which the “COW flag” is “ON” 
(segments that need to be written during writing other than the 
shared area). Further, the AOU I/O processing program 31010 
reflects the allocation results of the pool volume area in the 
AOU address mapping information 31030. 
0553 (S32003) The AOU I/O processing program 31010 
confirms the attribute of the AOU volume 29010R, 29010L, 
and executes S32004 if the AOU volume 29010R, 29010L is 
a copy source volume, or otherwise executes S32005. 
0554 (S32004) The AOU I/O processing program 31010 
calls the remote copy program 6010 and thereby transfers the 
command of the synchronous remote copy to the virtual stor 
age apparatus (secondary virtual storage apparatus) 1000R 
having the copy destination Volume. 
0555 (S32005) The AOU I/O processing program 31010 
receives the write data (whole or a part) constituting the write 
request corresponding to S32001. 
0556 (S32006) The AOU I/O processing program 31010 
confirms the attribute of the AOU volume 29010R, 29010L, 
and executes S32007 if the AOU volume 29010R, 29010L is 
a copy source volume, and otherwise executes S32008. 
0557 (S32007) The AOU I/O processing program 31010 
calls the remote copy program 6010 and thereby transfers the 
write data to the virtual storage apparatus (secondary virtual 
storage apparatus) 1000R having the copy destination vol 
le. 

0558 (S32008) The AOU I/O processing program 31010 
seeks the area of the pool Volume actually storing the write 
data from the address in the AOU volumes 29010R, 29010L 
based on the AOU address mapping information 31030, and 
stores and manages the write data related to the sought area in 
the cache memory. 
0559 (S32009) The AOU I/O processing program 31010 
determines whether there is a continuation of the write data 
reception, and re-executes S32005 when there is a continua 
tion. 

0560 (S32010) The AOU I/O processing program 31010 
transfers the write completion reply to the primary virtual 
storage apparatus 1000L or the host 1100, and ends this write 
request processing. 
0561. Incidentally, the secondary virtual storage apparatus 
1000R handles the reception of the command of the synchro 
nous remote copy as with the reception of the write command 
from the host 1100. Similarly, the virtual storage apparatus 
1000R handles the reception of databased on the data transfer 
of the synchronous remote copy as with the reception of write 
data from the host 1100. This concludes the explanation on 
the write request processing in the secondary virtual storage 
apparatus 1000R. 
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0562 <4.1.1. Allocation Processing> 
0563 The allocation processing illustrated in FIG. 32 is 
now explained. 
0564) (S32101) The AOU I/O processing program 31010 
divides the write range (in other words, write address and data 
length) designated in the write command into segments. 
0565 (S32102) The AOU I/O processing program 31010 
assigns the first segment among the plurality of segments, 
created by the divisioning, to the variable i. 
0566 (S32103) The AOU I/O processing program 31010 
determines the allocation status of the segment i and whether 
COW (Copy On Write) is necessary. Incidentally, the AOU 
address mapping information 31030 is used in this determi 
nation. As a result of the foregoing determination, the AOU 
I/O processing program 31010 executes S32105 if the allo 
cation of the pool Volume area is not required, and executes 
S32104 if the pool volume area is unallocated or, if the COW 
flag is ON even if it is allocated (for instance, when the 
segment and area of other AOU volumes 29010R, 29010L are 
being shared). 
0567 (S32104) The AOU I/O processing program 31010 
searches for an unused area from the pool Volume areas to 
allocate Such unused area to the segment i, and then registers 
the searched area in the “pool volume area identifier of the 
AOU address mapping information 31030. Incidentally, if an 
unused area cannot be found, the AOU I/O processing pro 
gram 31010 transfers a reply indicating that the write com 
mand was unsuccessful, and thereby ends this allocation pro 
cessing. 
0568 Incidentally, upon transferring the failure reply, 
Some kind of error message can be returned together with the 
failure reply, and information indicating that the cause of the 
failure reply is the insufficient pool capacity. Further, if allo 
cating the area in a case where the "COW flag is ON, the 
AOU I/O processing program 31010 may copy data from the 
old area (shared area) to the allocated area upon allocating 
such area. Nevertheless, when the overall segment i is a write 
target, this data copy can be omitted. Further, pursuant to this 
area allocation, the AOU I/O processing program 31010 may 
edit the empty area list of the AOU pool management infor 
mation, and delete the unused capacity. 
0569. Further, the AOU I/O processing program 31010 
transfers the area in the allocated pool Volume and informa 
tion of the segment of the AOU volume 29010L allocated 
with the area to the secondary virtual storage apparatus 
1000R. Incidentally, the allocated information can also be 
transferred together with the synchronous remote copy com 
mand. 

(0570) (S32105) The AOU I/O processing program 31010 
confirms the existence of a Subsequent segment, executes 
S32106 if such subsequent segment exists, or ends this pro 
cessing if it does not exist and then returns to the write request 
processing. 
(0571 (S32106) The AOU I/O processing program 31010 
assigns the Subsequent segment to the variable i. 
0572. With the foregoing processing, the virtual storage 
apparatus 1000L confirms the allocation status for each seg 
ment, and allocates the pool Volume area to the segment if 
necessary. 

(0573 <4.1.2. Allocation Method of Secondary Pool Vol 
ume Area 

(0574. The pool volume area allocation step (S32104) of 
the secondary virtual storage apparatus 1000R allocates an 
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area to the segment according to the following method based 
on the allocation information received from the primary vir 
tual storage apparatus 1000L. 
0575 (A) If the primary virtual storage apparatus 1000L 
allocated an area from the pool Volume of the shared storage 
apparatus (in other words, the storage apparatus 1500L), the 
secondary virtual storage apparatus 1000R sets “YES in the 
“takeover area of the corresponding segment in the AOU 
address mapping information 31030, and sets the “pool vol 
ume area identifier in the received area identifier. Thereby, 
allocation of the pool Volume area concerning the shared 
storage apparatus 1500L will be handled the same in both the 
primary and secondary systems. 
0576 (B) If the primary virtual storage apparatus 1000L 
allocated an area from the Volume in the virtual storage appa 
ratus 1000R, the secondary virtual storage apparatus 1000R 
searches for an empty area of the internal volume to be allo 
cated to the corresponding segment. As a result, the secondary 
virtual storage apparatus 1000R sets “NO” in the “takeover 
area of the segment in the AOU address mapping informa 
tion 31030, and sets an area of the internal volume in the “pool 
volume area identifier.” Thereby, the segment allocated with 
the area of the internal volume of the by the primary virtual 
storage apparatus 1000L can also be allocated with the inter 
nal volume in the secondary virtual storage apparatus 1000R. 
0577 
0578 FIG.33 is a flowchart showing the processing con 
tents to be executed by the AOU I/O processing program 
31010 upon receiving a read request. The processing contents 
are now explained with reference to the flowchart. 
0579 (S33001) The AOU I/O processing program 31010 
receives a read command constituting the read request. This 
received read command contains the address (location) and 
the data length. 
0580 (S33002) The AOU I/O processing program 31010 
divides the read range (in other words, write address and data 
length) designated in the read command into segments. 
0581 (S33003) The AOU I/O processing program 31010 
assigns the first segment among the plurality of segments, 
created by the divisioning, to the variable i. 
0582 (S33004) The AOU I/O processing program 31010 
determines whether a pool volume area is allocated to the 
segment i. Incidentally, the AOU address mapping informa 
tion 31030 is used in this determination. As a result of the 
foregoing determination, the AOU I/O processing program 
31010 executes S33006 if the pool volume area is allocated, 
or executes S33005 if the pool volume area is unallocated. 
0583 (S33005) The AOU I/O processing program 31010 
allocates a cache area for the segment in the cache memory of 
the virtual storage apparatus 1000L. 1000R, initializes the 
allocated cache area with Zero, and transfers the Zero data to 
the host 1100. 

0584) (S33006) The AOU I/O processing program 31010 
transfers the data stored in the allocated pool volume area. 
Incidentally, if the pool volume area already exists in the 
cache area (staged), it transfers the data from the cache area, 
or performs staging and thereafter transferS Such data if it 
does not exist in the cache area. 

0585 (S33008) The AOU I/O processing program 31010 
determines whether there is a Subsequent segment, executes 
S33009 if such a subsequent segment exists, or executes 
S33010 if it does not exist. 

<4.2. Read Request Processing> 
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0586 (S33009) The AOU I/O processing program 31010 
sets the Subsequent segment to the variable i, and executes 
S33004 once again. 
0587 (S33010) The AOU I/O processing program 31010 
transfers the read completion reply to the host 1100, and 
thereby ends this processing. 
0588 Incidentally, in order to simplify the processing, the 
virtual storage apparatus 1000L may store a predetermined 
value (Zero) in a certain area of the pool Volume, and transfer 
the data stored in the area to the unallocated area of the AOU 
volumes 29010R, 29010L through reading. 
0589 <4.3. AOU Destaging Processing> 
0590 FIG. 34 is a flowchart showing the processing con 
tents of destaging processing to be executed by the AOU I/O 
processing program 31010. The destaging processing is now 
explained with reference to the flowchart. 
0591 (S34001) The AOU I/O processing program 31010 
decides the data in the cache memory to be destaged based on 
the cache algorithm. Incidentally, the cache algorithm gener 
ally uses LRU (Less Recently Used) algorithm to decide the 
target dirty data, but other algorithms may also be used. 
0592 (S34002) The AOU I/O processing program 31010 
determines whether the destaging target data corresponds to 
the Volume of the shared storage apparatus (in other words, 
the storage apparatus 1500L), executes S34003 if they corre 
spond, or executes S34004 if they do not correspond. 
0593 (S34003) The AOU I/O processing program 31010 
executes destaging processing, and thereafter ends the 
sequential processing. 
0594. Incidentally, destaging processing is performed as 
with the other embodiments. 
0595 (S34004) The AOU I/O processing program 31010 
determines the volume attribute of the volume storing the 
destaging target data, executes S34005 if the volume is a copy 
source volume, executes S34007 if the volume is a copy 
destination volume, or otherwise executes S34003. 
0596 (S34005) The AOU I/O processing program 31010 
executes destaging processing. 
0597 (S34006) The AOU I/O processing program 31010 
transfers the RC destage permission command of the 
destaged data to the secondary virtual storage apparatus 
1000R, and thereby ends this processing. 
0598 (S34007) The AOU I/O processing program 31010 
confirms whether the RC destage permission flag is ON, 
re-executes S34001 to re-select separate destaging target data 
if it is OFF. Incidentally, the RC destage permission flag is set 
to OFF at the time the write data is stored or updated in the 
cache memory based on synchronous remote copy, and is set 
to ON upon receiving the command sent at S34006. 
0599 (S34008) The AOU I/O processing program 31010 
executes destaging processing, and thereby ends this process 
1ng. 
0600 The following cache control is realized with this 
algorithm. 
0601 (A) Cache data that is not for the shared storage 
apparatus, i.e., in which destaging does not have to be coor 
dinated in the primary and secondary virtual storage appara 
tuses 1000L. 1000R is destaged independently in both sys 
temS. 

0602 (B) Cache data of the secondary virtual storage 
apparatus 1000R is destaged based on a message sent after the 
destaging processing in the primary virtual storage apparatus 
1OOO. 
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0603 Incidentally, the staging processing is performed as 
in the first to fourteenth embodiments. Furthermore, Instead 
of the destaging at S34008, the AOU I/O processing program 
31010 may discard the cache data without destaging. 
0604 <4.3.1. RC Destage Permission Command 
0605 For the transfer of the RC destage permission com 
mand, the command may be sent asynchronously. Neverthe 
less, the primary and secondary virtual storage apparatuses 
1000L. 1000R may invalidate the commandunreflected in the 
RC destage flag by being triggered with remote copy. 
0606 <4.4. Monitoring of Empty Area of Poold 
0607. The AOU management program 31020 periodically 
monitors the empty area of the respective pools, and sends a 
message to the management host 1200 if the value falls below 
the threshold value set by the user. Thereby, it is possible to 
avoid the failure of a write request from the host 1100 caused 
by insufficient capacity. Further, the AOU management pro 
gram 31020 may manage the monitoring of the empty area of 
the shared storage apparatus 1500L and the unshared storage 
apparatus respectively, or change a the message to be trans 
ferred during Such insufficient capacity respectively. 

5. Switching When Failure in Primary Virtual 
Storage Apparatus 

0608. When the function of the primary virtual storage 
apparatus 1000L is stopped due to a failure or the like, the host 
1100 is able to ongoingly operate the application by perform 
ing the processing as in the other embodiments. 
0609 Meanwhile, the host 1100 may also switch the I/O 
request destination to the secondary virtual storage apparatus 
1000R if the write request to the copy source volume is 
unsuccessful due to insufficient capacity. This is because if 
the pool capacity of the secondary virtual storage apparatus 
1000R is larger than the primary system, this switch will 
allow the ongoing processing of the application 2010 (FIG. 
30) in which an I/O request is issued in the host 1100. 
0610 Incidentally, in the foregoing case, the direction of 
remote copy will be inverted as a result of switching the 
request destination, but the remote copy will be stopped. This 
is because, since the request was unsuccessful in the old 
primary virtual storage apparatus 1000L due to insufficient 
pool capacity during the write request, the attempt of writing 
write data into the new primary (old secondary) virtual stor 
age apparatus 1000R based on synchronous remote copy will 
end in a failure. 
0611 Nevertheless, since a request (particularly read) to 
the old primary virtual storage apparatus 1000L can be con 
tinued, it is not possible to distinguish this failure from the 
communication path failure between the virtual storage appa 
ratuses 1000L, 1000R, and the host 1100 may read old data of 
the old primary virtual storage 1000L. 
0612. In order to avoid this kind of situation, if the cause of 
the remote copy failure is insufficient pool capacity, the issu 
ance of a read request from the host 1100 to the old primary 
virtual storage apparatus 1000L may be inhibited. Or, while it 
is not possible to limit the cause of the remote copy failure, it 
is also possible to inhibit the reading from the host 1100 to the 
secondary virtual storage apparatus 1000R or 1000L, and 
cancel such inhibition when it is discovered that the cause is 
a communication path failure. 
0613 Based on the foregoing processing, the storage sys 
tem of this embodiment is able to provide a storage service 
having an AOU function with high service continuity. Fur 
ther, the AOU function needs to refer to and change the AOU 
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address mapping information 31030L, 31030R for each I/O 
request, and the controller load will be higher than a normal 
storage I/O. Therefore, regarding a part (or half) of the Vol 
umes required by the host 1100, one of the virtual storage 
apparatuses 1000L and 1000R may handle the reading and 
writing as a primary system, and, regarding the remaining 
volumes, the other virtual storage apparatus 1000R or 1000L 
may handle the reading and writing as a primary system. As a 
result of adopting this kind of constitution, the controller load 
of the AOU function can be equalized between the virtual 
storage apparatuses 1000L and 1000R while maintaining the 
availability of the storage system. 

6. Allocation of Pool Volume Area and Data 
Migration 

0.614. As described above, in this embodiment, the volume 
in the virtual storage apparatuses 1000L. 1000R and the vol 
ume of the storage apparatus 1500L can both be used as pool 
Volumes. Thus, by allocating the Volume in the virtual storage 
apparatuses 1000L. 1000R to the segment of high access 
frequency data that is already stored or will be stored, in 
addition to seeking improvement of the access performance, 
it is possible to avoid the bottleneck of the communication 
network between the virtual storage apparatuses 1000L, 
1000R and the storage apparatus 1500L. 
0615 Nevertheless, since the pool volume area is allo 
cated to the segment based on the first write request in AOU, 
it would be difficult to perform allocation with the virtual 
storage apparatuses 1000L, 1000R alone while giving con 
sideration to the access frequency. The following methods 
can be considered to overcome the foregoing problem. 
0616) <6.1. Method of Adding Attribute to AOUVolume> 
0.617 Consider to giving an attribute concerning the 
access frequency at the time of creating the AOU Volumes 
29010L and 29010R and then the AOU I/O processing pro 
gram 31010 is to allocate a pool volume area to the segment. 
If the access frequency of such data to be written into the 
segment is known to a certain degree, the access frequency 
attribute is referred to, and the volume in the virtual storage 
apparatuses 1000L, 1000R is allocated to the segment of the 
high access frequency data, and an area of the Volume in the 
storage apparatus 1500L is allocated to the segment of low 
access frequency data (backup data, for instance). 
0618 <6.2. Data Migration of Pool Volume Aread 
0619. The access frequency to the AOU volumes 29010L, 
29010R is measured in segment units (or units of a plurality of 
segments), and data of a segment of high access frequency is 
migrated to the pool Volume area in the virtual storage appa 
ratuses 1000L. 1000R. Here, pursuant to the migration of 
data, it is necessary to change the correspondence of the AOU 
volume 29010L, 29010R's segment, that is the target of the 
migration, from a segment in the Volume of the storage appa 
ratus 1500L to a segment of the migration destination in the 
virtual storage apparatuses 1000L, 1000R. But in the AOU 
function, since address mapping has already been performed 
in the virtual storage apparatuses 1000L. 1000R, it is possible 
to migrate data transparently to the host 1100 by using it 
without additional mapping scheme. 
0620. Incidentally, if performing data migration as in this 
embodiment, it is desirable that the data of the target segment 
is in the pool volume of both the primary and secondary 
virtual storage apparatuses 1000L. 1000R. Nevertheless, if 
there are other effects (as listed below), data migration may 
also be performed into a state where only a segment of one 
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side is allocated with the pool volume area in the virtual 
storage apparatuses 1000L. 1000R. 

Example 1 
0621) If one of the virtual storage apparatuses 1000L, 
1000R first exhausted the internal pool volume, and only the 
shared storage apparatus 1500L remains. 

Example 2 

0622. If the load of the read request to the AOU volume 
29010L of the copy source is large, and the network perfor 
mance between the primary virtual storage apparatus 1000L 
and the storage apparatus 1500L is suppressed by it. 
0623. In the foregoing case, the primary virtual storage 
apparatus 1000L copies segment data from the pool volume 
area in the storage apparatus 1500L to the area of its own pool 
volume, and provides the AOU volume 29010L by using the 
area of the copy destination. The secondary virtual storage 
apparatuses 1000R may also provide the AOU volume 
29010R using the pool volume area of the storage apparatus 
1500L of the copy source. Here, the secondary virtual storage 
apparatus 1000R may reflect the write data to the pool volume 
area of the storage apparatus 1500L. 
0624 Further, as an intermediate status of segment data 
migration for improving the access performance including 
reading and writing, a configuration may also be adopted 
where only the primary virtual storage apparatus 1000L uses 
the internal pool Volume area, and the secondary virtual Stor 
age apparatus 1000R uses the pool volume of the storage 
apparatus 1500L. 

7. Variation of Present Embodiment 

0625 <7.1. Implementation of Address Mapping During 
Staging and Destaging Processing 
0626. In this embodiment described above, address map 
ping is performed with the read request processing and the 
write request processing. While this method is able to return 
a failure reply triggered by the insufficient capacity of the 
pool Volume at the time of receiving the write request, since 
address mapping is performed for each request, there is a 
problem from the perspective of performance. As a method of 
overcoming this problem, a method of performing address 
mapping with staging or destaging processing can be consid 
ered. However, in this method, since the pool volume area is 
allocated to the segment at the time of destaging, data loss 
similar to a case of the volume being blocked due to the 
double block of the HDD 1030 or the like will occur. Thus, in 
the latter method, processing of delaying or stopping the 
request processing may be performed from the time that the 
unused capacity starts falling low. 
0627 Incidentally, the specific processing can be realized 
by changing the processing contents explained in FIG.32 and 
FIG.33 as described below. 
0628 (Writing and Destaging) Allocation processing at 
S32100 of FIG. 32 is moved after the destaging processing at 
S34001 
0629 (Reading and Staging) Determination of allocation 
and transfer of Zero data in the case of unallocation pursuant 
to the address mapping performed at S33004 to S33006 of 
FIG.33 are performed at staging. 
0630. Further, in order to combine both advantages, the 
AOU I/O processing program 31010 may perform mapping 
in the staging/destaging processing if the unused capacity of 

Aug. 21, 2014 

the pool volume is greater than the threshold value, or per 
form mapping in the I/O request processing if the unused 
capacity falls below the threshold value. 
0631 7.2. <De-Duplication> 
0632. The AOU management program 31010 may also 
perform the following processing referred to as De-duplica 
tion independent from the I/O request. 
0633 (Step 1) The AOU management program 31010 
scans the data of the respective pool Volume areas and 
searches for redundant segments. 
0634 (Step 2) When the AOU management program 
31010 detects redundant data stored in the pool volume areas, 
it leaves one of the areas, and releases the other remaining 
areas as empty areas. Then, the “pool volume area identifier” 
of the segment corresponding to the area released in the AOU 
address mapping information 31030 is updated to the one 
remaining area, and the "COW flag” is set to “ON” 
0635. Here, as the method of detecting redundancy, a two 
step method of calculating the hash value of each pool Vol 
ume, thereafter sequentially comparing such hash value with 
the hash value of the other areas, and comparing the actual 
data if the hash values are the same may be adopted. Further, 
since the calculation of the hash value and the comparison of 
data are high-load processing, the load can be balanced by 
performing processing in the secondary virtual storage appa 
ratus 1000R. 
What is claimed is: 
1. A storage system comprising: 
a first storage device including a plurality of physical stor 

age devices and a controller providing a first virtual 
Volume, which corresponds to storage areas of a first 
logical Volume configured on the physical storage 
devices; 

a second storage device including a plurality of physical 
storage devices and a controller providing a second Vir 
tual Volume, which corresponds to storage areas of a 
second logical volume configured on the external physi 
cal storage devices, 

wherein data stored in the first logical volume is duplicated 
to the second logical Volume, and 

wherein the same identification number is used by a com 
puter for accessing data stored in the first logical Volume 
via the first virtual Volume and for accessing data stored 
in the second logical Volume via the second virtual Vol 
le. 

2. A storage system according to claim 1, wherein the first 
storage device is further configured to: 

return a write complete message to the computer after 
receiving a write data reception message from the sec 
ond storage device. 

3. A storage system according to claim 1, wherein data 
requested to be written to the first virtual volume is trans 
ferred to the second virtual volume via remote copy. 

4. A storage system according to claim 1, wherein the first 
virtual Volume and the second virtual Volume are access tar 
gets of the computer. 

5. A storage system according to the claim 1, whereina host 
bus adapter in the computer manages a relationship between 
the identifier used by an application of the computer and an 
actual identifier of the first virtual volume and the second 
virtual volume. 

6. A storage system according to claim 1, wherein the 
computer is configured to Switch a destination of a request 
from the first storage device to the second storage device in a 



US 2014/0237179 A1 

case that the request to the first logical Volume is not pro 
cessed by the first storage device. 

7. A storage system according to claim 1, wherein a setting 
of the second virtual Volume to deny a request from an appli 
cation of the computer is canceled with the transferring of the 
data to be duplicated from the first logical volume to the 
second logical Volume. 

8. A method in a storage system including a first storage 
device including a plurality of physical storage devices and a 
controller, and a second storage device including a plurality 
of physical storage devices and a controller, said method 
comprising the steps of 

configuring, by the controller of the first storage device, a 
first logical Volume on the physical storage devices of 
the first storage device; 

configuring, by the controller of the second storage device, 
a second logical volume on the physical storage devices 
of the second storage devices; 

providing, by the controller, a first virtual volume, which 
corresponds to the first logical volume; 

providing, by the controller, a second virtual Volume, 
which corresponds to the second logical Volume; 

storing data in the first logical Volume and duplicating the 
data stored in the first logical Volume to the second 
logical volume; and 

accessing, by the computer, the data stored in the first 
logical volume via the first virtual volume and the data 
stored in the second logical Volume via the second Vir 
tual Volume using the same identification number. 

32 
Aug. 21, 2014 

9. A method according to claim 8, further comprising the 
step of: 

returning, by the first storage device, a write complete 
message to the computer after receiving a write data 
reception message from the second storage device. 

10. A method according to claim 8, further comprising the 
step of: 

transferring data requested to be written to the first virtual 
Volume to the second virtual volume via remote copy. 

11. A method according to claim 8, wherein the first virtual 
Volume and the second virtual Volume are access targets of the 
computer. 

12. A method according to the claim 8, further comprising 
the step of: 

managing, by a host bus adapter of the computer, a rela 
tionship between the identifier used by an application of 
the computer and an actual identifier of the first virtual 
Volume and the second virtual volume. 

13. A method according to claim 8, further comprising the 
step of configuring the computer to Switch a destination of a 
request from the first storage device to the second storage 
device in a case that the request to the first virtual volume is 
not processed by the first storage device. 

14. A method according to claim 8, further comprising the 
step of: 

canceling a setting of the second virtual Volume to deny a 
request from an application of the computer with the 
transferring of the data to be duplicated from the first 
logical volume to the second logical Volume. 
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