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57 ABSTRACT 

An input-buffered multipoint Switch having input channels 
and output channels includes multi-level request buffers, a 
data path multiplexer, and a Scheduler. The Switch has a 
distinct multi-level request buffer associated with each input 
channel and each request buffer has multiple request regis 
ters for Storing data cell transfer requests of different pri 
orities. The multi-level request registers are linked in par 
allel to the Scheduler to allow arbitration among requests of 
different input channels and different priority levels. The 
preferred arbitration proceSS involves generating masks that 
reflect the output channels required by the same priority 
level requests. Utilizing masks to arbitrate between multiple 
requests in an input-buffered Switch reduces arbitration 
cycle time and minimizes HOL blocking. 

20 Claims, 13 Drawing Sheets 
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METHOD AND APPARATUS FOR FAIR AND 
EFFICIENT SCHEDULING OF WARIABLE 

SIZE DATA PACKETS IN AN INPUT 
BUFFERED MULTIPOINT SWITCH 

TECHNICAL FIELD 

The invention relates generally to the Scheduling of 
packets in a high-bandwidth input-buffered multipoint 
Switch, for instance as used in gigabit ethernet networkS. 
More particularly, the invention describes a non-blocking 
scheduler that utilizes a parallel multi-level arbitration 
method. 

BACKGROUND OF THE INVENTION 

Networks are widely used to transfer Voice, Video, and 
data between various network devices Such as telephones, 
televisions, and computers. Data transmitted through a net 
work is typically Segmented into packets and under Some 
network protocols data is Segmented into fixed-length cells. 
For example, Asynchronous Transfer Mode (ATM) protocol 
requires 53-byte cells, with 5 bytes of each cell designated 
for a header and 48 bytes of each cell designated for payload. 
Other network protocols, Such as ethernet or Internet 
protocol, carry data in variable-size packets. 

Switches are integral parts of most networks. Switches 
receive packets from input channels and direct packets to the 
appropriate output channels of the Switch. Typical Switches 
have three components: a physical Switch fabric to provide 
the connections from input channels to output channels, a 
Scheduling mechanism to direct traffic when multiple pack 
ets arrive on different input channels destined for the same 
output channel, and a buffering or queuing mechanism at the 
Switch input or output to accommodate traffic fluctuations 
without undue packet loSS. FIG. 1 is a diagram of a prior art 
Switch 10 that has four input channels 12, 14, 16 and 18 and 
four output channels 20, 22, 24 and 26. The Switch has serial 
input queues 28, 30, 32 and 36 for each input channel, a 
crossbar physical Switch 38, and a crossbar scheduler 40. 
The crossbar Scheduler receives a signal, referred to as a 
request, from an input queue. The request dictates the output 
channel or channels that will receive the queued packet. The 
Scheduler arbitrates between competing requests and sends 
a signal, referred to as a grant, back to the input buffers that 
have been Selected to deliver a packet. 

In Switches Such as the Switch 10 described in reference 
to FIG. 1, each input queue 28-36 provides requests to the 
scheduler 40 one at a time on a first-in-first-out (FIFO) basis 
and the Scheduler arbitrates among the four requests 
received from the four input queues, with a goal of maxi 
mizing utilization of the input channels 12-18 and output 
channels 20-26 of the Switch. As a grant is issued to a 
particular input channel to access a target output channel or 
channels, a new request is accessible by the Scheduler in 
place of the granted request. 
A problem known as head-of-line (HOL) blocking is 

created when one of the requests at the head of a queue line 
is a request for an output channel that is not available. HOL 
blocking is common when a multicast request is made 
because there is a lower probability that all of the output 
channels for the multicast request will be available imme 
diately. When a request from a particular input channel is 
forced to wait until all output channels are available, all of 
the packets associated with the particular input channel are 
also forced to wait, thereby slowing the transfer of data from 
that input channel. 
AS one remedy to Solving HOL blocking problems, par 

allel input queues have been implemented. Parallel input 
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2 
queues provide a separate FIFO queue for each output 
channel of the Switch, with each queue providing a corre 
sponding request to the Scheduler. Referring to FIG. 2, an N 
input channel by N output channel Switch requires N input 
queues 46 for each input channel for a total of N' input 
queues. With an N scaling factor, the number of input 
queues connected to the crossbar scheduler 50 may be very 
high. For example, in a 16x16 Switch, 256 Separate queues 
are required. In spite of the added complexity, the advantage 
that the parallel design provides is that, with respect to any 
one of the input channels, a Series of requests for available 
output channels is not held up by a Single request for in-use 
output channels. 
A variety of arbitration techniques can be used with 

parallel input channels to provide an efficient throughput 
through a Switch. For example, maximum matching algo 
rithms are designed in an attempt to assign output channels 
to input channels in Such a way that a maximum number of 
transferS occur Simultaneously. However, under heavy load 
conditions, maximum matching algorithms can prevent 
Some requests from being granted, creating a new blocking 
problem. For example, referring to FIG. 3, input channel 1 
is represented as requesting to transfer cells from its output 
distributed queue 54 to output channel 1 only, while input 
channel 2 is requesting to transfer cells from its output 
distributed queue 56 to output channels 1 and 2. Under a 
maximum matching approach, input channel 1 transmits 
cells to output channel 1 and input channel 2 transmits cells 
to output channel 2. However, input channel 2 will be 
blocked from transferring cells destined for output channel 
1, Since this would require the cell transfer from input 
channel 1 to output channel 1 to Stop, and as a result, only 
output channel 1 would be utilized. As shown in FIG. 4, 
Sending cells from input channel 2 to output channel 1 
causes input channel 1 and output channel 2 to remain idle 
and does not achieve maximum matching. 

Arbitration methods developed to optimize performance 
of high Speed Switches utilizing parallel input queues are 
disclosed in U.S. Pat. No. 5,500,858, entitled “Method and 
Apparatus for Switching Cells in an Input-Queued Switch,” 
issued to McKeown and in U.S. Pat. No. 5,517,495, entitled 
“Fair Prioritized Scheduling in an Input-Buffered Switch.” 
issued to Lund et al. Although these arbitration approaches 
are effective for their intended purpose, they both require 
that an NxN switch have N° distinct FIFO input queues. 
Since there are N distinct FIFO input queues, there will also 
be N° requests delivered to the scheduler. As the number of 
input and output channels increases, the complexity of 
providing N input queues and sending N' requests to the 
Scheduler becomes costly and difficult to implement. 

In addition to the problem of added complexity, the 
output-distributed queue architecture does not easily Support 
multicast requests, which are more common in network 
protocols Such as ethernet than in network protocols Such as 
ATM. For example, in order to utilize the output-distributed 
architecture of FIG. 2 to Satisfy a multicast request, the cell 
that is to be multicasted must either be replicated into all of 
the output channel queues that are indicated by the request 
or a separate multicast queue must be established in addition 
to the Nf queues already present. 
AS a result of the shortcomings of conventional output 

distributed queue architecture, what is needed is a method 
and apparatus that limit the number of input queues and the 
complexity of Sending requests to a Scheduler, while Still 
maintaining fair and efficient Scheduling. 

SUMMARY OF THE INVENTION 

A method and apparatus for Scheduling data packets in a 
multipoint Switch utilize request bufferS having multi-level 
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request registers that are linked in parallel to a Scheduler to 
allow arbitration among requests of different input channels 
and different priority levels. Arbitration among the totality of 
requests can be executed on a priority basis Such that grants 
are issued in response to requests in a Sequence from the 
lowest priority request to the highest priority request. 
Alternatively, arbitration among different priority requests 
from the Same input channel can be performed Simulta 
neously in parallel on a channel-by-channel basis. 

The preferred multipoint Switch has N input channels and 
N output channels (e.g., N=16), with each input channel 
having a request buffer with M request registers (e.g., M=4) 
of different priorities for storing up to M requests with 
packet priority levels that correspond to the priorities of the 
request registers. The N request buffers are connected to a 
data path multiplexer and a scheduler. The NXM request 
registers of the N request buffers are connected in parallel to 
the Scheduler, Such that the Scheduler can Simultaneously 
access all NXM requests. 
The scheduler of the preferred embodiment Switches 

variable-size data packets by utilizing the requests from the 
request buffers to manage data traffic through the data path 
multiplexer in a manner that is designed to maximize the 
throughput of data without unfairly delaying lower priority 
data. To accomplish fair and efficient Scheduling of variable 
Size data packets, the Scheduler includes a mask generator 
unit, a mask compare unit, a level-specific Scheduling unit, 
a priority encoder unit, and a resource management unit. The 
mask generator unit is a circuit that generates priority 
level-specific masks that are utilized in the arbitration pro 
cess to indicate which output channels will be utilized by the 
input channels for a Specific packet priority level. In the 
preferred 16x16 Switch, a level-specific mask consists of a 
16-bit vector where each bit represents one of the output 
channels. A level-specific mask is generated by combining 
all of the request vectors from the request channels 0 through 
15 for the same packet priority level to form a single mask 
vector that represents all of the requests. 

The mask compare unit is a circuit that compares level 
Specific masks generated by the mask generator to the 
availability of the input channels and to the requests from the 
corresponding packet priority level. The mask compare unit 
looks for conflicts between available inputs, requested 
outputs, and the corresponding mask. 

The level-specific Scheduling unit is a circuit that contains 
a level-specific Sub-Scheduler for each packet priority level. 
In the 16x16 Switch, there are four level-specific Sub 
Schedulers corresponding to the four packet priority levels. 
The level-specific Sub-Schedulers receive level-specific 
requests that are output from the mask compare unit and 
compare the input and output vectors, the requesting 
channel, and the requests to determine if channel conflicts 
exist. If no channel conflict exists between the input vector, 
the output vector, the requesting channel, and the request 
vector, a grant is issued and the input and output vectors are 
Set to reflect a new grant. 

The level-specific Sub-Scheduling units utilize a round 
robin arbitration Scheme to guarantee fairneSS among input 
channels. Under this Scheme, initially, channel 0 is desig 
nated as having the highest round-robin channel priority 
(hereinafter round-robin priority) and channel 15 is desig 
nated as having the lowest round-robin priority. Note that 
round-robin priority is relevant to the channel order inside 
the level-specific sub-schedulers and different from the 
packet priority, which is relevant to the order in which 
requests are presented from channel modules. Inside the 
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4 
level-specific Sub-Schedulers, requests are processed 
between channels in round-robin priority order Such that 
requests from channels with higher round-robin priority are 
granted access to output channels whenever there is conten 
tion with requests from channels with lower round-robin 
priority. Once the channel with the highest round-robin 
priority receives a grant, the highest round-robin priority 
designation is rotated to the next input channel with a 
pending request. Under this rotating round-robin channel 
priority approach, every channel will periodically be desig 
nated as the highest priority. 

High round-robin priority designation plays an especially 
important role in allowing multicast transmissions through a 
Switch. Multicast requests are difficult to Schedule in high 
traffic environments, because the likelihood that all output 
channels are available is low. To guarantee bounded latency 
for multicast and broadcast traffic, when a channel is des 
ignated as the highest round-robin priority, any output 
channels requested by the channel will be reserved by the 
Scheduler, unless the output channels are required by 
requests from other channels with higher packet priority 
until all of the output channels required to grant this request 
become available. 

The priority encoder unit is responsible for implementing 
the packet priority order and issuing the final grants to the 
channel modules. When there are one or more possible 
grants transmitted to the priority encoder unit from the four 
level-specific Sub-Schedulers in the current Scheduling cycle, 
the priority encoder unit picks the grant corresponding to the 
request with the highest packet priority and passes the grant 
on to the requesting channel module. The priority encoder 
unit also sends the updated values of the input and output 
channel utilization to the resource management unit. 
The resource management unit is responsible for main 

taining the Status of the input and output channels. Every 
time a grant is issued, the input channel that received the 
grant and the output channels that are going to be used in the 
packet transfer are marked as busy. When the end of a packet 
transfer is signaled by the channel module using a done 
Signal, the input channel and the output channel used in the 
transfer are cleared So that the cleared channels can be 
Scheduled for another transfer. 

An advantage of the invention is that the Sixteen request 
buffers with four request registers per buffer utilized in a 
16x16 Switch are significantly less complex than the 256 
queues required for a 16x16 Switch using a conventional 
output-distributed Scheduling architecture. In addition, the 
invention readily allows multicast requests to be granted and 
the corresponding cells to be transmitted from the input 
buffers to the output channels. Further, the multi-level 
request buffers eliminate the HOL blocking problem, 
because the Scheduler has simultaneous and in-parallel 
access to more than one request for each input channel. The 
invention also allows for packet-by-packet Scheduling of 
variable-size packets, which eliminates the reassembly over 
head associated with cell-based Switching Systems. 

In addition, the invention allows multicast requests to be 
processed efficiently Such that multicast packets are trans 
ferred from the Source input port to all target output ports 
Simultaneously and multiple multi-cast transferS can be 
concurrently Scheduled from multiple input ports to multiple 
Sets of output ports. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a diagram of a prior art Switch that has four input 
channels and four output channels. 
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FIG. 2 is an N input channel by N output channel Switch 
with N° output-distributed input queues. 

FIG. 3 is a depiction of the transferring of cells from 
output-distributed input queues to output channels where 
maximum matching between input and output channels is 
achieved using prior art techniques. 

FIG. 4 is a depiction of the transferring of cells from 
output-distributed input queues to output channels where 
maximum matching between input and output channels is 
not achieved using the prior art techniques. 

FIG. 5 is a diagram of the Switch fabric architecture in 
accordance with the present invention. 

FIG. 6 is a diagram of a data packet and an expanded 
Switching cell that is transmitted through the Switch fabric of 
FIG. 5. 

FIG. 7 is an expanded diagram of a channel module as 
shown in FIG. 5. 

FIG. 8 is an expanded diagram of the scheduler as shown 
in FIG. 5. 

FIG. 9 is an example matrix of requests from Switch input 
channels 0 through 3 at packet priority levels 0 through 3. 

FIG. 10A is an example of the level 1 mask generation for 
the requests at level 1 in FIG. 9. 

FIG. 10B is an example of the level 2 mask generation for 
the requests at level 2 in FIG. 9. 

FIG. 10C is an example of the level 3 mask generation for 
the requests at level 3 in FIG. 9. 

FIG. 11A is an example of the mask compare proceSS for 
a request shown in FIG. 9. 

FIG. 11B is an example of the mask compare process for 
a request shown in FIG. 9. 

FIG. 12 is an example of the level-specific Sub-Scheduling 
process for the requests related to FIGS. 9 and 11B. 

FIG. 13 is a diagram of the preferred N-channel multi 
priority Scheduler architecture for the Scheduler shown in 
FIGS. 5 and 6. 

FIG. 14 is a depiction of the preferred multi-level 
in-parallel arbitration process for an NXN Switch with M 
packet priority levels in accordance with the invention. 

FIG. 15 is a depiction of the preferred multi-level 
in-parallel arbitration process for a 16x16 Switch with four 
packet priority levels in accordance with the invention. 

FIG. 16 is a diagram of an alternative Single level, Single 
channel arbitration process for an NxN switch with M 
packet priority levels in accordance with the invention. 

DETAILED DESCRIPTION 

FIG. 5 is a diagram of a preferred embodiment of the 
invention. For diagram purposes a 4x4 version of an NXN 
multipoint Switch fabric 60 is depicted, although a 16x16 
Switch is preferred. In the preferred embodiment, the input 
channels 62, 64, 66 and 68 and output channels 72, 74, 76 
and 78 are combined into packet processing units 82, 84,86 
and 88 that include input packet processors (IPPs) 92,94, 96 
and 98 and output packet processors (OPPs) 102, 104, 106 
and 108. The IPPs segment incoming variable-sized packets 
into fixed-length switching cells and buffer the cells before 
they are Switched. Packets arriving at the IPPs can range in 
size, and may reach a size of thousands of bytes. The IPPs 
Segment the packets into 36-byte fixed-length Switching 
cells. 

Referring to FIG. 6, each 36-byte Switching cell 140 
consists of a 4-byte command cell 142 and a 32-byte data 
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6 
cell 144. Using 16-bit channels, each Switching cell is sent 
through the Switch over eighteen clockS and a framing pulse 
146 is used to indicate the termination of one Switching cell 
and the beginning of an adjacent Switching cell. Each 
command cell consists of two command fields. The first 
command field contains a request or response that is used to 
eXchange messages related to Switching arbitration. The 
Second command field contains a data identifier that carries 
information relating to the data cell in the current Switching 
cell. The data cell carries the data that is a part of a larger 
packet 150 from which the Switching cell was segmented. 
After the Switching cells pass through the data path 
multiplexer, the data cell portions of the Switching cells are 
reassembled into variable-length packets by the OPPs for 
transmission within the network. 

Referring back to FIG. 5, Switching cells are transmitted 
between the IPPS/OPPS 92-98 and 102-108 and the corre 
sponding channel modules 112, 114, 116 and 118. The 
channel modules execute a Synchronization protocol for 
each channel, perform a cyclic redundancy check (CRC) for 
incoming requests, and generate a CRC for outgoing 
acknowledge messages. The channel modules are also 
responsible for routing the command and data cells to the 
proper locations within the Switch. For efficiency purposes, 
the command cells that are transmitted between the channel 
modules and the IPPS/OPPs are piggybacked onto data cells 
to form complete 36-byte Switching cells, even though the 
command cells are not likely to be directly related to the data 
in the data cells they are traveling with. The channel 
modules demultiplex the command cells from the data cells 
and write the request portions of the command cells to a 
request buffer. 

FIG. 7 is an expanded diagram of an example channel 
module N118. The channel module of FIG.7 has a request 
buffer 128 that can store M requests 160, 162, 164, 166 in 
M request registers and that can provide M requests to a 
scheduler in parallel. In the preferred 16x16 Switch, M is 
equal to 4. That is, there can be up to four requests Stored in 
each of Sixteen request buffers for a total of Sixty-four 
requests. With one buffer per channel and four request 
registers per buffer, a 16x16 Switch has only sixteen buffers 
and provides only sixty-four requests to a Scheduler per 
arbitration cycle, in comparison to a conventional 16x16 
Switch with output-distributed queues which would require 
N°, or 256, request buffers and would provide N', or 256, 
requests to a Scheduler per arbitration cycle. 
The request buffers 122–128 of FIGS. 5 and 7 are filled 

from the IPPs 92-98 in different manners, depending on 
what packet priority Scheme is being implemented in the 
Switch. If the packet priority Scheme is based upon time, 
where the oldest request has the highest packet priority, then 
the buffer is filled on a FIFO basis. In FIG. 7, the request 
buffer 128 for channel N has four request register designa 
tions 160, 162, 164 and 166 from bottom to top, level O 
(L.0), level 1 (L1), level 2 (L2), and level M (LM), where 
register L0 is the highest priority and register LM is the 
lowest priority. In this packet priority Scheme, register LO 
contains the oldest request and register LM contains the 
newest request. Whenever a grant is issued in response to a 
request, the request buffer adjusts on a FIFO basis, thereby 
leaving a vacant request register at the lowest priority, LM. 
The vacant request register 166 is then available to receive 
a new request from the IPP 98. 
On the other hand, the packet priority Scheme may be 

based upon a factor other than time. For example, the packet 
priority Scheme may be based upon the Source of the data or 
the type of data. Under Such a packet priority Scheme, the 
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four registers 160-166 in the request buffer 128 can be 
identified, for example, as control, high, medium, and low 
priority, with control being the highest packet priority (i.e., 
L0) and low being the lowest packet priority (i.e., LM). 
When a request is granted under this Scheme, the vacant 
request register is resupplied with a request having the same 
packet priority level as the request for which a grant was just 
issued. 

FIG. 7 also depicts the specific input and output links 
asSociated with each channel module, using channel N as an 
example. The data in and data out linkS located at the top 
of the channel module 118 are used to transport command 
cells, data cells, grants and level Selects between the channel 
module and the IPP/OPP. The input grant link (IGRANT 
CHN) and level select link (LEVEL SEL) located at the 
right Side of the channel module are used to transport the 
IGRANT CHN signal and LEVEL SEL signal from the 
scheduler to the channel module. The IGRANT CHN sig 
nal represents an input grant that has been issued by the 
scheduler for channel N. The LEVEL SEL signal repre 
Sents the packet priority level that corresponds to the 
IGRANT CHN signal. For example, the LEVEL SEL 
signal will identify one of the levels L0 through LM corre 
sponding to a CHN grant. 

The channel N request links level 0 through level M 
(RQ CHN LO through RQ CHN LM) and the done link 
(DONE CHN) located at the bottom right of the channel 
module 118 are used to transport the channel requests and a 
done signal to the Scheduler. The M request links are routed 
to the scheduler in parallel and provide the M requests to the 
Scheduler Simultaneously. AS will be discussed further, pro 
Viding parallel delivery of M requests helps to minimize the 
HOL blocking problem discussed above. The request links 
in the preferred 16x16 Switch are 16-bit channels that carry 
requests that include a 16-bit crossbar exit channel descrip 
tor (CEP). The 16-bit CEP has one bit associated with each 
output channel, and the desired output channels are identi 
fied by Setting the bits that correspond to the output chan 
nels. 

The DONE CHN signal indicates to the scheduler when 
the input channel has completed transmitting the current 
group of Switching cells. Switching cells that are Segmented 
from the same packet are ideally transmitted one after 
another. Since packets are variable length and are therefore 
made up of a variable number of Switching cells, it is 
preferred that the scheduler be informed when an input 
channel has completed transferring of a group of Switching 
cells. The DONE CHN signal is also used to determine 
which output channels have become available to receive 
Switching cells. Determining available output channels from 
a DONE CHN signal that indicates the availability of an 
input channel is accomplished through a look-up table. A 
look-up table is updated each time a grant is issued to an 
input channel. The look-up table identifies which output 
channels will be utilized by the input channel for the granted 
cell transfer. When a DONE CHN signal is received by the 
Scheduler, the look-up table for the corresponding input 
channel is accessed and the identified output channels in the 
look-up table are released and made available for future 
Switching. 

The data to and from the multiplexer links (data to mux 
and data from mux) and the multiplexer Setup link (mux 
set) located at the bottom left of the channel module 118 are 
used to transfer data cells to and from the multiplexer and to 
Set up the data paths within the multiplexer for the transfer 
of Switching cells. 

Although not represented, the channel module 118 also 
performs a time-out function to limit the amount of time and 
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8 
therefore the number of cells that can be transferred unin 
terrupted by a Single input/output channel combination. 
Every time a grant is issued to an input channel, a timeout 
counter in the corresponding channel module is Set to the 
timeout value. During every Successive clock cycle, the 
timeout counter is decremented and if the input channel 
cannot complete the transfer within the timeout period, the 
timeout counter expires and the transfer is terminated. In the 
preferred embodiment, the timeout counters in the channel 
modules are set to allow up to 4,096-byte packets to be 
Switched in one uninterrupted event. 

Referring back to FIG. 5, the channel modules 112-118 
are connected to a data path multiplexer 130 that provides 
the physical paths for data cell Switching between channels. 
The preferred data path multiplexer has the ability to unicast 
data cells and to multicast data cells. In the preferred 
embodiment, the data path multiplexer is a multipoint 
Switch, although in another embodiment the data path mul 
tiplexer can be a crossbar Switch. The type of data path 
multiplexer is not critical to the invention. 
The channel modules 112-118 are also connected to a 

scheduler 132, The scheduler utilizes the requests from the 
channel modules to manage the cell traffic through the data 
path multiplexer in a manner that maximizes the throughput 
of Switching cells without unfairly delaying lower priority 
data. 

FIG. 8 is an expanded view of the scheduler 132. The 
Scheduler is first described in terms of the input and output 
links and then in terms of the functional blocks within the 
Scheduler that operate to generate the output Signals. 
Located along the top of the Scheduler, request links and 
done signal links are connected to the Scheduler for receiv 
ing requests and done Signals from the channel modules as 
depicted in FIG. 7. Each channel has Mparallel request links 
between the channel modules and the Scheduler and in the 
preferred embodiment there are four parallel request linkS 
per channel. The highest packet priority request link is 
identified as, for example, RO CHO LO, where “RO” is 
short for request, “CHO” is short for channel 0, and “LO" is 
short for packet priority level 0. As described above, each 
request link consists of 16-bit channels where a 16-bit field 
is delivered to the scheduler in a single clock. The DONE 
CHO signal is received from the channel module and indi 
cates when an input is available and what corresponding 
outputs are available. 
The output linkS located along the right Side of the 

Scheduler include a grant link for each channel and a level 
Select link. As described with reference to the channel 
modules, the grant links transmit the IGRANT CHN sig 
nals generated within the Scheduler to the channel modules 
to indicate that a request from a particular channel has been 
granted. The LEVEL SEL link transmits a LEVEL SEL 
Signal to the channel module along with each grant to 
indicate the packet priority level of the granted request. For 
example, if a request is granted to channel N, the LEVEL 
SEL Signal indicates to channel module N the particular 
packet priority level of the request. 
The functional blocks within the scheduler depicted in 

FIG. 8 include a mask generator unit 170, a mask compare 
unit 172, a level-specific scheduling unit 174, a priority 
encoder unit 176, and a resource management unit 178. The 
mask generator unit is a circuit that generates packet priority 
level-specific masks that are utilized in the arbitration pro 
cess to indicate which output channels will be utilized by the 
input channels for a Specific packet priority level. In the 
preferred 16x16 Switch, a level-specific mask consists of a 



6,044,061 
9 

16-bit vector where each bit is dedicated to one of the output 
channels. A level-specific mask is generated by combining 
all of the request vectors from the request channels 0-15 for 
the same packet priority level to form a Single mask vector 
that represents all of the requests. 

In an example related to the NxN switch of FIG. 5, masks 
are generated from the requests of input channels 0-3, 
CHO-CH3, having packet priority levels 1 through 3, 
L1-L3. The channels 0-3 are the input channels 62-68, 
respectively. For example purposes, FIG. 9 represents the 
requests from channels CHO-CH3 at packet priority levels 
LO-L3. FIGS. 10A-10C represent the mask generation for 
the L1 MASK, the L2 MASK and the L3 MASK. The 
L1 MASK is generated from the aggregate of the requests 
for channels CHO through CH3 at packet priority level L0. 
The mask, represented in FIG. 10A as L1 MASK, has a bit 
Set to “1” at any place where an L0 request for any channel 
was set to “1,” The end result is that the mask represents all 
outputs that are requested by the Stored requests that are 
designated as having the highest packet priority levels. AS 
depicted in FIGS. 10B and 10C, the L2 and L3 masks are 
generated by building on the lower level masks in the same 
manner. The highest packet priority level mask, LO MASK 
(not shown), is generated by Simply copying the highest 
packet priority request that is related to the channel with the 
highest round-robin priority designation. Round-robin pri 
ority refers to a priority Scheme among channels that is used 
in the arbitration process and will be discussed further 
below. Preferably, all of the masks are regenerated once 
before each eighteen clock arbitration cycle, but the masks 
can be regenerated every clock, if desired. The algorithms 
for creating four masks for an NxN Switch are as follows: 

LO MASK = RQ CHX LO, where CHX is the channel with the 
"high priority” designation 

L1 MASK = (RQ CHO LO) (RQ CH1 LO) ... (RQ CHN LO) 
L2 MASK = L1 MASK (RQ CHO L1) (RQ CH1, L1) 

... (RQ CHN L1) 
L3 MASK = L2 MASK (RQ CHO L2) (RQ CH1 L2) 

... (RQ CHN L2) 

In the operation of the L1, L2, and L3 masks, requests from 
input channels which are unavailable are not included in the 
mask generation algorithm. 

The next functional block in FIG. 8 is the mask compare 
unit 172. The mask compare unit is a circuit that compares 
level-specific masks to the availability of the input channels 
and to the requests from the corresponding priority level, 
while monitoring for conflicts between available inputs, 
requested outputs, and the mask. The availability of inputs 
is represented by an input vector (IVEC) that is an N bit 
vector where N equals the number of input channels in the 
Switch. In the 4x4 Switch example, the IVEC is a 4-bit vector 
with unavailable input channels having a corresponding bit 
set to “1,” Referring to FIGS. 11A and 11B, examples of the 
mask compare proceSS are depicted. In the example of FIG. 
11A, the request used, RQ CH1, L1, is taken from FIG. 9 
and includes the 4-bit request vector “0010.” The input 
vector, IVEC, is exemplary and is the 4-bit vector “0100,” 
representing that input channel 1 is unavailable or busy. 
Since the unavailable input channel is the same as the input 
channel making the request, the request cannot be granted to 
the busy channel and all request bits are set to “0.” The 
resulting request is compared to the L1 MASK, which 
represents the higher priority output channel requests from 
L0. Since the resulting RO CH1, L1 is the 4-bit vector 
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“0000, a request for Zero output channels is passed on to the 
level-specific Scheduling unit. 

In the example of FIG. 11B, request RQ CH2 L1 is 
taken from FIG.9 and is the 4-bit request vector “0010.” The 
input vector is exemplary and is the same 4-bit vector 
“0100” as used in the previous example. Since the input 
vector indicates that only input channel 1 is unavailable and 
the request is from input channel 2, the resulting request 
vector remains “0010.” The L1 MASK vector is again 
“1001” which represents that output channels 0 and 3 have 
been or will be requested by higher priority requests for 
output channels. The L1 MASK does not conflict with the 
request and as a result, the Scheduler will pass on 
RO CH2 L1 as the vector “O010. 

Referring back to FIG. 8, the next functional block is the 
level-specific scheduling unit 174. The level-specific sched 
uling unit is a circuit that contains a level-specific Sub 
Scheduler for each packet priority level. In the preferred 
embodiment of the 16x16 Switch, there are four packet 
priority levels and therefore four level-specific sub 
schedulers. The level-specific sub-schedulers receive the 
level-specific requests that are output from the mask com 
pare unit 172 and compare input and output vectors to the 
requesting channel and to the request vector to determine if 
channel conflicts exist. If no channel conflicts exist between 
the input vector, output vector, requesting channel, and 
request vector, a grant is issued and the input and output 
vectors are Set to reflect the new grant. 

The level-specific Sub-Scheduling units utilize a round 
robin arbitration Scheme to guarantee fairness among 
requests of the same priority level. Under the round-robin 
Scheme, initially, channel 0 is designated as having the 
highest round-robin channel priority and channel 15 is 
designated as having the lowest round-robin priority. Note 
that round-robin priority is relevant to the channel priority 
order inside the level-specific sub-schedulers and is different 
from the packet priority, which is relevant to the order in 
which requests are presented from channel modules. Inside 
the level-specific Sub-Schedulers, requests are processed 
between channels in round-robin priority order Such that 
requests from channels with higher round-robin priority are 
granted access to output channels whenever there is conten 
tion with requests from channels with lower round-robin 
priority. Once the channel with the highest round-robin 
priority receives a grant, the highest round-robin priority 
designation is rotated to the next input channel with a 
pending request. Under the rotating round-robin channel 
priority approach, every channel will periodically be desig 
nated as the highest priority. 

High round-robin priority designation plays an especially 
important role in allowing multicast transmissions through a 
Switch. Multicast requests are difficult to Schedule in high 
traffic environments, because the likelihood that all output 
channels are available is low. To guarantee bounded latency 
for multicast and broadcast traffic, when a channel is des 
ignated as the highest round-robin priority, any output 
channels requested by the channel will be reserved by the 
Scheduler, unless the output channels are required by 
requests from other channels with higher packet priority 
until all of the output channels required to grant the request 
become available. 
An example of the level-specific Sub-Scheduling process 

is depicted in FIG. 12 for one packet priority level. For the 
example, assume that channel 2 has the highest round-robin 
priority. The example is a continuation of the example of 
FIG. 11B. In FIG. 12, the input vector is still “0100,” the 
exemplary output vector is “0001,” and the request 
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RQ CH2 L1 is “0010.” The input vector indicates that 
input channel 1 is busy and the output vector indicates that 
output channel 3 is busy. The request RO CH2 L1 is for 
input channel 2 to transmit a cell to output channel 2, neither 
of which conflicts with the input vector or output vector. 
Since no conflicts exist between the request, the requesting 
channel, the input vector, and the output vector, a grant with 
vector “0010” is issued for CH2 L1. Along with the grant, 
the level-specific Sub-Scheduling unit also generates updated 
input and output vectors that represent the IVEC and the 
OVEC that will be utilized if the request is granted. The 
updated input vector and output vector are identified as 
IVEC NEXT L1 and OVEC NEXT L1. In the 
example, IVEC will change from “0100” to “0110” to 
signify that input channel 2 will also be busy and OVEC will 
change from “0001' to "0011” to indicate that output 
channel 2 will also be busy. 

Referring back to FIG. 8, the next functional block is the 
priority encoder unit 176. The priority encoder unit is a 
circuit that is responsible for implementing the packet 
priority order and issuing the final grants to the channel 
modules. When there are one or more possible grants 
transmitted to the priority encoder unit from the four level 
Specific Sub-Schedulers in the current Scheduling cycle, the 
priority encoder unit picks the grant corresponding to the 
request with the highest packet priority and passes the grant 
on to the requesting channel module. The priority encoder 
unit also sends the updated values of the input and output 
channel utilization to the resource management unit to 
update IVEC and OVEC. 

Referring back to FIG. 8, the resource management unit 
178 is responsible for maintaining the status of the input and 
output vectors IVEC and OVEC, respectively. Every time a 
grant is issued, the input vector bit related to the input 
channel that received the grant and the output vector bit 
related to the output channels that are going to be used in the 
packet transfer are marked as busy. When the end of a packet 
transfer is signaled by the channel module using a done 
Signal, the respective input vector bits and output vector bits 
marked during the transfer are cleared So that the channels 
can be Scheduled for another transfer. 

FIG. 13 is a diagram of the preferred N-channel multi 
priority Scheduler architecture that includes the mask gen 
erator unit 190, mask compare sub-units 192,194, 196 and 
198, the level-specific sub-scheduling units 202, 204, 206 
and 208, the priority encoder unit 210, and the resource 
management unit 230. The preferred architecture reflects a 
scheduler where M, the number of packet priority levels and 
request buffer registers per channel, is equal to 4. Following 
a logical flow, a request, for example, RQ CHO LO enters 
a mask compare sub-unit 192 at the request input (RI). The 
level 0 mask enters the mask compare sub-unit at MSK and 
an input vector, IVEC, enters at INP BSY. The vectors are 
compared as described above, and a request is output from 
the request output (RO) to an N:1 multiplexer 212. The N:1 
multiplexer designates the request as high priority where 
applicable and forwards the request to a Sub-Scheduling unit 
202 of the level-specific scheduling unit for L0. The input 
vector, IVEC, and an output vector, OVEC, are input into the 
level-specific Sub-Scheduling unit from the resource man 
agement unit along with the request for channel 0 at level 0, 
RQ CHO LO from the mask compare sub-unit. 
A, grant is issued from the level-specific Sub-Scheduling 

units 202-208 based on the availability of input channels 
and output channels and the round-robin priority as 
described above. The updated input and output vectors are 
sent to respective multiplexers as IVEC NEXT L0 and 
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OVEC NEXT L0, while the grant is sent to the priority 
encoder unit as IGRANT LO. 
The priority encoder unit 210 receives four grants from 

the four level-specific Sub-Scheduling units 202-208 for 
each channel. A Single grant for a Single channel is issued by 
the priority encoder unit based on packet priority level. That 
is, the grant with the highest packet priority level is Selected 
among the four available grants and, therefore, if there is a 
grant for an output channel from level 0, it has priority over 
all other packet priority levels for the channel. Similarly, if 
there are no grants for packet priority levels L0 and L1, but 
there are grants for packet priority levels L2 and L3, then the 
L2 grant is issued and the L3 grant must wait for a later 
arbitration cycle. 

If a grant is issued to the high priority channel, then the 
high priority designation is shifted to the next channel. The 
preferred channel priority architecture 240 is depicted in 
FIG. 13. After being processed through the priority encoder 
unit, the grant issued based on packet priority level is 
transmitted to the corresponding channel module accompa 
nied by a level Select Signal that identifies which packet 
priority level the request relates to and where in the request 
buffer the request is located. 

Although the functions of the overall scheduler unit have 
been Specifically described, it is important to note that the 
functions may be performed in different orders. For 
example, it is possible to perform the level-specific Sub 
Scheduling function before the mask compare function. In 
addition, the process of accounting for input and output 
channel availability as performed by the resource manage 
ment unit may differ. Further, the physical boundaries may 
vary from those described. For example, certain functions 
Such as mask generation may be performed outside the 
physical boundaries of the Scheduler. 
The preferred arbitration method is further explained with 

reference to FIG. 14, which graphically represents buffered 
requests from an N-channel multipoint Switch. The channel 
modules have the ability to buffer M requests in their 
respective buffers with a packet priority designation that 
ranges from a highest packet priority at level 0, L0, to a 
lowest packet priority at level M, LM. In the preferred 
embodiment, N is 16, indicating Sixteen channels 
CHO-CH15 and M is 4, indicating four request storage 
registers and four corresponding packet priority levels 
LO-L3 related to each channel for a total of 4x16=64 request 
buffer registers. 

In the preferred arbitration method, packet priority refers 
to the priority level of one buffered request for a channel 
Versus another buffered request for the same channel. Time 
is used as the packet priority basis in this embodiment and 
under the time approach LO contains the oldest request in the 
buffer and has the highest packet priority. Levels 1, 2, and 3 
contain Sequentially newer requests and have Sequentially 
lower packet priority. Round-robin priority refers to the 
channel that is designated as high round-robin priority under 
the rotating round-robin channel priority Scheme. AS 
described above, once a channel is designated as high 
round-robin priority, the channel maintains the designation 
for Successive arbitration cycles until a grant is issued for the 
channel. Round-robin priority after the high priority channel 
is distributed Sequentially in descending order from the high 
round-robin priority channel. For example, if CH13 is the 
highest round-robin priority channel, CH14 is the next 
highest round-robin priority, CH15 is the next highest round 
robin priority, and CHO is the next highest round-robin 
priority, with the pattern continuing until CH12, which is the 
lowest round-robin priority channel. 
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With the priority protocol established, the preferred mul 
tilevel in-parallel arbitration (MLIPA) process is described 
with reference to FIG. 15. In the example, it is assumed that 
L0 is designated high packet priority and channel 0 has the 
highest round-robin priority. Therefore, in the first clock, 
phase 1, the four requests, L0-L3, for CHO are arbitrated as 
described above. Simultaneously, the LO-L3 requests are 
processed through the mask compare unit, the level-specific 
Scheduling unit, and the priority encoder unit. Out of the 
parallel process, one request from one of the four packet 
priority levels will be granted. Remembering that CHO is the 
highest priority channel, it is likely that the CHO LO request 
will receive the grant even if it is a multicast request that 
requires available output channels to be reserved while 
unavailable output channels become available. 

In the next clock, phase 2, the four requests, L0-L3, for 
CH1 are arbitrated as described above. The arbitration of the 
four requests is performed in parallel and, if possible, one 
request is issued for the channel. In the next clock, phase 3, 
the four requests, L0-L3, for CH2 are arbitrated as described 
above. AS can be seen, the arbitration continues for Sixteen 
clocks and at the end of Sixteen clockS Sixty-four requests 
have been arbitrated and grants have been issued in a manner 
that maximizes input channel and output channel utilization. 
A complete arbitration cycle requires eighteen clocks, two 

clocks for arbitration preparation and Sixteen clocks for 
arbitration. The Sixteen clocks that are required to arbitrate 
the Sixty-four requests are Synchronized to the Sixteen clockS 
that are required to transmit the data cell portion of a 
Switching cell, as described with reference to FIG. 6. Before 
a new Sixteen clock arbitration process begins, and during 
the two clockS required to transmit the command cell portion 
of the next Switching cell, preparations are made for the next 
arbitration process. In the first clock, all of the done signals 
are reviewed and the channels that have become available 
during the preceding arbitration cycle are released by clear 
ing the appropriate input vectors and output vectors. 
Additionally, in the first clock the request buffers are replen 
ished to fill request registers vacated by the requests that 
were granted in the last arbitration cycle. In the Second and 
last clock before the next arbitration begins, new masks, that 
reflect the newly replenished buffers, are generated for the 
four packet priority levels and the round-robin priority is 
rotated if the highest round-robin priority channel received 
a grant in the last arbitration cycle. 

In an alternative arbitration method, the requests in the 
request buffers can be arbitrated one request at a time, one 
packet priority level at a time, as depicted in FIG. 16. In the 
preferred embodiment where N=16 and M=4, the arbitration 
proceSS would arbitrate Sixty-four requests in Sixty-four 
clocks. The arbitration would start at the highest round-robin 
priority and highest packet priority request, for example, 
RQ CHO LO. Phase 1 requires sixteen clocks, phase 2 
requires Sixteen clocks, phase 3 requires Sixteen clocks, and 
phase 4 requires Sixteen clocks for a total of Sixty-four 
clockS. Grants are issued on a first request-first grant basis 
with the round-robin priority rotating each arbitration cycle 
as described above. An advantage of this approach is the 
Simplicity found in the fact that mask generation, mask 
comparing, and parallel arbitration are not being performed. 
A disadvantage is that one arbitration cycle takes Sixty-four 
clocks as opposed to eighteen clockS per cycle for the 
arbitration method described above. 
What is claimed is: 
1. An apparatus for Scheduling packets in an input 

buffered multipoint Switch comprising: 
a plurality of input channels, 
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14 
a plurality of output channels, 
multi-level request buffers, each multi-level request buffer 

being Specific to one of Said plurality of input channels, 
Said multi-level request buffers having discrete levels 
for Storing requests having different packet priorities, 
and 

a Scheduler circuit, connected to Said multi-level request 
buffers, to 
indicate a transmission Status for each of Said input and 

output channels, Said transmission Status being 
indicative of channel availability, 

arbitrate among a totality of Said requests Stored in all 
of said levels of said plurality of multi-level request 
buffers at least partially based upon a combination of 
Said packet priorities and Said transmission Statuses 
of Said input and output channels, and 

issue grants to Said requests in a Sequence based upon 
Said arbitrating among Said totality of requests. 

2. The apparatus of claim 1 further comprising parallel 
links between each level of said multi-level request buffers 
and Said Scheduler circuit, Said Scheduler circuit being 
enabled to Simultaneously access all of Said levels of each 
Said request buffer. 

3. The apparatus of claim 1 wherein Said Scheduler circuit 
further includes a mask generator circuit operationally con 
nected to Said multi-level request buffers to generate output 
vectors that are indicative of each output channel that is 
requested at each of Said different packet priorities, each Said 
output vector being associated with one of Said packet 
priorities. 

4. The apparatus of claim 3 wherein Said Scheduler circuit 
further includes a mask comparator circuit operationally 
connected to Said mask generator circuit and Said multi-level 
request buffers to compare each particular output vector to 
asSociated requests having a packet priority associated with 
Said each particular output vector, Said mask comparator 
circuit having a plurality of outputs, each output being 
responsive to Said comparing of Said each particular output 
vector to Said associated requests and being indicative of 
availability of output channels represented by Said associ 
ated requests. 

5. The apparatus of claim 4 wherein said scheduler circuit 
further includes a plurality of Sub-Scheduler circuits, each 
Sub-Scheduler circuit being operationally connected to an 
asSociated output of Said mask comparator circuit to geneate 
a level-specific grant for a request having an available input 
channel and available requested output channels. 

6. The apparatus of claim 5 wherein said scheduler circuit 
further includes a priority encoder circuit operationally 
connected to Said Sub-Scheduler circuits to Select a highest 
priority grant from all grants generated from Said SubSched 
uler circuits for a Specific channel and to transmit Said 
Selected highest priority grant to an input channel that 
corresponds to Said Selected highest priority request. 

7. The apparatus of claim 1 further including a data path 
multiplexer operationally connected between Said plurality 
of input channels and Said plurality of output channels, Said 
data path multiplexer having data paths for transmitting cells 
to requested output channels when a request Specific to an 
awaiting cell has been issued a grant by Said Scheduler 
circuit. 

8. A method for Scheduling transmissions of Switching 
cells acroSS an input-buffered network Switch that connects 
a plurality of input channels to a plurality of output channels, 
each Switching cell being associated with one of Said plu 
rality of input channels, Said method including the Steps of: 

Storing a first plurality of requests in a first request buffer 
that bufferS requests related to a first input channel, 
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each said request corresponding to one of Said Switch 
ing cells and having a priority; 

Storing a Second plurality of requests in a Second request 
buffer that bufferS requests related to a Second input 
channel, each Said request corresponding to one of Said 
Switching cells and having a priority; 

accessing Said first and Second pluralities of requests, 
arbitrating among Said requests of Said accessed first and 

Second pluralities of requests based upon availability of 
Said first and Second input channels and availability of 
requested output channels, 

issuing a grant in response to that request of Said first and 
Second pluralities of requests that has a highest priority 
and for which respective input channels and output 
channels are available; and 

issuing grants in response to those requests of Said first 
and Second pluralities of requests that have lower 
priorities than Said highest priority and that utilize input 
channels and output channels that are not utilized by 
Said request having Said highest priority. 

9. The method of claim 8 further including a step of 
receiving done signals that indicate when input channels and 
output channels are available for new cell transmissions. 

10. The method of claim 8 wherein said step of accessing 
includes a Step of accessing each request of Said first and 
Second pluralities of requests in parallel Such that all 
requests are accessed simultaneously. 

11. The method of claim 8 wherein said step of arbitrating 
includes a step of arbitrating requests one at a time in 
descending priority from highest priority to lowest priority. 

12. The method of claim 8 wherein said step of arbitrating 
includes a Sub-step of arbitrating requests of all priority 
levels Stored in a request buffer associated with a particular 
input channel in parallel. 

13. The method of claim 12 wherein said step of arbi 
trating requests of all priority levels in parallel includes a 
Step of executing Said arbitrations in a fixed Sequence with 
respect to Said input channels. 

14. The method of claim 12 wherein said step of arbi 
trating requests of all priority levels includes Sub-Steps of: 

generating masks that represent all requests of Similar 
priority levels, and 

comparing a mask for a particular priority level to a 
request having a same priority level to determine 
availability of output channels required by Said request. 

15. The method of claim 12 further including the steps of: 
identifying an input channel having a highest round-robin 

priority among Said plurality of input channels for 
arbitration purposes, and 
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reserving requested output channels for a multicast 

request when Said multicast request is associated with 
an input channel that has said highest round-robin 
priority among Said plurality of input channels. 

16. An apparatus for Scheduling cells in an input-buffered 
multipoint Switch having input channels and output channels 
comprising: 

request buffers, each request buffer being Specific to one 
of Said input channels, each said request buffer having 
a number of register levels for Storing requests of 
corresponding priority levels; 

a means connected to Said request buffers for reviewing 
each request Stored in each request buffer and for 
issuing request grants to highest priority requests hav 
ing available input channels and available output chan 
nels, and 

parallel data links between each register level of Said 
request buffers and Said means for reviewing to enable 
Said means for reviewing Simultaneous access to all of 
Said requests Stored in all of Said request buffers. 

17. The apparatus of claim 16 comprising a means for 
generating a mask Vector that represents an aggregate of 
requested output channels for a particular priority level, Said 
means for generating a mask vector being operatively con 
nected to Said request buffers in order to generate a distinct 
mask vector for each priority level. 

18. The apparatus of claim 17 comprising a means for 
performing parallel mask comparisons between mask vec 
tors and requests from respective priority levels for a par 
ticular input channel to indicate output channel conflicts 
between requests, said means for performing parallel mask 
comparisons being operatively connected to Said means for 
generating a mask vector in order to receive Said mask 
VectOrS. 

19. The apparatus of claim 18 comprising a means for 
performing level-specific Scheduling between Said requests 
from respective priority levels, available input and output 
channels, Said mask comparisons and a round-robin channel 
priority, Said means for performing level-specific Scheduling 
having three outputs per priority level, a level-specific 
request grant, an updated input channel Vector, and an 
updated output channel Vector. 

20. The apparatus of claim 19 wherein said means for 
reviewing further comprises a means for Selecting which 
level-specific request grant has a highest priority among all 
level-specific request grants for a single input channel and 
for transmitting Said Selected request grant from Said means 
for reviewing. 


