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(54) Title: STORAGE SYSTEM AND CONTROL METHOD

FIG.1 (57) Abstract: Provided are a storage system and its control method
having superb functionality of being able to notify an admimstrator
of the extent of impact of a pool fault in an easy and prompt manner.
The foregoing storage system and its control method manage a stor
age area provided by a storage medium by dividing it into multiple
pools, provide a virtual logical device to a host system, dynamically
allocate a storage area to the logical device according to a data write
request from the host system [for writing data] into the logical de
vice, move data that was written into the logical device to another
pool according to the access status from host system to such data,
identify, when a fault occurs in any one of the pools, an extent of im

pact of the fault based on [the correspondence relationship] of the
logical device and the pool, and notify the identified extent of impact
of the fault to an administrator.
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Description
Title of Invention: STORAGE SYSTEM AND CONTROL

METHOD
Technical Field

[0001] The present invention generally relates to a storage system and its control method,

and in particular can be suitably applied to a storage system that provides a virtual

logical device to a host system.

Background Art
[0002] Conventionally, a SAN (Storage Area Network) is widely known as technology for

connecting a server computer and a storage system in a computer system. In a

computer system that uses a SAN, the server computer and the storage system are

connected via a high speed network such as a fibre channel (FC).

[0003] In the foregoing computer system, the logical device to be provided to the server

computer by the storage system may be a physical storage area (this is hereinafter

referred to as a "real storage area") in the amount of capacity to be provided to the

server computer, or a virtual storage area that is to be dynamically allocated the real

storage area.

[0004] Patent Document 1 below discloses technology of providing a virtual logical device

to the host system, and dynamically allocating a real storage area according to a data

write request issued from the host system [for writing data into] the logical device.

[0005] Conventionally, other proposals have been made including a logical device

management system of allocating a logical device from one or more pools of different

disk types, and a logical device management system of limiting the combination of

pools according to the requirements of reliability, performance and so on of the logical

device.

Citation List

Patent Literature
[0006] PTL 1: Japanese Patent Laid-Open Publication No. 2003- 15915

Summary of Invention

Technical Problem
[0007] Meanwhile, the operation of associating a plurality of pools with a virtual logical

device in advance and, in accordance with the access status from the server computer

to data written into the logical device, moving that data from a pool that is allocating a

real storage area to the logical device (this is hereinafter referred to as the "real storage

area allocating pool") to another pool that has been associated with that logical device



is being performed from the past.

[0008] In this kind of operation, if a fault occurs in a certain pool, in addition to affecting the

logical device to which the real storage area was allocated from the pool that was

subject to a fault, there are cases where the fault will also affect logical volumes to

which a real storage area is not allocated from that pool.

[0009] For example, in an operation where first and second pools are associated with a

certain logical device, let it be assumed that data stored in a real storage area provided

by the first pool is to be moved to the second pool according to the access status

thereof, and that a fault occurred in the second pool.

[0010] In the foregoing case, since data to be moved from the first pool to the second pool

can no longer be moved, the capacity usage rate of the first pool will increase sharply.

Under the foregoing circumstances, if the first pool is also associated with other logical

devices, depending on the capacity usage status of that first pool, a situation may arise

where it will not be possible to allocate a real storage area from the first pool to such

other logical devices (that is, the server computer will not be able to write data into the

other logical devices).

[001 1] However, under normal circumstances, it is difficult for an administrator of the

computer system to accurately keep track of the extent of impact of such pool fault,

and there is a problem in that the administrator is unable to take appropriate measures.

[0012] The present invention was devised in view of the foregoing circumstances. Thus, an

object of this invention is to provide a storage system and its control method having

superb functionality of being able to notify an administrator of the extent of impact of

a pool fault in an easy and prompt manner.

[0013] In order to achieve the foregoing object, the present invention provides a storage

system connected to a host system comprising a storage medium for storing data sent

from the host system, and a controller including a memory and a processor. With this

storage system, the controller comprises a configuration management unit for

managing a storage area provided by the storage medium by dividing it into a plurality

of pools, providing a virtual logical device to the host system, and dynamically al

locating the storage area to the logical device from a pool associated with the logical

device according to a data write request from the host system [for writing data] into the

logical device, a migration unit for changing the pool to allocate the storage area to an

area that stored the data in the logical device to another pool according to an access

status from the host system to [the] data written into the logical device, and controlling

the storage medium for moving the data to the other pool, and a fault management unit

for managing a correspondence relationship of the logical device and the pool,

identifying, when a fault occurs in any one of the pools, an extent of impact of the fault

based on [the correspondence relationship] of the logical device and the pool, and



notifying the identified extent of impact of the fault to an administrator.

[0014] The present invention additionally provides a control method of a storage system

comprising a storage medium for storing data sent from the host system, and a

controller. This control method comprises a first step of the controller managing a

storage area provided by the storage medium by dividing it into a plurality of pools,

providing a virtual logical device to the host system, and dynamically allocating the

storage area to the logical device from a pool associated with the logical device

according to a data write request from the host system [for writing data] into the

logical device, a second step of the controller changing a pool to allocate the storage

area to an area that stored the data in the logical device to another pool according to an

access status from the host system to [the] data written into the logical device, and con

trolling the storage medium for moving the data to the other pool, and a third step of

the controller identifying, when a fault occurs in any one of the pools, an extent of

impact of the fault based on [the correspondence relationship] of the logical device and

the pool, and notifying the identified extent of impact of the fault to an administrator.

[0015] According to the present invention, when a fault occurs in a pool, the extent of

impact of such fault can be identified and notified to the administrator. Thus, the ad

ministrator will be able to easily and promptly recognize the location of the fault and

the extent of impact of the fault, and the functionality of the computer system can

thereby be improved.

Brief Description of Drawings
[0016] [fig. 1]Fig. 1 is a block diagram showing the overall configuration of a computer

system according to the first embodiment;

[fig.2]Fig. 2 is a block diagram showing the configuration of a server computer;

[fig.3]Fig. 3 is a block diagram showing the configuration of a management computer;

[fig.4]Fig. 4 is a conceptual diagram explaining the relationship of a physical disk, a

RAID group, a pool and a logical device in the storage system;

[fig.5A]Fig. 5A is a conceptual diagram explaining a RAID group configuration

management table;

[fig.5B]Fig. 5B is a conceptual diagram explaining a pool configuration management

table;

[fig.6]Fig. 6 is a conceptual diagram explaining a device mapping management table;

[fig.7]Fig. 7 is a conceptual diagram explaining a migration policy management table;

[fig.8]Fig. 8 is a conceptual diagram explaining a device allocation management table;

[fig.9A]Fig. 9A is a conceptual diagram explaining an assumed pool allocation

management table;

[fig.9B]Fig. 9B is a conceptual diagram explaining a real pool allocation management



table;

[fig.lO]Fig. 10 is a conceptual diagram explaining a threshold management table;

[fig. 1l]Fig. 11 is a flowchart showing the processing routine of data migration

processing;

[fig. 12]Fig. 12 is a flowchart showing the processing routine of fault extent notification

processing according to the first embodiment;

[fig.l3]Fig. 13 is a schematic diagram showing a configuration example of a fault

impact extent display screen;

[fig.l4]Fig. 14 is a flowchart showing the processing routine of assumed pool a l

location rate calculation processing;

[fig.l5]Fig. 15 is a conceptual diagram explaining assumed pool allocation rate cal

culation processing;

[fig. 16]Fig. 16 is a block diagram showing the overall configuration of a computer

system according to the second embodiment;

[fig.l7]Fig. 17 is a conceptual diagram explaining a pool expansion management table;

[fig.l8]Fig. 18 is a flowchart showing the processing routine of fault extent notification

processing according to the second embodiment;

[fig. 19]Fig. 19 is a block diagram showing the overall configuration of a computer

system according to the third embodiment; and

[fig.20]Fig. 20 is a flowchart showing the processing routine of pool reconstruction

processing.

Reference Signs List
1, 80, 90 Computer System,

2 Server Computer,

4, 81, 9 1 Storage System,

6 Management Computer,

23 CPU ,

25 Physical Disk,

26 Nonvolatile Memory,

40 RAID Group,

4 1 Pool,

42 Logical Device,

50 Configuration Management Program,

51 Fault Management Program,

52 Migration Program,

53 Pool Mapping Management Information,

54 Device Mapping Management Table,



55 Migration Policy Management Table,

56 Device Allocation Management Table,

57 Pool Allocation Management Information,

58 Threshold Management Table,

60 RAID Group Configuration Management Table,

6 1 Pool Configuration Management Table,

70 Fault Impact Extent Display Screen,

82 Reserved Physical Disk,

83 Pool Expansion Program,

84 Pool Expansion Management Table, Pool Reconstruction Program.

Description of Embodiments
[0018] An embodiment of the present invention is now explained in detail with reference to

the attached drawings.

(1) First Embodiment

(1-1) Configuration of Computer System in Present Embodiment

Fig. 1 shows the overall computer system 1 according to this embodiment. The

computer system 1 is configured by one or more server computers 2 being connected

to a storage system 4 via a first speed network 3, and a management computer 6 being

connected to the storage system 4 via a second speed network 5.

[0019] The server computer 2 comprises, as shown in Fig. 2, a nonvolatile memory 10, a

CPU (Central Processing Unit) 11, a memory 12 and a host bus adapter (HBA) 13, and

is configured by these components being mutually connected via a system bus 14.

[0020] The nonvolatile memory 10 stores an application program 15 in addition to the

various types of programs including an OS (Operating System) required for operating

the server computer 2, as well as various types of data. When the application program

15 is executed, the server computer 2 read and writes data from and into the storage

system 4. Incidentally, a plurality of application programs 15 may be stored in the non

volatile memory 10.

[0021] The CPU 11 is a processor that governs the operational control of the overall server

computer 2, loads various types of programs such as the application program 15 from

the nonvolatile memory 10 into the memory 12 during the start-up of the server

computer 2, and executes the loaded programs.

[0022] The memory 12 is used as a work memory of the CPU 11, and stores programs that

were read from the nonvolatile memory 10 and data that is created upon the execution

of such programs.

[0023] The host bus adapter 13 is an interface for performing protocol control during the

communication with the storage system 4, and sends and receives various types of



commands and data to and from the storage system 4.

[0024] The first speed network 3 is an I/O channel to be used by the server computer 2 for

reading and writing data from and into the storage system 4 and is configured, for

instance, from a SAN, Internet, dedicated line, public line or the like. If the first speed

network 3 is a SAN, the communication between the server computer and the storage

system 4 is conducted according to a fibre channel protocol.

[0025] The storage system 4 is configured, as shown in Fig. 1, by physical resources such as

a channel adapter 20, a communication device 21, a controller 22, a CPU 23, a

memory 24, a physical disk 25 and a nonvolatile memory 26 being connected via a

system bus 27.

[0026] The channel adapter 20 is an interface for performing protocol control during the

communication with the server computer 2, and sends and receives various types of

commands and data to and from the server computer 2. The communication device 2 1

is an interface for performing protocol control during the communication with the

management computer 6, and sends and receives various types of commands and data

to and from the management computer 6.

[0027] The controller 22 performs the control of the channel adapter 20, the communication

device 21, the CPU 23, the memory 24 and the physical disk 25. A plurality of con

trollers 22 may be provided, and may also be configured as a plurality of devices that

perform different processing depending on the control target such as for performing the

control of the channel adapter 20 or performing the control of the physical disk 25.

[0028] The CPU 23 is a processor for governing the operational control of the overall

storage system 4, loads necessary programs during the start-up of the storage system 4

from the nonvolatile memory 26 to the memory 24, and executes necessary control

processing and arithmetic processing based on the loaded programs.

[0029] The memory 24 is used as a work memory of the CPU 23 and stores programs that

were read from the nonvolatile memory 26 and data that is created upon the execution

of such programs.

[0030] The physical disk 25 is configured from an expensive disk such as a SCSI disk or an

inexpensive disk such as a SATA (Serial AT Attachment) disk or an optical disk. Data

from the server computer 2 is read from and written into the storage area provided by

the physical disk 25.

[0031] The nonvolatile memory 26 stores various types of programs that are required in the

operation of the storage system 4, and various types of data.

[0032] The second speed network 5 is a communication channel that is used when the

management computer 6 collects management information from the storage system 4

or performing various types of settings in the storage system 4 and is configured, for

instance, from a LAN (Local Area Network), Internet, dedicated line, public line or the



like. If the second speed network 5 is a LAN, the communication between the

management computer 6 and the storage system 4 is conducted according to a TCP IP

(Transmission Control Protocol/Internet Protocol) protocol.

[0033] The management computer 6 comprises, as shown in Fig. 3, a nonvolatile memory

30, a CPU 31, a memory 32 and a communication device 33.

[0034] The nonvolatile memory 30 stores a storage management program 34 in addition to

the various types of programs including an OS required for operating the server

computer 2, as well as various types of data. The storage management program 34 is a

program for displaying the configuration information of the storage system 4,

operating the configuration setting of the storage system 4, and receiving various types

of notifications including the fault notification from the storage system. The admin

istrator is able to allocate the physical resources of the storage system 4 to the server

computer 2 and monitor the operational status by executing the storage management

program 34 of the management computer 6.

[0035] The CPU 3 1 is a processor for governing the operational control of the overall

management computer 6, loading necessary programs during the start-up of the

management computer 6 from the nonvolatile memory 30 to the memory 32, and

executing necessary control processing and arithmetic processing based on the loaded

programs.

[0036] The memory 32 is used as a work memory of the CPU 3 1 and stores programs that

were read from the nonvolatile memory 30 and data that is created upon the execution

of such programs.

[0037] The communication device 33 is an interface for performing protocol control during

the communication with the storage system 4, and sends and receives various types of

commands and data to and from the storage system 4.

(1-2) Data Migration Function and Fault Extent Notification Function

(1-2-1) Outline and Configuration of Various Types of Tables

[0038] The data migration function and the fault extent notification function loaded in the

storage system 4 are now explained. The data migration function is foremost

explained.

[0039] In the storage system 4, as shown in Fig. 4, one RAID (Redundant Arrays of In

expensive Disks) group 40 is formed from one or more physical disks 25, and one pool

4 1 is formed from a storage area provided by the one or more RAID groups 40.

[0040] The pools 4 1 are classified into a plurality of types according to the RAID level of

the RAID group 40 providing the storage area to that pool 41, and in accordance with

the response performance and reliability of the physical disks 25 configuring the RAID

group. In the ensuing explanation, although the pools 4 1 are classified based on the

response performance of the physical disks 25 configuring the pools 41, the method of



classifying the pools 4 1 is not limited to the response performance of the physical disks

25.

[0041] The pools 4 1 are respectively associated with one or more logical devices 42 which

are provided to the server computer 2 by the storage system 4. The logical devices 42

are unsubstantial virtual storage devices. The server computer 2 sends to the storage

system 4 a write request or a read request which designates a prescribed location in the

logical device 42 as the write destination or the read destination of data.

[0042] If the storage system 4 receives a write request and a real storage area is allocated to

the storage area in the logical device 42 that was designated as the write destination of

data in the write request, it allocates a real storage area to that storage area from any

one of the pools associated with that logical device, and writes in that real storage area,

together with the write request, the write-target data that was given from the server

computer 2.

[0043] If the storage system 4 receives a read request from the server computer 2, it reads

data from the real storage area corresponding to the corresponding pool that is

allocated to the storage area in the logical device 42 that is designated in the read

request, and sends such data to the server computer 2.

[0044] Meanwhile, the storage area that is provided by the logical device 42 to the server

computer 2 is divided into a plurality of areas, and the real storage area is allocated

from the pool 4 1 with the individual areas that were divided (these are hereinafter

referred to as the "divided areas") as the unit.

[0045] In the foregoing case, with the present embodiment, each of the plurality of pools 4 1

with difference response performances is associated with the respective logical devices

42. When the storage system 4 is to initially allocate a real storage area to a divided

area for each divided area of the logical device 42, it allocates the real storage area

from the pool 4 1 having the highest response performance among the plurality of pools

4 1 associated with that logical device.

[0046] Subsequently, in accordance with the access status (access frequency, etc.) from the

service computer 2 to the data written into that divided area, the storage system 4

changes the real storage area allocating pool to allocate the real storage area to that

divided area to a pool 4 1 with a lower response performance among the plurality of

pools 4 1 associated with that logical device 42. Here, the storage system 4 moves the

data written into that divided area from the pre-change real storage area allocating pool

4 1 to the post-change real storage area allocating pool 4 1 (data migration function).

[0047] Meanwhile, with the storage system 4 loaded with the foregoing data migration

function, if a fault occurs in the configuration element (physical disk 25, etc.) of a

certain pool 4 1 as described above, in addition to the logical device 42 to which the

real storage area is allocated from that pool 41, other logical devices 42 to which a real



storage area is not allocated from the pool 4 1 subject to the fault may also be affected

by said fault.

[0048] Thus, the storage system 4 of this embodiment is loaded with a fault extent noti

fication function of identifying the extent of impact of a fault when such fault occurs in

any one of the pools 41, and notifying the fault to the administrator.

[0049] As means for realizing the foregoing data migration function and the fault extent no

tification function, the nonvolatile memory 26 (Fig. 1) of the storage system 4 stores,

as shown in Fig. 1, a configuration management program 50, a fault management

program 51, a migration program 52, pool mapping management information 53, a

device mapping management table 54, a migration policy management table 55, a

device allocation management table 56, pool allocation management information 57,

and a threshold management table 58.

[0050] The configuration management program 50 is a program for managing the con

figuration of the physical resources such as the channel adapter 20, the communication

device 21, the controller 22, the CPU 23, the memory 24, the physical disk 25 and the

nonvolatile memory 26, and the configuration of the logical resources such as the

logical device 42 (Fig. 4) and the pool 41.

[0051] The storage system 4 returns the requested configuration information of the physical

resources and/or the logical resources in the storage system 4 according to the con

figuration information acquisition request from the management computer 6 based on

the configuration management program 50, and changes or newly sets the con

figuration of the corresponding physical resources and/or the logical resources in the

storage system 4 according to the configuration setting request from the management

computer 6.

[0052] Based on the configuration management program 50, the storage system 4 manages

the storage area provided by a plurality of physical disks 25 by dividing it into a

plurality of pools 4 1 as described above, provides a logical device 42 to the server

computer 2, and dynamically allocates a real storage area to that logical device 42 from

the pool 4 1 associated with that logical device 42 according to a data write request

from the server computer 2 [for writing data] into that logical device.

[0053] The fault management program 51 is a program for detecting a fault that occurred in

the physical resources and the logical resources of the storage system 4, and executing

measures according to the contents of that fault. The "measures according to the

contents of the fault" include, as described later, the processing of identifying the

extent of impact of a fault when such fault occurs in any one of the pools 41, and

notifying the administrator of the extent of impact of the identified fault, as well as

fault avoidance processing, and so on.

[0054] The migration program 52 is a program for changing the pool (real storage area al-



locating pool) 4 1 to allocate a real storage area to the logical devices 42 among a

plurality of pools 4 1 associated with that logical device 42, and moving data stored in

the pre-change pool 4 1 to the post-change pool 41. The storage area provided by the

logical device 42 is divided into a plurality of divided areas as described above, and a

real storage area is allocated from the real storage area allocating pool 4 1 for each

divided area. The storage system 4 subsequently changes the storage area allocated

pool 4 1 to another pool 4 1 for each divided area based on the access status to the data

stored in that divided area and according to the migration policy described later, and

moves the data stored in the pre-change storage area allocated pool 4 1 to the post-

change storage area allocated pool 41.

[0055] The pool mapping management information 53 is information for managing the con

figuration of the RAID group 40 (Fig. 4) and the pools 4 1 defined in the storage

system 4, and is configured from a RAID group configuration management table 60

(Fig. 5A) and a pool configuration management table 6 1 (Fig. 5B).

[0056] Among the above, the RAID group configuration management table 60 is a table for

managing the configuration of the RAID group 40 and is configured, as shown in Fig.

5A, from a RAID group ID column 60A, a RAID level column 60B, a physical disk ID

column 60C, a physical disk type column 60D and a size column 60E.

[0057] The physical disk ID column 60C stores the ID (physical disk ID) of the physical

disk 25 (Fig. 1) disposed in the storage system 4, and the physical disk type column

60D stores the type (FC, SATA , etc.) of that physical disk 25. The size column 60E

stores the capacity of the physical disk 25.

[0058] The RAID group ID column 60A stores the ID (RAID group ID) of the RAID group

40 configured by that physical disk 25, and the RAID level column 60B stores the

RAID level ("0" to "6") of the RAID group 40.

[0059] Accordingly, the case of the example illustrated in Fig. 5A shows that a plurality of

RAID groups 40 having a RAID group ID of "1," "2," are defined in the storage

system 4. Moreover, among the above, for instance, Fig. 5A shows that the RAID

group 40 with the RAID group ID of "1" is configured from two physical disks 25 re

spective having a physical disk ID of "1" or "2," wherein the type is "FC," the capacity

is "100000000000," and the RAID level is "RAID 1."

[0060] The pool configuration management table 6 1 is a table for managing the con

figuration of the pool 4 1 (Fig. 4) and is configured, as shown in Fig. 5B, from a pool

ID column 6 1A, a RAID group ID column 6IB, a pool start address column 61C, and a

size column 6ID.

[0061] The RAID group ID column 6IB stores the group ID of the respective RAID groups

40 defined in the storage system 4, and the pool ID column 6 1A stores the ID (pool ID)

of the pool (RAID group configuring that pool) 4 1 with which that RAID group 40 is



associated.

[0062] The pool start address column 61C stores the start address of the range in which the

RAID group 6IB is associated with the real storage area in that pool 41, and the size

column 6ID stores the size of the range in which that RAID group 40 is associated

with that pool 41.

[0063] Accordingly, the case of the example illustrated in Fig. 5B shows that, among the

RAID groups 40 defined in the storage system 4, for instance, the RAID group 40

having a RAID group ID of "1" includes a storage area provided by the RAID group

40 having a RAID group ID of "1," the start address of the range of the real storage

area in the pool 4 1 is "0," and the size of that storage area is "100000000000."

[0064] The device mapping management table 54 is a table for managing the corre

spondence relationship of the respective divided areas of the logical device 42, and the

pools 4 1 and is configured, as shown in Fig. 6, a device ID column 54A, a pool ID

column 54B, a device start address column 54C, a pool start address column 54D, a

used size column 54E and a last access date and time column 54F.

[0065] The device ID column 54A stores the device ID of the corresponding logical device

42, and the device start address column 54C and the used size column 54E respectively

store the start address and the size of the corresponding divided areas in that logical

device 42.

[0066] The pool ID column 54B and the pool start address column 54D respectively store

the pool ID of the pool 4 1 that is set so as to allocate a real storage area to that divided

area of the logical device 42, and the start address of the real storage area in that pool

4 1 that is associated with that divided area of the logical device 42. Incidentally, the

size of the real storage area in the pool 4 1 that is associated with that divided area of

the logical device 42 is the same as the size stored in the used size column 54E.

[0067] The last access date and time column 54F stores the date and time that the server

computer 2 last accessed that divided area of the logical device 42.

[0068] Accordingly, the case of the example illustrated in Fig. 6 shows that, with the logical

device 42 having a device ID of "1," the storage area in that logical device 42 from an

address of "0" to a size of "1000" is partitioned as a single divided area, and that

divided area is allocated with a real storage area from an address of "0" to a size of

"1000" of the pool 4 1 having a pool ID of "1." Moreover, Fig. 5 shows that the last

access date and time of the server computer 2 to that divided area of the logical device

42 was "05/20/2009 00:00:00."

[0069] Meanwhile, the migration policy management table 55 is a table for managing the

condition for migrating (this is hereinafter referred to as the "migration condition") of

data stored in the real storage area which was allocated by a certain pool (source pool)

4 1 to a divided area of the logical device 42 to another pool (destination pool) 41.



[0070] The migration policy management table 55 is configured, as shown in Fig. 7, from a

source pool ID column 55A, a destination pool ID column 55B and a migration

condition column 55C. The source pool ID column 55A stores the pool ID of the

source pool 41, and the destination pool ID column 55B stores the pool ID of the des

tination pool 41.

[0071] The migration condition column 55C stores the migration condition for moving the

data as described above. In the case of this embodiment, the transitional period from

the last access date and time of the server computer 2 to the data is prescribed as the

migration condition.

[0072] For instance, the example illustrated in Fig. 7 shows that, if the data stored in the real

storage area allocated by the pool 4 1 having a pool ID of "1" to the divided area of a

certain logical device 42 has been "unused for 3 days," the condition that the real

storage area allocating pool 4 1 should be changed to the pool 4 1 having a pool ID of

"2" is prescribed as the migration condition.

[0073] The device allocation management table 56 is a table for managing the pool 4 1 that is

associated with the logical device 42 and is configured, as shown in Fig. 8, from a

device ID column 56A, an allocated pool ID column 56B and an allocated capacity

column 56C.

[0074] The device ID column 56A stores the device ID of the logical device 42, the

allocated pool ID column 56B stores the pool ID of all pools that were associated as a

pool 4 1 that is able to allocate a real storage area to that logical device 42. Incidentally,

the information to be stored in the device ID column 56A and the allocated pool ID

column 56B is set in advance by the administrator. The allocated capacity column 56C

stores the capacity of the real storage area that was previously allocated to that logical

device 42.

[0075] Accordingly, the case of the example illustrate in Fig. 8 shows that the pools 4 1

having a pool ID of "1" and "2" are associated as the pools 4 1 that are able to allocate a

real storage area to the logical device 42 having a device ID of "1," and that "1TB" of

real storage area has already been allocated from the foregoing pools 4 1 to that logical

device 42.

[0076] The pool allocation management information 57 is information for managing, for

each logical device 42, in what kind of ratio that the respective pools 4 1 associated

with that logical device 42 is allocating the real storage area to that logical device 42,

and is configured from an assumed pool allocation management table 62 (Fig. 9A) and

a real pool allocation management table 63 (Fig. 9B).

[0077] The assumed pool allocation management table 62 is a table for managing the the

oretical value of the ratio of the real storage area, for each logical device 42, in which

the respective pools 4 1 associated with that logical device 42 are assumed to allocate



[the real storage area] to that logical device 42 and is configured, as shown in Fig. 9A,

from a device ID column 62A, an allocated pool ID column 62B, a used size column

62C and an assumed pool usage rate column 62D.

[0078] The device ID column 62A stores the device ID of the logical device 42, and the

allocated pool ID column 62B stores the pool ID of all pools 4 1 that are associated

with that logical device 42. The used size column 62C stores the capacity of the real

storage area that has already been allocated to the corresponding logical device 42.

[0079] The assumed pool usage rate column 62D is provided within the allocation rate

column 62E by corresponding to the respective pools 4 1 defined in the storage system

4, and the allocation rate column 62E stores the theoretical value of the ratio of the real

storage area in which the corresponding pool 4 1 is assumed to allocate the [real storage

area] to the corresponding logical device 42.

[0080] Accordingly, the case of the example illustrated in Fig. 9A shows the pools 4 1

having a pool ID of "1" and "2" are allocated to the logical device 42 having a logical

device ID of "1," a total of "0.2TB" of real storage area have already been allocated

from these two pools 41, and the ratio of the real storage area in which these two pools

4 1 are assumed to allocate to that logical device 42 is respectively "50%."

[0081] The real pool allocation management table 63 is a table for managing, for each

logical device 42, the measured value of the ratio of the real storage area that is

actually allocated to the logical device 42 by the respective pools 4 1 associated with

that logical device 42 and is configured, as shown in Fig. 9B, from a device ID column

63A, an allocated pool ID column 63B, an used size column 63C and a real pool usage

rate column 63D.

[0082] The device ID column 63A, the allocated pool ID column 63B and the used size

column 63C respectively store the same information as the device ID column 62A, the

allocated pool ID column 62B and the used size column 62C in the assumed pool al

location management table 62.

[0083] The real pool usage rate column 63D is provided with an allocation rate column 43E

in correspondence with the respective pools 4 1 defined in the storage system 4, and the

allocation rate column 63E stores the measured value of the ratio of the real storage

area that is actually allocated by the corresponding pools 4 1 to the corresponding

logical device 42, respectively.

[0084] Accordingly, the case of the example illustrated in Fig. 9B shows that the ratio of the

real storage area that is actually allocated by the pools 4 1 having a pool ID of "1" and

"2" to the logical device 42 having a logical device ID of "1" is respectively "60%" and

"40%."

[0085] The threshold management table 58 is a table for managing the timing of expanding

the pool 4 1 that is predetermined by the administrator and is configured, as shown in



Fig. 10, a pool ID column 58A, a total size column 58B, a used size column 58C, a rise

rate column 58D, a creation date and time column 58E and a threshold column 58F.

[0086] The pool ID column 58A stores the pool ID of the corresponding pool 41, and the

total size column 58B stores the total capacity of that pool 41. The used size column

58C stores, among the capacity of the corresponding pool 41, the current capacity that

the pool 4 1 has already allocated to any one of the logical devices 42.

[0087] The rise rate column 58D stores the rise rate per unit of time of the allocated amount

of the real storage area that the corresponding pool 4 1 allocated to any one of the

logical devices 42. This rise rate is calculated and updated during the writing of data

(when a write access occurs) into the logical device 42. The creation date and time

column 58E stores the data and time that the corresponding pool 4 1 was created.

[0088] The threshold column 58F stores the threshold (this is hereinafter referred to as the

"usage rate threshold") of the rate of the used capacity (this is hereinafter referred to as

the "usage rate") in relation to the total capacity of the corresponding pool 41. If the

usage rate of any one of the pools 4 1 exceeds the usage rate threshold that is set

regarding that pool 41, the storage system 4 notifies the management computer 6 to

such effect based on the fault management program 51, and requests the administrator

to expand that pool 41.

[0089] Accordingly, the case of the example illustrated in Fig. 10 shows that the pool 4 1

having a pool ID of "1" was created at "02/20/2009 00:00:00," "80TB" among its total

capacity of "200TB" has already been allocated to the logical device 42, the current

rise rate per day of the real storage area allocated to the logical device 42 is "0.2%,"

and the usage rate threshold is "80%."

[0090] Incidentally, the foregoing usage rate threshold is decided based on the period

required for procuring and adding the physical disk 25 configuring the pool 41, and the

rise rate in the capacity of that pool 41. As an example, the usage rate threshold can be

decided based on the result of multiplying the period required for procuring and adding

the physical disk 25, and the capacity rise rate of that pool 41.

(1-2-2) Specific Processing Routine of Data Migration Function and Fault Extent

Notification Function

[0091] The specific processing contents of the CPU 23 (Fig. 1) of the storage system 4

regarding the foregoing data migration function and the fault extent notification

function are now explained.

(1-2-2-1) Data Migration Processing

[0092] As described with reference to Fig. 8, with the storage system 4 according to this em

bodiment, one or more pools 4 1 for dynamically allocating a real storage area to the re

spective logical devices 42 are predetermined in the respective logical devices 42.

[0093] In the foregoing case, if a plurality of pools 4 1 are associated with one logical device



42, the pool 4 1 with the highest response performance is initially set as the real storage

area allocating pool. Subsequently, data stored in that real storage area allocating pool

is moved to another pool 4 1 according to the migration condition explained with

reference to Fig. 7, and the real storage area allocating pool to allocate a real storage

area to the divided area that was storing the data in such logical device 42 is con

sequently changed to another pool 41.

[0094] For example, with the example illustrated in Fig. 7, in the case of the logical device

42 having a device ID of "1," the real storage area is initially allocated from the pool

4 1 having a pool ID of "1," and, subsequently, once the data stored in that real storage

area becomes "unused for 3 days," that data is moved to the pool 4 1 having a pool ID

of "2," and the real storage area allocating pool is thereafter changed to the pool 4 1

having a pool ID of "2."

[0095] Incidentally, although the migration policy management table 55 prescribes a

migration condition to the effect of moving the data to the pool 4 1 having a pool ID of

"3" once such data stored in the pool 4 1 having a pool ID of "2" becomes "unused for 5

days," for instance, since only the pools 4 1 having a pool ID of "1" and "2" are a s

sociated with the logical device 42 having a device ID of "1," the data written into the

logical device 42 having a device ID of "1" will never be moved to the pool 4 1 having

a pool ID of "3."

[0096] Fig. 11 shows the specific processing contents of the CPU 23 regarding the data

migration processing based on the foregoing data migration function. When data

writing (write access) from the server computer 2 arises, the CPU 23 executes the data

migration processing shown in Fig. 11 according to the migration program 52 stored in

the nonvolatile memory 26.

[0097] Specifically, when the CPU 23 receives a data write request from the server

computer 2, it starts the data migration processing, and foremost acquires the device ID

of the logical device 42 as the write destination of the data included in the write request

(SP1).

[0098] Subsequently, the CPU 23 refers to the device mapping management table 54 (Fig. 6)

based on the device ID acquired at step SP1, and acquires the pool ID of the pool (real

storage area allocating pool) 4 1 that is providing the real storage area allocated to the

storage area of the write destination of the data designated in the write request within

that logical device 42 (SP2).

[0099] Subsequently, the CPU 23 refers to the device allocation management table 56 (Fig.

8) and acquires the pool ID of all pools 4 1 associated with the logical device 42 of the

write destination of the data designated in the write request (SP3), and determines

whether there is a pool 4 1 that will become the destination of the data subsequently to

the pool 4 1 of the pool ID acquired at step SP2 by referring to the acquired pool ID of



the respective pools 4 1 and the migration policy management table 55 (Fig. 7) (SP4).

[0100] To obtain a negative result in the foregoing determination means that there is no

other pool 4 1 to which data can be moved from the current real storage area allocating

pool if the various types of migration conditions stored in the migration policy

management table 55 are followed. Consequently, in the foregoing case, the CPU 23

ends the data migration processing.

[0101] Meanwhile, to obtain a positive result in the determination of step SP4 means that

there is another pool 4 1 to which data can be moved from the current real storage area

allocating pool. Consequently, in the foregoing case, the CPU 23 refers to the device

mapping management table 54 (Fig. 6) and acquires the date and time that any one of

the server computers 2 last accessed the storage area of the write destination of the data

designated in the write request (SP5).

[0102] Subsequently, the CPU 23 refers to the migration policy management table 55 and

acquires the migration condition that is predetermined regarding the current real

storage area allocating pool (SP6), and determines whether the data stored in the

current real storage area allocating pool satisfies the migration condition that is set

forth regarding such real storage area allocating pool based on the last access date and

time acquired at step SP5 and the migration condition acquired at step SP6 (SP7).

[0103] If the CPU 23 obtains a negative result in the foregoing determination, it ends the

data migration processing.

[0104] Meanwhile, if the CPU 23 obtains a positive result in the foregoing determination, it

changes the real storage area allocating pool from the current pool 4 1 to another pool

4 1 designated in the migration condition. Moreover, by controlling the corresponding

physical disk 25, the CPU 23 moves the corresponding data that was stored in the

original real storage area allocating pool to the new real storage area allocating pool

(SP8). The CPU 23 thereafter ends the data migration processing.

(1-2-2-2) Fault Extent Notification Processing

[0105] Meanwhile, Fig. 12 shows the specific processing contents of the CPU 23 concerning

the fault extent notification function. The CPU 23 executes the fault extent notification

processing shown in Fig. 12 according to the fault management program 51.

[0106] Specifically, if a fault occurs in any one of the pools 4 1 (for instance, if a fault occurs

in the physical disk or the like providing a storage area to that pool 41), the CPU 23

starts the fault extent notification processing. The CPU 23 foremost calculates, for each

logical device 42, the theoretical value (this is hereinafter referred to as the "assumed

pool allocation rate") of the ratio of the real storage area in which the respective pools

4 1 associated with that logical device 42 is assumed to allocate [the real storage area]

to the respective logical devices 42 based on the migration policy management table 55

and the device allocation management table 56 (Fig. 8), and the access status to the re-



spective divided areas of the respective logical devices 42 defined in the storage

system 4, and stores the calculation result in the corresponding allocation rate column

62E (Fig. 9A) of the assumed pool usage rate column 62D (Fig. 9A) in the assumed

pool allocation management table 62 (Fig. 9A) (SP10).

[0107] Subsequently, the CPU 23 calculates, for each logical device 42, measured value

(this is hereinafter referred to as the "real pool allocation rate") of the real storage area

that is actually allocated to that logical device 42 by the respective pools 4 1 associated

with that logical device 42 based on the device mapping management table 54 (Fig. 6),

and stores the calculation result in the corresponding allocation rate column 63E (Fig.

9B) of the real pool usage rate column 63D (Fig. 9B) in the real pool allocation

management table 63 (Fig. 9B) (SP11).

[0108] The CPU 23 thereafter determines whether the assumed pool allocation rates

calculated at step SP10 and the assumed pool allocation rates calculated at step SP1 1

all coincide (SP12).

[0109] If the CPU 23 obtains a positive result in the foregoing determination, it notifies the

administrator that the impact from this fault did not extend to the other pools 4 1

(SP13), and thereafter ends the fault extent notification processing.

[0110] Meanwhile, if the CPU 23 obtains a negative result at step SP12, it calculates the

extent of impact of such fault. Specifically, the CPU 23 calculates the rise rate of the

allocated amount of the real storage area per unit of time of the pools 4 1 in which the

real pool allocation rate is exceeding the assumed pool allocation rate, and stores the

calculation result in the corresponding rise rate column 58D (Fig. 10) of the threshold

management table 58 (Fig. 10). The CPU 23 thereafter determines that the pools 4 1 in

which the rise rate exceeds a predetermined reference value to be included in the extent

of impact of the fault (SP14).

[0111] The CPU 23 concurrently calculates the recommended value (this is hereinafter

referred to as the "recommended threshold") of the foregoing usage rate threshold

(threshold stored in the threshold column 58F (Fig. 10)) regarding the threshold

management table 58 (Fig. 10) for the respective pools 4 1 that were determined to be

included in the extent of impact of the fault (SP14).

[0112] Specifically, the foregoing recommended threshold is calculated based on the time

empirically considered to be capable of recovering a pool 4 1 subject to a fault up to the

depletion of that pool 41, the capacity of that pool 4 1 stored in the threshold

management table 58, and the rise rate of the real allocated size per unit of time of that

pool 41.

[0113] Specifically, with the time empirically considered to be capable of recovering a pool

4 1 subject to a fault up to the depletion of that pool 4 1 as T, the capacity of that pool

4 1 as B, and the rise rate of the real allocated size per unit of time of that pool 4 1 as D,



if recovery is started at the timing where the remaining capacity becomes B * D * T,

the recovery will be complete at the timing that the remaining capacity becomes "0."

Accordingly, if the recovery processing of the pool 4 1 subject to a fault is not started

before the remaining capacity of that pool 4 1 becomes B * D * T, then that pool 4 1

will become depleted.

[0114] Consequently, the CPU 23 calculates, for each pool 41, the recommended threshold

F of the respective pools 4 1 that were determined to be included in the extent of impact

of such fault according to the following formula:

F = 1 - (B * D * T)/B

= 1 - (D * T) (2).

[0115] The CPU 23 thereafter notifies the extent of impact of the fault to the management

computer 6 separate from the notification of the occurrence of the fault. The contents

of the notification include the pool ID of the pools 4 1 included in the extent of impact

of the fault and the recommended threshold of those pools 4 1 calculated as described

above. Consequently, the administrator is able to easily keep track, through the

management computer 6, of the extent of impact of the fault that occurred in the pools

4 1 and the recommended threshold of the respective pools 4 1 that were affected by the

fault.

[0116] Fig. 13 shows an example of a notification screen (this is hereinafter referred to as

the "fault impact extent display screen") 70 that is displayed on the management

computer 6 based on the foregoing notification. The fault impact extent display screen

70 is configured from a fault information column 71 and a recommended threshold

column 72. The fault information column 7 1 displays the pool ID of the pool 4 1 that

was subject to a fault at that time, and the recommended threshold column 72 re

spectively displays the pool ID of the respective pools 4 1 included in the extent of

impact of that fault, the current usage rate threshold, and the recommended threshold.

Incidentally, the foregoing information may also be displayed in a report format.

[01 17] Fig. 14 shows the specific processing contents of the assumed pool allocation rate

calculation processing to be executed at step SP10 of the fault extent notification

processing explained with reference to Fig. 12. When the CPU 23 proceeds to step

SP10 of the fault extent notification processing, it calculates, for each logical device

42, the allocation rate of the real storage area which is assumed to be allocated from

the respective pools 4 1 to that logical device 42 based on the fault management

program 51.

[0118] Specifically, when the CPU 23 proceeds to step SP10 of the fault extent notification

processing, it starts the assumed pool allocation rate calculation processing, and

foremost refers to the device allocation management table 56 and determines whether

the processing of step SP21 onward explained below has been completed regarding all



logical devices 42 defined in the storage system 4 (SP19).

[0119] If the CPU 23 obtains a negative result in the foregoing determination, it selects one

logical device 42 in which the processing of step SP21 onward has not been completed

among all logical devices 42 (SP20), and thereafter refers to the device mapping

management table 54 and selects one divided area to which a real storage area was

allocated from any one of the pools and to which the processing of step SP23 has not

been executed among the divided areas of that logical device 42 (SP22).

[0120] Subsequently, the CPU 23 refers to the device mapping management table 54 and

acquires the device ID of the logical device 42 including that divided area (SP23), and

acquires the pool ID of the pool 42 that is allocating the real storage area to that

divided area (SP24).

[0121] Subsequently, the CPU 23 acquires the last access date and time of the user to that

divided area from the device mapping management table 54 (SP25), and thereafter

acquires the pool ID of the respective pools 4 1 associated with the logical device 42

including that divided area from the device allocation management table 56 (SP26).

[0122] Moreover, the CPU 23 reads the migration condition for moving the data stored in

the respective pools 4 1 acquired at step SP24 to another pool 4 1 from the migration

policy management table 55 (SP27), and thereafter calculates the pool 4 1 which should

be allocating the real storage area to that divided area under normal circumstances

based on the last access date and time from the user to the target divided area acquired

at step SP25, the pool ID of the respective pools 4 1 acquired at step SP26, and the

migration condition acquired at step SP27 (SP28).

[0123] Subsequently, the CPU 23 returns to step SP21, and repeats the processing of step

SP21 to step SP28 until it obtains a positive result at step SP21.

[0124] When the CPU 23 eventually obtains a positive result at step SP21 as a result of

completing the execution of similar processing regarding all divided areas allocated

with the real storage area in the target logical device 42, it returns to step SP19, and

thereafter repeats the processing of step SP19 to step SP28 until it obtains a positive

result at step SP19.

[0125] Consequently, if a divided area allocated with a real storage area from any one of the

pools 4 1 among the logical devices 42 defined in the storage system 4 exists as shown

on the left side of Fig. 15, the foregoing processing is performed to sequentially

calculate the pools 4 1 which should have allocated the real storage area to the re

spective divided areas under normal circumstances as shown on the right side of Fig.

15.

[0126] When the CPU 23 eventually obtains a positive result at step SP19 as a result of

completing the calculation of the pools 4 1 which should have allocated, under normal

circumstances, the real storage area to the respective divided areas that are allocated



with a real storage area from any one of the pools 4 1 among the divided areas of that

logical device 42 regarding all logical devices 42 defined in the storage system 4, it

calculates the assumed pool allocation rate for each logical device 42 based on the

foregoing processing result (SP29).

[0127] For instance, in the case of the example illustrated in Fig. 15, the assumed pool a l

location rate regarding the logical device 42 having a device ID of "1" is 25% for the

pool 4 1 of "pool 1," 50% for the pool 4 1 of "pool 2," and 25% for the pool 4 1 of "pool

3." In addition, the assumed pool allocation rate regarding the logical device 42 having

a device ID of "2" is 25% for the pool 4 1 of "pool 1," 25% for the pool 4 1 of "pool 2,"

and 50% for the pool 4 1 of "pool 3." Moreover, the assumed pool allocation rate

regarding the logical device 42 having a device ID of "3" is 0% for the pool 4 1 of

"pool 1," 0% for the pool 4 1 of "pool 2," and 100% for the pool 4 1 of "pool 3."

[0128] When the CPU 23 completes the calculation of the assumed pool allocation rate for

each logical device 42, it thereby ends the assumed pool allocation rate calculation

processing.

(1-3) Effect of Present Embodiment

[0129] As described above, with the computer system 1 according to the present em

bodiment, when a fault occurs in the pool 4 1 of the storage system 4, the extent of

impact of that fault is identified and notified to the administrator. Thus, the admin

istrator will be able to easily and promptly recognize the location of the fault and the

extent of impact of the fault, and the functionality of the computer system can thereby

be improved.

(2) Second Embodiment

[0130] Fig. 16, in which the components corresponding to those of Fig. 1 are respectively

given the same reference numerals, shows a computer system 80 according to the

second embodiment. The computer system 80 is configured the same as the computer

system 1 (Fig. 1) according to the first embodiment excluding the point that a plurality

of reserved physical disks 82 are provided to the storage system 81, and the point that a

pool expansion program 83 and a pool expansion management table 84 are additionally

stored in the nonvolatile memory 26 of the storage system 81.

[0131] The reserved physical disk 82 is configured, as with the physical disk 25, from an

expensive disk such as a SCSI disk or an inexpensive disk such as a SATA (Serial AT

Attachment) disk or an optical disk. These reserved physical disks 82 are associated

with any one of the pools 4 1 in advance, and are used to expand the associated pool 41.

[0132] The pool expansion program 83 is a program for temporarily expanding the capacity

of the other pools 4 1 that will be affected by the fault in order to prevent the depletion

of the capacity of the other pools 4 1 that will be affected by the fault when a fault

occurs in any one of the pools 41.



[0133] Specifically, since data cannot be moved to a pool 4 1 that was subject to a fault, data

will be accumulated in the pool 4 1 that should have moved the data to the other pool

4 1 according to the foregoing migration condition, and the capacity of that pool 4 1 will

be consumed for the amount of such data. For instance, in the case of the example i l

lustrated in Fig. 7, if a fault occurs in the pool 4 1 having a pool ID of "2," data will be

accumulated in the pool having a pool ID of "1," and, if a fault occurs in the pool 4 1

having a pool ID of "3," data will be accumulated in the pool 4 1 having a pool ID of

"2."

[0134] Thus, with the storage system 8 1 in the foregoing case, the capacity of the pool 4 1

that will be affected by that fault is expanded according to the pool expansion program

83.

[0135] The pool expansion management table [84] is a table for managing the corre

spondence relationship of the temporarily expanded pool 4 1 and the divided area in the

logical device 42 to which a real storage area was allocated from that pool 4 1 and is

configured, as shown in Fig. 17, a device ID column 84A, a pool ID column 84B, an

expanded pool ID column 84C, a device start address column 84D, a pool start address

column 84E, a used size column 84F and a last access date and time column 84G.

[0136] The device ID column 84A stores the device ID of the corresponding logical device

42, and the device start address column 84D stores the start address of the divided area

associated with that entry in the corresponding logical device 42.

[0137] The pool ID column 84B stores the pool ID of the pool (storage area allocated pool

41) that will dynamically allocate the real storage area to that logical device 42, and the

pool start address column 84E stores the start address of the real storage area that was

allocated from that pool 4 1 to the corresponding divided area of the logical device 42.

[0138] The used size column 84F stores the size of the real storage area that the storage area

allocated pool 4 1 allocated to the divided area corresponding to that entry (that is, the

size of the corresponding divided area of the logical device 42).

[0139] The expanded pool ID column 84C stores the pool ID of the pool 4 1 in which the

capacity was expanded when a fault occurred in the pool 4 1 having a pool ID stored in

the pool ID column 84B of the same row.

[0140] The last access date and time column 84G stores the last access date and time from

the server computer 2 to that storage area.

[0141] Fig. 18 shows the processing routine of the extent of impact notification processing

according to the second embodiment to be executed by the CPU 23 of the storage

system 81 in substitute for the extent of impact notification processing according to the

first embodiment explained with reference to Fig. 12 when a fault occurs in any one of

the pools 4 1 in the storage system 81.

[0142] The CPU 23 starts the fault extent notification processing shown in Fig. 18 when a



fault occurs in any one of the pools 41, and performs the processing of step SP30 to

step SP34 as with the processing of step SP10 to step SP14 of Fig. 12.

[0143] Subsequently, the CPU 23 determines whether there is a pool 41, among the re

spective pools 4 1 that are affected by the fault that occurred in the pool 41, in which

the used capacity rate in relation to the total capacity has already exceeded the rec

ommended threshold of that pool 4 1 that was calculated at step SP34 (SP35).

[0144] If the CPU 23 obtains a negative result in the foregoing determination, it proceeds to

step SP38. Meanwhile, if the CPU 23 obtains a positive result in the foregoing deter

mination, it determines whether a reserved physical disk 82 (Fig. 16) is associated with

the pool 4 1 in which the used capacity rate in relation to the total capacity has already

exceeded the recommended threshold of that pool 4 1 that was calculated at step SP34

(SP36).

[0145] The CPU 23 expands the capacity of that pool 4 1 by incorporating the storage area

provided by the reserved physical disk 82 associated with that pool 4 1 into the capacity

of that pool 4 1 according to the foregoing pool expansion program 83 regarding the

pool 4 1 in which a positive result was obtained in the foregoing determination. The

CPU 23 concurrently stores the pool ID of the expanded pool 4 1 in the corresponding

expanded pool ID column 84C of the pool expansion management table 84 (SP37).

[0146] The CPU 23 thereafter notifies the existence of pools 4 1 that are affected by the fault

to the management computer 6 separate from the notification of the occurrence of the

fault. The contents of the notification include the pool ID of the pools 4 1 included in

the extent of impact of the fault, the recommended threshold of those pools 4 1

calculated as described above, and the pool ID of the pool 4 1 that will be affected by

the fault but has no reserved physical disk 82.

[0147] The CPU 23 thereafter ends the extent of impact notification processing.

[0148] As described above, with the computer system 80 according to the present em

bodiment, in addition to searching for the extent of impact of the fault and notifying

the administrator when a fault occurs in the pool 4 1 of the storage system 81, since the

capacity of the other pools 4 1 that will be affected by that fault is expanded, it is

possible to effectively prevent the capacity of such other pools 4 1 from becoming

depleted, and thereby construct a computer system with high fault tolerance.

(3) Third Embodiment

[0149] Fig. 19, in which the components corresponding to those of Fig. 16 are respectively

given the same reference numerals, shows a computer system 90 according to the third

embodiment. The computer system 90 is configured the same as the computer system

80 according to the second embodiment excluding the point that a pool reconstruction

program 92 is stored in the nonvolatile memory 26 of the storage system 91.

[0150] The pool reconstruction program 92 is a program for returning data stored in another



pool 4 1 (pool 4 1 which should have moved data to the pool 4 1 subject to a failure in

the second embodiment) during the occurrence of a fault of that pool 4 1 after the fault

recovery thereof to the primary pool (pool subject to a fault) 41, and returning the

status of the other pool 4 1 to a normal state.

[0151] Fig. 20 shows the processing routine of the pool reconstruction processing to be

executed by the CPU 23 of the storage system 9 1 based on the pool reconstruction

program.

[0152] When the CPU 23 recognizes that the pool subject to a fault has been recovered from

such fault due to the replacement of the physical disk 25 or the like based on an input

by the administrator, it starts the pool reconstruction processing, and foremost refers to

the pool expansion management table 84 (Fig. 17) and detects all pools 4 1 which

should have been expanded due to the fault of that pool 41, and moves the migration

target data that is accumulated in those pools 4 1 to the pool 4 1 that recovered from the

fault based on the migration program 52 (Fig. 19) and according to the migration

policy explained with reference to Fig. 7 (SP40).

[0153] Subsequently, the CPU 23 deletes the pool ID of the pools 4 1 from which data was

moved at step SP40 from the corresponding expanded pool ID column 84C (Fig. 17) in

the pool expansion management table 84 (SP41). The CPU 23 thereafter notifies the

management computer 6 that the foregoing recovery processing was executed (SP42),

and then ends the pool reconstruction processing.

[0154] As described above, with the computer system 90 according to the present em

bodiment, since data accumulated in the pools 4 1 that were affected by the fault is

moved, after the fault recovery of the pool 41, to the pool 4 1 that recovered from the

fault, it is possible to reliably prevent the capacity of the pools 4 1 that were affected by

the fault from becoming depleted, while at the same time promptly recovering the pool

4 1 from the fault.

(4) Other Embodiments

[0155] Although the first to third embodiments described above described cases of applying

the present invention to the storage systems 1, 81, 9 1 configured as shown in Fig. 1,

Fig. 16 and Fig. 19, the present invention is not limited thereto, and may be broadly

applied to other storage systems of various configurations.

[0156] Moreover, although the first to third embodiments described above explained cases

of applying the physical disk 25 as the storage medium for providing a storage area to

the pools 41, the present invention is not limited thereto, and, for instance, a storage

medium other than the physical disk 25 such as a semiconductor memory may also be

used.

[0157] Moreover, although the first to third embodiment described above explained cases of

configuring the configuration management unit for dynamically allocating the storage



area to the logical device 42 according to a data write request from the server computer

2 [for writing data] into the logical device 42, the migration unit for changing the pool

4 1 to allocate the storage area to another pool 4 1 according to an access status from the

server computer 2 to the data written into the logical device 42, and moving the data to

the other pool, and the fault management unit for identifying, when a fault occurs in

any one of the pools, an extent of impact of the fault and notifying the identified extent

of impact of the fault to an administrator from the CPU 23 that governs the operational

control of the overall storage systems 4, 81, 9 1 and program, the present invention is

not limited thereto, and the functions of the configuration management unit, the

migration unit and the fault management unit may be realized by respectively

providing dedicated hardware.

[0158] Similarly, although the second embodiment described above explained a case of

realizing, in addition to the functions of the configuration management unit, the

migration unit and the fault management unit, the function as the pool expansion unit

for expanding the capacity of the pool 4 1 in which the threshold of the used capacity

rate in relation to the total capacity has exceeded the recommended threshold also with

the CPU 23, the present invention is not limited thereto, and the function of the pool

expansion unit may also be realized by providing dedicated hardware.

[0159] Similarly, although the third embodiment described above explained a case of

realizing, in addition to the functions of the configuration management unit, the

migration unit and the fault management unit, the function as the pool reconstruction

unit for moving, after the fault recovery of the pool that was subject to a fault, data

stored in the pool 4 1 with an expanded capacity to the pool 4 1 that recovered from the

fault also with the CPU 23, the present invention is not limited thereto, and the

function of the pool reconstruction unit may also be realized by provided dedicated

hardware.

[0160] Moreover, although the first to third embodiments described above explained a case

of starting the fault extent notification processing explained with reference to Fig. 12 at

the timing that the CPU 23 detects a fault in any one of the pools 41, the present

invention is not limited thereto, and this may also be started at the timing that is

delayed for a prescribed period after the CPU 23 detects the occurrence of a failure in

any one of the pools 41. This is in consideration of the fact that the impact of the fault

of the pool 4 1 appears after the lapse of a certain period of time, and not immediately,

after the occurrence of such fault. Moreover, when the CPU 23 detects the occurrence

of a fault in any one of the pools 41, the fault extent notification processing may

thereafter be executed periodically.

[0161] Moreover, although the first to third embodiments described above explained a case

where the recommended threshold of the respective pools 4 1 was calculated based on



Formula (1) at step SP14 of the fault extent notification processing, the present

invention is not limited thereto, and the recommended threshold may be calculated

based on other methods.

[0162] In addition, although the first to third embodiments described above explained a case

of calculating the assumed pool allocation rate of the respective logical devices 42

according to the methods described with reference to Fig. 14 and Fig. 15, the present

invention is not limited thereto, and the assumed pool allocation rate of the respective

logical devices 42 may also be calculated based on other methods.

Industrial Applicability
[0163] The present invention can be broadly applied to storage system of various config

urations that provide a virtual logical device to a host system.
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Claims
[Claim 1] A storage system connected to a host system, comprising:

a storage medium for storing data sent from the host system; and

a controller including a memory and a processor,

wherein the controller comprises:

a configuration management unit for managing a storage area provided

by the storage medium by dividing it into a plurality of pools, providing

a virtual logical device to the host system, and dynamically allocating

the storage area to the logical device from a pool associated with the

logical device according to a data write request from the host system

[for writing data] into the logical device;

a migration unit for changing the pool to allocate the storage area to an

area that stored the data in the logical device to another pool according

to an access status from the host system to [the] data written into the

logical device, and controlling the storage medium for moving the data

to the other pool; and

a fault management unit for managing a correspondence relationship of

the logical device and the pool, identifying, when a fault occurs in any

one of the pools, an extent of impact of the fault based on [the corre

spondence relationship] of the logical device and the pool, and

notifying the identified extent of impact of the fault to an administrator.

[Claim 2] The storage system according to claim 1,

wherein the memory of the controller stores:

a configuration management program for managing the configuration

of physical resources and logical resources of the storage system;

a migration program for moving data stored in a pool to another pool;

and

a fault management program for detecting a fault that occurred in the

physical resources and the logical resources of the storage system, and

executing measures in accordance with the contents of the fault,

wherein the configuration management unit of the controller is

configured from the processor and the configuration management

program;

wherein the migration unit of the controller is configured from the

processor and the migration program, and

wherein the fault management unit of the controller is configured from

the processor and the fault management program.
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[Claim 3] The storage system according to claim 1,

wherein the fault management unit compares a theoretical value of a

ratio of the storage area that is assumed to be allocated by the re

spective pools associated with the logical device to that logical device,

and a measured value of a ratio of the storage area that has been

actually allocated by the respective pools to that logical device, and

identifies the extent of impact of the fault based on the comparative

result.

[Claim 4] The storage system according to claim 1,

wherein, if the theoretical value of the ratio of the storage area and the

measured value of the ratio of the storage area do not coincide, the fault

management unit calculates a rise rate of an amount of the storage area

per unit of time allocated to any one of the logical devices for each pool

associated with that logical device, and determines whether the pool is

included in the extent of impact of the fault based on the calculation

result.

[Claim 5] The storage system according to claim 1,

wherein the migration unit manages a predetermined migration

condition concerning the access status for moving data stored in a pool

to another pool, moves the data to the other pool according to the

migration condition, and changes the pool to allocate the storage area to

an area that stored the data in the logical device to the other pool.

[Claim 6] The storage system according to claim 4,

wherein the migration condition is a transitional period from the last

access date and time of the host system to the data.

[Claim 7] The storage system according to claim 1,

wherein the fault management unit manages, for each pool, a threshold

of a used capacity rate of the pool in relation to the total capacity of that

pool, and notifies the administrator when the rate of any one of the

pools exceeds the threshold, and

wherein, if a fault occurs in any one of the pools, [the fault

management unit] notifies the administrator of a recommended value of

the threshold regarding the respective pools included in the extent of

impact of the fault.

[Claim 8] The storage system according to claim 7,

wherein the fault management unit calculates a recommended value F

of the threshold of the respective pools based on the following formula

with the time empirically considered to be capable of recovering a pool
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that was subject to a fault up to the depletion of that pool as T, and a

rise rate of a real allocated size per unit of time of that pool as D :

F = 1 - (D * T) (1).

[Claim 9] The storage system according to claim 6, further comprising:

a pool expansion unit for expanding the capacity of a pool in which a

threshold of the used capacity rate in relation to the total capacity

exceeds the recommended value.

[Claim 10] The storage system according to claim 7, further comprising:

a pool reconstruction unit for moving, after the recovery of a pool that

was subject to a fault, data stored in the pool with the expanded

capacity to a pool that recovered from the fault.

[Claim 11] A control method of a storage system comprising a storage medium for

storing data sent from the host system, and a controller,

the control method comprising:

a first step of the controller managing a storage area provided by the

storage medium by dividing it into a plurality of pools, providing a

virtual logical device to the host system, and dynamically allocating the

storage area to the logical device from a pool associated with the

logical device according to a data write request from the host system

[for writing data] into the logical device;

a second step of the controller changing a pool to allocate the storage

area to an area that stored the data in the logical device to another pool

according to an access status from the host system to [the] data written

into the logical device, and controlling the storage medium for moving

the data to the other pool; and

a third step of the controller identifying, when a fault occurs in any one

of the pools, an extent of impact of the fault based on [the corre

spondence relationship] of the logical device and the pool, and

notifying the identified extent of impact of the fault to an administrator.
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