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MONITORING NETWORK UTILIZATION

Background

[0001] A network may communicate and exchange information. As an

important tool to provide network services, a server may process large amounts of

data. Owing to demands for large amounts of data, multiple servers may be

packaged together in a server blade enclosure.

Brief Description of the Drawings

[0002] Figure 1 illustrates an example system for monitoring network

utilization, according to the present disclosure.

[0003] Figures 2A-2D are block diagrams of an example system for monitoring

network utilization, according to the present disclosure.

[0004] Figure 3 illustrates an example method according to the present

disclosure.

Detailed Description
[0005] Hyperscale computing systems can span thousands of servers.

Often, the amount of revenue generated per server is only slightly higher than the

total acquisition and operating cost of the server. In these environments,



profitability is greatly influenced by any changes in operating cost of the servers.

One way to improve operating costs is to automate as many activities as possible.

Another way to improve operating costs is to reduce power consumption.

[0006] Some server systems may simply leave all servers powered on all of

the time, relying on features of the central processing unit (CPU) and other

microcontrollers to operate in a lower power state when idle. While this lowers

power consumption, there is still overhead for the processor, memory, storage and

other infrastructure that can keep power consumption significantly above 0 Watts.

[0007] Some server systems may install agent software onto the servers to

monitor the utilization of the workload applications. Software agents are capable of

powering servers off. However, using software agents to power on a server that is

already powered off may introduce potential security holes or add additional

infrastructure into the server system. Further, software agents would have to be

written for every conceivable operating system that a user of the server system

might use. As such, software agents may be undesirable because of the possibility

of security vulnerabilities and added workload due in part to occasional software

updates.

[0008] In contrast, monitoring network utilization according to the present

disclosure provides an automated mechanism for monitoring the network utilization

of a pool of load balanced servers and using that as an input to an algorithm to

determine whether to power a server off or to power an additional server on.

Powering off underutilized servers saves power and increases utilization on the

remaining pool of load balanced servers. Powering on additional servers when

utilization reaches a certain level allows for increased demand to be satisfied while

meeting performance requirements.



[0009] Monitoring network utilization according to the present disclosure

lowers the operational cost of providing workloads in a server system, such as a

hyperscale server environment. Specifically, monitoring network utilization

according to the present disclosure lowers the power consumption of large

populations of servers by closely tying network utilization to the number of servers

that are powered on at any given time. When the system is under heavy utilization,

more servers are powered on to provide the required level of system performance.

When the system is under lower utilization, more servers are powered off, lowering

electrical consumption while maintaining application response times and

performance.

[0010] Figure 1 is a block diagram of an example system 100 for monitoring

network utilization, according to the present disclosure. System 100 may include at

least one computing device that is capable of communicating with at least one

remote system. In the example of Figure 1, system 100 includes a processor 101

and a machine-readable storage medium 103. Although the following descriptions

refer to a single processor and a single machine-readable storage medium, the

descriptions may also apply to a system with multiple processors and multiple

machine-readable storage mediums. In such examples, the instructions may be

distributed (e.g., stored) across multiple machine-readable storage mediums and the

instructions may be distributed (e.g., executed by) across multiple processors.

[0011] Processor 101 may be one or more central processing units (CPUs),

microprocessors, and/or other hardware devices suitable for retrieval and execution

of instructions stored in machine-readable storage medium 103. In the particular

embodiment shown in Figure 1, processor 101 may receive, determine, and send

instructions 105, 107, 109 for monitoring network utilization. As an alternative or in

addition to retrieving and executing instructions, processor 101 may include one or



more electronic circuits comprising a number of electronic components for performing

the functionality of one or more of the instructions in machine-readable storage

medium 103. With respect to the executable instruction representations (e.g., boxes)

described and shown herein, it should be understood that part or all of the executable

instructions and/or electronic circuits included within one box may, in alternate

embodiments, be included in a different box shown in the figures or in a different box

not shown.

[0012] Machine-readable storage medium 103 may be any electronic,

magnetic, optical, or other physical storage device that stores executable

instructions. Thus, machine-readable storage medium 103 may be, for example,

Random Access Memory (RAM), an Electrically-Erasable Programmable Read

only Memory (EEPROM), a storage drive, an optical disc, and the like. Machine-

readable storage medium 103 may be disposed within system 100, as shown in

Figure 1. In this situation, the executable instructions may be "installed" on the

system 100. Alternatively, machine-readable storage medium 103 may be a

portable, external or remote storage medium, for example, that allows system 100 to

download the instructions from the portable/external/remote storage medium. In this

situation, the executable instructions may be part of an "installation package". As

described herein, machine-readable storage medium 103 may be encoded with

executable instructions for monitoring network utilization.

[0013] Referring to Figure 1, determine a utilization baseline instructions 105,

when executed by a processor (e.g., 101 ) , may cause system 100 to determine,

using a switch module, a utilization baseline for a plurality of load balanced servers.

Given that the system 100 is a hyperscale system, each of the plurality of load

balanced servers may run the same workload. Therefore, to determine a utilization

baseline for the plurality of load balanced servers, the switch module need only



determine a utilization baseline for a single load balanced server. In some

examples, the instructions executable by the processor to cause the processor to

determine the utilization baseline includes instructions executable by the processor

to cause the processor to determine a lower utilization threshold. Similarly, the

instructions executable by the processor to cause the processor to determine the

utilization baseline may include instructions executable by the processor to cause

the processor to determine an upper utilization threshold. Depending on the

workload being run, a specific utilization baseline can be measured and used as a

configuration point for deciding when to power on or power off servers in the server

system.

[0014] For example, if the baseline measurement shows that a fully utilized

server for a specific workload is consuming 20% of the bandwidth available on its

network port, then a value slightly below (e.g., at least 1% below) the 20%

threshold can be set as a trigger for turning on additional servers. Say all of the

servers in the server system are now running at 19% to 20% traffic utilization, the

switch module may determine that one more server should be powered on to

absorb additional work requests and ensure sufficient performance of the system.

[0015] Likewise, if the servers are using significantly less than 20% of total

bandwidth, the switch module may determine that one server should be powered

off. In this example, if a number of servers are being measured at 13% utilization,

one server may be powered off. Assuming utilization stays below the threshold,

additional servers may be powered off.

[0016] Monitor network utilization instructions 107, when executed by a

processor (e.g., 101 ) , may cause system 100 to monitor, using the switch module,

network utilization of the plurality of load balanced servers. For example, as



discussed in relation to Figure 2 , a plurality of traffic counters can monitor the traffic

flow to and/or from each of the plurality of servers.

[0017] Power on or power off instructions 109, when executed by a processor

(e.g., 101 ) , may cause system 100 to send a communication from the switch module

and/or a separate management entity to a chassis manager, instructing the chassis

manager to power on or power off, a load balanced server among the plurality of

load balanced servers, based on the monitored network utilization and determined

utilization baseline. For example, the instructions may be executable by the

processor to cause the processor to power off the load balanced server using the

chassis manager and in response to a determination, by the switch module, that

the monitored network utilization is at or below the lower utilization threshold.

Additionally and/or alternatively, the power on or power off instructions 109 may

comprise instructions executable by the processor to cause the processor to power

on the load balanced server using the chassis manager and in response to a

determination by the switch module that the monitored network utilization is at or

above the upper utilization threshold.

[0018] In some examples, the system 100 may further include instructions

executable by the processor 101 to power off a first load balanced server using the

chassis manager and power off a second load balanced server using the switch

module and in response to a determination by the switch module that the

monitored network utilization is at or below the lower utilization threshold after a

threshold period of time. For example, a first server may be powered off, and

network utilization may be monitored for a threshold period of time (e.g., 10

seconds, 30 seconds, 1 minute etc.). After the completion of the threshold period

of time, a second server may be powered off if the network utilization is still at or

below the lower utilization threshold. Similarly, if the network utilization is at or



above the upper utilization threshold after the threshold period of time, the first

server may be turned back on and/or no change may be made.

[0019] Figures 2A-2D are block diagrams of an example system 202 for

monitoring network utilization, according to the present disclosure. The system 202

may include a network comprising a plurality of load balanced servers (204-1 , 204-

2 , 204-3,... 204-N, referred to collectively as the plurality of load balanced servers

204). As used herein, a load balanced server refers to a system in which all

servers in a given load balanced domain are running the same workload and can

be powered on and off interchangeably to service application requests. Such a

system enables a server to be powered on or off without altering server workload,

thereby leading to significant operational savings by powering off underutilized

servers.

[0020] Further, the system 202 may include a switch module 206 coupled to

the plurality of load balanced servers 204, the switch module 206 to monitor

network utilization of the plurality of load balanced servers 204. The switch module

206 may include a number of components allowing it to inspect packets and make

routing determinations. For instance, the switch module 206 may include a switch

application specific integrated circuit (ASIC) 210. The switch ASIC 210 may

include a plurality of traffic counters 212-1 , 212-2, 212-3, 212-P (collectively

referred to herein as traffic counters 212) that count transmission and receipt of

packets by the servers. The traffic counters 212 may be hardware or hardware

and instructions to track the utilization of a server over time. Put another way, each

server may be associated with a particular traffic counter which monitors

transmission and receipt of packets by that particular server. The switch ASIC 210

may be able to manage the traffic counters 212 with no drop in forwarding

performance of the switch module 206. Over a threshold period of time, which may



be specified by an administrator, traffic averages, peak network usage and

decreased network usage can be tallied. As illustrated in Figures 2A-2D, the

switch module 206 may include a memory, such as random access memory (RAM)

214 to store server utilization data and routing tables, among other information.

While RAM is provided herein as an example form of data storage, examples are

not so limited and system 202 may include other forms of memory other than RAM.

The collected network usage data can be used as input in a power management

algorithm utilized by the switch module 206 and designed to maintain optimal

efficiency (e.g., latency) and power usage levels within the server system.

[0021] As illustrated in Figures 2A-2D, the system 202 may include a

chassis manager 208 coupled to the switch module 206. The chassis manager

208 may power on or power off a load balanced server among the plurality of load

balanced servers 204 in response to receipt of a power control communication

from the switch module 206. As used herein, a power control communication

refers to a signal instructing the power on or power off of at least one load

balanced server. While Figures 2A-2D illustrate a single switch module 206,

examples are not so limited and the system 202 may include a plurality of switch

modules.

[0022] In some examples, the switch module 206 may be implemented by,

and incorporated in, a chassis manager 208. However, examples are not so

limited, and the switch module 206 and chassis manager 208 may be separate and

distinct components of system 202. Furthermore, the switch module 206 may

include a traffic counter for each of the respective plurality of load balanced servers

204, the traffic counters to monitor network traffic to and/or from the plurality of load

balanced servers 204 over a period of time. For instance, a traffic counter may

monitor network traffic to and/or from load balanced server 204-1 , and another



traffic counter may monitor network traffic to and/or from load balanced server 204-

2 . Put another way, the monitored network utilization corresponds to a second

network utilization value and the network utilization baseline corresponds to a first

network utilization value, the system 202 further comprising the switch module 206

to determine a third network utilization value in response to the chassis manager

208 powering on or powering off a first load balanced server among the plurality of

load balanced servers 204.

[0023] In some example, the switch module 206 may generate a network

utilization baseline and the switch module 206 may send the power control

communication to the chassis manager 208 in response to a determination by the

switch module 206 that the monitored network utilization deviated from the network

utilization baseline.

[0024] As illustrated in Figure 2A, each of the plurality of load balanced

servers 204 may be powered on. Given that the system 202 is a hyperscale

system, each of the plurality of load balanced servers may run the same workload

and may be powered on and off interchangeably to service application requests.

While Figures 2A-2D illustrate 4 load balanced servers in system 202, examples

are not so limited and the system 202 may include more or fewer load balanced

servers than illustrated. As illustrated in Figure 2A, 1660 watts may be consumed

servicing 300 transactions per second, using 5.53 watts per transaction. This

arrangement may correlate to 22% network throughput with a "medium" (e.g., 69%)

level of activity on each load balanced server.

[0025] Similarly, as illustrated in Figure 2B, a load balanced server among

the plurality of load balanced servers 204 may be powered off. For example, load

balanced server 204-N may be powered off, while load balanced servers 204-1 ,

204-2, and 204-3 remain powered on. In such an example, 1440 watts may be



consumed in servicing 300 transactions per second, using 4.80 watts per

transaction. This arrangement may correlate to 36% network throughput with a

relatively "High" (e.g., 92%) level of activity on each load balanced server.

[0026] In yet another example, illustrated in Figure 2C, network utilization

may increase, as determined by the switch module 206. For instance, 1500 watts

may be consumed servicing 330 transactions, using 4.54 watts per transaction. In

such an example, the 39% network utilization correlates to a maximally utilized

server (e.g., all servers that are powered on are at 100% utilization). In such an

example, load balanced server 204-N is powered off, and the remaining load

balanced servers are powered on. However, if network utilization increases,

latency issues may result. Put another way, additional network utilization may

result in decreased performance and increased processing time for the remaining

load balanced servers. In such instances, it may be beneficial to power on an

additional load balanced server (e.g., power on load balanced server 204-N) to

ensure latency does not increase. As illustrated in Figure 2D, load balanced server

204-N may be powered back on (e.g., using the switch module 206 and/or the

chassis manager 208), and 1720 watts may be consumed servicing 330

transactions, using 5.21 watts per transaction. Such an arrangement may result in

76% utilization of each load balanced server.

[0027] Figure 3 illustrates an example method 3 11 according to the present

disclosure. At 313, the method 3 11 may include generating a utilization baseline

using network utilization data for a plurality of load balanced servers. In some

examples, generating a utilization baseline may include collecting the network

utilization data for the plurality of load balanced servers during a learning phase

executed prior to the monitor phase; and identifying a low utilization threshold when

all applications execute a low level of functionality. Similarly, the method 3 11 can



include collecting the network utilization data for the plurality of load balanced

servers during a learning phase executed prior to the monitor phase and identifying

a high utilization threshold when all applications execute a high level of

functionality.

[0028] At 315, the method 3 11 may include monitoring network utilization of

the plurality of load balanced servers during a monitor phase. At 317, the method

3 11 may include comparing the monitored network utilization to the generated

utilization baseline. Further, at 319, the method 3 11 may include adjusting power

allocation to the plurality of load balanced servers based on the comparison.

[0029] In the foregoing detailed description of the present disclosure,

reference is made to the accompanying drawings that form a part hereof, and in

which is shown by way of illustration how examples of the disclosure may be

practiced. These examples are described in sufficient detail to enable those of

ordinary skill in the art to practice the examples of this disclosure, and it is to be

understood that other examples may be utilized and that process, electrical, and/or

structural changes may be made without departing from the scope of the present

disclosure.

[0030] The figures herein follow a numbering convention in which the first

digit corresponds to the drawing figure number and the remaining digits identify an

element or component in the drawing. Elements shown in the various figures

herein can be added, exchanged, and/or eliminated so as to provide a number of

additional examples of the present disclosure. In addition, the proportion and the

relative scale of the elements provided in the figures are intended to illustrate the

examples of the present disclosure, and should not be taken in a limiting sense.

As used herein, the designators "N" and "P", particularly with respect to reference

numerals in the drawings, indicate that a number of the particular feature so



designated can be included with examples of the present disclosure. The

designators can represent the same or different numbers of the particular features.

Further, as used herein, "a number of" an element and/or feature can refer to one

or more of such elements and/or features.

[0031] As used herein, "logic" is an alternative or additional processing

resource to perform a particular action and/or function, etc., described herein,

which includes hardware, e.g., various forms of transistor logic, application specific

integrated circuits (ASICs), etc., as opposed to computer executable instructions,

e.g., software firmware, etc., stored in memory and executable by a processor.



What is claimed:

1. A non-transitory machine readable medium storing instructions executable

by a processor to cause the processor to:

determine, using a switch module, a utilization baseline for a load balanced

server among a plurality of load balanced servers;

monitor, using the switch module, network utilization of the plurality of load

balanced servers; and

send a communication from the switch module to a chassis manager,

instructing the chassis manager to power on or power off a load balanced server

among the plurality of load balanced servers, based on the monitored network

utilization and determined utilization baseline.

2 . The medium of claim 1, wherein the instructions executable by the

processor to cause the processor to determine, using the switch module, the

utilization baseline includes instructions executable by the processor to cause the

processor to determine, using the switch module, a lower utilization threshold.

3 . The medium of claim 2 , further comprising instructions executable by the

processor to cause the processor to:

send a communication from the switch module to the chassis

manager to, instructing the chassis manager to power off the load balanced server

in response to a determination, by the switch module, that the monitored network

utilization is at or below the lower utilization threshold.

4 . The medium of claim 1, wherein the instructions executable by the

processor to cause the processor to determine, using the switch module, the



utilization baseline includes instructions executable by the processor to cause the

processor to determine, using the switch module, an upper utilization threshold.

5 . The medium of claim 4 , further comprising instructions executable by the

processor to cause the processor to:

send a communication from the switch module to the chassis

manager, instructing the chassis manager to power on the load balanced server in

response to a determination by the switch module that the monitored network

utilization is at or above the upper utilization threshold.

6 . The medium of claim 1, further comprising instructions executable by the

processor to cause the processor to send a communication from the switch module

to the chassis manager, instructing the chassis manager to power off a first load

balanced server and power off a second load balanced server in response to a

determination by the switch module that the monitored network utilization is at or

below the lower utilization threshold after a threshold period of time.

7 . A system for monitoring network utilization, the system comprising:

a network comprising a plurality of load balanced servers;

a switch module coupled to the plurality of load balanced servers, the switch

module to:

determine a utilization baseline for a load balanced server among the

plurality of load balanced servers; and

monitor network utilization of the plurality of load balanced servers;

and



a chassis manager coupled to the switch module, the chassis manager to

power on or power off a load balanced server among the plurality of load balanced

servers in response to receipt of a power control communication from the switch

module, the power control communication based at least in part on the determined

utilization baseline and the monitored network utilization.

8 . The system of claim 7 , wherein the switch module is implemented by, and

incorporated in, the chassis manager.

9 . The system of claim 7 , wherein the switch module includes a traffic counter

for each of the respective plurality of load balanced servers, the traffic counters to

monitor network traffic to the plurality of load balanced servers over a period of

time.

10. The system of claim 7 , further comprising:

the switch module to send the power control communication to the

chassis manager in response to a determination by the switch module that the

monitored network utilization deviated from the network utilization baseline.

11. The system of claim 7 , wherein the monitored network utilization

corresponds to a second network utilization value and the network utilization

baseline corresponds to a first network utilization value, the system further

comprising:

the switch module to determine a third network utilization value in response

to the chassis manager powering on or powering off a first load balanced server

among the plurality of load balanced servers.



12. The system of claim 11, further comprising the chassis manager to power on

or power off a second load balanced server among the plurality of load balanced

servers based on the determined third network utilization value.

13. A method for monitoring network utilization, the method comprising:

generating, using a switch module coupled to a plurality of load balanced

servers, a utilization baseline using network utilization data for the plurality of load

balanced servers;

monitoring, using the switch module, network utilization of the plurality of

load balanced servers during a monitor phase;

comparing, using the switch module, the monitored network utilization to the

generated utilization baseline; and

adjusting power allocation, using the switch module, to the plurality of load

balanced servers based on the comparison.

14 . The method of claim 13 , further comprising:

collecting, using the switch module, the network utilization data for the

plurality of load balanced servers during a learning phase executed prior to the

monitor phase; and

identifying, using the switch module, a low utilization threshold when all

applications execute a low level of functionality.

15 . The method of claim 13 , further comprising:



collecting, using the switch module, the network utilization data for the

plurality of load balanced servers during a learning phase executed prior to the

monitor phase; and

identifying, using the switch module, a high utilization threshold when all

applications execute a high level of functionality.
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