
(19) United States 
(12) Patent Application Publication (10) Pub. No.: US 2013/0311637 A1 

US 2013 0311637A1 

Kamath et al. (43) Pub. Date: Nov. 21, 2013 

(54) OVERLAY TUNNEL INFORMATION (52) U.S. Cl. 
EXCHANGE PROTOCOL USPC .......................................................... 709/224 

(75) Inventors: Dayavanti G. Kamath, Santa Clara, CA 
(US); Keshav G. Kamble, Fremont, CA (57) ABSTRACT 

Sty Ele In one embodiment, a system includes logic adapted for 
Jose, CA. (US); Vij oy A. Pandey San receiving, at a first end point station, al information exchange 
Jose. CA (US s packet from each endpoint station in a virtual network having 

s a specified virtual network identifier (VNID) and logic 
(73) Assignee: International Business Machines adapted for processing each received information exchange 

Corporation, Armonk, NY (US) packet to retrieve information about connections at each end 
point station in the virtual network having the specified 

(21) Appl. No.: 13/472,410 VNID, wherein each end point station either terminates or 
originates a tunnel shared by the first end point station in an 

(22) Filed: May 15, 2012 overlay network. In this way, the information may be used to 
respond to address resolution protocol (ARP) requests sent 

Publication Classification locally in lieu of flooding the ARP request. Other systems, 
methods, and computer program products are also presented 

(51) Int. Cl. regarding the overlay tunnel information exchange protocol, 
G06F 5/73 (2006.01) according to various embodiments. 

100 N. 
S. 

8 

hexor 3 

83. 

  

  

  

  



Patent Application Publication Nov. 21, 2013 Sheet 1 of 7 US 2013/0311637 A1 

8 

8 
2 

Nietywo:k 

38 

s: 

2 

F.G. 1 

  

    

  

  



Patent Application Publication Nov. 21, 2013 Sheet 2 of 7 US 2013/0311637 A1 

838. 
8. 

AECRK 
I. 

2. 26 24 m 21 218 334 

if) CC.NEAC 
RO AAER AAER 

332 838 838 

23. 
3S3 

NRFA: Efe. 
ARA er: 

C - 232 R K-338 

FG, 2. 

  



US 2013/0311637 A1 Nov. 21, 2013 Sheet 3 of 7 Patent Application Publication 

? 

  



US 2013/0311637 A1 

E x . . . . . M × {x :- 

Nov. 21, 2013 Sheet 4 of 7 Patent Application Publication 

  

    

  

  



Patent Application Publication Nov. 21, 2013 Sheet 5 of 7 US 2013/0311637 A1 

S; 

1. 
Receive as infortation excharge packet, at a first 
end point station, fro; each end point station is a 
virtual netwok having a specified virtuai fetwork 

identifier (WNED 

Process each received information excharge packet 
to retrieve foration axoit corrections at each 
end point station in the virt a network having the s 

specified WN 

Send an information exchange packet to each end 
point station in the virtual network having the 

specified WNED 
(OIONA. 

36 

vap tire identifiers for each end point station with 
the WAC airess for eac: Wii coirected to eac 

end point station 
(OPTIONA) 

38 

Assembie a sane information Base 8 for a 
seiecieti iurei et poii, where the E is a taxie 

of foratio feated to the seected the are Si 
point 

(OPTIONA. 

F.G. 5 

    

      

      

      

    

  



US 2013/0311637 A1 Nov. 21, 2013 Sheet 6 of 7 Patent Application Publication 

{}{}{} 

  

  

  

  



US 2013/0311637 A1 Nov. 21, 2013 Sheet 7 of 7 Patent Application Publication 

× ?4 

… „ … • • • * * * 

x, 

* * * 

, , • • *** 

… … „ • • • • * * * * 

„… • w: * * 
„ … •* • ** ** * * *• × × … 

* * *• • • „ 

§* * *, ... 

* * esae 

y {}{3). 

  



US 2013/03 11637 A1 

OVERLAY TUNNEL INFORMATION 
EXCHANGE PROTOCOL 

BACKGROUND 

0001. The present invention relates to data center infra 
structure, and more particularly, this invention relates to 
exchanging tunnel information over an overlay network. 
0002 Network virtualization is an emerging data center 
and cloud computing trend which aims to virtualize a network 
as seen by end stations in a way that greatly simplifies net 
work provisioning in multi-tenant environments, as well as 
traditional environments. One of the more common tech 
niques of achieving network virtualization is to use network 
overlays, where tunnels are established between servers, edge 
network Switches, and gateways to which end stations con 
nect. The tunnel is actually implemented by encapsulating 
packets transmitted by a source end station into an overlay 
header that transports the packet from the Source Switch to a 
target Switch in user datagram protocol (UDP) transport via 
an interne protocol (IP)-based network. The overlay header 
includes an identifier (ID) that uniquely identifies the virtual 
network. The target switch strips off the overlay header 
encapsulation, UDP transport header, and IP header, and 
delivers the original packet to the destination end station. In 
addition to this tunneling mechanism, the edge Switches par 
ticipate in an address discovery protocol, which may be learn 
ing/flooding based, or lookup-based. 
0003. Overlay networks like Virtual eXtensible Local 
Area Network (VXLAN) connect geographically separated 
Layer-2 (L2) networks using tunnels. These are L2 over 
Layer-3 (L3) tunnels. L2 packets originated by a virtual 
machine (VM) in a VXLAN and destined to another VM or 
group of VMs in same VXLAN in another physical location 
are carried over L3 tunnels. 
0004 All unicast packets to known destinations are car 
ried in unicast L3 packets by the tunnel endpoints. All broad 
cast packets, like address resolution protocol (ARP), standard 
L2 multicast packets, and unicast packets to unknown desti 
nations are encapsulated in multicast L3 packets. 
0005. In order to support overlay networks likeVXLAN, it 

is advantageous to support IP multicast and multicast routing 
protocols, like protocol independent multicast (PIM)-sparse 
mode (SM). 
0006. One conventionally used solution to providing 
address discovery protocol involves performing ARP func 
tionality at the so-called virtual switches, which are actually 
software entities that reside within Hypervisors. Virtual 
Switches connect multiple virtual end stations, e.g., devices 
like VMs, to each other and to the physical. network. 
0007. However, the use of ARP to discover addresses has 

its drawbacks. Particularly, if an ARP request is originated 
from a VM, the ARP request is sent as a multicast packet using 
the multicast IP address through tunnels to all devices in a 
particular virtual network. Then, the device which recognizes 
the address referenced in the ARP packet responds to the ARP 
request indicating the device's media access control (MAC) 
address. In this way, the source MAC address of the destina 
tion device and the source IP address for the tunnel endpoints 
are learned by the device which sent the ARP request, and 
may be mapped together so that Subsequent packets destined 
for this device may be sent without ARP. However, this 
involves the unnecessary step of repeating this flooding 
through the tunnel for each ARP request and for forwarding 
all packets having an unknown unicast destination address 
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associated therewith. This results in a complex deployment of 
IP multicasting in IP networks which utilize network over 
lays. 

SUMMARY 

0008. In one embodiment, a system includes logic adapted 
for receiving, at a first end point station, an information 
exchange packet from each end point station in a virtual 
network having a specified virtual network identifier (VNID) 
and logic adapted for processing each received information 
exchange packet to retrieve information about connections at 
each endpoint station in the virtual network having the speci 
fied VNID, wherein each end point station either terminates 
or originates a tunnel shared by the first endpoint station in an 
overlay network. 
0009. In another embodiment, a computer program prod 
uct for exchanging overlay tunnel information includes a 
computer readable storage medium having computer read 
able program code embodied therewith, the computer read 
able program code including computer readable program 
code configured for receiving, at a first end point station, an 
information exchange packet from each end point station in a 
virtual network having a specified VNID, and computer read 
able program code configured for processing each received 
information exchange packet to retrieve information about 
connections at each end point station in the virtual network 
having the specified VNID, wherein each end point station 
either terminates or originates a tunnel shared by the first end 
point station in an overlay network. 
0010. In yet another embodiment, a method for exchang 
ing overlay tunnel information includes receiving an infor 
mation exchange packet, at a first endpoint station, from each 
end point station in a virtual network having a specified 
VNID, and processing each received information exchange 
packet to retrieve information about connections at each end 
point station in the virtual network having the specified 
VNID, wherein each end point station either terminates or 
originates a tunnel shared by the first end point station in an 
overlay network. 
0011. Other aspects and embodiments of the present 
invention will become apparent from the following detailed 
description, which, when taken in conjunction with the draw 
ings, illustrate by way of example the principles of the inven 
tion. 

BRIEF DESCRIPTION OF THE SEVERAL 
VIEWS OF THE DRAWINGS 

0012 FIG. 1 illustrates a network architecture, in accor 
dance with one embodiment. 

0013 FIG. 2 shows a representative hardware environ 
ment that may be associated with the servers and/or clients of 
FIG. 1, in accordance with one embodiment. 
0014 FIG. 3 is a simplified diagram of a virtualized data 
center, according to one embodiment. 
0015 FIG. 4 shows a system that is capable of exchanging 
overlay tunnel information, according to the prior art. 
0016 FIG. 5 is a flowchart of a method, according to one 
embodiment. 

0017 FIG. 6 is a simplified schematic of frame formats for 
the overlay tunnel information exchange protocol, according 
to one embodiment. 
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0018 FIG. 7 is a simplified schematic of timing for infor 
mation exchange using the overlay tunnel information 
exchange protocol, according to one embodiment. 

DETAILED DESCRIPTION 

0019. The following description is made for the purpose of 
illustrating the general principles of the present invention and 
is not meant to limit the inventive concepts claimed herein. 
Further, particular features described herein can be used in 
combination with other described features in each of the 
various possible combinations and permutations. 
0020. Unless otherwise specifically defined herein, all 
terms are to be given their broadest possible interpretation 
including meanings implied from the specification as well as 
meanings understood by those skilled in the art and/or as 
defined in dictionaries, treatises, etc. 
0021. It must also be noted that, as used in the specification 
and the appended claims, the singular forms “a” “an and 
“the include plural referents unless otherwise specified. 
0022. In one approach, an overlay tunnel information 
exchange protocol (OTIEP) is implemented which may act in 
conjunction with (for legacy networks) or in place of address 
resolution protocol (ARP) for determining unknown 
addresses across an overlay network. 
0023. In one general embodiment, a system includes logic 
adapted for receiving, at a first end point station, an informa 
tion exchange packet from each end point station in a virtual 
network having a specified virtual network identifier (VNID) 
and logic adapted for processing each received information 
exchange packet to retrieve information about connections at 
each endpoint station in the virtual network having the speci 
fied VNID, wherein each end point station either terminates 
or originates a tunnel shared by the first endpoint station in an 
overlay network. 
0024. In another general embodiment, a computer pro 
gram product for exchanging overlay tunnel information 
includes a computer readable storage medium having com 
puter readable program code embodied therewith, the com 
puter readable program code including computer readable 
program code configured for receiving, at a first end point 
station, an information exchange packet from each end point 
station in a virtual network having a specified VNID, and 
computer readable program code configured for processing 
each received information exchange packet to retrieve infor 
mation about connections at each end point station in the 
virtual network having the specified VNID, wherein each end 
point station either terminates or originates a tunnel shared by 
the first end point station in an overlay network. 
0025. In yet another general embodiment, a method for 
exchanging overlay tunnel information includes receiving an 
information exchange packet, at a first end point station, 
from each end point station in a virtual network having a 
specified VNID, and processing each received information 
exchange packet to retrieve information about connections at 
each endpoint station in the virtual network having the speci 
fied VNID, wherein each end point station either terminates 
or originates a tunnel shared by the first endpoint station in an 
overlay network. 
0026. As will be appreciated by one skilled in the art, 
aspects of the present invention may be embodied as a system, 
method or computer program product. Accordingly, aspects 
of the present invention may take the form of an entirely 
hardware embodiment, an entirely software embodiment (in 
cluding firmware, resident Software, micro-code, etc.) or an 
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embodiment combining software and hardware aspects that 
may all generally be referred to herein as “logic,” a “circuit.” 
“module,” or “system.” Furthermore, aspects of the present 
invention may take the form of a computer program product 
embodied in one or more computer readable medium(s) hav 
ing computer readable program code embodied thereon. 
0027. Any combination of one or more computer readable 
medium(s) may be utilized. The computer readable medium 
may be a computer readable signal medium or a non-transi 
tory computer readable storage medium. A non-transitory 
computer readable storage medium may be, for example, but 
not limited to, an electronic, magnetic, optical, electromag 
netic, infrared, or semiconductor system, apparatus, or 
device, or any suitable combination of the foregoing. More 
specific examples (a non-exhaustive list) of the non-transitory 
computer readable storage medium include the following: a 
portable computer diskette, a hard disk, a random access 
memory (RAM), a read-only memory (ROM), an erasable 
programmable read-only memory (EPROM or Flash 
memory), a portable compact disc read-only memory (CD 
ROM), a Blu-Ray disc read-only memory (BD-ROM), an 
optical storage device, a magnetic storage device, or any 
suitable combination of the foregoing. In the context of this 
document, a non-transitory computer readable storage 
medium may be any tangible medium that is capable of con 
taining, or storing a program or application for use by or in 
connection with an instruction execution system, apparatus, 
or device. 
0028. A computer readable signal medium may include a 
propagated data signal with computer readable program code 
embodied therein, for example, in baseband or as part of a 
carrier wave. Such a propagated signal may take any of a 
variety of forms, including, but not limited to, electro-mag 
netic, optical, or any Suitable combination thereof. A com 
puter readable signal medium may be any computer readable 
medium that is not a non-transitory computer readable Stor 
age medium and that can communicate, propagate, or trans 
port a program for use by or in connection with an instruction 
execution system, apparatus, or device. Such as an electrical 
connection having one or more wires, an optical fiber, etc. 
0029 Program code embodied on a computer readable 
medium may be transmitted using any appropriate medium, 
including but not limited to wireless, wireline, optical fiber 
cable, radio frequency (RF), etc., or any suitable combination 
of the foregoing. 
0030 Computer program code for carrying out operations 
for aspects of the present invention may be written in any 
combination of one or more programming languages, includ 
ing an object oriented programming language such as Java, 
Smalltalk, C++, or the like, and conventional procedural pro 
gramming languages, such as the “C” programming language 
or similar programming languages. The program code may 
execute entirely on a users computer, partly on the user's 
computer, as a stand-alone software package, partly on the 
user's computer and partly on a remote computer or entirely 
on the remote computer or server. In the latter scenario, the 
remote computer or server may be connected to the user's 
computer through any type of network, including a local area 
network (LAN), storage area network (SAN), and/or a wide 
area network (WAN), any virtual networks, or the connection 
may be made to an external computer, for example through 
the Internet using an Internet Service Provider (ISP). 
0031 Aspects of the present invention are described 
herein with reference to flowchart illustrations and/or block 
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diagrams of methods, apparatuses (systems), and computer 
program products according to various embodiments of the 
invention. It will be understood that each block of the flow 
chart illustrations and/or block diagrams, and combinations 
of blocks in the flowchart illustrations and/or block diagrams, 
may be implemented by computer program instructions. 
These computer program instructions may be provided to a 
processor of a general purpose computer, special purpose 
computer, or other programmable data processing apparatus 
to produce a machine, such that the instructions, which 
execute via the processor of the computer or other program 
mable data processing apparatus, create means for imple 
menting the functions/acts specified in the flowchart and/or 
block diagram block or blocks. 
0032. These computer program instructions may also be 
stored in a computer readable medium that may direct a 
computer, other programmable data processing apparatus, or 
other devices to function in a particular manner, Such that the 
instructions stored in the computer readable medium produce 
an article of manufacture including instructions which imple 
ment the function/act specified in the flowchart and/or block 
diagram block or blocks. 
0033. The computer program instructions may also be 
loaded onto a computer, other programmable data processing 
apparatus, or other devices to cause a series of operational 
steps to be performed on the computer, other programmable 
apparatus or other devices to produce a... computer imple 
mented process Such that the instructions which execute on 
the computer or other programmable apparatus provide pro 
cesses for implementing the functions/acts specified in the 
flowchart and/or block diagram block or blocks. 
0034 FIG. 1 illustrates a network architecture 100, in 
accordance with one embodiment. As shown in FIG. 1, a 
plurality of remote networks 102 are provided including a 
first remote network 104 and a second remote network 106. A 
gateway 101 may be coupled between the remote networks 
102 and a proximate network 108. In the context of the 
present network architecture 100, the networks 104,106 may 
each take any form including, but not limited to a LAN, a 
VLAN, a WAN such as the Internet, public switched tele 
phone network (PSTN), internal telephone network, etc. 
0035. In use, the gateway 101 serves as an entrance point 
from the remote networks 102 to the proximate network 108. 
As such, the gateway 101 may function as a router, which is 
capable of directing a given packet of data that arrives at the 
gateway 101, and a Switch, which furnishes the actual path in 
and out of the gateway 101 for a given packet. 
0.036 Further included is at least one data server 114 
coupled to the proximate network 108, and which is acces 
sible from the remote networks 102 via the gateway 101. It 
should be noted that the data server(s) 114 may include any 
type of computing device/groupware. Coupled to each data 
server 114 is a plurality of user devices 116. Such user devices 
116 may include a desktop computer, laptop computer, hand 
held computer, printer, and/or any other type of logic-con 
taining device. It should be noted that a user device 111 may 
also be directly coupled to any of the networks, in some 
embodiments. 
0037. A peripheral 120 or series of peripherals 120, e.g., 
facsimile machines, printers, Scanners, hard disk drives, net 
worked and/or local storage units or systems, etc., may be 
coupled to one or more of the networks 104, 106, 108. It 
should be noted that databases and/or additional components 
may be utilized with, or integrated into, any type of network 
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element coupled to the networks 104,106, 108. In the context 
of the present description, a network element may refer to any 
component of a network. 
0038 According to Some approaches, methods and sys 
tems described herein may be implemented with and/or on 
virtual systems and/or systems which emulate one or more 
other systems, such as a UNIX system which emulates an 
IBM z/OS environment, a UNIX system which virtually hosts 
a MICROSOFT WINDOWS environment, a MICROSOFT 
WINDOWS system which emulates an IBM z/OS environ 
ment, etc. This virtualization and/or emulation may be 
enhanced through the use of VMWARE software, in some 
embodiments. 
0039. In more approaches, one or more networks 104,106, 
108, may represent a cluster of systems commonly referred to 
as a "cloud. In cloud computing, shared resources. Such as 
processing power, peripherals, Software, data, servers, etc., 
are provided to any system in the cloud in an on-demand 
relationship, thereby allowing access and distribution of Ser 
vices across many computing systems. Cloud computing 
typically involves an Internet connection between the sys 
tems operating in the cloud, but other techniques of connect 
ing the systems may also be used, as known in the art. 
0040 FIG. 2 shows a representative hardware environ 
ment associated with a user device 116 and/or server 114 of 
FIG.1, inaccordance with one embodiment. FIG. 2 illustrates 
a typical hardware configuration of a workstation having a 
central processing unit (CPU) 210. Such as a microprocessor, 
and a number of other units interconnected via one or more 
buses 212 which may be of different types, such as a local bus, 
a parallel bus, a serial bus, etc., according to several embodi 
ments. Other types of processors may also be used, such as an 
integrated circuit (IC), an application specific integrated cir 
cuit (ASIC), a field programmable gate array (FPGA), or any 
other type of processor known in the art. 
0041. The workstation shown in FIG. 2 includes a Ran 
dom. Access Memory (RAM) 214, Read Only Memory 
(ROM) 216, an I/O adapter 218 for connecting peripheral 
devices such as disk storage units 220 to the one or more buses 
212, a user interface adapter 222 for connecting a keyboard 
224, a mouse 226, a speaker 228, a microphone 232, and/or 
other user interface devices such as a touch screen, a digital 
camera (not shown), etc., to the one or more buses 212, 
communication adapter 234 for connecting the workstation to 
a communication network 235 (e.g., a data processing net 
work) and a display adapter 236 for connecting the one or 
more buses 212 to a display device 238. 
0042. The workstation may have resident thereon an oper 
ating system such as the MICROSOFT WINDOWS Operat 
ing System (OS), a MAC OS, a UNIX OS, etc. It will be 
appreciated that a preferred embodiment may also be imple 
mented on platforms and operating systems other than those 
mentioned. A preferred embodiment may be written using 
JAVA, XML, C, and/or C++ language, or other programming 
languages, along with an object oriented programming meth 
odology. Object oriented programming (OOP), which has 
become increasingly used to develop complex applications, 
may be used. 
0043 Referring now to FIG. 3, a conceptual view of an 
overlay network 300 is shown according to one embodiment. 
In order to virtualize network services, other than simply 
providing a fabric path (connectivity) between devices, Ser 
vices may be rendered on packets as they move through the 
gateway 314 which provides routing and forwarding for 
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packets moving between the non-virtual network(s) 312 and 
the Virtual Network A 304 and Virtual Network B 306. The 
one or more virtual networks 304,306 exist within a physical 
(real) network infrastructure 302. The network infrastructure 
302 may include any components, hardware, Software, and/or 
functionality typically associated with and/or used in a net 
work infrastructure, including, but not limited to, Switches, 
connectors, wires, circuits, cables, servers, hosts, storage 
media, operating systems, applications, ports, I/O, etc., as 
would be known by one of skill in the art. This network 
infrastructure 302 supports at least one non-virtual network 
312, which may be a legacy network. 
0044. Each virtual network 304,306 may use any number 
of virtual machines (VMs) 308, 310. In one embodiment, 
Virtual Network A 304 includes one or more VMs 308, and 
Virtual Network B 306 includes one or more VMS 310. As 
shown in FIG. 3, the VMs 308, 310 are not shared by the 
virtual networks 304, 306, but instead are exclusively 
included in only one virtual network 304, 306 at any given 
time. 

0045. According to one embodiment, the overlay network 
300 may tunnel through one or more cell switched domain 
scalable fabric components (SFCs) interconnected with one 
or more distributed line cards (DLCs). 
0046 By having a “flat switch' architecture, the plurality 
of VMs may move data across the architecture easily and 
efficiently. It is very difficult for VMs, generally, to move 
across layer-3 domains, between one subnet to another Sub 
net, internet protocol (IP) subnetto IP subnet, etc. But if it the 
architecture is similar to a large flat Switch, in a very large 
layer-2 domain, then the VMs are aided in their attempt to 
move data across the architecture. 

0047 Components of an overlay network 300 typically 
identify where to route packets based on a virtual network 
identifier, referred to as a VNI or VNID. This is typically a 
24-bit code or number, which excludes 0x0 and 0xFFFFFF. 
The overlay network 300 has the capability of tunneling 
layer-2 packets over the layer-3 network by encapsulating the 
layer-2 packets into an overlay header. This may be per 
formed using Virtual eXtensible Local Area Network (VX 
LAN) or some other overlay capable protocol. Such as loca 
tor/ID separation protocol (LISP), overlay transport 
virtualization (OTV), etc. The packet may also be encapsu 
lated in a user datagram protocol (UDP) and internet protocol 
(IP) UDP/IP header. The overlay network 300 may include 
one or more point-to-point tunnels, and/or point-to-multi 
point tunnels. In addition, any of these tunnels may be cre 
ated, removed, altered and modified based on any number of 
factors, such as new devices being added to the overlay net 
work 300, removal of devices from the overlay network 300, 
startup of any end devices, i.e., devices managing tunnel end 
points, such as virtual overlay network gateways, Hypervi 
sors, Switches capable of overlay functionality, etc. In order 
for a device to manage a tunnel, there needs to be a mapping 
between an original packet's source address, destination 
address, and a tunnel identifier. In this way, a physical server 
is capable of forwarding the encapsulated original packet to 
the proper destination device. 
0048 FIG. 4 shows a system 400 according to one 
embodiment. As shown, the Hypervisors 410 are capable of 
tunneling 406 through the virtual network 414 to each other. 
Of course, this is a simplified architecture, and many more 
tunnels may exist, and many more end point stations (where 
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tunnels are originated or terminated) may be in the overlay 
network, as would be understood by one of skill in the art. 
0049. Each Hypervisor 410 may be connected to any num 
ber of VMs 412. In addition, a network interface card (NIC) 
408 may be located on a downstream side of each Hypervisor 
410. A virtual overlay network gateway 420 may be provided 
to interface between virtual networks 414, 416, and any non 
virtualized networks present, Such as non-virtualized net 
works 422,424, any of which may be enabled for VXLAN or 
not. In addition, a server 418 may be provided which may also 
function as a tunnel end point station, in some approaches. 
0050. The system 400, and particularly the first end point 
station, in some embodiments, may include logic adapted for 
receiving, at the first end point station (which may be Hyper 
visor 410 in network 402, Hypervisor in network 404, server 
418, etc.), an information exchange packet from each end 
point station in a virtual network having a specified VNID. 
The system 400 also may include logic adapted for process 
ing each received information exchange packet to retrieve 
information about connections at each endpoint station in the 
virtual network having the specified VNID. As used herein, 
each end point station either terminates or originates a tunnel 
shared by the first end point station in an overlay network. 
0051. In addition, the information exchange packet may 
comprise, at least, a media access control (MAC) address for 
each virtual machine (VM) connected to each end point sta 
tion that is in the virtual network having the specified VNID. 
Furthermore, the system 400 may further include logic 
adapted for mapping tunnel identifiers for each end point 
station and the MAC address for each VM connected to each 
end point station. 
0052. In another approach, the system 400 may further 
include logic adapted for sending an information exchange 
packet to each tunnel end point in the virtual network having 
the specified VNID. Furthermore, the information exchange 
packet may include a MAC address for eachVM connected to 
the first end point station, such as a forwarding database 
(FDB) record, that is in the virtual network having the speci 
fied VNID. 
0053. In more approaches, the information exchange 
packet may be sent in response to any one of the following 
events, among other possibilities: establishment of a tunnel, 
addition of a VM which is a member of the virtual network 
having the specified VNID, subtraction of a VM which is a 
member of the virtual network having the specified VNID, 
expiration of a predetermined amount of time, a change in a 
configuration of any VM in which is a member of the virtual 
network having the specified VNID, change in overlay gate 
way properties, and change of a tunnel information base 
(TIB) on any overlay gateway. 
0054 The tunnel end point stations may exchange infor 
mation including local ARP entries from the virtual network 
having the specified VNID in the specified frame format, in 
Some approaches. 
0055 According to another embodiment, the information 
exchange packet may be sent periodically, e.g., once per each 
period of time, such as every 30 seconds, 1 minute, 10 min 
utes, 30 minutes, 1 hour, 6 hours, etc. In this embodiment, the 
sending of the information exchange packet may act in con 
junction with a “heartbeat function, where if the information 
exchange packet is not received during an anticipated time 
frame, a device which anticipated receipt of the packet may 
request that the packet be sent. If the packet is still not 
received, it may indicate a problem in communication or a 
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device failure. Accordingly, an administrator may be alerted 
to Such a situation, in an attempt to rectify and solve whatever 
issue may have arisen. 
0056. In another embodiment, the logic adapted for pro 
cessing each received information exchange packet may 
comprise logic adapted for de-encapsulating an overlay 
header from the information exchange packet. to retrieve an 
inner packet, and logic adapted for reading the inner packet to 
determine the information about each end point station in the 
virtual network having the specified VNID that is contained in 
the inner packet. 
0057 The system 400 may also include logic adapted for 
using the TIB to respond to an ARP request sent from a local 
member VM of the virtual network having the specified 
VNID. For example, the system 400 may include logic 
adapted for receiving an ARP request from a local member 
VM of the virtual network having the specified VNID, the 
ARP request including a subject IP address, logic adapted for 
resolving the ARP request by using the TIB to determine a 
MAC address corresponding to the subject IP address, and 
logic adapted for responding to the local member VM that 
sent the ARP request with the MAC address corresponding to 
the subject IP address. 
0058. Now referring to FIG.5, a flowchart of a method 500 
for exchanging overlay tunnel information is shown, accord 
ing to one embodiment. The method 500 may be performed in 
accordance with the present invention in any of the environ 
ments depicted in FIGS. 1-4, among others, in various 
embodiments. Of course, more or less operations than those 
specifically described in FIG. 5 may be included in method 
500, as would be understood by one of skill in the art upon 
reading the present descriptions. 
0059 Each of the steps of the method 500 may be per 
formed by any suitable component of the operating environ 
ment. For example, in one embodiment, the method 500 may 
be partially or entirely performed by an overlay switch, a 
processor (such as a CPU, an ASIC, a FPGA, etc.), an end 
point station (such as a Hypervisor, virtual overlay network 
gateway device, overlay Switch capable of originating or ter 
minating a tunnel, etc.), or computer program code embedded 
in a computer readable storage medium, in various 
approaches. 
0060. As used herein, an end point station is any device, 
physical or virtual, that is capable of terminating or originat 
ing a tunnel (such that the end point resides at the device). 
Some examples of end point stations include Hypervisors, 
virtual overlay network gateway devices, Switches capable of 
overlay functionality, VMs capable of overlay functionality, 
etc 

0061. As shown in FIG. 5, method 500 may initiate with 
operation 502, where an information exchange packet is 
received at a first end point station. Multiple information 
exchange packets may be received from any one end point 
station, and information exchange packets are received from 
each end point station that resides in a virtual network having 
a specified virtual network identifier (VNID). 
0062. In each embodiment of method 500, each end point 
station either terminates or originates a tunnel shared by the 
first end point station in an overlay network. In this way, the 
first end point station, by performing method 500, is able to 
determine all devices which are accessible through tunnels 
that the first end point station is capable of utilizing. 
0063. In operation 504, each received information 
exchange packet is processed to retrieve information about 
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connections at each end point station in the virtual network 
having the specified VNID. The connections at each endpoint 
station may be to switches, routers, VMs, or any other devices 
that are connected to the end point station and are in the 
specified virtual network. 
0064. According to one approach, the processing of each 
received information exchange packet may comprise de-en 
capsulating an overlay header from the information exchange 
packet to retrieve an inner packet, and reading the inner 
packet to determine or otherwise discovering the information 
about connections at each end point station in the virtual 
network having the specified VNID that is contained in the 
inner packet, as sent by each end point station. 
0065. In one embodiment, the information exchange 
packet may comprise, at least, a MAC address for each VM 
connected to each end point station that is in the virtual 
network having the specified VNID. In this way, when a 
packet is intended for one of these VMs at a termination of a 
tunnel, the first end point station will know which tunnel to 
send the packet in order to reach the proper VM. 
0066. In one embodiment, the method 500 may further 
include optional operation 506, where an information 
exchange packet may be sent to each end point station in the 
virtual network having the specified VNID. According to one 
approach, the information exchange packet may comprise at 
least MAC addresses for each VM connected to the first end 
point station that is in the virtual network having the specified 
VNID. In this way, each endpoint station that shares a tunnel 
with the first end point station will learn all the MAC 
addresses of VMs connected to the first end point station. 
0067. In a further embodiment, the information exchange 
packet may be sent in response to any action, event, change, 
or condition being met. According to one example, any one of 
the following may trigger the information exchange packet to 
be sent: establishment of a tunnel, addition of a VM which is 
a member of the virtual network having the specified VNID, 
subtraction of a VM which is a member of the virtual network 
having the specified VNID, expiration of a predetermined 
amount of time, a change in a configuration of any VM in 
which is a member of the virtual network having the specified 
VNID, change in overlay gateway properties, and change of a 
TIB on any overlay gateway. 
0068 According to another embodiment, the information 
exchange packet may be sent periodically, e.g., once per each 
period of time, such as every 30 seconds, 1 minute, 10 min 
utes, 30 minutes, 1 hour, 6 hours, etc. In this embodiment, the 
sending of the information exchange packet may act in con 
junction with a “heartbeat function, where if the information 
exchange packet is not received during an anticipated time 
frame, a device which anticipated receipt of the packet may 
request that the packet be sent. If the packet is still not 
received, it may indicate a problem in communication or a 
device failure. Accordingly, an administrator may be alerted 
to Such a situation, in an attempt to rectify and solve whatever 
issue may have arisen. 
0069. According to another embodiment, the method 500 
may further include optional operation 508, where tunnel 
identifiers for each endpoint station and the MAC address for 
eachVM connected to each endpoint station may be mapped. 
The mapping may be performed by creating a list of all MAC 
addresses for VMs along with the tunnel identifier where 
those VMs are accessible. 
(0070. In a further approach, the method 500 may further 
include optional operation 510, where a Tunnel Information 
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Base (TIB) may be assembled (such as from information in 
the information exchange packet, and other information 
available to or determinable by a point end station or a hyper 
visor operating on a point end Station). In this way, the MAC 
address for each VM connected to each end point station and 
other information may be included in the TIB, which may be 
maintained in various forms. In one embodiment, the TIB 
may be a table of information related to tunnel end points 
which may comprise any or all of the following: a Tunnel ID, 
the specified VNID, MAC addresses of member VMs of the 
virtual network having the specified VNID, virtual port num 
bers corresponding to a hosting hypervisor, ARP entries 
learnt by the memberVMs of the virtual network having the 
specified VNID, timers related to tunnel end points, a tunnel 
end point Source IP Address, a point-to-point or multipoint 
nature of the tunnel, an IP Address of a peer tunnel endpoint, 
shared forwarding tables of all the memberVMs of the virtual 
network having the specified VNID, a default Gateway MAC 
address of each of the member VMs, multicast MAC and IP 
addresses used by all the memberVMs of the virtual network 
having the specified VNID, and/or Virtual Port members or a 
Mask of member virtual ports of the virtual network having 
the specified VNID. 
0071. According to another embodiment, the method may 
further include an exchange operation where tunnel identifi 
ers for each tunnel endpoint and the ARP entries for eachVM 
using that tunnel end point may be mapped. The mapping 
may be performed by creating a list of all ARP entries for 
VMs along with the tunnel identifier where those VMARPs 
are accessible. In one embodiment, the mapping may com 
prise assembling a TIB. 
0072. This TIB may be used to respond to ARP requests 
sent from local VMs that are hosted by a tunnel end point 
station. The hypervisor on this tunnel end point station may 
search the TIB to determine if the requested information is 
stored (e.g., the MAC address corresponding the requested IP 
address in the ARP request). If the TIB includes this infor 
mation, then the hypervisor on this tunnel end point station 
may resolve the ARP request, and respond to the requesting 
local VM with the MAC address matching the requested IP 
address. In this way, the network is precluded from having the 
ARP request flooded out to allVMs, since the hypervisor may 
not send out the ARP request after the address has been 
determined (locally using information in the TIB). 
0073. A local VM may be any VM which is hosted by a 
hypervisor on a particular endpoint station, which may there 
fore resolve the ARP request without flooding the network 
with the request. 
0074 According to another embodiment, the TIB may be 
used to respond to an ARP request sent from a local member 
VM of the virtual network having the specified VNID. For 
example, the method 500 may include receiving an ARP 
request from a local member VM of the virtual network 
having the specified VNID, the ARP request including a sub 
ject IP address, resolving the ARP request by using the TIB to 
determine a MAC address corresponding to the subject. IP 
address, and responding to the local memberVM that sent the 
ARP request with the MAC address corresponding to the 
subject IP address. 
0075. According to another embodiment, the method 500 
may be executed from a computer program product using a 
processor capable of executing such computer readable pro 
gram code. For example, a computer program product for 
exchanging overlay tunnel information may include a com 
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puter readable storage medium having computer readable 
program code embodied therewith. The computer readable 
program code may comprise Some or all of computer read 
able program code configured for receiving, at a first end 
point station, an information exchange packet from each end 
point station in a virtual network having a specified VNID, 
and computer readable program code configured for process 
ing each received information exchange packet to retrieve 
information about connections at each endpoint station in the 
virtual network having the specified VNID. In this embodi 
ment, each end point station either terminates or originates a 
tunnel shared by the first end point station in an overlay 
network. 
0076. In one approach, the information exchange packet 
may comprise at least a MAC address for each VM connected 
to each end point station that is in the virtual network having 
the specified VNID. In addition, the tunnel identifier for a 
tunnel which has access to each VM may be learnt based on 
which tunnel the information exchange packet is received on. 
0077. Furthermore, the computer program product may 
include computer readable program code configured for map 
ping tunnel identifiers for each endpoint station and the MAC 
address for each VM hosted at each end point station. 
0078. In addition, the computer program product may 
include computer readable program code configured for 
sending an information exchange packet to each end point 
station in the virtual network having the specified VNID. 
0079. In any embodiment described herein, the informa 
tion exchange packet may be sent in response to any one of the 
following, among other possible events: establishment of an 
overlay tunnel, addition of a VM which is a member of the 
virtual network having the specified VNID, subtraction of a 
VM which is a member of the virtual network having the 
specified VNID, expiration of a predetermined amount of 
time, a change in a configuration of any VM in which is a 
member of the virtual network having the specified VNID, 
change in overlay gateway properties, and change of a TIB on 
any overlay gateway. 
0080 According to another embodiment, the information 
exchange packet may be sent periodically, e.g., once per each 
period of time, such as every 30 seconds, 1 minute, 10 min 
utes, 30 minutes, 1 hour, 6 hours, etc. In this embodiment, the 
sending of the information exchange packet may act in con 
junction with a “heartbeat function, where if the information 
exchange packet is not received during an anticipated time 
frame, an end point station which anticipated receipt of the 
packet may request that the packet be sent. If the packet is still 
not received, it may indicate a problem in communication or 
a device failure. Accordingly, an administrator may be alerted 
to Such a situation, in an attempt to rectify and solve whatever 
issue may have arisen. 
I0081. In another approach, the computer readable pro 
gram code configured for processing each received informa 
tion exchange packet may comprise computer readable pro 
gram code configured for de-encapsulating an overlay header 
from the information exchange packet to retrieve an inner 
packet, and computer readable program code configured for 
reading the inner packet to determine the information about 
each endpoint station in the virtual network having the speci 
fied VNID that is contained in the inner packet. 
I0082 Now referring to FIG. 6, a simplified schematic of 
frame formats for the OTIEP are shown, according to one 
embodiment. The Ethernet Frame Format 600 is shown 
graphically as a series of blocks, each block comprising some 
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data. There are different portions of the Ethernet Frame For 
mat 600 shown, including a destination address (DA), a 
source address (SA), an Ether-type identifier (Eth 
Type(0x88CC), and a Link Layer Discovery Protocol (LLDP) 
protocol data unit (PDU). 
0083. Each tunnel end point may create such frames, 
encapsulate them in an overlay tunnel header/UDP/IP, and 
send the encapsulated frames to the tunnel peer. 
0084. According to the embodiments described herein, a 
new request-response and Voluntary TIB exchange process 
has been suggested for exchanging overlay tunnel informa 
tion between end point stations. For such interactions, LLDP 
may be used, which may be described as a Link Layer pro 
tocol in the Internet Protocol Suite that is used by network 
devices (from multiple vendors) in order to broadcast the 
network device's identity, characteristics, and adjacent 
devices on an Ethernet network. In order to utilize LLDP for 
the purposes described herein, according to various embodi 
ments, some new Type-Length-Value (TLV)s have been 
added to LLDP. These may be described as an organization 
ally specific OTIEPTLV structure. The novel OTIEP LLDP 
packet format 602 includes a TLV Type field, set as TLV Type 
127 (but may be set to any agreed upon value as long as it is 
consistently used and does not coincide with other TLV types 
already in use), a Length field which may be 9 bits, an Orga 
nizationally Unique Identifier (OUI) field which may be 3 
octets, a Subtype field which may be 1 octet, and information 
604 about the end point stations that is being shared which 
may be anywhere from 0 octets to 507 octets, depending on 
the need for space (e.g., amount of information being con 
veyed). Should more space be needed, additional OTIEP 
LLDP packets may be sent. 
I0085. The TIBPDU may be sent per tunnel and per VNID. 
Information of multiple VNIDs should not be grouped 
together into one TIBPDU. Instead, more than one TIBPDU 
should be sent, each with information about only one VNID. 
I0086. In one approach, the OTIEP Header may include the 
information shown in the following block: 

Protocol Version: 1 
PDU Type: Init Request/Response 
ONID: 24 bit 
Number of VTEPs: 16 bit 
VTEP InfoType: 16 bit (ARP, FDB, etc...) 

where VTEP is a virtual tunnel endpoint, ONID is an overlay 
network identifier, and FDB is a forwarding database. 
I0087. In another approach, the OTIEP Payload may 
include the information shown in the next block: 

Values for specific data of VTEP Info 
Type. (Presented in List form) 

0088 According to one embodiment, a mechanism for 
exchanging overlay tunnel information may proceed as fol 
lows. The OTIEP has a control state machine, and this state 
machine may handle the trigger criteria to start the TIB 
exchange between the peer end point stations on a particular 
VNID. The state machine may have the following function 
ality, in one approach: 
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I0089. 1. Every TIB exchange may have a TIB TYPE 
and TIME STAMP; 

0090 2. Each TIB exchange may occurat boot-up when 
peer end point station links come up. Most often the 
non-gateway system may initiate the exchange. To keep 
overheads low, this process may be asynchronous (but 
synchronous processing is also possible, in other 
approaches). 

0.091 3. TIB exchange may also be triggered due to a 
configuration change on one of the tunnel end points. 

0092 4. TIB exchange can may occur at the end of a 
TIB exchange interval, thereby providing period updat 
ing. 

0.093 5. The recipient of the system may be provided a 
choice of keeping or tossing the data, depending upon 
the available memory space to store the TIBs. 

0094) 6. The TIB exchange frequency may be program 
mable per end point station; however, the end point 
stations may exchange the frequency of updates and 
agree to a common updating frequency. 

0095. Of course, more or less functionality in the state 
machine is possible, according to various embodiments, and 
as would be apparent to one of skill in the art upon reading the 
present descriptions. 
(0096. As shown in FIG. 7, information exchange 700 in 
the OTIEP may utilize different packets at different timing 
intervals, as determined by circumstances and be selection by 
an administrator of the system. As shown in FIG. 7, endpoint 
station A 702 is exchanging information with end point sta 
tion B 704. As an example, it is assumed that endpoint station 
A 702 communicates overlay tunnel information first (since 
Ta<Tb, were this reversed and Tb-Ta, then end point station 
B 704 would send information first), and sends this informa 
tion to end point station B 704. Then, when the second time 
interval Tb is reached, end point station B 704 sends overlay 
tunnel information to end point station A 702. Then, when 
triggering events occur, TIB exchanges may take place using 
OTIEPTLVs between end point station A 702 and end point 
station B 704. Of course, this schematic is presented for 
exemplary purposes only, and is not meant to be limiting in 
any way on the embodiments and approaches described 
herein. 

0097 While various embodiments have been described 
above, it should be understood that they have been presented 
by way of example only, and not limitation. Thus, the breadth 
and scope of an embodiment of the present invention should 
not be limited by any of the above-described exemplary 
embodiments, but should be defined only in accordance with 
the following claims and their equivalents. 

1. A system, comprising: 
logic adapted for receiving, at a first end point station, an 

information exchange packet from each end point sta 
tion in a virtual network having a specified virtual net 
work identifier (VNID); and 

logic adapted for processing each received information 
exchange packet to retrieve information about connec 
tions at each end point station in the virtual network 
having the specified VNID, 

wherein each end point station either terminates or origi 
nates a tunnel shared by the first end point station in an 
overlay network. 

2. The system as recited in claim 1, wherein the informa 
tion exchange packet comprises a media access control 
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(MAC) address for each member virtual machine (VM) of the 
virtual network having the specified VNID connected to each 
end point station. 

3. The system as recited in claim 2, further comprising 
logic adapted for mapping tunnel identifiers for each end 
point station and the MAC address of each member VM 
hosted in the virtual network having the specified VNID 
which uses that end point station. 

4. The system as recited in claim 2, further comprising 
logic adapted for assembling a Tunnel Information Base 
(TIB) for a selected tunnel end point, wherein the TIB is a 
table of information related to the selected tunnel end point, 
the TIB comprising: 

a Tunnel ID, 
the specified VNID, 
MAC addresses of the memberVMs of the virtual network 

having the specified VNID, 
virtual port numbers corresponding to a hosting hypervi 

SOr, 

Address Resolution Protocol (ARP) entries learnt by the 
memberVMs of the virtual network having the specified 
VNID, 

timers related to tunnel end points, 
a tunnel end point source internet protocol (IP) Address, 
a point-to-point or multipoint nature of the tunnel, 
an IP Address of a peer tunnel end point, 
shared forwarding tables of all the member VMs of the 

virtual network having the specified VNID, 
a default Gateway MAC address of each of the member 
VMs, 

multicast MAC and IP addresses used by all the member 
VMs of the virtual network having the specified VNID, 
and 

Virtual Port members or a Mask of member virtual ports of 
the virtual network having the specified VNID. 

5. The system as recited in claim 4, further comprising: 
logic adapted for receiving an ARP request from a local 
memberVM of the virtual network having the specified 
VNID, the ARP request including a subject IP address; 

logic adapted for resolving the ARP request by using the 
TIB to determine a MAC address corresponding to the 
subject IP address; and 

logic adapted for responding to the local memberVM that 
sent the ARP request with the MAC address correspond 
ing to the subject IP address. 

6. The system as recited in claim 1, further comprising 
logic adapted for sending an information exchange packet to 
each endpoint station in the virtual network having the speci 
fied VNID. 

7. The system as recited in claim 6, wherein the informa 
tion exchange packet comprises a media access control 
(MAC) address for each member virtual machine (VM) of the 
virtual network having the specified VNID connected to the 
first end point station. 

8. The system as recited in claim 6, wherein the informa 
tion exchange packet is sent in response to one of the follow 
ing: establishment of a tunnel, addition of a virtual machine 
(VM) which is a member of the virtual network having the 
specified VNID, subtraction of a VM which is a member of 
the virtual network having the specified VNID, expiration of 
a predetermined amount of time, a change in a configuration 
of any VM in which is a member of the virtual network having 
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the specified VNID, change in overlay gateway properties, 
and change of a tunnel information base (TIB) on any overlay 
gateway. 

9. The system as recited in claim 1, wherein the logic 
adapted for processing each received information exchange 
packet comprises: 

logic adapted for de-encapsulating an overlay header from 
the information exchange packet to retrieve an inner 
packet; and 

logic adapted for reading the inner packet to determine the 
information about each end point station in the virtual 
network having the specified VNID. 

10. A computer program product for exchanging overlay 
tunnel information, the computer program product compris 
ing a computer readable storage medium having computer 
readable program code embodied therewith, the computer 
readable program code comprising: 

computer readable program code configured for receiving, 
at a first end point station, an information exchange 
packet from each end point station in a virtual network 
having a specified virtual network identifier (VNID); 
and 

computer readable program code configured for process 
ing each received information exchange packet to 
retrieve information about connections at each endpoint 
station in the virtual network having the specified VNID, 

wherein each end point station either terminates or origi 
nates a tunnel shared by the first end point station in an 
overlay network. 

11. The computer program product as recited in claim 10, 
wherein the information exchange packet comprises a media 
access control (MAC) address for each virtual machine (VM) 
of the virtual network having the specified VNID connected 
to each end point station. 

12. The computer program product as recited in claim 11, 
further comprising computer readable program code config 
ured for mapping tunnel identifiers for each end point station 
and the MAC address for each VM hosted in the virtual 
network having the specified VNID which uses that endpoint 
station. 

13. The computer program product as recited in claim 11, 
further comprising computer readable program code config 
ured for assembling a Tunnel 

a Tunnel ID, 
the specified VNID, 
MAC addresses of the memberVMs of the virtual network 

having the specified VNID, 
virtual port numbers corresponding to a hosting hypervi 

SOr, 

Address Resolution Protocol (ARP) entries learnt by the 
memberVMs of the virtual network having the specified 
VNID, 

timers related to tunnel end points, 
a tunnel end point source internet protocol (IP) Address, 
a point-to-point or multipoint nature of the tunnel, 
an IP Address of a peer tunnel end point, 
shared forwarding tables of all the member VMs of the 

virtual network having the specified VNID, 
a default Gateway MAC address of each of the member 
VMs, 

multicast MAC and IP addresses used by all the member 
VMs of the virtual network having the specified VNID, 
and 
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Virtual Port members or a Mask of member virtual ports of 
the virtual network having the specified VNID. 

14. The computer program product as recited in claim as 
recited in claim 13, further comprising: 

computer readable program code configured for receiving 
an ARP request from a local member VM of the virtual 
network having the specified VNID, the ARP request 
including a Subject IP address; 

computer readable program code configured for resolving 
the ARP request by using the TIB to determine a MAC 
address corresponding to the Subject IP address; and 

computer readable program code configured for respond 
ing to the local member VM that sent the ARP request 
with the MAC address corresponding to the subject IP 
address. 

15. The computer program product as recited in claim 10, 
further comprising computer readable program code config 
ured for sending an information exchange packet to each end 
point station in the virtual network having the specified 
VNID. 

16. The computer program product as recited in claim 15, 
wherein the information exchange packet comprises media 
access control (MAC) addresses of member virtual machines 
(VMs) of the virtual network having the specified VNID. 
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17. The computer program product as recited in claim 15, 
wherein the information exchange packet is sent in response 
to one of the following: establishment of a tunnel, addition of 
a virtual machine (VM) which is a member of the virtual 
network having the specified VNID, subtraction of a VM 
which is a member of the virtual network having the specified 
VNID, expiration of a predetermined amount of time, a 
change in a configuration of any VM in which is a member of 
the virtual network having the specified VNID, change in 
overlay gateway properties, and change of a tunnel informa 
tion base (TIB) on any overlay gateway. 

18. The computer program product as recited in claim 10, 
wherein the computer readable program code configured for 
processing each received information exchange packet com 
prises: 

computer readable program code configured for de-encap 
Sulating an overlay header from the information 
exchange packet to retrieve an inner packet; and 

computer readable program code configured for reading 
the inner packet to determine the information about each 
endpoint station of the virtual network having the speci 
fied VNID that is contained in the inner packet. 

19-25. (canceled) 


