US 20070174457A1

(19) United States

(12) Patent Application Publication (10) Pub. No.: US 2007/0174457 A1
(43) Pub. Date:

Matsuki et al.

(54) DISK ARRAY SYSTEM AND FAULT

Jul. 26, 2007

Publication Classification

INFORMATION CONTROL METHOD

(75) Inventors: Kunihito Matsuki, Odawara (JP):

Yutaka Takata, Ninomiya (JP);
Hiroshi Ogasawara, Odawara (JP);
Naotaka Kobayashi, Odawara (JP)
Correspondence Address:
Stanley P. Fisher

Reed Smith LLP
Suite 1400
3110 Fairview Park Drive

(57)

ABSTRACT

Apr. 2, 2007

device control unit via the connection unit, and connected on
transfers file data over the first network. The first commu

(63) Continuation of application No. 10/745,650, filed on
Dec. 29, 2003, now Pat. No. 7,219,144.

Foreign Application Priority Data

Aug. 27, 2003

(2006.01)

a first network external to the own disk array system, and

Related U.S. Application Data

(30)

5/73

11/730,522

(73) Assignee: Hitachi, Ltd.
(22) Filed:

G06F

(52) U.S. Cl. .............................................................. 709/225

A disk array system in accordance with the present invention
comprises: a plurality of storage devices in which data is
stored; a storage device control unit that controls storage of
data in the plurality of storage devices; a connection unit
connected to the storage device control unit; a first commu
nication control unit; and a management terminal. The first
communication control unit is connected to the storage
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nication control unit transferS data to the connection unit,

and reads information on a fault occurring in the own disk
array System from the plurality of storage devices so as to
transfer the information to the management terminal.
According to the present invention, there is provided a disk
array system connectable on a plurality of different kinds of
networks and a method of controlling fault information
concerning the disk array system.
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DISK ARRAY SYSTEMAND FAULT
INFORMATION CONTROL METHOD
CROSS REFERENCE TO RELATED
APPLICATION

0001. This application is a Continuation of U.S. applica
tion Ser. No. 10/745,650 filed on Dec. 29, 2003, and claims

priority from U.S. application Ser. No. 10/745,650 filed on
Dec. 29, 2003, which claims priority from Japanese Patent
Application No. 2003-302303 filed on Aug. 27, 2003, the
content of which is hereby incorporated by reference into
this application.
BACKGROUND OF THE INVENTION

0002) 1. Field of the Invention
0003. The present invention relates to a storage device
system connectable on a plurality of different kinds of
networks, and a method for controlling fault information
concerning the storage device system.
0004 2. Description of the Related Art
0005. In recent years, an amount of data dealt with in a
computer system has rapidly increased. In order to effi
ciently utilize and manage a mass of data, a technology has
been developed for connecting a plurality of disk array
systems (hereinafter storage device systems) to information
processing units over a leased network (storage area network
(SAN)), and for realizing fast access to a large amount of
data stored in the storage device systems. For the connection
of the storage device systems to the information processing
units over the SAN and the realization of fast data transfer,

it is a matter of common practice to construct a network
using communication equipment conformable to a Fibre
Channel protocol.
0006. On the other hand, a network system called a
network attached storage (NAS) has been developed in
efforts to realize access on a file level to a storage device
system while interconnecting a plurality of storage device
systems and information processing units over a network
conformable to the transmission control protocol/Internet
protocol (TCP/IP). In the NAS, a device having a facility of
a file system is connected to each of the storage device
systems. Therefore, the information processing units can
access the storage device systems on a file level. In particu
lar, a large-scale NAS that is managed in the redundant
arrays of inexpensive disks (RAID) mode and provides an
enormous storage resource called a midrange-class or enter
prise-class resource is attracting notice these days.
0007. However, the conventional NAS is realized by
connecting information processing units, which have the
ability to communication data according to the TCP/IP and
a facility of a file system, to storage device systems devoid
of the ability to communication data according to the TCP/IP
and the facility of the file system. A space where the
information processing units are installed is therefore
needed. Moreover, the information processing units and
storage device systems are usually interconnected over the
SAN because of the necessity of fast communications.
Therefore, dedicated communication control equipment and
communication control facilities are needed.
SUMMARY OF THE INVENTION

0008. The present invention attempts to breakthrough the
foregoing situation. An object of the present invention is to
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provide a novel storage device system connectable to a
plurality of different kinds of networks, a storage device
control unit needed to invent such a storage device system,
and a method for controlling fault information concerning
the device control unit.

0009. Another object of the present invention is to effi
ciently control fault information concerning a storage device
system, which is connectable on a plurality of different kinds
of networks, by utilizing a plurality of processors. The
plurality of processors includes: a processor having a facility
of a file system for transferring information on a file level to
or from an external information communication unit; and a

processor that controls writing or reading of data in or from
storage devices on a data block level in response to a request
made by the processor having the facility of the file system.
0010. In order to accomplish the above objects, the
present invention includes means described below.
0011. A disk array system in accordance with the present
invention comprises: a plurality of storage devices in which
data is stored; a storage device control unit that controls
storage of data in the plurality of storage devices; a con
nection unit connected to the storage device control unit; a
first communication control unit; a second communication

control unit; and a management terminal.
0012. The first communication control unit and second
communication control unit are referred to as, for example,
channel directors, channel adapters, or channel control units.
The first communication control unit is connected to the

storage device control unit via the connection unit, also
connected on a first network external to the own disk array
system, and transfers file data over the first network. The
first communication control unit includes a first processor
that associates file data, which is transferred over the first

network, with a block of data stored in the storage device
control unit. Furthermore, the first communication control

unit includes a second processor that transferS data in
response to a request made by the first processor. Moreover,
the second processor reads information on a fault occurring
in the own disk array system from the plurality of Storage
devices in response to a request made by the first processor,
and transmits the information to the first processor.
0013 The second communication control unit is con
nected to the storage device control unit via the connection
unit, also connected on a second network external to the own

disk array System, and transfers file data over the second
network. The second communication control unit includes a

third processor that associates file data, which is transferred
over the second network, with block-form data stored in the

storage device control unit. Furthermore, the second com
munication control unit includes a fourth processor that
transferS data in response to a request made by the third
processor. The fourth processor also transfers information
on a fault occurring in the third processor to the storage
device control unit in response to a request made by the third
processor.

0014. The storage device control unit is referred to as, for
example, a disk director, disk adapter, or disk control unit.
The connection unit is realized with, for example, a bus, a
Switch, a network Such as a LAN, or any other connection
device. The first network is, for example, a LAN.
0015 The management terminal is connected to the first
communication control unit and makes a request to the
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second processor for information on a fault occurring in the
disk array system. The management terminal is referred to
as, for example, a service processor.
0016. According to the present invention, there are pro
vided a novel storage device system connectable on a
plurality of kinds of networks, a storage device control unit
needed to invent such a storage device system, and a method
for controlling fault information concerning the device con
trol unit.

0017 Furthermore, according to the present invention,
fault information concerning a storage device system con
nectable on a plurality of kinds of networks can be con
trolled efficiently by utilizing a plurality of processors. The
plurality of processors includes: a processor that has a
facility of a file system for transferring information on a file
level to or from an external information communication

unit, and a processor that controls writing or reading of data
in or from storage devices on a data block level in response
to a request made by the processor having the facility of the
file system.
BRIEF DESCRIPTION OF THE DRAWINGS

0018 Preferred embodiments of the present invention
will be described in conjunction with the accompanying
drawings, in which:
0.019 FIG. 1 is a block diagram showing the overall
configuration of a storage device system in accordance with
an embodiment of the present invention;
0020 FIG. 2 is a block diagram showing the configura
tion of a management terminal employed in the embodiment
of the present invention;
0021 FIG. 3 shows a physical disk management table
employed in the embodiment of the present invention;
0022 FIG. 4 shows an LU management table employed
in the embodiment of the present invention;
0023 FIG. 5 shows the appearance of the storage device
system in accordance with the embodiment of the present
invention;

0024 FIG. 6 shows the appearance of a storage device
control unit employed in the embodiment of the present
invention;

0.025 FIG. 7 shows the hardware configuration of a
channel control unit CHN employed in the embodiment of
the present invention;
0026 FIG. 8 is an explanatory diagram concerning the
breakdown of data stored in a memory employed in the
embodiment of the present invention:
0027 FIG. 9 shows metadata employed in the embodi
ment of the present invention;
0028 FIG. 10 shows lock data employed in the embodi
ment of the present invention;
0029 FIG. 11 shows a communication path between a
CPU and an I/O processor included in a channel control unit
CHN employed in the embodiment of the present invention;
0030 FIG. 12 shows data to be transferred from the I/O
processor to the CPU according to the embodiment of the
present invention;
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0031 FIG. 13 shows data to be transferred from the CPU
to the I/O processor according to the embodiment of the
present invention;
0032 FIG. 14 shows the hardware configuration of a
channel control unit CHN that has an internal LAN and is

employed in the embodiment of the present invention;
0033 FIG. 15 shows a disk control unit employed in the
embodiment of the present invention;
0034 FIG. 16 is a block diagram for explaining an
installation procedure employed in the embodiment of the
present invention;
0035 FIG. 17 is an example of a screen image displayed
on an output device included in a management terminal and
used for installation according to the embodiment of the
present invention;
0036 FIG. 18 shows an example of a screen image
displayed on an information processing unit and used to
determine a cluster according to the embodiment of the
present invention;
0037 FIG. 19 is a flowchart describing an installation
procedure employed in the embodiment of the present
invention;

0038 FIG. 20 shows a way of determining clusters
according to the embodiment of the present invention so that
each cluster will include channel control units connected to

a plurality of power Supplies;
0039 FIG. 21 shows a way of determining clusters
according to the embodiment of the present invention so that
each cluster will include channel control units connected to

a plurality of power Supplies;
0040 FIG. 22 shows the configuration for collecting an
OS log or a CORE dump which is included in the storage
device system in accordance with the embodiment of the
present invention;
0041 FIG. 23 is a flowchart describing a process of
collecting an OS log or a CORE dump concerning the
storage device system in accordance with the embodiment of
the present invention;
0042 FIG. 24 shows the configuration for collecting a
register dump concerning the storage device system in
accordance with the embodiment of the present invention;
0043 FIG. 25 is a flowchart describing a process of
collecting a register dump concerning the storage device
system in accordance with the embodiment of the present
invention;

0044 FIG. 26 shows the configuration for collecting a
full dump concerning the storage device system in accor
dance with the embodiment of the present invention; and
0045 FIG. 27 is a flowchart describing a process of
collecting a full dump concerning the storage device system
in accordance with the embodiment of the present invention.
DESCRIPTION OF THE PREFERRED
EMBODIMENTS

0046) An embodiment of the present invention will be
described in conjunction with the drawings below.
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0047 FIG. 1 is a block diagram showing the overall
configuration of a storage device system in accordance with
the embodiment.

Overall Configuration
0.048. A storage device system 600 comprises a storage
device controller 100 and storage devices 300. The storage
device controller 100 controls the storage devices 300
according to commands received from respective informa
tion processing units 200. For example, a data input/output
request is received from any information processing unit
200, and data stored in the storage devices 300 is received
or transmitted. Data is stored in a logical Volume (herein
after, a logical unit (LU)) that is a storage area logically
defined in a physical storage area provided by a disk drive
included in each of the storage devices 300. Moreover, the
storage device controller 100 transfers various commands,
which are used to manage the storage device system 600, to
or from the information processing units 200.
0049 Power supplies 190 supply power to the storage
device system 600. The power supplies 190 are formed with
storage batteries connected to an external power Supply. A
plurality of storage batteries is incorporated in the storage
device system in order to realize redundancy. More particu
larly, the storage device system 600 is physically divided
into two or more power Supply groups in terms of power
supply. For example, when the storage device system 600 is
divided into two power supply groups, the first to fourth
channel control units 110 belong to the first power supply
group, and the fifth to eighth channel control units 110
belong to the second power Supply group. Components of all
kinds adopting the redundant configuration belong to either
of the two or more power Supply groups. Moreover, redun
dant components of each kind do not belong to the same
power supply group. Moreover, the power supplies 190 are
also divided in to two or more groups. Each of the two or
more groups of power supplies 190 receives power from the
external power Supply over an independent cable. Each of
the two or more groups of power supplies 190 supplies
power to the power Supply group associated therewith. Each
of the two or more groups of power supplies 190 is com
posed of a plurality of power Supplies. Since the storage
device system 600 has redundancy, even if a certain power
supply fails, the storage device system 600 can be kept
operated. Even if external power supply to the two or more
groups of power Supplies 190 is discontinued, the storage
device system can be kept operated.
0050. The information processing units 200 are realized
with computers each having a central processing unit (CPU)
and a memory. The CPU incorporated in each information
processing unit 200 runs various programs, whereby diverse
capabilities are realized. The information processing units
200 may be, for example, personal computers or worksta
tions, or mainframe computers.
0051 Referring to FIG. 1, the first to third information
processing units 200 are connected to the storage device
controller 100 over a local area network (LAN) 400. The
LAN 400 may be the Internet or a leased network. The first
to third information processing units 200 and the storage
device controller 100 communicate with one another over

the LAN 400 according to, for example, the TCP/IP. The first
to third information processing units 200 transmit a data
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access request, which specifies a filename (a data input/
output request made in units of a file, hereinafter, a file
access request), to the storage device system 600.
0.052 Abackup device 910 is connected to the LAN 400.
Specifically, the backup device 910 is a disk device such as
a magnetooptical disk or DVD-RAM or a tape device such
as a DAT tape, a cassette tape, an open tape, or a cartridge
tape. The backup device 910 communicates with the storage
device controller 100 over the LAN 400, whereby backup
data of data stored in the storage devices 300 is stored in the
backup device 910. Moreover, the backup device 910 may
be connected to the first information processing unit 200. In
this case, backup data of data stored in the storage devices
300 is acquired via the first information processing unit 200.
0053) The storage device controller 100 includes first to
fourth channel control units 110. The storage device con
troller 100 receives file access requests sent from the first to
third respective information processing units 200 via the first
to fourth channel control units 110. Specifically, network
addresses (for example, IP addresses) on the LAN 400 are
assigned to the first to fourth respective channel control units
110. The first to fourth channel control units 110 behave like

network-attached storage (NAS) devices, and can provide
NAS services to the first to third information processing
units 200 as if independent NAS devices were present.
Hereinafter, CHN110 will denote the first to fourth channel

control units 110. The one storage device system 600
includes the first to fourth channel control units 110 that

provides NAS services independently of one another. Con
sequently, NAS servers that are conventionally realized with
independent computers are integrated into the one storage
device system 600. Eventually, the storage device system
600 can be managed on a centralized basis, and maintenance
jobs including determination or control of various settings,
management of service lives, and management of versions
can be achieved efficiently.
0054 Power is supplied from the power supplies 190 to
the channel control units 110 via the storage device control
ler 100. The channel control units 110 can be physically
removed from the storage device controller 100. Therefore,
when the channel control units 110 are physically removed
from the storage device controller 100, power supply to the
channel control units 110 is discontinued. Moreover, when

the channel control units 110 are incorporated in the storage
device controller 100, power supply to the channel control
units 110 is enabled. Each of the channel control units 110

includes a power circuit. When the power circuit is con
trolled by running a program that involves a plurality of LSIs
mounted in the channel control unit 110, whereby power
supply to each component of the channel control unit 110
can be started or discontinued.

0055) Incidentally, each of the first to fourth channel
control units 110 included in the storage device controller
100 employed in the present invention is realized with
hardware formed as an integrated unit on a circuitboard, and
Software such as an operating system (OS) to be run in the
hardware and an application program to be run on the OS or
an object code executable by the hardware. Thus, the storage
device system 600 in accordance with the present embodi
ment has facilities, which are conventionally realized with
part of hardware, realized by software. Therefore, the stor
age device system 600 in accordance with the present
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embodiment can be operated flexibly and can provide ser
vices that meet diverse and drastically changing users
needs.

0056. The third and fourth information processing units
200 are connected to the storage device controller 100 via a
storage area network (SAN) 500. The SAN 500 is a network
over which data is transferred among the storage device
controller 100 and the third and fourth information process
ing units 200 in units of a block in which data in a storage
area provided by each storage device 300 is managed. The
communications among the third and fourth information
processing units 200 and the storage device controller 100
over the SAN 500 are generally performed according to a
Fibre Channel protocol. The third and fourth information
processing units transmit a data access request, which
requests access to data in units of a block (hereinafter, a
block access request), according to the Fibre Channel pro
tocol.

0057. A backup device 900 compatible with SANs is
connected on the SAN 500. The SAN-compatible backup
device 900 communicates with the storage device controller
100 over the SAN 500, whereby backup data of data stored
in the storage devices 300 is stored in the backup device 900.
0.058. The fifth information processing unit 200 is con
nected to the storage device controller 100 without the
intervention of the LAN 400, SAN 500, or any other
network. The fifth information processing unit 200 may be
formed with, for example, a mainframe computer. The fifth
information processing unit 200 and storage device control
ler 100 communicate with each other according to a com
munications protocol, for example, the Fibre connectivity
(FICON).R. protocol, enterprise system connection
(ESCON)(R) protocol, advanced connection architecture
(ACONARC)(R) protocol, or Fibre connection architecture
(FIBARC)(R) protocol. The fifth information processing unit
500 transmits a block access request to the storage device
system 600 according to any of the above protocols.
0059. In the storage device controller 100, the seventh or
eighth channel control unit 110 communicate with the fifth
information processing unit 200. Hereinafter, CHA110 will
denote the seventh and eight channel control units 110.
0060. Other storage device system 610 installed in a
remote place (secondary site) away from the place (primary
site) where the storage device system 600 is installed is
connected on the SAN 500. The storage device system 610
is utilized as a system to which data is copied by a replica
tion or remote copy facility that will be described later.
Incidentally, the storage device system 610 may be con
nected to the storage device system 600 over an asynchro
nous transfer mode (ATM) communication link or the like
other than the SAN 500. In this case, for example, channel
control units 110 each including an interface (channel
extender) via which the communication link is utilized are
adopted as the channel control units 110.
Storage Device
0061 The storage devices 300 include numerous disk
drives (physical disks) and provide the information process
ing units 200 with storage areas. Data is stored in a logical
unit (LU) that is a storage area logically defined in a physical
storage area provided by each disk drive. As the disk drive,
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for example, a hard disk drive, a flexible disk drive, a
semiconductor storage device, or the like can be adopted.
Incidentally, the storage devices 300 may be constructed as
a disk array composed of a plurality of disk drives. In this
case, the storage areas provided for the information process
ing units 200 may be realized with a plurality of disk drives
managed in the redundant array of independent (or inexpen
sive) disks (RAID) mode.
0062) The storage device controller 100 and storage
devices 300 may be, as shown in FIG. 1, connected directly
to one another or may be connected to one another over a
network. Furthermore, the storage devices 300 may be
constructed as integral parts of the storage device controller
1OO.

0063 Logical units (LUs) defined in the storage devices
300 include user LUs accessible by the information process
ing units 200 and system LUs to be used to control the
channel control units 110. An OS to be run in the channel

control units CHN110 is stored in the system LUs. More
over, the LUs in the storage devices 300 are associated with
the channel control units 110. Consequently, accessible LUs
are allocated to the respective channel control units 110.
Moreover, the plurality of channel control units 110 may
share one LU. Hereinafter, the user LUs and system LUs
may be referred to as user disks and system disks respec
tively.

Storage Device Controller
0064. The storage device controller 100 comprises the
channel control units 110, a common memory 120, a cache
memory 130, disk control units 140, a management terminal
160, and a connection unit 150.

0065. Each of the channel control units 110 includes a

communication interface via which the channel control unit

communicates with the information processing units 200.
Each channel control unit 110 has the ability to transfer a
data input/output command or the like to or from the
information processing units 200. For example, each of the
channel control units CHN110 receives a file access request
sent from any of the first to third information processing
units 200. In this case, the storage device system 600
provides the first to third information processing units 200
with NAS services. Moreover, each of the channel control
units CHF110 that are the fifth and sixth channel control

units 110 receives a block access request that is sent from
either of the third and fourth information processing units
(200) according to a Fibre Channel protocol. In this case, the
storage device system 600 provides the third and fourth
information processing units 200 with a fast accessible data
storage service. Moreover, the channel control units
CHA110 receive a block access request that is sent from the
fifth information processing unit 200 according to the
FICON, ESCON, ACONARC, or FIBERC protocol. In this
case, the storage device system 600 provides the mainframe
computer such as the fifth information processing unit 200
with a data storage service.
0066. The channel control units 100 are connected to the
management terminal 160 over an internal LAN 151 or any
other communication network. Consequently, a micropro
gram or the like to be run in the channel control units 110 can
be transmitted from the management terminal 160 and
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installed therein. The configuration of each channel control
unit 110 will be described later.

0067. The connection unit 150 is connected to the chan
nel control units 110, common memory 120, cache memory
130, and disk control units 140. Data and commands are

transferred among the channel control units 110, common
memory 120, cache memory 130, and disk control units 140
via the connection unit 150. The connection unit 150 is

formed with a Switch, for example, a Super-high-speed
crossbar Switch that Switches connections at a high speed so
as to enable data transfer, or a bus. Since the channel control
units 110 are connected to one another via the switch, the

efficiency in communication among the channel control
units 110 has greatly improved compared with a conven
tional configuration that NAS servers realized with indi
vidual computers are connected to one another over a LAN.
This enables fast file sharing or fast failover.
0068 The common memory 120 and cache memory 130
are memories shared by the channel control units 110 and
disk control units 140. The common memory 120 is used
mainly to store control information or commands, while the
cache memory 130 is used mainly to store data.
0069. For example, if a data input/output command a
certain channel control unit 110 has received from a certain

information processing unit 200 is a Write command, the
channel control unit 110 writes the Write command in the

common memory 120, and writes data, which is to be
written and is received from the information processing unit
200, in the cache memory 130. On the other hand, the disk
control units 140 monitor the common memory 120. When
the fact that the Write command is written in the common

memory 120 is detected, the data to be written is read from
the cache memory 130 in response to the command, and
written in the storage devices 300. Moreover, for example,
if a data input/output command a certain channel control
unit 110 has received from a certain information processing
unit 200 is a Read command, the channel control unit 110

writes the Read command in the common memory 120.
Moreover, the channel control unit 110 reads data, which the

information processing unit 200 has requested with the Read
command, from the cache memory 130. Assuming that data
requested with the Read command is not written in the cache
memory 130, the channel control unit 110 or any disk
control unit 140 read the data, which is requested with the
Read command, from the associated storage device 300, and
write the data in the cache memory 130.
0070 According to the present embodiment, the common
memory 120 and cache memory 130 are included indepen
dently of the channel control units 110 and disk control units
140. The present invention is not limited to this mode.
Alternatively, the common memory 120 or cache memory
130 may be divided into portions, and the portions may be
incorporated in the respective channel control units 110 and
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processing unit 200. Moreover, each of the disk control units
140 converts a data access request, which specifies a logical
address assigned to an LU and is sent from a certain channel
control unit 110, into a data access request that specifies a
physical address in a physical disk. If the physical disks
included in the storage devices 300 are managed in the
RAID mode, data is accessed according to the RAID level.
The disk control units 140 control management of a copy of
data stored in the storage devices 300 and control backup of
the data. Furthermore, the disk control units 140 extend

control to store a copy of data stored in the storage device
system 600 installed at the primary site into the storage
device system 610 installed at the secondary site (replication
or remote copy). This is intended to prevent loss of data in
case of a disaster (disaster recovery).
0072 The disk control units 140 and the management
terminal 160 are interconnected over a communication net

work such as the internal LAN 151, and can communicate

with one another. Consequently, a microprogram or the like
to be run in the disk control units 140 can be transmitted

from the management terminal 160 and installed in the disk
control units 140. The configuration of each of the disk
control units 140 will be described later.

Management Terminal
0073. The management terminal 160 is formed with a
computer that maintains or manages the storage device
system 600. By handling the management terminal 160, the
arrangement of the physical disks included in the storage
devices 300 can be determined, the LUs can be defined, and

a microprogram to be run in the channel control units 110
can be installed. When the arrangement of the physical disks
included in the storage devices 300 is determined, for
example, the number of physical disks can be increased or
decreased, or the RAID level can be modified (the levels of
the RAID can be changed from level 1 to level 5). Further
more, the management terminal 160 can be used to check the
operating state of the storage device system 600, specify a
failing region in the storage device system 600, and install
an OS in the channel control units 110. Moreover, the

management terminal 160 is connected to an external main
tenance center over a LAN or a telephone line. The man
agement terminal 160 can therefore be used to monitor the
storage device system 600 for a fault or to cope with a fault
immediately if the fault occurs. Occurrence of a fault is
notified by, for example, an OS, an application program, or
driver software. The notification is achieved according to the
HTTP protocol or simple network management protocol
(SNMP) or by e-mail. The determination of settings or
extension of control is achieved using a Web page that is
provided by a Web server realized with server software
running in the management terminal 160. The Web page is
used as a user interface by an operator. The operator or the
like handles the management terminal 160 so as to deter
mine an object of fault monitoring or the contents thereof or

disk control units 140. In this case, the connection unit 150

to determine a destination of fault notification.

connects the channel control units 110 and disk control units

0074 The management terminal 160 may be incorpo
rated in the storage device controller 100 or may be formed
as an external stand-alone device. Moreover, the manage
ment terminal 160 may be realized with a computer dedi
cated to maintenance and management of the storage device
controller 100 and storage devices 300 or may be realized
with a general-purpose computer having a maintenance and
management capability.

140 which include the divided portions of the common
memory or cache memory.
0071. The disk control units 140 control the storage
devices 300. For example, as mentioned above, each of the
disk control units 140 write data in the storage devices 300
in response to a Data Write command a certain channel
control unit 110 has received from a certain information
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0075 FIG. 2 is a block diagram showing the configura
tion of the management terminal 160.
0.076 The management terminal 160 comprises a CPU
161, a memory 162, a port 163, a recording medium reader
164, an input device 165, an output device 166, and a storage

device controller 100 and storage devices 300 encased in
respective housings. The housings of the storage devices 300
are placed on both the sides of the housing of the storage

device 168.

ment terminal 160 installed in the center on the face thereof.

0077. The CPU 161 is responsible for control of the
entire management terminal 160. The management terminal
160 exerts the capability of a Web server when it runs a
program 162c stored in the memory 162. A physical disk
management table 162a, an LU management table 162b, and
the program 162c are stored in the memory 162.
0078. The physical disk management table 162a is a table
used to manage the physical disks (disk drives) included in
the storage devices 300. FIG. 3 shows the physical disk
management table 162a. In FIG. 3, disks having disk num
bers 001 to 006 are listed out of numerous physical disks
included in the storage devices 300. Relative to each physi
cal disk, a storage capacity, a RAID level, and a use situation
are specified.
0079. The LU management table 162b is a table used to
manage the LUS logically defined in the physical disks. FIG.
4 shows the LU management table 162b. In FIG. 4, LUs
having LU numbers 1 to 3 are listed out of the numerous
LUs defined in the storage devices 300. Relative to each LU,
a physical disk number, a storage capacity, and a RAID level
are specified.
0080. The recording medium reader 164 is a device for
reading a program or data from a recording medium 167.
The read program or data is stored in the memory 162 or
storage device 168. Consequently, for example, the program
162c recorded in the recording medium 167 can be read
from the recording medium 167 using the recording medium
reader 164, and stored in the memory 162 or storage device
168. The recording medium 167 may be a flexible disk, a
CD-ROM, or a semiconductor memory. The recording
medium reader 162 may be incorporated in the management
terminal 160. The storage device 168 is, for example, a hard
disk drive, a flexible disk drive, or a semiconductor Storage
device. An operator or the like uses the input device 165 to
enter data at the management terminal 160. As the input
device 165, for example, a keyboard and a mouse are
adopted. The output device 166 is a device used to transmit
information outside. As the output device 166, for example,
a display or a printer is adopted. The port 163 is connected
on the internal LAN 151. This permits the management
terminal 160 to communicate with the channel control units

110 or disk control units 140. Moreover, the port 163 may
be connected on the LAN 400 or a telephone line.
0081. As described in conjunction with FIG. 1, the man
agement terminal 160 is connected to the power Supplies
190 and power is supplied from the power supplies 190 to
the management terminal 160.
Appearance
0082 FIG. 5 shows the appearance of the storage device
system 600 in accordance with the present embodiment.
FIG. 6 shows the appearance of the storage device controller

device controller 100.

0084. The storage device controller 100 has the manage
The management terminal 160 is blocked with a cover. As
shown in FIG. 6, when the cover is opened, the management
terminal 160 becomes usable. The management terminal
160 shown in FIG. 6 is realized with a so-called notebook

personal computer but may be realized with any type of
computer.

0085) Slots in which the channel control units 110 are
loaded are formed below the management terminal 160. A
circuit board realizing each channel control unit 110 is
loaded in each slot. In the storage device system 600 in
accordance with the present embodiment, for example, eight
slots are formed. A guide rail is, as shown in FIG.5 and FIG.
6, laid down in each of the eight slots in order to help load
the channel control units 110. By inserting each channel
control unit 110 into the slot along the guide rail, the channel
control unit 110 is mounted in the storage device controller
100. Moreover, the channel control unit 110 loaded in each

slot is removed when pulled forward along the guide rail. A
connector via which each channel control unit 110 is elec

trically connected to the storage device controller 100 is
formed on the front side in the depth direction of each slot.
The channel control units 110 are grouped into the channel
control units CHN110, channel control units CHF110, and
channel control unit CHA110. However, since the channel

control units 110 are interchangeable with one another in
terms of the size, the position of the connector, and the pin
configuration of the connector, any of the channel control
units 110 can be loaded in any of the eight slots. Conse
quently, for example, the channel control units CHN110 may
be loaded in all of the eight slots. Moreover, for example, as
shown in FIG. 1, the four channel control units CHN110,
two channel control units CHF110, and two channel control

units CHA110 may be loaded in the eight slots. Moreover,
any of the slots may have no channel control unit 110 loaded
therein.

0086 As mentioned above, the channel control units 110
are provided as circuit boards capable of being loaded in the
respective slots, that is, as identical units. Alternatively, each
unit may be composed of a plurality of circuit boards.
Namely, even if the unit is composed of a plurality of circuit
boards, as long as the circuit boards are interconnected,
formed as one united body, and loaded in each slot of the
storage device controller 100, the unit is considered as one
circuit board.

0087 FIG. 5 and FIG. 6 do not show other components
of the storage device controller 100 including the disk
control units 140 and common memory 120. The compo
nents are mounded on the back of the storage device
controller 100.

0088 Moreover, the storage device controller 100
includes fans 170 that are used to release heat dissipated
from the channel control units 110. The fans 170 are

disposed not only on the top of the storage device controller

1OO.

100 but also above the slots for the channel control units 110.

0083. As shown in FIG. 5, the storage device system 600
in accordance with the present embodiment has the storage

0089. As the storage device controller 100 and storage
devices 300 that are encased in the housings, for example,
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conventional devices commercialized as SAN products may
be utilized. When the connectors of the channel control units

CHN are designed to be joined with the connectors formed
in the conventional housing as they are, the conventional
devices can be readily utilized. Namely, the storage device
system 600 of the present embodiment can be readily
constructed by utilizing existing products.
0090 According to the present embodiment, the channel
control units CHN110, CHF110, and CHA110 coexist in the

storage device system 600. Consequently, the storage device
system connectable on different kinds of networks can be
realized. Specifically, the storage device system 600 is a
SAN-NAS integrated storage system capable of being con
nected on the LAN 140 using the channel control units
CHN110 and being connected on the SAN 500 using the
channel control units CHF110.
Channel Control Unit

0.091 The storage device system 600 in accordance with
the present embodiment receives a file access request from
any of the first to third information processing units 200
using any of the channel control units CHN110, and thus
provides the first to third information processing units 200
with NAS Services.

0092 FIG. 7 shows the hardware configuration of each
channel control unit CHN110. As illustrated, the hardware of
each channel control unit CHN110 is one unit. The unit shall
be referred to as a NAS board. The NAS board is formed

with one circuit board or composed of a plurality of circuit
boards. More particularly, the NAS board includes a net
work interface block 111, an input/output control block 114,
a board connection connector 116, a communication con

nector 117, and a file server block 800 which are integrated
into one unit. The input/output control block 114 includes a
nonvolatile RAM (NVRAM) 115 and an input/output (I/O)
processor 119.
0093. Once each channel control unit CHN110 is loaded
in the slot formed in the storage device controller 100, the
channel control unit CHN110 and the management terminal
160 are interconnected over a communication network such
as the internal LAN 151 via the board connection connector
116.

0094 Power is supplied from the power supplies 190
incorporated in the storage device system 600 to each
channel control unit CHN110 via the power supply connec
tor 750. A power control circuit 751 and a hardware register
752 that controls the power control circuit 751 are mounted
on each channel control unit CHN110. Values are set or

programmed in the hardware register, whereby power Sup
ply to the input/output control block 114 and file server
block 800 can be started or discontinued. Aside from power
control, that is, aside from start or discontinuation of power
Supply, actions of hardware such as rebooting of the input/
output control block 114 or file server block 800 or transition
to diagnostic mode can be controlled by modifying the
values set in the hardware register 752. Consequently, the
I/O processor 119 included in the input/output control block
can control the start or discontinuation of power Supply to
the CPU 112 in the file server block 800, rebooting, and
transition to the diagnostic mode on a hardware basis.
Moreover, the CPU 112 in the file server block 800 may.
control the start or discontinuation of power Supply to the
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I/O processor 119 in the input/output control block, reboo
ting, and transition to the diagnostic mode on the hardware
basis.

0.095 The network interface block 111 includes a com
munication interface via which each channel control unit

CHN110 communicates with the information processing
units 200. The network interface block 111 included in each

channel control unit CHN110 receives a file access request
that is sent from any of the information processing units 200
according to, for example, the TCP/IP. The communication
connector 117 is a connector via which each channel control

unit CHN110 communicates with the information process
ing units 200. The communication connector 117 included in
each channel control unit CHN110 is connectable on the

LAN 400 and designed for, for example, the Ethernet(R).
0096 Incidentally, since the network interface block 111
is an interface helping a user transfer information, it is not
preferred that the network interface block 111 is used for
maintenance. Consequently, the management terminal 160
to be used mainly for maintenance is connected to each
channel control unit 110 via the board connection connector
116 over the internal LAN but not via the network interface
block 111.

0097. The file server block 800 comprises the CPU 112,
a memory 113, a bus bridge 805, a basic input/output system
(BIOS) 801, and a nonvolatile RAM (NVRAM) 804. The
CPU 112 is responsible for control to be extended for
helping the channel control unit CHN110 act as a NAS
board. The CPU 112 controls a file sharing protocol to be
adopted for the network file system (NFS) or common
Internet file system (CIFS), and the TCP/IP, and analyzes a
file access request that specifies a file. Moreover, the CPU
112 uses a conversion table (not shown) stored in the
memory 113 to associate data, which is treated in units of a
file, with data stored in an associated one of the LUs defined

in the storage devices 300. Moreover, the CPU 112 uses the
conversion table to associate data, which is communicated

to any of the information processing units 200 and treated in
units of a file, with data that is written or read in or from an

associated one of the storage devices and treated in units of
a block, and to convert a file into a block or vice versa.

Moreover, the CPU 112 produces a data writing or reading
request that specifies any of the LUs defined in the storage
devices, and transmits the data writing/reading request to the
I/O processor 119. The BIOS 801 is software that, for
example, when the power Supply of the channel control unit
CHN110 is turned on, is first loaded in the memory 113 in
the course of activating the CPU 112 and then run. The BIOS
801 is preserved in, for example, a nonvolatile medium such
as a flash memory, and installed in the channel control unit
CHN110. The CPU 112 runs software read as part of the
BIOS 801 in the memory 113, and thus initializes or
diagnoses the components of the channel control unit
CHN110 relevant to the CPU 112. Furthermore, the CPU

112 issues a command or directive to the I/O processor 119
within the BIOS 801. Thus, a predetermined program, for
example, a bootstrap for booting an OS can be read from an
associated one of the storage devices 300 to the memory
113. The read bootstrap for booting an OS is executed,
whereby a major portion of an OS stored in the associated
storage device 300 is read and placed in the memory 113.
Consequently, the OS is activated in the CPU 112, and the
CPU 112 executes a facility of, for example, a file server.
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The file server block 800 includes the nonvolatile RAM 804

in which a network bootstrap loader that conforms to a
convention Such as the preboot execution environment
(PXE) convention is stored, so that the file server block 800
can perform network booting as described later. The bus
bridge 805 links the network interface block, the input/
output control block, and a group of file servers over a bus.
0.098 Various programs and data items are stored in the
memory 113. For example, metadata 730 and a lock table
720 shown in FIG. 8, or various programs including a NAS
manager 706 shown in FIG. 22 are stored in the memory
113. The metadata 730 is information produced in associa
tion with each of files managed by a file system. The
metadata 730 contains the address of an LU in which a file

of data is stored, the size of data, or any other information
specifying a place in which a file is preserved. The metadata
730 may contain information Such as a storage capacity
required by a file, an owner, and a time instant of update.
Moreover, the metadata 730 may be produced in association
with a directory but not with a file. FIG. 9 shows an example
of the metadata 730. The metadata 730 is stored in each of

the LUs defined in the storage devices 300.
0099] The lock table 720 is a table used to exclusively
control access to a file gained by each of the first to third
information processing units 200. The exclusive control
permits the first to third information processing units 200 to
share the same file. FIG. 10 shows the lock table 720. As

shown in FIG. 10, the lock table 720 falls into a file lock
table 721 and a LU lock table 722. The file lock table 721

is a table used to indicate whether each file is locked. If any
information processing unit 200 opens a certain file, the file
is locked. The other information processing units 200 are
inhibited from gaining access to the locked file. The LU lock
table 722 is a table used to indicate whether each LU is

locked. If any information processing unit 200 accesses a
certain LU, the LU is locked. The other information pro
cessing units 200 are inhibited from gaining access to the
locked LU.

0100. The input/output control block 114 transfers data or
a command to or from the disk control units 140, cache

memory 130, common memory 120, and management ter
minal 160. The input/output control block 114 includes the
I/O processor 119 and nonvolatile RAM 115. The I/O
processor 119 is formed with, for example, a one-chip
microcomputer. The I/O processor 119 controls transfer of a
data writing/reading request, which requests writing or read
ing of data in or from an associated one of the LUs in the
storage devices 300, or data, and repeats the communication
between the CPU 112 and any of the disk control units 140.
The nonvolatile RAM 115 is a nonvolatile memory in which
a program according to which the I/O processor 119 is
controlled is stored. The contents of the program stored in
the nonvolatile RAM 115 can be overwritten or rewritten in

response to a directive given from the management terminal
160 or the NAS manager 706 that will be described later.
0101 FIG. 11 shows a concrete example of a communi
cation path between the CPU 112 and I/O processor included
in each channel control unit CHN110. The I/O processor 119
and CPU 112 are physically connected to each other via a
communication memory 802 and a group of hardware
registers 803 that are mounted on the circuit board of the
channel control unit CHN110. Either of the CPU 112 and I/O
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processor 119 can access the communication memory 802
and group of hardware registers 803. By utilizing the com
munication memory 802, the I/O processor 119 and CPU
112 can transmit an interrupt signal or data to a destination
that is an object of access. The group of hardware registers
803 is connected to a circuit that starts or discontinues power
supply to the CPU 112. Consequently, by accessing the
group of hardware registers 803, the I/O processor 119 can
manipulate power supply to the CPU 112. The group of
hardware registers 803 has a plurality of abilities including
the ability to produce an interrupt signal So as to notify a
destination to be accessed of the fact that the CPU 112 or I/O

processor 119 has accessed the group of hardware registers
803. The plurality of abilities is assigned to registers con
stituting the group of hardware registers 803 on a hardware
basis.

0102 FIG. 12 and FIG. 13 show examples of a data
structure to be stored in the communication memory 802.
included in each channel control unit CHN110. FIG. 12
shows a data structure used to transfer information from the

I/O processor 119 to the CPU 112. FIG. 13 shows a data
structure used to transfer information from the CPU 112 to

the I/O processor 119. The information to be transferred
between the CPU 112 and I/O processor 119 is mainly a
group of pieces of information to be transferred when the
CPU 112 and I/O processor 119 are activated with power
Supply started.
0103) The information to be transferred from the I/O
processor 119 to the CPU 112 includes a type of device to
be activated, a diagnosis execution flag, a plurality of drive
numbers, time instant information, the number of command

retries, a command timeout value, and a plurality of pieces
of temperature information. The type of device to be acti
vated is the type of device to be activated under the control
of the BIOS 801 when the CPU 112 is started. For example,
the type of device to be activated is a network or a disk drive.
A drive number is a number with which a disk drive serving
as a source from which an OS is loaded when a disk drive

is specified as the type of device to be activated. According
to the present embodiment, the concept of an LU is adapted
to the storage devices 300, and an OS or the like is stored in
the LUs. LU numbers assigned to the LUs are regarded as
drive numbers. Priorities are assigned to the drive numbers.
If drive number 0 has priority over drive number 1, the CPU
112 attempts to first activate the LU associated with the drive
number 0. If the activation fails, the CPU 112 attempts to
activate the LU associated with the drive number 1. The

diagnosis execution flag is used when the I/O processor 119
directs whether hardware peripheral to the file server block
800 should be diagnosed within the BIOS 801 at the time of
activation of the CPU 112. For example, when initialization
of the file server block 800 is completed, if the CPU 112
alone is reactivated, hardware need not be diagnosed again
within the BIOS 801. In this case, the I/O processor 119
properly sets the diagnosis execution flag so as to prevent the
CPU 112 from diagnosing hardware peripheral to the file
server block 800 again. The time instant information is used
when the BIOS 801 and OS are run in the CPU 112. The I/O

processor 119 acquires the time instant information from the
management terminal 160, and hands it to the CPU 112.
Consequently, the management terminal 160, I/O processor
114, and CPU 112 can agree their pieces of time instant
information with one another. The number of command
retries and command timeout value are the conditions under
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which if a command issued from the CPU 112 to the I/O

processor 119 fails, the BIOS 801 or OS runs in the CPU 112
or performs a timeout. The temperature information indi
cates a value designated for the CPU 112 so that the CPU
112 can sense an abnormal change in temperature by itself.
0104. As mentioned above, according to the present
embodiment, the I/O processor 119 can freely determine
such values as the type of device to be activated, drive
number, time instant information, number of command

retries, command timeout value, and plurality of pieces of
temperature information. The present embodiment is not
limited to this mode. Alternatively, the values may be stored
as initial values in the nonvolatile memory in which the
BIOS is stored. Preferably, an operator may enter the values
at the management terminal 160, or the values may be
registered in advance in the memory included in the man
agement terminal 160 so that the management terminal 160
can hand the values to the I/O processor 119. The diagnosis
execution flag is set based on logical judgment to be made
during activation of the I/O processor 119 or designated by
an operator. If the diagnosis execution flag is set based on
logical judgment made during activation of the I/O proces
sor 119, the actions of the CPU 112 or the behavior of the
BIOS 801 that is loaded in the CPU 112 can be controlled

by the I/O processor 119.
0105 FIG. 13 shows a data structure according to which
information is handed from the CPU 112 to the I/O processor
119. A BIOS version specifies a version of an object code
contained in the BIOS 801. The BIOS version is handed

from the CPU 112 to the I/O processor 119 and from the I/O
processor 119 to the management terminal 160. An MAC
address specifies a media access control (MAC) address
assigned to the CPU 112. The MAC address is a unique
identifier in the world allocated to hardware, and informa

tion needed in order to assign IP address to a DHCP server,
which adopts the dynamic host configuration protocol
(DHCP), on a LAN that adopts the IP 0-padding informa
tion is used to pad a border between words with Os and has
nothing to do with information.
0106 FIG. 14 shows the hardware configuration showing
the connection over the internal LAN 151 between the CPU

112 and I/O processor 119. As illustrated, the CPU 112 and
I/O processor 119 are connected to each other over the
internal LAN 151, and can therefore communicate with the

management terminal 160 over the internal LAN 151. Con
sequently, for example, the CPU 112 runs a network loader
that is stored in the nonvolatile RAM 804 in advance so as

to download activation Software from the management ter
minal 160 to the memory 113. The activation software is
then run. Consequently, a network booting process is
executed with the management terminal 160 and CPU 112
regarded as a server and a client respectively. Incidentally,
the network booting is a process of executing or activating
the core image data of an OS resident in the management
terminal 160 on the LAN. The process is performed by a
network bootstrap loader installed in the client and the
server Software running in the management terminal 160
according to a combination of the IP, DHCP trivial file
transfer protocol (TFTP), and file transfer protocol (FTP).
The management terminal 160 runs a dumping program,
whereby a dumping instruction is transmitted to the I/O
processor 119 via the board connection connector 116 over
the internal LAN 151. In response to the dumping instruc
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tion, the I/O processor 119 directs the CPU 112 to collect a
dump. It is not preferred in terms of security that the
management terminal 160 issues a dumping instruction
directly to the CPU 112. The dumping instruction is there
fore transmitted via the I/O processor all the time. This will
be detailed in relation to three dumping methods.
0.107 FIG. 15 is a block diagram showing the hardware
configuration of each disk control unit 140. As already
described, the disk control units are connected to the storage
devices 300 and also connected to the channel control units
CHN110 via the connection unit 150. The disk control units

140 write or read data in or from the storage devices 300 by
themselves or under the control of the channel control units
CHN11O.

0.108 Each disk control unit 140 comprises an interface
block 141, a memory 143, a CPU 142, a nonvolatile RAM
144, and a board connection connector 145 that are inte

grated into one unit.
0.109 The interface block 141 includes: a communication
interface via which the disk control unit communicates with
an associated channel control unit 110 via the connection

unit 150; a communication interface via which the disk

control unit communicates with an associated Storage device
300; and a communication interface via which the disk

control unit communicates with the management terminal
160 over the internal LAN 151.

0110. The CPU 142 is responsible for control of the entire
disk control unit 140, and communicates with the associated

channel control unit 110, associated storage device 300, and
management terminal 160. Various programs stored in the
memory 143 and nonvolatile RAM 144 are executed in
order to realize the capabilities of the disk control unit 140
employed in the present embodiment. The capabilities of the
disk control unit 140 are the capabilities to control the
associated storage device 300, to control the RAID levels, to
manage a copy of data stored in the storage device 300, to
control a backup thereof, and to control remote copy.
0111. The nonvolatile RAM 144 is a nonvolatile memory
in which a program responsible for control of the CPU 142
is stored. The contents of the program stored in the non
volatile RAM 144 are overwritten or rewritten in response to
a directive given from the management terminal 160 or NAS
manager 706.
0112 Moreover, each disk control unit 140 includes a
board connection connector 145. The board connection

connector 145 is joined to a connector formed in the storage
device controller 100, whereby the disk control unit 140 is
electrically connected to the storage device controller 100.
Installation

0113. Next, a description will be made of installation of
Software that is necessary to allow the storage device system
600 in accordance with the present embodiment to act as a
NAS system.
0114 For allowing the storage device system 600 as a
NAS system, it is necessary to install an OS 701 to be run
in the channel control units CHN110. Moreover, a micro

program (firmware) to be run in the channel control units
CHN110 and disk control units 140 must be installed.

Moreover, a volume manager 707, a file system program
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703, a NAS manager 706, and other application programs
are installed in the channel control units CHN110, if nec

essary. Moreover, a remote copy control program 750, a
copy management program 760, and others are installed in
the disk control units 140, if necessary.
0115 The OS 701 and application programs are stored in
the system LUs defined in the storage devices 300. The
system LUs may be assigned to an OS installation area, a
fault detection storage area, and a cluster information Stor
age area. Information on fault management such as a dump
list produced by the OS 701 or application program (a list of
core dumps, memory dumps, and disk dumps produced with
occurrence of abnormal termination of a kernel in the OS

701, abnormal terminal of a demon, or detection of an

abnormality deriving from looping of a plurality of pro
cesses) is stored in the fault detection storage area. Infor
mation needed to determine a cluster by gathering the

channel control units CHN110 is stored in the cluster

information storage area. Since the storage areas in which
the OS 701 and application programs are stored are defined
in the storage devices 300, such storage areas need not be
defined in the channel control units CHN110.

0116. Moreover, the fault detection storage area and
cluster information storage area may be defined as a fault
management LU and a cluster LU respectively indepen
dently of the systems LU. If the storage devices 300 are used
at RAID level 5, the systems LU, fault management LU, and
cluster LU are not grouped together in terms of one parity
technique of testing transmitted data, but are preferably
distributed into groups for which a plurality of parity tech
niques is adopted. This is because data important for opera
tion of the storage device controller 100 is stored in the LUs.
0117 Next, a description will be made of a procedure for
installing the OS 701 and a microprogram that are required
for allowing the storage device system 600 to act as a NAS
system. These programs are installed using the management
terminal (computer) 160.
0118 FIG. 16 is a block diagram for explaining the
installation procedure. FIG. 17 shows an example of a
screen image that is displayed on the output device 166
included in the management terminal 160 and used for the
installation.

0119 Referring to the block diagram of FIG. 16, the
storage device controller 100 is connected to the information
processing units 200 over the LAN (first network) 400 and
receives a file access request from the information process
ing units 200. Moreover, the storage device controller 100
includes the management terminal 160. The management
terminal 160 is connected to the channel control units
CHN110 and disk control units 140 over the internal LAN

(second network) 151. A microprogram 770, a loader 771, an
installer 772, and an OS 773 are stored in the management
terminal 160. More particularly, these programs are stored in
the memory 162 and storage device 168 included in the
management terminal 160. The microprogram 770 falls into
a type being written in the nonvolatile RAMs 115 in the
channel control units CHN110 and a type being written in
the nonvolatile RAMs 144 in the disk control units 140. The

former is a program responsible for control of the I/O
processor 119 included in each channel control unit
CHN110, while the latter is a program responsible for
control of the CPU 142 included in each disk control unit
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140. The loader 771 and installer 772 are programs used to
read the OS 773 from the management terminal 160 and to
write it in the channel control units CHN110. The OS 773 is

installed in the system LUs that are defined in the storage
devices 300 in association with the channel control units

CHN110. These programs may be read from the recording
medium 167, which is formed with a CD-ROM or the like,

using the recording medium reader 164 included in the
management terminal 160, or may be downloaded from, for
example, the Internet via the port 163.
0120 Moreover, one or more fault information storage
LUs may be defined in the storage devices 300 so that fault
detection information or fault information can be stored in

the fault information storage LUs. The fault information
storage LUS may be prepared in advance. Otherwise, when
the OS 773 is installed in the system LUs, the fault infor
mation storage LUs may be prepared. Preparing the fault
information storage LUs includes formatting and creation of
a file in which fault information is recorded.

0121 FIG. 17 shows an example of a screen image
displayed on the output device 166 included in the manage
ment terminal 160. Herein, assume that the settings of the
channel control units CHN110 newly loaded in the slots of
slot Nos. 1 to 4 are determined through the screen image.
Referring to FIG. 17, the settings of the channel control units
loaded in the slots of slot Nos. 5 to 8 are listed. The already
determined settings of the channel control units loaded in the
slots may not be displayed, or an operators entry may be
unaccepted.
0.122 The installation screen image shown in FIG. 17 has
a slot number column, a channel adapter column, a system
LU number column, and a fault information storage LU
number column. An operator can enter information in the
channel adapter column, System LU number column, and
fault information storage LU number column.
0123. In the channel adapter column, the types of channel
control units 110 to be loaded in any slots formed in the
storage device controller 100 are entered. The types of
channel control units 110 include CHA, CHF, and CHN.

Any of CHA, CHF, and CHN can be selected by clicking the
mouse within a triangular mark that tapers downward as
shown in FIG. 17.

0.124. In the system LU number column, system LU
numbers are entered. Any of the LUs defined in the storage
devices 30 can be selected as the system LUs. The system
LUs are designated in association with the respective chan
nel control units CHN110. If the storage capacity of an LU
designated as the system LU is Smaller than a predetermined
storage capacity, the OS 773 cannot be installed in the LU.
Therefore, the management terminal 160 has the ability to
check the storage capacity of an LU whose number is
entered in the system LU number column. Incidentally, a
plurality of channel control units CHN110 can share the
same system LU.
0.125. In the fault information storage LU number col
umn, LU numbers of LUs in which fault information sensed

or reported by the channel control units 110 is stored are
entered. The LU number can be designated by clicking the
mouse within the triangle mark that tapers downward as
shown in FIG. 17. Incidentally, the fault information storage
LU may be determined in association with each channel
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control unit or in association with a plurality of or all
channel control units. Moreover, the fault information stor

age LUs may be determined arbitrarily irrespective of a
channel control unit.

0126 When an operator completes entering information
relative to the slot Nos. 1 to 4 as shown in FIG. 17, the

operator clicks the mouse within an OK button. Conse
quently, the management terminal 160 starts installing soft
ware onto the channel control units CHN110 loaded in the
slots of slot Nos. 1 to 4.

0127 FIG. 19 is a flowchart describing the installation
procedure. With a directive given by an operator who
handles the management terminal 160, a microprogram
rewriting program is run in the management terminal 160.
Consequently, a media access control (MAC) address
assigned to any of the channel control units CHN110 or any
of the disk control units 140 in which the microprogram 770
is written (information with which the channel control unit
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the management terminal 160 identifies an associated one of
the LUs in the storage devices 300.
0.130. Thereafter, the management terminal 160 transmits
a directive, which directs reading of the loader 771, to the
channel control unit CHN110 whose MAS address is stored

in the management terminal 160. The loader 771 is a
program to be run in order to read the installer 772 from the
management terminal 160 into the channel control unit
CHN110. The directive that directs reading of the loader 771
and that is sent from the management terminal 160 is
contained in the basic input/output system (BIOS) in the
CPU 112 included in the channel control unit CHN110.

CHN110 or disk control unit 140 is discriminated from the

Consequently, the loader 771 is read from the management
terminal 160 into the channel control unit CHN110 (S1001).
0131) Thereafter, the loader 771 reads the installer 772
from the management terminal 160 (S1002). The installer
772 provides the capability relevant to communication over
the internal LAN 151 as well as the capability to format an
LU on the basis of a file system and the capability to write

others) is stored in, for example, the memory 162 in the
management terminal 160. The microprogram 770 is then
written in the nonvolatile RAM 115 in the specific channel

a file in the LU.

control unit CHN110 whose MAC address is stored in the

LU, which is associated with the channel control unit

CHN110, for the purpose of preserving an area in which the
OS 773 is installed, and formats the system LU while acting
as a file system (S1003). The installer 772 then reads the OS
773 from the management terminal 160, and writes it in the
formatted installation area in units of a file (S1004). More
over, the installer 772 reflects the settings of the internal
LAN 151 on a setting file contained in the written OS 773.
0133) Furthermore, the installer 772 writes a master boot
record (MBR) activation code in the system LU in which the
OS 773 is written so as to validate the MBR (S1005).
Consequently, when the channel control unit CHN110 is
reset, the OS 773 is automatically activated.
0134) Thereafter, the installer 772 initializes the fault
information storage LU in which fault information reported

management terminal 160 or in the nonvolatile RAM 144 in
the specific disk control unit 140 whose MAC address is
stored in the management terminal 160 (S1000). The man
agement terminal 160 performs the writing over the internal
LAN 151. A destination in which the microprogram 770 is
written can be determined based on input information
entered through the installation screen image. Moreover, the
MAC address of the destination in which the microprogram
770 is written is acquired by transmitting a MAC address
query command to the channel control units CHN110 or disk
control units 140 which are interconnected over the internal
LAN 151. Information with which each of the channel
control units CHN110 or each of the disk control units 140

is identified and which is stored in the management terminal
160 is not limited to the MAC address. Alternatively, for
example, an IP address will do. Otherwise, a serial number
assigned to each of the channel control units CHN110 or
each of the disk control units 140 will do. Moreover, the

microprogram 770 to be written may be provided as a
software package in the form of the recording medium 167
such as a CD-ROM or may be downloaded via the Internet.
0128. As mentioned above, the microprogram 770 is
written in any of the channel control units CHN110 or any
of the disk control units 140 whose MAC address is stored

in the management terminal 160. Consequently, the micro
program 770 is written in a specific channel control unit
CHN110 or a specific disk control unit 140. Consequently,
the microprogram 770 can be written in any of the channel
control units CHN110 or any of the disk control units 140 in
which the stored microprogram 770 must be rewritten.
Moreover, the microprogram 770 that should be written in
the channel control units CHN110 can be prevented from
being incorrectly written in the channel control units
CHA110 or CHF110.

0129. Thereafter, the channel control unit CHN110 and
disk control unit 140 are reset. Consequently, the installed
microprogram 770 starts running. Herein, for example, the
management terminal 160 initiates the reset. After the reset
is completed, when the disk control unit 140 starts operating,

0132) Thereafter, the installer 772 partitions the system

from the OS 773 or the channel control unit 110 associated

with the fault information storage LU is stored (S1006).
Consequently, the area in which fault information is stored
is preserved.
0.135 When the foregoing processing is completed, the
I/O processor 119 included in the channel control unit
CHN110 notifies the management terminal 160 over the
internal LAN 151 that installation has been completed
(S1007).
0.136 The management terminal 160 repeatedly performs
the foregoing installation on the channel control units
CHN110 loaded in the respective slots of slot Nos. 1 to 4
(S1008). If the processing is completed for all the channel
control units CHN110 in the slots of slot Nos. 1 to 4,

installation is completed.
0.137 The foregoing installation procedure makes it pos
sible to handle the firmware and OS 773 smoothly according
to a procedure.
0.138. Thereafter, the settings of each channel control unit
CHN110 are determined so that the channel control unit

CHN110 will act as an NAS device. The settings include an
IP address to be assigned, a user area to be defined, an OS
to be determined, and a cluster to be determined. The NAS

manager 706 determines the settings. An IP address is
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assigned to each of two communication ports of each
channel control unit CHN110. A user area is defined by
storing a file system in a user LU. An OS is determined by
determining a mount point within the file system stored in
the user LU or defining a user or a group.

of a fault in the circuit boards are entered. This entry is
achieved by clicking the mouse within a triangular mark that
tapers downward as shown in FIG. 18.
0147 The second failover destination column is an entry

Clustering
0139 Clustering is to classify the plurality of channel
control units 110 mounted in the storage device controller
100 into groups of same types of channel control units 110.
Consequently, even if a fault occurs in any of channel
control units 110 belonging to the same cluster (group), any
other channel control unit 110 belonging to the same cluster
can take over the processing in which the faulty channel
control unit 110 has been engaged so far.
0140. The storage device system 600 in accordance with
the present embodiment includes two groups of power
supplies for the purpose of improving reliability. Each of the
slots included in the storage device controller 100 is con
nected to the power Supply belonging to either of the groups.
Clustering is performed so that each cluster will include
channel control units 110 connected to the respective groups
of power Supplies. In other words, the channel control units
110 constituting a cluster should not be connected to the
same group of power Supplies. Consequently, even if power
Supply is Suspended because of a fault occurring in either of
the groups of power Supplies, power Supply to other channel
control unit 110 that belongs to the same cluster and is
connected to the other group of power Supplies is continued.
Failover that is the transition to the backup channel control

be made to the circuit boards specified in the first failover
destination column, are entered. This entry is achieved by
clicking the mouse within the triangular mark that tapers

unit 110 is achieved.

0141 FIG. 18 shows an example of a screen image to be
displayed on the information processing units 200 and used
for clustering. FIG. 20 and FIG. 21 show the ways of
clustering channel control units so that each cluster will
include the channel control units 110 connected to both the

groups of power Supplies.
0142. A clustering screen image shown in FIG. 18 con
tains a group-of-power Supplies column, a slot number
column, a board ID column, a type-of-board column, a first
failover destination column, a second failover destination
column, and a common LU column.

0143. In the group-of-power supplies column, the group
of power Supplies to which each slot is connected is speci
fied. As seen from the example of the screen image shown
in FIG. 18, the slots bearing odd numbers are connected to
the group of power Supplies A, while the slots bearing even
numbers are connected to the group of power Supplies B.
0144. In the board ID column, the identifiers assigned to
the circuit boards realizing the channel control units 110 and
being loaded in the respective slots are specified. As the
board ID, for example, a serial number or an IP address is
specified.
0145 The type-of-board column specifies the types of
channel control units 110 loaded in the respective slots. The
types of boards realizing the channel control units 110
include CHN, CHA, and CHF.

0146 The first failover destination column is an entry
column in which circuit boards into which a transition is
made from circuit boards for failover in case of occurrence

column in which circuit boards, into which a transition is
made from circuit boards for failover if a transition cannot

downward.

0.148. The common LU column is an entry column in
which LUs accessible in common by the channel control
units 110 belonging to the same cluster is specified. Take
over information or the like needed to perform failover is
stored in the common LU.

0.149 After an operator enters information in all the
columns, the operator clicks the mouse within an Enter
button. Consequently, the setting information is transmitted
to the storage device controller 100. It is then inspected
whether the channel control units 110 belonging to the same
cluster are connected only to the group of power Supplies. A
or the group of power supplies B. If the channel control units
110 are connected only to the group of power Supplies A or
B, a warning is presented through a user interface provided
by each of the information processing units 200. For
example, if the information processing units 200 include a
buZZer, the buZZer is sounded. Otherwise, an error message
is displayed on a display device included in each of the
information processing units 200. If the power supplies of
the channel control units 110 belonging to the same cluster
are connected to both the groups of power Supplies, the
setting information is stored in the memories 113 included in
the respective channel control units 110 or the common LU.
Thus, clustering is completed. The settings may also be
stored in the cluster information storage areas of the asso
ciated system LUs and in the cluster LU. Incidentally,
clustering may be executed at the management terminal 160.
0150 FIG. 20 and FIG. 21 show the ways of clustering
channel control units so that each cluster will include the

channel control units 110 connected to two groups of power
Supplies.
0151. As described previously, the storage device con
troller 100 has eight slots. It is free to what channel control
units 110 are loaded in what slots. The channel control units

CHF110, CHA110, and CHN110 may be mixed and loaded.
FIG. 20 and FIG. 21 show examples of clustering the
channel control units CHN110.

0152 FIG. 21 shows examples in which two channel
control units CHN110, four channel control units CHN110,
and six channel control units CHN110 are loaded. As shown

in FIG. 21, the combinations (b), (e), (f), and (h) are judged
to be in error because the channel control units CHN110

belonging to the same cluster are connected only to only one
group of power Supplies.
0.153 FIG. 20 shows examples in which eight channel
control units CHN110 are loaded. The combination (1) is
judged to be in error because the channel control units
CHN110 belonging to the same cluster are connected to only
one group of power Supplies.
0154 As mentioned above, in the storage device system
600 in accordance with the present embodiment, the channel
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control units CHN110 are clustered so that they will not be
connected to only one group of power Supplies. Conse
quently, even if one group of power Supplies suspends power
Supply because of a fault, failover can be achieved so that a
transition will be made to a channel control unit 110 that

belongs to the same cluster but is connected to the other
group of power Supplies. Thus, the useful storage device
system 600 can be provided.
Kinds of Dumps
0155 Dumps to be collected are broadly classified into
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OS Log Or Core Dump Collection-Related
Diagrams
0.161 FIG. 22 shows the configuration of the storage
device system 600 attained when the OS log or core dump
is collected.

0162 FIG. 23 describes a flow starting with issuance of
a dumping request to the management terminal 160 and
ending with transfer of the OS log or core dump to the center
780. The flow is described with the CPU 112, I/O processor
119, management terminal 160, and associated Storage
device 300 (system LU) associated with one another. In FIG.
23, FIG. 25, and FIG. 27, a one-line arrow indicates a control

three kinds.

flow and a two-line arrow indicates a data flow.

0156 The first kind of dumps includes a core dump and
an OS log. The core dump is data read as a file from a
memory or a register when, as mentioned previously, the
kernel in the OS 701 terminates abnormally or a demon
terminates abnormally. The OS log is a log collected by the
OS 701 or NAS manager 706 or a log collected by an
application that runs on the OS. The core dump or OS log is
stored in the system LUs.
0157 The second kind of dump is a register dump. What
is referred to as a register dump is information in a memory
or the register in the CPU 112 which the I/O processor 119
collects when sensing that the temperature of the CPU 112
is abnormal or the OS 701 gets into a panic.
0158. The third kind of dump is a full dump. The full
dump is a crash dump collected when the OS 701 gets into
a panic. At this time, the OS 701 transmits a dump concern
ing the kernel to the fault information storage LU. When the
full dump is collected, the second kind of dump, that is, the
register dump is also collected.
0159. The three kinds of dumps are collected according
to different methods. The dumping methods will be

0163) When the center 780 collects the OS log or core
dump, the center 780 uses the remote control software 781
to handle the management terminal 160. The center 780 is
connected to the management terminal 160 included in the
storage device system 600 over a leased line or a network
such as a LAN, WAN, or Internet. The management terminal
160 can be remotely controlled because the remote man
agement agent runs therein. The management terminal 160
instructs the I/O processor 119 included in any of the
channel control units to collect the OS log or core dump over
the internal LAN (shown) or a bus (not shown) (step 1 of the
management terminal 160). As illustrated, the management
terminal 160 is connected to the CPU 112 and I/O processor

described below.

Dumping-Related Diagrams

0160 FIG. 22, FIG. 24, and FIG. 26 show the configu
ration of the storage device system 600 in accordance with
the present embodiment. As already described, each of the
channel control units CHN110 includes the CPU 112 and I/O

processor 119. The numbers of CPUs 112 and I/O processors
119 may be one, or pluralities of CPUs 112 and I/O
processors 119 may be included. The OS 701 and diverse
applications including the NAS manager 706 are run in the
CPU 112, whereby the CPU 112 operates as a NAS server.
The microprogram 702 serving as a controller program runs
in the I/O processor 119. A RAID control block 740 operates
in the CPU 142 included in each of the disk control units

140. A remote management agent 782 enabling remote
control runs in the management terminal 160. The remote
management agent 782 uses remote control software 781
residing in a center 780 to transfer a dump that has been
transferred to the management terminal 160, or to notify the
I/O processor 119 that dumps have been collected. More
over, after dump data is collected and transferred to the
management terminal, when a transfer termination notifica
tion is received, the center is notified of the fact. The remote

management agent may be one software program or may be
realized by combining a plurality of software programs.

119 included in each of the channel control units CHN110
and to the RAID control block 740 included in each of the
disk control units 140 over the internal LAN or bus. The

management terminal 160 communicates various pieces of
information including the information of the components of
the storage device system. Using the facility of the remote
management agent 782, the instruction may be issued by
pressing a button. In this case, the management terminal 160
does not directly instruct the CPU 112 but instructs the I/O
processor 119. This makes it possible to prevent a mainte
nance engineer from accessing user data stored in the
associated storage device 300 via the CPU 112. The I/O
processor 119 sets an OS log collection bit or a core dump
collection bit in the communication memory 802 or hard
ware register in response to the directive given from the
management terminal 160 (step 2 of the I/O processor 119).
Thereafter, the I/O processor 119 sets a dumping notification
bit in the communication memory 802 or hardware register,
whereby an OS log and core dump collection instruction is
issued to the CPU 112 (step 3 of the I/O processor 119). If
the CPU 112 receives the dumping instruction (step 4 of the
CPU 112), the CPU 112 requests the I/O processor 119 via
the communication memory 802 or hardware register to read
the information of the OS log or core dump. The I/O
processor 119 requests the RAID control block 740 included
in an associated one of the disk control units 140 via the

connection unit 150 or common memory 120 to read the
information of the OS log or core dump. The disk control
unit 140 reads the information of the OS log or core dump
from the associated system LU 300. The disk control unit
140 transfers the information of the OS log or core dump to
the I/O processor 119 via the connection unit 150 or com
mon memory 120. The I/O processor 119 transfers the
information of the OS log or core dump to the CPU 112 via
the communication memory 802 or hardware register. The
CPU 112 writes the information of the OS log or core dump
in the memory 113 (step 5 of the CPU 112). The information
written in the memory 113 is edited, compressed, and
encrypted in the memory (step 6 of the CPU 112). According
to the present embodiment, since editing and compression is
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performed, a transfer time can be reduced or a line whose
line speed is low can be utilized. This leads to a reduction in
cost. Moreover, since the transfer time is short, a risk that

data may be stolen is limited. When the editing and com
pression are combined with encryption, it is quite effective
in terms of security. The I/O processor 119 collects infor
mation concerning dumping, and transmits it as an I/O
processor dump to the management terminal (step 7 of the
I/O processor). The CPU 112 transfers the compressed and
encrypted OS log or core dump to the management terminal
160 over the internal LAN or bus (step 8 of the CPU 112).
At this time, one or a plurality of OS logs or core dumps is
transmitted to the management terminal 160. After the CPU
112 completes transferring the OS log or core dump to the
management terminal 160, the CPU 112 issues a transfer
completion notification to the I/O processor 119 (step 9 of
the CPU 112). When the I/O processor 119 completes
transmitting the I/O processor dump and receives the trans
fer completion notification from the CPU 112, the I/O
processor 119 issues a transfer termination notification to the
management terminal 170 over the internal LAN or bus
(steps 10 and 11 of the I/O processor). In response to the
transfer termination notification sent from the I/O processor,
the management terminal 160 transfers the collected OS log
or core dump to the center (step 12 of the management
terminal 160). However, the present embodiment is not
limited to this mode. It is also preferable that the manage
ment terminal 160 holds the OS log or core dump in the
memory 162 or storage device 168. In this case, if the remote
management agent 782 in the management terminal 160 is
accessed using the remote control software 781 in the center
780, the management terminal 160 transfers the OS log or
core dump to the center 780.
0164. According to the present embodiment, the CPU
112 analyzes the contents of a dumping instruction for the
OS log or core dump sent from the management terminal
160. The I/O processor 119 transfers the dumping instruction
for the OS log or core dump received from the management
terminal 160 to the CPU 112. Owing to this method, the I/O
processor 119 can exert the performance thereof for access
ing data in the storage device 300 via the connection unit
150 and disk control unit 140.

0165 According to the present embodiment, the CPU
112 makes a request to the disk control unit 140 via the I/O
processor 119 for the information of the OS log or core
dump. The present embodiment is not limited to this mode.
Alternatively, the CPU 112 may make a request directly to
the disk control unit 140 for the information of the OS log
or core dump. Owing to this method, the I/O processor 119
can exert the performance thereof in accessing data in the
storage device 300 via the connection unit 150 and disk
control unit 140.

0168 A register dump is collected after the I/O processor
example, an abnormality in the temperature of the CPU 112
or an event that no response is returned from the OS 701
during a health check. Moreover, a register dump is col
lected during collection of a full dump that will be described
later. The register dump is a dump that can be collected as
long as the I/O processor 119 is active even if the CPU 112

119 senses a fault. What is referred to as a fault is, for

and OS 701 are inactivated because of a fault.

0169. The I/O processor 119 senses a fault occurring in
the CPU 112 via the communication memory 802 or hard
ware register (step 1 of the I/O processor 119). In this case,
the I/O processor 119 acquires minimum information from
the memory 113 and the register in the CPU 112 via the
communication memory 802 or hardware register (step 2 of
the I/O processor 119). The I/O processor 119 transfers the
acquired information to the management terminal 160 over
the internal LAN or bus (step 3 of the I/O processor 119).
When the transfer terminates, the I/O processor 119 issues a
transfer termination notification to the management terminal
160 over the internal LAN or bus (step 4 of the I/O processor
119). With the termination of the transfer, the management
terminal 160 learns the fact that the register dump has been
collected. The management terminal 160 then transmits a
register dump collection notification to the center 780 (step
5 of the management terminal 160). In response to the
register dump collection notification, the center 780 uses the
remote control software 781 to access the remote manage
ment agent 782 included in the management terminal 160,
and then collects the register dump (step 6 of the manage
ment terminal 160).
0170 According to the present embodiment, the infor
mation of the register dump can be transmitted to the center
780 quickly and efficiently.
Full Dump Collection-Related Diagram And Flow
0171 FIG. 26 shows the configuration of the storage
device system attained during collection of a full dump.
0172. The first and second channel control units CHN110
share the same software and hardware configurations and
belong to the same cluster. The second CPU 112 and second
I/O processor 119 included in the second channel control
unit CHN110 are, similarly to the first CPU 112 and first I/O
processor 119 included in the first channel control unit
CHN110, connected to the management terminal 160 over
the internal LAN or bus. The first I/O processor 119 in the
first channel control unit CHN110 and the second I/O

processor 119 in the second channel control unit CHN110

transfer information to or from each other via the connection

unit 150. FIG. 27 describes a flow starting with an event that
gets into a panic and ending with transmission of a full dump

the second CPU in the second channel control unit CHN110

0166 According to the present embodiment, the infor
mation of the OS log or core dump can be transmitted to the
center 780 quickly and efficiently.
Register Dump Collection-Related Diagrams And
Flow

0167 FIG. 24 shows the configuration of the storage
device system attained during collection of a register dump.
FIG. 25 shows a flow starting with detection of a fault in the
I/O processor 119 and ending with transmission of a register
dump collection notification to the center 780. Herein, the
flow is described with the CPU 112, I/O processor 119,
management terminal 160, and memory 113 associated with
one another.
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connection notification to the center 780. Herein, the flow is

described with the first CPU 112, first I/O processor 119,
second CPU 112, second I/O processor 119, management
terminal 160, and associated storage device 300 (fault infor
mation storage LU) associated with one another. According
to the present embodiment, the first and second channel
control units CHN110 constitute a cluster. Alternatively, a
larger number of channel control units CHN110 may con
stitute a cluster. Herein, a description will proceed on the
assumption that the second channel control unit CHN110
gets into a panic.
0.173) If the second CPU 112 gets into a panic (step 1 of
the second CPU 112), the information of a crash dump is
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transmitted to the second I/O processor 119 via the second
communication memory 802 or hardware register in order to
write the crash dump in the fault information storage LU
(step 2 of the second CPU 112). The second I/O processor
119 transfers the information of the crash dump to an
associated disk control unit 140 via the connection unit 150.
The disk control unit 140 writes the information of the crash

dump in the fault information storage LU in response to a
directive given from the second I/O processor 119. The fault
information storage LU is defined so that any channel
control unit CHN110 can store information therein. The

crash dump is therefore transmitted to the fault information
storage LU.
0.174. Thereafter, the second CPU 112 sets a crash noti
fication bit in the communication memory 802 or hardware
register, and thus notifies the second I/O processor 119 of the
crash. The second I/O processor 119 checks the crash
notification bit in the communication memory 802 or hard
ware register so as to recognize that the crash dump has been
transmitted to the fault information storage LU (step 3 of the
second CPU 112). The second CPU 112 keeps operating
while being in a panic. Therefore, when the notification
terminates, the second CPU 112 is forcibly halted (step 4 of
the second CPU 112). The second I/O processor 119 having
recognized that the crash dump has been transmitted to the
fault information storage LU notifies the first I/O processor
119 via the connection unit 150 that the crash dump has been
transmitted to the fault information storage LU (step 5 of the
second I/O processor). At this time, preferably, the second
I/O processor 119 checks if the OS 701 running in the first
CPU 112 can transfer the dump to the management terminal
160 or if the controller microprogram running in the first I/O
processor 119 runs normally. Thereafter, preferably, the
second I/O processor 119 notifies that the crash dump has
been transmitted to the fault information storage LU. When
numerous channel control units CHN110 constitute a cluster,
preferably, the second I/O processor 119 selects a channel
control unit CHN110, of which CPU 112 and I/O processor
119 are acting normally, from among the plurality of channel
control units CHN110 constituting the cluster. The second
I/O processor 119 then notifies that the crash dump has been
transmitted to the fault information storage LU. The first I/O
processor 119 activates a software program Door stored in
the first communication memory 802 or hardware register so
as to notify that the crash dump has been transmitted to the
fault information storage LU (step 6 of the first I/O processor
119). The first CPU 112 reads the crash dump stored in the
storage device (fault information storage LU) into the first
memory 113 (step 7 of the first CPU 112). In the first
memory 113, data is edited, compressed, and encrypted (step
8 of the first CPU 112). Since the crash dump requires a large
storage capacity, it may be split if necessary. Otherwise, only
necessary information out of the crash dump may be read
into the first memory 113. The compression and encryption
aim to, similarly to those performed on the OS log or core
dump, decrease an amount of data to be transferred and a
transfer time and reduce the cost and the risk of data leakage.
After the editing, compression, and encryption in the first
memory 113 are completed, the first CPU 112 transfers a full
dump to the management terminal 160 over the internal
LAN or bus (step 9 of the first CPU 112). In order to notify
the management terminal 160 that transfer of a full dump has
terminated, the first CPU 112 issues a transfer termination

notification to the management terminal 160 over the inter
nal LAN or bus (step 10 of the first CPU 112). In response
to the transfer termination notification sent from the first
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CPU, the management terminal 160 issues a notification,
which signifies that the full dump has been collected, to the
center (step 11 of the management terminal 160). In
response to the notification that the full dump has been
collected, the center 780 uses the remote management
software 781 to access the remote management agent 782
installed in the management terminal 160, and acquires the
full dump (step 12 of the management terminal 160).
0.175 Although the management terminal and CPU 112
are connected directly to each other, since a Telnet demon
that is a demon running on an OS is not activated, Telnet
does not connect the management terminal to the CPU 112.
Moreover, since there is no way of logging in the CPU at the
management terminal according to the foregoing three meth
ods, a user LU will not be accessed. When a fault occurs, a

dump is automatically transferred to the management ter
minal 160, or the management terminal 160 is handled in
order to issue an instruction to the I/O processor for dump
ing. Leakage of user information can therefore be prevented.
0176). According to the embodiment of the present inven
tion, the information of a full dump can be transmitted to the
center 780 quickly and efficiently.
0.177 According to the present embodiment, once the
aforesaid three dumping methods are adopted, if a fault
occurs, information can be quickly and efficiently transmit
ted to the center 780. Eventually, the fault can be coped with
quickly and efficiently.
0.178 The present embodiment has been described so far.
The embodiment has been taken as the best example of the
present invention but will not limit the invention. The
present invention can be modified or innovated without a
departure from the gist thereof. The present invention
encompasses other embodiments having the constituent fea
tures of the present invention.
What is claimed is:

1. A disk array System comprising:
a plurality of storage devices in which data is stored;
a storage device control unit that controls storage of data
in said plurality of storage devices;
a connection unit connected to said storage device control
unit; and
a first communication control unit that is connected to

said storage device control unit via said connection
unit, and connected on a first network external to said

own disk array system, and that transfers file data over
said first network, wherein:

said first communication control unit comprises:
a first processor that associates file data, which is trans
ferred over said first network, with block-form data that

is stored in said storage device control unit; and
a second processor that transfers data in response to a
request made by said first processor, and that reads
information on a fault occurring in said own disk array
system from said plurality of storage devices in
response to a request made by said first processor, and
transmits the information to said first processor.
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