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NONVOLATILE MEMORY WITH BLOCK MANAGEMENT

BACKGROUND AND SUMMARY

[0001] This application relates to the operation of re-programmable non-volatile

memory systems such as semiconductor flash memory, and, more specifically, to the

management of individually erasable blocks of a memory array.

[0002] There are two primary techniques by which data communicated through

external interfaces of host systems, memory systems and other electronic systems are

addressed. In one of them, addresses of data files generated or received by the system

are mapped into distinct ranges of a continuous logical address space established for

the system in terms of logical blocks of data (hereinafter the "LBA interface"). The

extent of the address space is typically sufficient to cover the M l range of addresses

that the system is capable of handling. In one example, magnetic disk storage drives

communicate with computers or other host systems through such a logical address

space. This address space has an extent sufficient to address the entire data storage

capacity of the disk drive.

[0003] Flash memory systems are most commonly provided in the form of a memory

card or flash drive that is removably connected with a variety of hosts such as a

personal computer, a camera or the like, but may also be embedded within such host

systems. When writing data to the memory, the host typically assigns unique logical

addresses to sectors, clusters or other units of data within a continuous virtual address

space of the memory system. Like a disk operating system (DOS), the host writes

data to, and reads data from, addresses within the logical address space of the memory

system. A controller within the memory system translates logical addresses received

from the host into physical addresses within the memory array, where the data are

actually stored, and then keeps track of these address translations. The data storage

capacity of the memory system is at least as large as the amount of data that is

addressable over the entire logical address space defined for the memory system.

[0004] In current commercial flash memory systems, the size of the erase unit has

been increased to a block of enough memory cells to store multiple sectors of data.



Indeed, many pages of data are stored in one block, and a page may store multiple

sectors of data. Further, two or more blocks are often operated together as

metablocks, and the pages of such blocks logically linked together as metapages. A

page or metapage of data are written and read together, which can include many

sectors of data, thus increasing the parallelism of the operation. Along with such

large capacity operating units come challenges in operating them efficiently.

[0005] For ease of explanation, unless otherwise specified, it is intended that the term

"block" as used herein refer to either the block unit of erase or a multiple block

"metablock," depending upon whether metablocks are being used in a specific

system. Similarly, reference to a "page" herein may refer to a unit of programming

within a single block or a "metapage" within a metablock, depending upon the system

configuration.

[0006] When the currently prevalent LBA interface to the memory system is used,

files generated by a host to which the memory is connected are assigned unique

addresses within the logical address space of the interface. The memory system then

commonly maps data between the logical address space and pages of the physical

blocks of memory. The memory system keeps track of how the logical address space

is mapped into the physical memory but the host is unaware of this. The host keeps

track of the addresses of its data files within the logical address space but the memory

system operates with little or no knowledge of this mapping.

[0007] In the second of the two system interface techniques that are used, data files

generated or received by an electronic system are uniquely identified and their data

logically addressed by offsets within the file. A form of this addressing method is

used between computers or other host systems and a removable memory card known

as a "Smart Card." Smart Cards are typically used by consumers for identification,

banking, point-of-sale purchases, ATM access and the like, and contain a small

amount of memory when compared to flash memory cards and flash drives.

[0008] In the patent applications cross-referenced above, a data file is identified in the

mass storage flash memory system by a filename assigned by the host and data of the

file are accessed by offset addresses within the file (hereinafter "direct data file

interface"). The memory system then knows the host file to which each sector or



other unit of data belongs. The file unit being discussed herein is a set of data that is

ordered, such as by having sequential logical offset addresses, and which is created

and uniquely identified by an application program operating in a host computing

system to which the memory system is connected.

[0009] The four utility patent applications referenced above (Application Nos.

11/382,224; 11/382228; 11/382,232; 11/382,235), filed on May 8, 2006), describe

techniques in which lists of blocks are maintained for access during operation of the

memory system. Individual entries on the lists include parameters of memory blocks

and their addresses. An entry within a list may be selected according to either the

physical address of the block to which it relates, or the value of a block parameter that

is recorded within the entry. The present description relates to storing one or more

lists of data blocks within a designated block in flash memory, and accessing a

specific entry in a list on the basis of the information content of a field within the

entry.

[0010] The technique uses some of the logical pages in the designated block for

storage of unordered records containing information of all blocks on two or more lists.

Other pages are used for lists of entries containing only a content-addressable

parameter for the blocks, and a pointer to the full record for the block. Entries in

these lists are stored in order of the parameter values, and an entry with a specific

parameter value can quickly be accessed. The lists act as a form of directory to the

unordered records for the blocks.

[0011] In a block-erasable nonvolatile memory, maintaining up-to-date information

on individual blocks and the data they contain allows efficient memory management.

Where blocks contain a mixture of valid data of one or more files, obsolete data, and

erased space this may be quite complex. However, by keeping track of such data on a

block-by-block basis, certain memory system operations, particularly reclaiming of

unused space in the memory array, may be efficiently performed. Reclaim of unused

space (space containing obsolete data or unusable erased space) takes place on a

block-by-block basis (where a block is the unit of erase). It is desirable to perform

block reclaim operations on blocks in an efficient order, to reduce copying of valid

data. To determine the order of block reclaim, it is useful to have blocks ranked in

order of one or more descriptor values, where a descriptor value is descriptive of at



least one aspect of the data stored in a block. For example, blocks may be ordered by

the amount of valid data they contain so that those blocks containing the least amount

of valid data may be quickly identified to be reclaimed first.

[0012] In a first example, records are maintained for a variety of blocks in the

memory array, though not necessarily all blocks. Blocks containing valid data are

classified according to whether they contain erased space (partial blocks) and if not,

whether they contain obsolete data (obsolete blocks). Blocks with only obsolete data

(invalid blocks) and blocks containing only erased space (erased blocks) are

separately classified. A record is maintained for each block having one of these

classifications. Records are maintained in dedicated record blocks. In addition, blocks

in a classification are listed in lists that are ordered by a descriptor value. The

descriptor value may be the amount of valid data in the block, the address of the block

or some other descriptor value. List entries, in the first example, contain pointers to

corresponding records.

[0013] In a second example, records are also maintained for blocks in various

classifications. The classification "complete common block" is added for a block that

contains data of more than one file and that does not contain obsolete data or erased

space. Records are maintained in dedicated record pages in dedicated record blocks. A

record may contain a variety of information regarding the corresponding block

including its block address, the amount of valid data it contains, position of write

pointer etc.

[0014] A directory is provided to allow an individual record to be rapidly found. An

entry in the directory identifies a record page and the location of the corresponding

record in that record page. The directory is maintained in dedicated directory pages in

a directory block, with directory entries ordered by block address. Directory pages

contain non-overlapping block address ranges. One directory page may contain

pointers to more than one record page. However, a record page contains only records

pointed to by entries of one directory page. Thus, when records in a record page are

updated, only one directory page needs to be updated.

[0015] Directory blocks may also contain one or more lists. An entry in a list contains

a block address and a descriptor value and entries in a list are ordered by descriptor



value. An exemplary descriptor value is the amount of valid data in a block. Lists

provide a convenient way to select a block for reclaim or other purposes based on data

in the block. For example, the obsolete block with the least amount of valid data is the

first entry in a list of obsolete blocks that uses the amount of valid data as descriptor

value. This block can be rapidly identified from the list for reclaim so that the list

provides a queue for reclaim operations. In other examples, a block with a particular

descriptor value may be sought. This may be identified rapidly by performing a binary

search on the appropriate list page.

[0016] In a third example, a record is maintained for each block in the nonvolatile

memory array at all times. In this case, a directory page contains entries for a fixed

block address range with entries sequentially ordered by block address. Because this

provides an entry for a particular block at a predetermined offset within a directory

page, entries do not have to contain the block address of the block to which they refer.

[0017] Although the techniques of managing and accessing lists are described herein

for use with flash memory operating with a flash data file interface, these techniques

may also be used with other types of lists in different applications.

BRIEF DESCRIPTION OF THE DRAWINGS

[0018] Figure 1 shows a table of block classifications according to a first example.

[0019] Figure 2 shows pages of a record block according to the first example.

[0020] Figure 3 shows a detailed view of an individual page of the record block of

Figure 2.

[0021] Figure 4 shows a table of block classifications according to a second example.

[0022] Figure 5 shows a block directory entry in a block directory block pointing to a

corresponding block record in a block records block.

[0023] Figure 6 shows some detail of the page structure of a directory block

[0024] Figure 7A shows the structure of a block directory page of Figure 6, including

a record index and a directory index.



[0025] Figure 7B shows the structure of an obsolete block list page of Figure 6.

[0026] Figure 8 shows some detail of the page structure of a record block.

[0027] Figure 9 shows the structure of a record page of Figure 8 in more detail.

[0028] Figure 10 shows a directory block and record block undergoing an update of

block records and related structures.

DESCRIPTION OF ILLUSTRATED EMBODIMENTS

DETAILED FIRST EXAMPLE

[0029] Direct data file storage techniques described in the patent applications

identified above create lists of blocks from which entries with predefined values

related to the use of the individual blocks are selected. A technique for a content

addressable search of these block lists is used herein. This description refers to

accompanying Figures 1 —3.

[0030] Figure 1 is a table that shows a classification of memory cell blocks on the

basis their contents. Practically all blocks in the memory system will be classified as

shown. Three separate lists are maintained in this example: one of partial blocks,

another for obsolete blocks and a third for erased blocks.

[0031] The types of blocks recognized in this example are as follows:

A "program block" has been partially programmed, and contains valid

data of only a single file. Some erased capacity remains in the block. It may

also contain some obsolete data.

A "common block" has been partially programmed, and contains valid

data of two or more files. Some erased capacity remains. It may also contain

some obsolete data.

A "full common block" has been fully programmed and contains valid

data of two or more files. It may also contain some obsolete data.

A "file block" has been fully programmed, and contains valid data of a

single file. It may also contain some obsolete data.



An "invalid block" contains no valid data. The invalid block contains

at least some obsolete data and may contain erased capacity but does not

contain any valid data.

An "erased block", in which the total capacity of the block is

unprogrammed and available to accept data. There are no data in an erased

block. When the memory is full or nearly full of data, a pool of a specified

minimum number of erased blocks is typically maintained by continuously

reclaiming unused capacity that exists within blocks that are being used.

[0032] For purposes of the present example, blocks having the above types are

classified into three classifications as follows:

A "partial block" contains some unprogrammed capacity, valid data of

one or more files and may contain some obsolete data. The program block

and common block are examples of partial blocks.

An "obsolete block" is a file block or a full common block that

contains some obsolete data. The obsolete block does not contain any erased

capacity, and contains both valid and obsolete data.

An "erased block" has the same definition as the block type of the

same name, a block with no data.

[0033] It will be noted that these classifications do not cover all blocks in the memory

array, some blocks may remain outside these classifications and such blocks do not

appear in the lists of the present example.

[0034] When choosing a block for reclaiming storage capacity, the amount of valid

data in the blocks (valid data capacity) is a primary factor. Since a reclaim operation

on a block requires copying its valid data to another block, those blocks with the least

amount of valid data are chosen first. This is because data copying is time consuming

and can interfere with the efficient operation of the memory system to program and

read data. Countering this somewhat is a benefit of blocks that retain a significant

proportion of their capacity erased and available to store data. Therefore, blocks with

more useable erased storage capacity are not favored for a reclaim operation since the



increase in storage space that would result by reclaiming them is less. The partial and

obsolete block lists of this specific example are used to classify blocks on the basis of

the amount (number of pages) of valid data they contain and the amount (number of

pages) that remain erased. A purpose described herein for these lists is to select one

block at a time to be subject to a reclaim operation.

Types and Access of Block Lists

[0035] The partial block list (P-list) contains an entry for every partial block in the

system; that is, every block containing both some valid data and some erased

capacity. It may also contain some obsolete data.

[0036] The obsolete block list (O-list) contains an entry for every block in the system

containing obsolete data, which does not have an entry in the partial block list.

[0037] The erased block list (E-list) contains an entry for every erased block in the

system.

[0038] In a specific example of flash memory operation, the following block lists are

maintained:

P(V)-IiSt A partial block list with entries ordered according to the

valid data capacity stored in the blocks;

P(A)-IiSt A partial block list with entries ordered according to the

block address of the blocks;

O(V)-list An obsolete block list with entries ordered according to

the valid data capacity stored in the blocks;

O(A)-list Obsolete block list with entries ordered according to the

block address of the blocks; and

E-list An erased block list.

[0039] The P(V)-IiSt, O(V)-list, P(A)-list and O(A)-list act as "directories" to a

common set of block records. To select a reclaim block, the entries with the lowest

valid data capacity values are read from the P(V)-IiSt and O(V)-list. To select an



active DiocK, tne entry witn the highest valid data capacity value less than or equal to

a target value is read from the P(V)-IiSt. To select an erased block, the first entry on

the E-list is read and removed from the list.

[0040] To update an entry in the P-list or O-list, the entry with the target block

address is read from the P(A)-IiSt or O(A)-list.

Storage Technique for Block Lists

[0041] One or more blocks or metablocks are allocated for the storage of information

relating to blocks on the block lists identified in the immediately preceding section.

These are known as record blocks, and are written or updated in units of one page.

Content addressing is used for information in record blocks.

[0042] Each record block contains a fixed number of logical pages, each of which

may be updated by re-writing it to the next available physical page. Multiple logical

pages are allocated to store records containing information for blocks in the lists.

These are known as record pages.

[0043] A record exists for every block in the block lists. Record pages and the

records within them may be in any order. Records for blocks in different block lists

need not be kept separate. Obsolete records may exist within record pages, and may

be replaced by new records for blocks that have been added to the block lists. A

record contains the physical address of a block and a value defining the amount of

valid data within the block (valid data capacity), together with other information.

[0044] One or more logical pages are allocated to store entries identifying blocks

within one of the individual block lists. These are known as list pages. Separate list

pages are used for different block lists. Each entry in a list page contains a descriptor

value, which is the value of either the physical address of the block to which it relates

or the valid data capacity within the block (or some other value associated with data

in the block), together with a pointer to the record for the block in a record page. Two

list entries, each in a different list page for a different block list, may point to the same

record if the block to which the record relates appears in two block lists.



[0045] Entries in the block lists act as "directory entries" to a common set of records

for blocks.

[0046] Entries in a list page for the partial block list or obsolete block list are stored in

the order of their descriptors. Entries are written in closely packed format, with

unwritten entry locations in the list page normally present after the last entry written.

List pages store non-overlapping ranges of descriptors. If a list page becomes full, its

entries may be divided into two list pages by allocating a new logical page as a list

page. Similarly, if the number of entries in two list pages with adjacent descriptor

ranges falls below a threshold, the two list pages may be combined into one. An

index for the record block contains the descriptors for the first entry of each list page.

[0047] An entry in the partial block list or obsolete block list with a target value for

block address or valid data capacity may be found by identifying the list page with the

appropriate descriptor range from the record block index, reading the page from flash,

then performing a linear or binary search within the page for the target entry. The

record for the target block may then be read from the record page identified by this

entry.

[0048] Entries for blocks in the erased block list may be stored in a list page in which

they retain the order in which they were written. Erased blocks are always selected as

the oldest entry in the list.

Structure of a Record Block

[0049] All entries and indexing information for blocks referenced in the block lists

are contained in one or more record blocks in flash memory. A record block is a

metablock and is updated in units of a page.

A record block has the following characteristics:

1. All types of block lists may be stored together in a single record block.

2. Multiple record blocks may be used, if required.



3. A record block has a specified number of logical pages, which is

defined as 25% of the number of physical pages in the block in the present

example.

4. A record block index section in the most recently written page

provides a mapping for each logical page to a physical page.

5. A logical page may be updated by re-writing it to the next available

physical page.

6. A logical page can be allocated to any of the page types used for block

lists or for records for blocks.

7. A record block is compacted and re-written in an erased block when

full.

[0050] The structure of an example record block is shown in Figure 2.

Record Block Index

[0051] The record block index exists as a section of each page in the record block. It

is valid only in the most recently written page. The record block index contains an

entry for each possible logical page, ordered according to logical page number. Each

entry has 3 fields, as follows:

1. A numeric code identifying the page type:

a. P(V)-IiSt page;

b . P(A)-IiSt page;

c. O(V)-list page;

d. O(A)-list page;

e. E-list page;

f. Record page; and

g. Unallocated logical page.



2. Value in the first entry in the page. This allows the range of values in

each of the P(V), P(A), O(V), and 0(A) list page types to be established and

cached.

3. Pointer to the physical page to which the logical page is mapped.

Record Page

[0052] A record contains all required information relating to a block with an entry

one of the lists, and is stored in a record page. A record page is subdivided into three

sections, as follows:

1. Entry status;

2. Records; and

3. Common block records.

[0053] The entry status section comprises a bitmap, indicating whether each record is

in use, or is available for allocation to a new block. The records section has entries of

a fixed size for every block in the lists, with fields defining its attributes as follows:

1. Block address;

2. The capacity of valid data in the block;

3. The position of the page write pointer in the block;

4. The fileID for the first data group in the block;

5. Total number of files for which data exist in the block; and

6. Offset to any common block record that exists for the block. A value

of 0 denotes that no common block record exists.

[0054] The common block records section has entries with variable sizes, with fields

defining other fileIDs in a common block, as follows:

1. FileIDs for each subsequent data group in a common block; and



2. End of records indicator.

[0055] The record page may contain obsolete entries resulting from blocks being

removed from the block lists. Such record may be re-allocated to new blocks that are

added to the lists.

[0056] The logical page number within a record block and record number within that

page that are allocated to a block are normally not be changed, as they are used by list

pages to reference the record. However, it is permissible to move the record for a

block to another record number within the same list page, to another list page, or to

another record block. If the record for a block is moved, the pointers to it in any list

entries must be updated accordingly.

[0057] When a record page is modified and re-written, the common block records

may be compacted to eliminate any obsolete space and the records updated to reflect

any changes in offset to common block records.

[0058] The boundary between records and common block records is dynamic.

[0059] The structure of an example block records page is shown in Figure 3.

List Page

[0060] A list page contains a set of entries for blocks, in an order defined by

descriptor values. Valid data capacity is the descriptor in entries in the P(V)-IiSt and

O(V)-list, and block address is the descriptor in entries in the P(A)-list and O(A)-list.

[0061] Valid entries occupy a contiguous set of entry locations in a list page, but need

not fill the complete page. There are no obsolete entries within the set, and the

descriptor values need not be contiguous.

[0062] The entries in a list page are in order of the values in their descriptor field.

The range of the descriptor values does not overlap the range of descriptor values in

any other list page.

[0063] When an entry for a block that has been added to a block list needs to be

inserted, the list page with a descriptor range that encompasses the descriptor value

for the new block is identified. A new entry is inserted at the appropriate location in



the descriptor range, and the list page is re-written. When an entry must be removed,

the list page is compacted without the entry and is re-written.

[0064] When an addition must be made to a list page that has become full, a free

logical page is allocated as a new list page and the descriptor range of the full list

page is divided into two approximately equal non-overlapping ranges, which are

written in the two available list pages.

[0065] When the aggregate number of valid entries in two list pages with adjacent

descriptor ranges drops below a threshold value (70% of the number of entry

locations in a list page in this example), the ranges of the two list pages are

consolidated and written in one of the two list pages. The other unused page then

becomes a free logical page.

[0066] The fields in an entry in a list page for the P(V)-list and O(V)-list are as

follows:

1. Valid data capacity in the block; and

2. Pointer to record for block in a record page. The record page need not

be in the same record block as the list page.

[0067] The fields in an entry in a list page for the P(A)-list and O(A)-list are as

follows.

1. Block address; and

2. Pointer to record for block in a record page. The record page need not

be in the same record block as the list page.

[0068] The field in an entry in a list page for the E-list is as follows:

1. Block address.

Access Sequence for Records

[0069] The following sequence of steps is used to access a record for a target block in

either the P-list or O-list.



1. Define P(V)-IiSt, O(V)-list, P(A)-list or O(A)-list as the target list.

2. Read record block index from most recently written page in the record

block. This information may already exist in a cache.

3. Determine logical page number allocated to the list page for the target

descriptor value in the target list defined in step 1.

4. Read logical page number determined in step 3 from the record block.

5. Search list page read in step 4 to read entry for target block.

6. Read record page from the record block as defined by the entry read in

step 5.

7. Read record for target block from the record page read in step 6.

DETAILED SECOND EXAMPLE

[0070] In a second example, as in the first example described above, certain blocks

are individually classified according to the data they contain and records are

maintained for these blocks. Lists are maintained that are ordered according to a

descriptor value related to data stored in a block. The amount of valid data in a block

is an example of such a descriptor value. However, some of the structures and

methods used to manage blocks are different in this second example. The structures

and methods of the first and second examples should be viewed as alternatives, with

various combinations of structures and/or techniques from both examples also being

considered as part of the present disclosure. The second example is described with a

focus on differences from the first example. Thus, elements that are common to both

examples may not be described in detail again with respect to the second example.

[0071] Block classifications in the second example are the same as those of the first

example, with the addition of a "Complete common block" classification. Figure 4

shows a block classification table that is similar to that of Figure 1, except for the

additional classification "'Complete common block." Record entries are maintained

for each block having a block classification "Partial block"; "Obsolete block";



"Erased block" or "Complete common block." The classification, "Complete

common block" is used for common blocks that do not contain any erased capacity

and that do not contain any obsolete data. Complete common block (CCB) records are

maintained with a block record for every complete common block. Complete common

blocks are not generally subjected to reclaim operations because they do not contain

space that is available for reclaim (neither erased space nor obsolete space). However,

when some data in a complete common block becomes obsolete, the block is

reclassified as an obsolete block and may be subject to reclaim operations. When such

reclassification occurs, a block record that contains information regarding data stored

in the block is needed. This information is available from the block's preexisting CCB

record entry. Thus, by maintaining records on complete common blocks, the transition

from complete common block to obsolete block may occur without a heavy burden of

searching for information to generate a record for the block.

[0072] The classification schemes of Figures 1 and 4 are exemplary and other

schemes are also contemplated. In one example (discussed in detail later), a record

may be maintained for all blocks in a memory array at all times. Thus, an additional

block classification may be added to the table of Figure 4 for file blocks having no

obsolete data. In other examples, some of the classifications of Figure 4 may not be

needed. For example, no records may be maintained for erased blocks or invalid

blocks. In yet other examples, blocks may be divided into different block types than

those of Figure 4. It will be understood that the block types of Figure 4 are convenient

for particular memory management schemes, but other memory management schemes

may use different block types.

[0073] A record is maintained for every block in one of the block classifications listed

in the table of Figure 4. Records for blocks having different block classifications may

be stored together in the same page. In the present example, dedicated block record

blocks are maintained that store only block records. In order to facilitate access to

individual record entries in the record blocks, a block directory is maintained. The

block directory and the block records are stored in separate sets of blocks in flash

memory (unlike the first example where a single block could contain both block

directory and block records pages). Figure 5 shows a block directory entry 501 in a

directory block 503 that includes a pointer 505 to the location of a corresponding



block record 507 in a block record block 509. Block directory entry 501 also contains

block address 506.

[0074] The block directory contains one block directory entry for each block for

which an entry exists in the block records. Block directory entries are stored in non-

overlapping ranges of block address values, with each range allocated to a separate

block directory page. Entries within a range are ordered according to block address

value. The block directory entry for a target block address can be found by reading a

single block directory page and performing a binary search within the page. Thus, a

block directory provides a convenient way to locate a particular block record entry

according to block address.

[0075] In some applications, it is desirable to search for a block by criteria other than

block address. In some cases, descriptor values associated with the data stored in

blocks may be used for such a search. For example, for reclaim purposes, it may be

desirable to identify the partial block with the least amount of valid data. One way to

find such a block would be to search the record entries for all blocks to determine

which block contained the least amount of valid data. However, such searching may

add a significant burden. An alternative is to maintain lists of blocks that are ordered

according to the amount of valid data they contain (valid data capacity). Thus, where

blocks are listed in order of the amount of valid data they contain, identifying the

block with the least amount of valid data is simply a matter of reading the first (or

last) entry in the list. Similarly, if a block with a particular amount of valid data is

required, a binary search may rapidly identify such a block. The amount of valid data

stored in a block is given by a descriptor value in a list entry. Such a descriptor value

describes data stored in the block. This is in contrast to block address (used as a

descriptor value in the first example), which describes the physical location of the

block.

[0076] A mechanism incorporating a two-stage search process is provided to access a

block record according to a descriptor value defined within a field in the record for

the amount of valid data in the block. Entries containing the valid data capacity

values for the classifications of blocks for which this content addressing mechanism

may be used are stored in separate list pages in the block directory. These block list

entries are stored in non-overlapping ranges of valid data capacity values, with each



range allocated to a separate block list page. Entries within a range are ordered

according to their valid data capacity values. Each block list entry contains a block

address, which explicitly identifies a block directory entry. Block list entry 511

contains block address 513, which is identical to block address 506 and thereby

identifies block directory entry 501. Block list entry 511 also contains valid data

capacity 515 for the block having block address 513. A block directory entry for a

target valid data capacity value can be found by reading a single list page and

performing a binary search within the page to find an entry with the target valid data

capacity value, then reading a single directory page and performing a binary search

within the directory page to find the entry with the target block address.

[0077] A binary search may simply mean looking at an entry in the middle of the

page's descriptor value range. Based on a comparison of the descriptor value of this

entry with the descriptor value being sought, the search is limited to half the page. An

entry at the midpoint of this half page is then similarly examined and the search

limited to a quarter of the page. After successive steps, one or more entries are found

that have the descriptor value that is sought. In other examples, more sophisticated

binary search algorithms may be used. In some examples, no binary search is needed

because the descriptor value that is sought is the lowest (or highest) in the list. Thus,

the first (or last) entry in the list is selected.

[0078] Block records are directly addressed by entries in the block directory. A page

of block records is updated by a read/modify/write operation that moves the page to

an un-ρrogrammed location in the same or another block records block. Block

records in a page must all relate to entries in the same block directory page. However,

one directory page may contain entries for more than one block records page. Thus,

block records page may be updated with consequent need for modification of only a

single block directory page.

Block Directory

[0079] The block directory is an ordered collection of entries identifying blocks by

block address and indicating the locations of corresponding block records. An entry

exists in the block directory for each block for which a block record is maintained. In

the present example, an entry exists for each partial block, obsolete block, complete



common block, and erased block. The block directory is contained in one or more

directory blocks.

[0080] Figure 6 shows a directory block 621 containing obsolete block and partial

block list pages. Figure 6 also shows directory pages in the directory block. Each

directory block contains a fixed number of logical pages, each of which may be

updated by re-writing it to the next available physical page. A page containing valid

entries is allocated a logical page number. The number of logical pages in a directory

block is specified as being 25% of the number of physical pages in a block in the

present example. In other examples, other limits may be specified. After the last page

of a directory block has been written, the block is compacted by writing all valid

pages to an erased block and erasing the original directory block.

Block Directory Page

[0081] A block directory page contains a set of block directory entries, in order of

their block address values. An example of a block directory page 731 is shown in

Figure 7A. Valid block directory entries 733 occupy a contiguous set of entry

locations in block directory page 731, but need not fill the complete page so that

erased space may remain. Each block directory page contains a record index

(described below). Here, block directory page 731 contains record index 735. There

are no obsolete entries within block directory entries 733, and the block address

values need not be contiguous. The range of the block address values in a block

directory page does not overlap the range of block address values in any other block

directory page.

[0082] When an entry for a block needs to be inserted, the block directory page with a

block address range that encompasses the block address value for the new block is

identified from the information in the directory index. A new entry is inserted at the

appropriate location in the block address range, and the block directory page is re

written. When an entry must be removed, the block directory page is compacted

without the entry and is re-written.

[0083] When an addition must be made to a block directory page that has become

full, a free logical page is allocated as a new block directory page and the block



address range of the block directory page that has become full is divided into two

approximately equal non-overlapping ranges, which are written in the two available

block directory pages.

[0084] When the aggregate number of valid entries in two block directory pages with

adjacent block address ranges drops below a threshold value (70% of the number of

entry locations in one block directory page in this example), the ranges of the two

block directory pages are consolidated and written in one of the two block directory

pages. The other unused page then becomes a free logical page.

[0085] A block directory entry 737 in this example contains two fields: (1) A block

address; (2) A pointer to a corresponding block record. The pointer identifies a logical

identifier for a block record page and a byte offset of a particular block record within

a page. The block record page logical identifier identifies one of up to 16 separate

block record pages that may be referenced by entries in the same block directory

page. It is converted to a physical block address and page number by the record index

field within the block directory page containing the entry. The byte offset identifies

the location of the block record within the identified block record page.

[0086] A separate valid record index field exists in each valid block directory page

and block list page. It is used to convert logical identifiers for block record pages to

physical block addresses and page numbers at which the block record pages are

located. Record index 735 contains one entry (such as entry 739) for each logical

identifier that is used within any entry in block directory page 731. A maximum of 16

separate block record pages may be referenced by block directory entries in a single

block directory page. A 4-bit logical identifier is therefore used. In this way,

individual block directory entries may use the 4-bit identifier instead of a longer

physical page location for the corresponding block records page. The record index

field serves to translate these logical identifiers for all entries in the block directory

page.

[0087] A valid directory index field 741 exists only in the most recently written block

directory or block list page. Information in the directory index field in all previously

written pages is obsolete. Its purpose is to support the ordering of block directory

entries and block list entries and the mapping of logical pages to physical pages. It



provides a structure where current data is stored regarding individual pages in the

block directory block. The directory index contains an entry, such as entry 743, for

each possible logical page, ordered according to logical page number. Each entry has

four fields:

(1) Allocation status flag for the logical page.

(2) Type of page, e.g. block directory, PB list, or OB list.

(3) Block address of first entry in a block directory page or valid data capacity value

of the first entry in a list page (either PB or OB). This allows the range of block

address or valid data values in each logical page to be established and cached.

(4) Pointer to the physical page within the block directory to which the logical page is

mapped.

Block List Page

[0088] A block list page contains a set of block list entries for a single classification

of block, in order of a descriptor value describing the data they contain (e.g. the

amount of valid data they contain). An example of a block list page 751 is shown in

Figure 7B. In the present example, a block list page may be a PB list page or OB list

page. Figure 7B shows OB list page 751. Valid block list entries 753 may occupy a

contiguous set of entry locations in block list page 751, but need not fill the entire

page. There are generally no obsolete entries in a block list page. Block list entries

753 are ordered by a descriptor value but descriptor values need not be contiguous

and may be repeated. In the present example, the valid data capacity values need not

be contiguous and may be repeated. The range of descriptor values of a block list

page does not overlap the range of descriptor values of any other block list page for

the same block classification.

[0089] While valid data capacity is the descriptor value used in the present example,

other descriptor values may also be used. For example, the amount of erased capacity

in a block may be used as a descriptor value. A descriptor value may be derived from

a combination of the amount of valid data and the amount of erased capacity so that

blocks are listed in a desired order for reclaim. In some cases, lists may overlap. Thus,



the same block may appear in two different lists. For example, blocks may be listed

both by the amount of valid data that they contain and (in a separate list) by the

amount of erased space they contain.

[0090] When an entry for a block needs to be inserted, the block list page with a valid

data capacity range that encompasses the valid data capacity value for the new block

is identified from the information in the directory index. The block list page is

rewritten with the new entry inserted at the appropriate location in the page according

to its valid data capacity value. When an entry must be removed, the block list page

is re-written in a new physical location, without the entry.

[0091] When an addition must be made to a block list page that has become full, a

free logical page is allocated as a new block list page and the valid data range of the

block list page that has become full is divided into two approximately equal non-

overlapping ranges, which are written in the two available block list pages.

[0092] When the aggregate number of valid entries in two block list pages with

adjacent ranges drops below a predetermined threshold amount (for example, 70% of

the number of entry locations in one block list page), the ranges of the two block list

pages are consolidated and written in one of the two block list pages. The other

unused page then becomes a free logical page.

[0093] A block list entry 755 contains two fields: (1) A block address; (2) A

descriptor value, in this example a value indicating the amount of valid data in the

block. Unlike the first example, there is no list ordered by block address (although the

directory is ordered by block address). In the present example, a list includes a block

address from which a directory entry is found, which in turn indicates the location of a

corresponding record. Thus, list entry 753 does not directly indicate a record in this

example. A block list may contain a directory index, but only the most recently

written page contains a valid directory index. The OB list page of Figure 7B contains

an obsolete directory index 757.

Block Records

[0094] Block records is a collection of records, each of which contains information

for a block identified by a block address. One record exists for each block directory



entry. Block records are addressed by block directory entries, and a block directory

page must be modified when a block record page is modified.

[0095] Block records are contained in one or more dedicated record blocks such as

record block 861 shown in Figure 8. Unlike the first example, block lists and block

records are not stored together in the same block. Only one block record block may

contain un-programmed pages into which block records may be written. All block

record information is programmed at the next un-programmed page location in this

block, which is identified by a block record write pointer. When the last page in the

block has been programmed, the block record write pointer is moved to the first page

of an erased block. Block record blocks may contain obsolete pages resulting from

block record pages having been rewritten. In some embodiments, valid block record

pages do not contain obsolete records as a block records page is rewritten whenever a

record in the page becomes obsolete. In other embodiments, obsolete records may

remain in valid block record pages. However, the directory entries for obsolete

records are deleted or replaced with entries pointing to valid records so that obsolete

records are not accessed. Obsolete records in a record page are not copied when the

record page is rewritten.

[0096] A block record page contains a set of block records that are referenced by

block directory entries within a single block directory page, in the same order as the

entries in the block directory page. Figure 9 shows an example of a block record page

965. A block directory page may reference multiple block record pages. Modification

of a block record page may be made with consequent need for modification of only a

single block directory page. Unlike the first example, a block record page according

to the present example does not include a block record index because block record

pages are directly identified by the block directory entries.

[0097] A block record page may be modified by reading the page, then updating or

adding one or more block records. Any obsolete block records are removed by

compacting the page, and the page is programmed at location identified by the block

record write pointer.

[0098] A block record page header stores a reference to the block directory page with

which a block record page is associated, and the length of block record information



within the block record page. The block record page header also stores a record of the

number of obsolete pages existing in each of the block record blocks at the time the

block record page was written. This information is only valid in the most recently

written block record page header.

[0099] An individual block record entry is of variable size. Thus, the record for a

complete common block may be larger than the record for an erased block. Unlike the

first example, no separate common block records area is needed. A record block of

the present example has fields defining attribute of a block as follows:

(1) Block address.

(2) Type of block, PB, OB, CCB, or EB.

(3) The capacity of valid data in the block.

(4) The position of the page write pointer in the block.

(5) Total number of files for which data exists in block.

(6) The fileIDs for each file for which data exists in block.

[00100] In other examples, records may contain different fields including different

descriptor values.

Reclaim Process for Block Records in Second Example

[00101] Block records are contained in one or more record blocks and are directly

addressed by block directory entries. Only one record block contains erased pages

that are available for programming new or updated block records. In all other record

blocks, all pages have been programmed, but the block may contain fully obsolete or

partially obsolete pages. Reclaim of the capacity occupied by obsolete block records

is performed by designating one record block as the next block to be reclaimed, and

progressively copying pages from this reclaim block to the page currently designated

by the block record write pointer, before erasing the reclaim block.

[00102] A reclaim block is selected when a previous reclaim process on a record

block has been completed and the previous reclaim block has been erased. The record

block with the highest number of obsolete pages is selected as the reclaim block. The

number of obsolete pages for each record block is recorded in the block record page

header of the most recently written block record page. The record block containing



the block record write pointer may not be selected for reclaim. The selected record

block remains as the reclaim block until the reclaim process has been completed and

the block has been erased. The erased block is then added to the erased block pool and

may be used again to store data of any kind including host data. Thus, a block remains

a dedicated record block for a time but is not permanently designated as a record

block.

[00103] The process of reclaiming block record blocks containing obsolete pages

entails copying a small number of pages containing valid block records from the

block to the page designated by the block record write pointer, in bursts at scheduled

intervals. The number of pages in a burst should be the number of pages contained in

a metapage for good performance. However, in some cases fewer pages may be

written at a time. Programming the pages at the block record write pointer may be

performed as a single programming operation on a metapage. A burst copy operation

of pages in the reclaim block may be scheduled at intervals defined by progression of

the block record write pointer through the number of page positions contained in 4

metapages. To program a metapage, the write pointer generally must point to the first

page in a physical metapage when a burst copy operation is scheduled.

[00104] In contrast to the reclaim process for block record blocks described above, a

reclaim process for directory blocks is simply a matter of compacting a block

directory block when no erased space remains in the directory block. Where a block

directory block has a maximum of 25% valid pages at any time (logical capacity is

25% of physical capacity in this example), compaction of such a block results in a

block having at least 75% erased space. When compaction occurs, the block from

which data is copied becomes an invalid block and is erased to become an erased

block. The block is then added to the erased block pool and may be used to store any

kind of data including host data. Thus, a block remains a dedicated directory block for

a time but is not permanently designated as a directory block.

Updating structures of second example

[00105] When data is written to a block in the memory array or when a file is

deleted, one or more block records may need to be updated. In addition, the

corresponding block directory and list entries may need to be updated. The following



process, as shown in Figure 10, illustrates updating various structures of the second

example when additional valid data is stored in a partial block (already containing

some obsolete data) causing the block to become an obsolete block.

(1) Receive address of block that is to store additional data.

(2) Look at directory index 171 in last written page of the block directory block

170 to determine physical page location of directory page 173 containing the

directory entry 175 for this block.

(3) Perform binary search within directory page 173 to find entry 175 for the

block.

(4) Determine from logical identifier in entry 175, along with information in

record index 177, the physical page 179 in block records block 181 that

contains the record 183 for this block. Use offset in directory entry 175 to find

the correct record 183 corresponding to the received address.

(5) Determine the classification of the block from record 183. Determine whether

storage of additional data causes classification to change. Here, the block is a

partial block and the additional data fills the remaining space in the block so

that it becomes an obsolete block.

(6) Copy the contents of record page 183 to the location indicated by write pointer

185, with record 183 for the present block updated to reflect different type of

block, valid data, position of page write pointer etc.

(7) Copy directory page 173 to the next available physical page in block directory

block 170. Write new directory page with updated entry and record index to

reflect new physical location of record page. Also, update directory index in

the new physical page.

(8) Look at directory index again to determine the physical page location of a

partial block list page 187 containing an entry 189 for the block. (In some

other cases may look at more than one list).



(9) Perform binary search in page 187 to find list entry 189 with a descriptor value

equal to that of the present block. If more than one list entry has the descriptor

value, then search all matching entries by block address.

(10) Copy partial block list page 187 to new location with entry 189 for the

present block deleted. New partial block page includes updated directory

index with new physical location for partial block page.

(11) Look at directory index again to determine the physical page location

of an obsolete block list page that covers the valid data per block range which

includes the amount of valid data in the present block (not shown).

(12) Copy the obsolete block list page, adding a new entry for the present

block at the appropriate offset, according to the amount of valid data now in

the block. The new obsolete block list page includes updated directory index

indicating new location for obsolete block list (not shown).

[00106] The above steps are not necessarily carried out in the order shown. Some

steps may be carried out in parallel. For example, writing of an updated obsolete

block list page and an updated partial block list page may be in parallel as part of a

metablock write.

DETAILED THIRD EXAMPLE

[00107] In a third example, a record is maintained for each block in the memory

array at all times. This may involve one or more additional classifications of blocks,

for example, an additional classification for file blocks that do not contain obsolete

data may be added to the classifications of the second example shown in Figure 4.

Although maintaining a record for each block adds to the total number of records that

are maintained, it may allow simpler structures to be used. The third example may

operate similarly to the second example apart from having a record for each block.

[00108] For example, where records are maintained for every block, directory entries

are also maintained for every block. Directory entries have a fixed, uniform size. So, a

directory page may contain a fixed number of entries that are sequentially ordered by

block address. Thus, each directory page covers a fixed block address range. Because



entries within such a page are at predetermined offsets according to their block

address, it is unnecessary to separately record a block address in each entry. Finding a

directory entry for a particular block may be a matter of finding the directory page

that covers the block address range that includes the block, and then going to the entry

within that page at an offset given by the difference between the block address of the

first entry of the directory page and the desired block address. Thus, no binary search

of a directory page may be needed. In contrast, records are generally variable in size,

so a record page does not always maintain a fixed number of entries. Unlike previous

examples, in the present example records may be maintained for blocks for which no

entry exists in any list.

[00109] Maintaining a record for each block in the memory is convenient for some

applications. For example, descriptors may be maintained regarding physical

characteristics of a block. One example of such a descriptor is an erase count. An

erase count indicates the number of times a particular block has been erased and may

be used for wear leveling purposes. One or more lists may order blocks according to

their erase count. Alternatively, a record may include a time stamp from the last time

a block was erased so that blocks may be ordered i a list by time since their last

erase.

[00110] Although the various aspects of the present invention have been described

with respect to exemplary embodiments thereof, it will be understood that the present

invention is entitled to protection within the full scope of the appended claims.



CLAIMS:

1. A memory system comprising:

a nonvolatile memory array including a first plurality of individually erasable

blocks that each contain data; and

a list that contains an entry for each of the first plurality of blocks, the entries

in the list ordered according to the amount of valid data stored in each of the first

plurality of blocks.

2. The memory system of claim 1 further comprising a plurality of records, each

of the plurality of records corresponding to one of the first plurality of individually

erasable blocks, each of the plurality of records containing information regarding its

corresponding block.

3. The memory system of claim 2 wherein the list entries are maintained in a

plurality of list pages in a first block and the plurality of records are maintained in a

record page in a second block.

4. The memory system of claim lwherein the plurality of blocks consists of all

blocks of the nonvolatile memory array that contain both erased space and valid data.

5. The memory system of claim lwherein the plurality of blocks consists of all of

the blocks of the nonvolatile memory array that contain obsolete data and do not

contain erased space.

6. A nonvolatile memory array, comprising:

a plurality of individually erasable blocks;

a plurality of records for the plurality of blocks, each of the plurality of

records containing information regarding one of the plurality of blocks;

a directory that contains a plurality of directory entries, each of the plurality of

directory entries including the location of one of the plurality of records; and

a list that contains a plurality of list entries, each of the plurality of list entries

including a descriptor value that describes data stored in an individual one of the



plurality of blocks, the plurality of list entries ordered by respective their descriptor

values.

7. The nonvolatile memory array of claim 6 wherein the plurality of records is

located in a first block and the directory and the list are maintained in a second block.

8. The nonvolatile memory array of claim 6 wherein the descriptor values

represent the amount of valid data stored in respective ones of the plurality of blocks.

9. The nonvolatile memory array of claim 6 wherein the plurality of blocks

consists of all of the blocks in the nonvolatile memory array that individually contain

both erased space and valid data.

10. The nonvolatile memory array of claim 6 wherein the plurality of blocks

consists of all of the blocks of the nonvolatile memory array that individually contain

both obsolete data and do not contain erased space.

11. The nonvolatile memory array of claim 6 wherein the plurality of blocks

consists of all blocks of the nonvolatile memory array.

12. The nonvolatile memory array of claim 6 wherein the list is maintained in a

plurality of pages that each stores a distinct range of list entries.

13. A non-volatile memory system with storage cells grouped into blocks of

memory cells that are erased prior to reprogramming data in pages of the blocks,

comprising:

a first plurality of blocks storing data;

a first plurality of pages containing a plurality of records that individually

include at least a descriptor value that is descriptive of data stored in the

corresponding one of the first plurality of blocks, and

a second plurality of pages containing pointers to the locations of records in

the first plurality of pages, wherein valid records in an individual one of the first

plurality of pages are limited to records indicated by pointers stored in one of the

second plurality of pages.



14. The nonvolatile memory system of claim 13, wherein said first plurality of

pages is located in a first group of one or more blocks, and said second plurality of

pages is located in a second group of one or more blocks.

15. The nonvolatile memory system of claim 13, wherein said first plurality of

pages is located in a first block that is not one of the first plurality of blocks and said

second plurality of pages is located in a second block that is not one of the first

plurality of blocks.

16. The nonvolatile memory system of claim 13 further comprising a list located

in a third plurality of pages, the list containing a plurality of entries individually

corresponding to ones the first plurality of blocks, an entry containing a descriptor

value for its corresponding block.

17. A method of operating a block-erasable, nonvolatile memory array,

comprising:

maintaining a list that contains a list entry for each of a plurality of blocks of

the nonvolatile memory array, the list entries ordered according the amount of valid

data stored in individual ones of the plurality of blocks.

18. The method of claim 17 further comprising maintaining a record for each of

the plurality of blocks of the nonvolatile memory array, an individual record for one

of the plurality of blocks including the physical address of the block, each list entry

linked to a record entry.

19. The method of claim 18 wherein a list entry is maintained in a list page in a

first block and the record is maintained in a record page in a second block.

20. The method of claim 17 wherein the plurality of blocks consists of all blocks

of the nonvolatile memory array that contain both erased space and valid data.

21. The method of claim 17 wherein the plurality of blocks consists of all the

blocks of the nonvolatile memory array that contain obsolete data and do not contain

erased space.



22. A method of operating a block-erasable, nonvolatile memory array,

comprising:

maintaining a plurality of records for a plurality of blocks in the memory

array, each of the plurality of records containing information regarding one of the

plurality of blocks;

maintaining a directory that contains a plurality of directory entries, each of

the plurality of directory entries including location information regarding one of the

plurality of records; and

maintaining a list that contains a plurality of list entries, each of the plurality

of list entries including a descriptor value that describes data stored in an individual

one of the plurality of blocks, the plurality of list entries ordered by their respective

descriptor values.

23. The method of claim 22 wherein the plurality of records is maintained in a

first block and the directory and the list are maintained in a second block.

24. The method of claim 22 wherein the descriptor values represent the amount of

valid data stored in respective ones of the plurality of blocks.

25. The method of claim 22 wherein the plurality of blocks consists of all of the

blocks in the nonvolatile memory array that individually contain both erased space

and valid data.

26. The method of claim 22 wherein the plurality of blocks consists of all of the

blocks in the nonvolatile memory array that individually contain both obsolete data

and do not contain erased space.

27. The method of claim 22 wherein the plurality of blocks consists of all of the

blocks in the nonvolatile memory array.

28. The method of claim 22 wherein the list is maintained in a plurality of pages

that each stores a distinct range of list entries.



29. The method of claim 28 further comprising: searching for a block having a

predetermined descriptor value by searching the list for a list entry matching the

predetermined characteristic.

30. The method of claim 29 wherein the predetermined characteristic is a least

amount of valid data for list entries in the list.

31. A method of operating a non-volatile memory system with storage cells

grouped into blocks of memory cells that are erased prior to reprogramming data in

pages of the blocks, comprising:

storing data in a first plurality of blocks;

maintaining, in a first plurality of pages, records that individually include at

least a descriptor value that is descriptive of data stored in the corresponding one of

the first plurality of blocks; and

maintaining, in a second plurality of pages, pointers to the locations of records

in the first plurality of pages, wherein valid records in an individual one of the first

plurality of pages are limited to records indicated by pointers stored in one of the

second plurality of pages.

32. The method of claim 31, wherein said first plurality of pages is located in a

first group of one or more blocks, and said second plurality of pages is located in a

second group of one or more blocks.

33. The method of claim 31, wherein said first plurality of pages is located in a

first block that is not one of the first plurality of blocks and said second plurality of

pages is located in a second block that is not one of the first plurality of blocks.

34. The method of claim 31, further comprising maintaining, in a third plurality of

pages, a list of ones of the first plurality of blocks and their corresponding descriptor

values, the list entries ordered by descriptor value.
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