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[57] ABSTRACT 
A data storage system has a plurality of individual data 
storage units, each of which can undergo unpredictable 
independent failure. By dividing data blocks to be 
stored therein into a number of sub-blocks one or more 
less than the number of data storage units and creating 
a redundant data sub-block of the type permitting re 
construction of any one sub-block of data using the 
remaining sub-blocks and the redundent sub-blocks, and 
then storing each of the data sub-blocks and the redun 

dant sub-block on a different one of the data storage 
units, it is possible to reconstruct any one failed data 
sub-block of a related group using the other sub-blocks. 
It is necessary to be able to detect the failure of the 
sub-block, and the preferred way is by a multibit error 
detection code appended to each sub-block, or by fail 
ure sensed within and by an individual data storage unit. 
The system is preferably implemented with disk drives 
functioning as the data storage units in view of the 
well-known tendency of such devices to occasionally 
generate an error which prevents reading a previously 
written record on one of them. 

31 Claims, 2 Drawing Sheets 
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DATA ERROR CORRECTION SYSTEM 

Matter enclosed in heavy brackets [ ] appears in the 
original patent but forms no part of this reissue speci?ca 
tion; matter printed in italics indicates the additions made 
by reissue. 

[BACKGROUND/INFORMATION 
DISCLOSURE] 

BACKGROUND OF T HE INVENTION 

The device of choice today for non-volatile mass 
storage of data is the magnetic disk storage system. The 
type of magnetic disk storage system of particular inter 
est here is the so-called hard disk drive having, not 
surprisingly, one or more rigid disks turning at a rela 
tively high speed. Each disk surface has suspended 
aerodynamically a few microinches therefrom its own 
transducer device for reading and writing data on the 
disk. In the larger data processing installations, there 
may be several drives all providing data storage for a 
single central computer. For some time, the reading or 
writing of several disk surfaces simultaneously has been 
contemplated in an effort to improve data rates between 
individual disk storage units and the central computer. 
With the recent advent of large semiconductor memo 
ries, the difficult problem of synchronization of data 
transmission between the drives and the central com 
puter has been solved by the expedient of simply using 
such semiconductor memories as a buffer to compensate 
for differences in angular position of the disk. 
While disk drive reliability has improved substan 

tially over the last few years, the devices are nonethe 
less electromechanical and as such liable to occasional 
failures. These failures may be caused by a circuit defect 
which affects the readback functionnip which case no 
data has been lost. It is only necessary to repair the 
defective circuitry to gain access to the data. If the 
failure comes at an inconvenient time, however, the 
delays may cause great expense for the users. If the 
failure occurred in the writing circuitry or on the me 
dium itself, then the data has been permanently lost. If 
the failure is a so-called head crash where the heads 
strike and destroy the disk surfaces, then that data is 
permanently lost too. These cases usually are character 
ized by the fact that only a single drive or drive control 
ler is involved. 

In many cases, the data stored on the disk drives in an 
installation is much more valuable than the drives them 
selves. This may arise in the situation where the data 
represents a major investment in computer or human 
time. Sometimes the data has time-related value, say in 
a real-time environment or when printing time~sensitive 
materials such as paychecks or management reports. 
Therefore, one must usually design such storage sys 
tems for high reliability since the cost of losing data due 
to a drive failure is often unacceptably high. Accord 
ingly there is substantial motivation for avoiding such 
loss or delay of access to the data. 
The well-known prior art solution to some of these 

problems involves the use of redundant data to detect 
and to correct data. The so-called row and column 
error correction method uses row and column parity. 
That is, the bits of the data block are arranged in rows 
and columns (at least conceptually) and a parity bit for 
each row and column is recorded with the data block. A 
parity bit is chosen according to a preset rule to indicate 
for the bit group involved, such as a row or column, 
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2 
whether the number of binary l‘s in the bit group is odd 
or even. Usually odd parity is used, where the parity bit 
is set to 1 if the number of "1" data bits in the group 
involved is even, so that the total number of bits for a 
group is odd, thus assuring that at least one bit is present 
in every case. 

If parity in a single row and a single column is incor 
rect when a block is read back from the recording me 
dium one can assume with some degree of assurance 
that the bit common to both the row and the column 
with incorrect parity is itself incorrect. The error can be 
corrected by inverting this common bit. It is usual to 
break the data into bit row groups of relatively short 
bytes of say 6 or 8 bits, with a row parity bit recorded 
for each byte. On the other hand, the column groups of 
bits may be quite long. 
An alternative method for error detection and cor 

rection is represented by the family of so-called error 
correcting codes (ECC) which also involve the creation 
of a number of redundant bits for each data block. Com 
mon generic names for some of these are ?re codes and 
Reed-Solomon codes. These can detect many errors in 
a block of data, and allow in addition several faulty bits 
in a block to be corrected. A well-known limitation of 
such ECC’s is that they cannot correct more than a few 
bit errors in a block, nor can they correct more than one 
or two widely spaced bit errors. Thus, they are particu 
larly suited for correcting so-called random burst errors 
where the errors are concentrated within a few bits 
from each other as may occur on magnetic media. Ac 
cordingly, it is the practice to use ECC redundancy 
within such types of data storage unit as disk and tape 
drives for the probable detection of massive errors and jbr 
the correction of random burst error. 
The readback electronics are also likely to produce 

occasional errors, but these are usually either random 
single bit errors widely spaced from each other, or 
errors spaced from each other at regular and relatively 
short intervals. These random errors are usually “soft", 
i.e. they do not repeat, and hence can be corrected by 
rereading the data from the storage medium. Post read 
back byte parity redundancy (hereafter byte parity) 
may be used to detect these errors. By byte parity is 
meant the insertion at regular intervals (i.e., with each 
byte), in the data just after readback, a parity bit which 
provides parity error detection for the associated byte. 
Regularly spaced errors are usually indicative of a fail 
ure after the serial to parallel conversion during read 
back. Such errors are not so easily corrected but can at 
least be detected by byte parity redundancy added to 
the data after it is read from the medium. It is the usual 
practice to use EEC redundancy on the storage medium 
itself and both byte parity and ECC redundancy during 
readback so as to provide maximum con?dence in the 
integrity of the data manipulations during readback 
without a great amount of redundant data stored on the 
recording medium. Further, it is preferred to overlap 
the two sets of redundant information so that no part of 
the data pathway is unprotected by error detection/cor 
rection. 

It is also known to use row and column error correc 
tion as described above in magnetic tape data storage 
systems. If the same bit in a number of rows fail, this 
method allows reconstruction of the column so af 
fected. This usually is the result of a failure in the head 
or electronics for the column since a tape medium de 
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feet is almost never restricted to a single bit position 
from row to row. 

BRIEF DESCRIPTION OF THE INVENTION 

The important insight in the invention to be described 
is that it is possible to design a typical state-of-the-art 
data processing installation having multiple data storage 
units, so that failure of a single storage unit occurs inde 
pendently of and without affecting the availability of 
similar units. For example, each may have its own 
power supply and controller, now technically possible 
at modest additional cost. 

In this invention, a data block is split into a number of 
data sub-blocks, each of which is encoded for storage in 
a different data storage unit (DSU) along with its own 
error detection and correction information. A sub-block 
consists of a ?xed number of bits organized in a se 
quence allowing each bit to be identi?ed by its position 
in the sequence. For purposes of implementing this 
invention, each sub-block bit is associated with the simi 
larly positioned bits in the other sub-blocks to form a bit 
row. It is desirable (for purposes of maximizing speed of 
operation) that the storage units be approximately syn 
chronized so that the sub-blocks all are read back within 
approximately the same interval and at approximately 
the same bit rate. 
The system generates a redundant data sub-block for 

the data sub-blocks according to a preselected algo 
rithm for which is data reconstruction algorithm exists 
permitting reconstruction of any one data sub-block 
using the remaining data sub-blocks and the redundant 
data sub-block. Preferably, the redundant data sub 
block comprises a set of parity bits, one parity bit being 
associated logically and positionally with each bit row. 
Another, redundant, data storage unit stores this redun 
dant data sub-block. During writing, it is convenient to 
generate the redundant data sub-block bit by bit as the 
bit rows are supplied to the data storage units so as to 
allow the redundant data block to be stored concur 
rently with the data blocks. During readback of a par 
ticular block, each redundant data block bit can be 
made available at about the same time its row is. 
The odds are extremely remote that two modern data 

storage units will fail simultaneously. Thus, when a 
single storage unit fails, the error detection mechanism 
associated with it generates an error signal. As previ 
ously stated, it is extremely unlikely that an error can 
occur in any column (or sub-block) without being de 
tected by the associated column error detectors. Detec 
tion of an error in a sub-block is used to activate data 
reconstruction means operating on individual rows. 
Each row having a parity error is corrected by invert 
ing the bit in the column for which the error signal was 
generated. The system of this invention in its preferred 
embodiment can correct several types of multiple er 
rors. 

By far the most likely multiple error failure mode is 
for a single sub-block to contain all the errors. The 
physical basis for this is that a defect in the medium or 
circuitry of a single data storage unit may well affect 
more than one bit in a sub-block, or for that matter, 
many sub-blocks being stored in the same storage unit. 
As mentioned earlier, since failure of even one of the 
data storage units is a rare event, the failure of two 
within a short period of time is extraordinarily rare. 

In the preferred embodiment, a byte error detection 
code is generated for indivdiual bytes encoded in each 
data sub-block signal provided by a data storage unit. 
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4 
This byte error detection code is generated according 
to a preselected byte error detection algorithm which 
includes as a part thereof steps by which certain data 
errors in each said byte may be detected. Further, the 
data redundancy means in this embodiment generates 
according to the preselected algorithm, a sub-block of 
the type allowing a byte to be corrected in a data sub 
block by using the associated bytes in the redundant 
data sub-block and the other data sub-blocks according 
to the preselected correction algorithm. Note that this 
approach allows correction of more than one error 
occurring in different sub-blocks of the same block so 
long as more than one of a group of associated sub 
block bytes does not have errors. 

This apparatus is particularly suitable for implemen 
tation as a disk drive data storage system. As mentioned 
earlier, it is advantageous to increase data transfer rates 
by simultaneously reading and writing several data 
storage unit simultaneously. It is relatively easy to de 
sign the system so that most disk drive failures are inde 
pendent, i.e., are unlikely to cause any of the other 
drives to fail. 

Accordingly, one purpose of this invention is to re 
duce the probability of losing data within a multiple 
storage unit data storage system to a small fraction of 
the probability of an individual storage unit failing. 
A second purpose is to allow storage units to be si 

multaneously written and read to increase data rates. 
Another purpose is to avoid any interruption in oper 

ation of a data processing system caused by failure of a 
single data storage unit (DSU). 

Yet another purpose is to avoid the necessity for and 
expense of emergency maintenance. 
A related purpose is to allow maintenance necessi 

tated by failure of an individual data storage unit to be 
deferred to a scheduled maintenance time, typically 
much less expensive. 

Another related purpose is to allow a failed DSU to 
be taken off-line and repaired while the rest of the sys 
tem functions with the error correction active and so 
permit uninterrupted system operation during such 
repair. 

Other purposes will become evient from the descrip 
tions which follow. 

BRIEF DESCRIPTION OF THE DRAWINGS 

FIG. 1 is a block diagram of a simplified system in 
corporating the teachings of this invention. 

FIG. 2 is a detailed block diagram of the data recon 
struction circuitry. 

DESCRIPTION OF A PREFERRED 
EMBODIMENT 

1. General 
The preferred system disclosed below has fewer than 

the number of data storage units one would usually 
select. However, the number selected (4) accurately 
illustrates a system operating according to the teachings 
of this invention and avoids the confusion which adding 
the likely more preferable 8 or 9 data storage units 
might create. Note that many different configurations 
of this invention are possible. The various details of this 
embodiment are merely illustrative, and are not in 
tended to exclude others. For example, many variations 
in the logic circuitry are possible to implement the func 
tions described. As the explanation proceeds, possible 
variations will be mentioned on occasion, however, so 
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as to allow the reader to understand the many speci?c 
con?gurations which the invention may have. 

This invention is described with reference ?rst to 
FIG. 1 which is a block diagram comprised of individ 
ual data storage subsystem blocks. It is believed that the 
function(s) of individual blocks are described with de 
tail more than sufficient to allow someone with skill in 
the art to easily understand and construct the invention. 
Many of the individual blocks represent one or more 
microcircuit elements commonly available today. Other 
elements, such as data storage unit (DSUs) 19a, b, c, d 
are well-known devices which may be, for example, 
disk drive units as mentioned previously. Individual 
blocks are connected by data paths over which individ 
ual bits represented by electrical pulses flow. Unless 
indicated otherwise by a small circle with a number in it 
(e.g., ref. No. 27) specifying the number of parallel lines 
represented, it should be assumed that data ?ow on an 
individual path is serial, i.e., individual bits are provided 
sequentially to the destination block or that the path 
carries a control signal of some type. 

It should also be understood that no attempt is made 
in these FIGS. to show the explicit timing relationships 
needed to allow the system to function properly. Such 
timing considerations are well understood in the art and 
hence need not be discussed in detail. Because of this, it 
is felt that including detailed timing is as likely to ob 
scure as to clarify the elements and theory of the inven 
tion. Furthermore, the written description either explic 
itly or implicitly establishes all of the timing relation 
ships necessary to understood and implement the inven 
tion. 

It will be noticed that FIG. 2 contains much more 
detail than does FIG. 1. This is because FIG. 1 is con 
cerned mostly with the writing of the data in a format 
permitting its correction by the apparatus shown in 
FIG. 2. The correction or reconstruction of the data is 
an inherently more complex problem than mere record 
ing of the original data with the redundancy needed to 
permit the correction. Thus to adequately disclose the 
invention it is necessary to describe the readback appa 
ratus in greater detail than the writing apparatus. 

2. Writing 
Turning ?rst to FIG. 1, data blocks, each comprising 

a fixed number of bits, can be considered to become 
available one at a time from an external data source on 
a data path 11 when the system of FIG. 1 is idle or 
otherwise able to accept a block. It is convenient to 
assume that each block has the same number of bits in 
its, typically in the thousands or tens of thousands of 
bits. The data on path 11 is received by a block divider 
10 which divides the data block into three sub~blocks of 
equal length which are transmitted on data paths 12a, b, 
c to ECC generators 13a, b, c respectively. Block di 
vider 10 can be designed to operate in one of two 
modes, either of which are acceptable. In the ?rst mode, 
a serial order is established for all the bits in the data 
block on path 11 and then the ?rst, fourth, seventh, etc. 
are placed on path 12a; the second, fifth, eighth, etc. on 
path 12b; and the third, sixth, ninth, etc. on path 12c. 
Alternatively, block divider 10 can divide each data 
block into sequential groups of bits, or bytes, placing 
each ?rst group sequentially on path 12a, each second 
group on path 12b, and each third group on path 12c. 

Further, it is convenient to specify a sequence for the 
bits comprising each sub-block, and to associate the bits 
occupying the same position in the sequence in each 
sub-block. Each such group of bits, each bit in a group 
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being from a different sub-block, will be referred to as a 
row hereafter, from the analogy to a bit matrix where 
each sub-block comprises a column. In this embodi 
ment, the bits comprising each row are issued simulta 
neously by block divider 10. It is immaterial whether 
bits are provided serially or in parallel on paths 12a, b, 
c, although the elements receiving signals on these 
paths must be compatible with the format chosen. 
ECC generators 13a, b, c are substantially identical 

devices which generate error correction and detection 
data for each data sub-block which is received on their 
respective input data paths 12a, b, c. The ECC code for 
each sub-block is generated as the sub-block is received, 
and the data is passed through the ECC generator in 
volved and encoded in a signal placed on an associated 
path 14a, b, c. At the end of the data sub-block, the ECC 
code value has been determined and is encoded and 
appended to the signal for each data path 14a, b, c. As 
mentioned earlier, the algorithm used by ECC genera 
tors 13a, b, c provides a very high likelihood of detect 
ing any errors in a data sub-block. 
Row parity generator 15 also receives the data sub 

blocks row by row on paths 12a, b, c from block divider 
10. Recall that the data bits forming each row are simul 
taneously presented in the signals on paths 12a, b, c. 
Parity generator 15 determines the parity of each row 
of bits simultaneously presented to it on paths 14a, b, c 
and a few tens of nanoseconds later provides a signal 
encoding this parity on path 12d, thereby preserving 
approximate synchronization between the data on paths 
12a, b, c and the associated row parity bits on path 12d. 
As a practical matter a few tens of nanoseconds are 
negligible compared to the duration of one bit interval 
on paths 12a, b, c. ECC generators 13a, b, c, d can all be 
considered to be similar devices having identical inter 
nal speeds. Thus, data storage units (DSUs) 19a, b, c, d 
in effect simultaneously receive each row and the row 
parity which has been calculated for it by parity genera 
tor 15. If parity generator 15 is so slow that it destroys 
the synchroaism between the bit rows and their individ 
ual row parity bits, then it is a simple matter to deal with 
this problem by, for example, inserting signal delays in 
paths 14a, b, c. 
While each row with its parity need not, in the gen 

eral case, be presented simultaneously to the DSUs 19a, 
b, c, d, it is usually preferable to do so, so that each 
DSU 19a, b, c, d, is active at the same time, increasing 
the bit storage rate. In systems which use the preferred 
disks as the media in the storage units, synchronizing 
the disk rotation results in very large increases in both 
storage and retrieval speed if the bits of each row are 
simultaneously presented to their storage units. 
At the time the data block to be stored in DSUs 19a, 

b, c is placed on path 11, a signal is also placed on the 
read/write control path 25 which speci?es that writing 
or storage of data is desired, and also speci?es the physi 
cal location on the disks at which the data block is to be 
stored. The source of this signal may be a CPU (central 
processing unit, i.e. computer) which uses the system of 
FIG. 1 as a peripheral device, or it may be a system 
controller or may have parts supplied by both. 
The purpose of the invention is to deal with a failure 

of one of DSUs 19a, b, c by using the redundancy sup 
plied to the system by DSU 19d to recreate the data. To 
justify the cost of an additional DSU, the units must be 
relatively cheap in comparison to the data to be stored. 
Further, failure of one unit must in most cases be inde 
pendent of failure of others. That is, the cause of a fail 
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ure must usually be of the type which causes only a 
single one of the units to fail, so as to allow the system 
of this invention to recover or recreate the data. Exam 
ples of such kinds of failures are power supply and fuse 
failures, logic and signal processing failures, head and 
medium failures in the magnetic tape and disk systems, 
bad cabling connections, etc. 
Examples of non-independent failures which the sys 

tem of this invention cannot correct are power failures 
which cause all units to fail simultaneously, or failure of 
controller hardware common to all the units. But if the 
failure is one where an individual one of the units fails 
and the other units continue to perform normally, then 
this invention can make a useful contribution to overall 
system reliability. 

Therefore, I prefer that each DSU have its own con 
troller so that controller failure is localized in a single 
storage unit. Such DSUs fail relatively rarely, and fail‘ 
ures are for the most part independent of each other. 

If DSUs 19a, b, c, d are magnetic or optical disk 
drives, as is preferred, synchronizing the disk rotation 
to each DSU allows bit space sequences on one disk 
medium to be permanently associated with similar se 
quences on the other DSUs‘ media, so that associated 
sequences pass beneath their read/write heads during 
nearly the same time interval. Such synchronization has 
the further advantages of allowing simpli?ed readback 
and true parallel data operation. 
The remainder of the description will proceed with 

the assumption that the preferred disk drive units are 
employed as DSUs 19a, b, c, d. DSUs 19a, b, c, d all 
receive and store each set of three rows bits and their 
associated parity bit very nearly simultaneously. As 
successive sets of rows and the associated parity bits are 
presented to DSUs 19a, b, c, (1, these too are stored so 
that at the end of the sub-blocks, the bits are arranged 
on the disks within the DSUs 19a, b, c, d in serial fash 
ion. The individual sub-blocks are followed by the 
aforementioned ECC information which is also stored 
serially on the DSU’s disks. Thus, when writing of a 
block has been completed, each sub-block has been 
serially stored with its ECC information data appended. 
Further, because of the synchronization of the individ 
ual DSUs‘ spindles, when the read/write heads are 
positioned in the tracks storing the sub-blocks involved, 
the bits of each individual row will appear beneath the 
respective read/write heads at very close to the same 
instant. 

It is usually the case that a particular data block is to 
be stored at a predetermined physical location on the 
disks of DSUs 19a, b, c, d. Thus, the data block must be 
presented to block divider 10 at a time synchronized 
with the angular position of the spindles which carry 
the disk media within DSUs 19a, b, c, (1. Typically, the 
data source is itself signalled to begin transmitting the 
data block to be stored when the read/ write heads have 
been properly positioned in the desired data tracks and 
the disks‘ angular positions are such that the writing 
signals appear on the read/write heads as the desired 
physical lengths of the tracks are passing beneath the 
heads. Such synchronization and coordination between 
the transmission of data from the source and the disk(s) 
on which it is to be stored is well known. 

3. Reading 
During reading, control signals encoding the location 

of the desired data block issued to the individual DSUs 
19a, b, c, d on path 25 cause the read/write heads to be 
positioned on the tracks containing the sub-blocks of the 
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desired data block. Further, the read/write signal on 
path 25 speci?es the desired function as reading. As the 
individual bit spaces move past the read/write heads, 
each of the DSUs 19a, b, c, d encode in a raw data signal 
carried on paths 16a, b, c, d respectively, the bits of the 
sub-block stored in the track spaces speci?ed by the 
read/write signal. Bits in the raw data signals are ac 
companied by clock (CLK) signals on paths 15a, b, c, d, 
as provided by the DSU 19a, b, c, d involved. A set of 
serial to parallel circuits 26a, b, c, d receives the raw 
data and clock signals from their respective DSUs 19a, 
b, c, d and assembles each successive set of 8 bits into 8 
bit parallel byte signals on paths 17a, b, c, d followed a 
very short fixed internal later by a byte clock signal on 
the associated path 22a, b, c, d. 

Byte parity generators 18a, b, c, d receive the 8 bit 
bytes on paths 17a, b, c, d respectively and generate an 
odd byte parity bit for the byte received, encoding this 
parity bit in the signals on paths 24a, b, c, d respectively. 
Byte parity generators 18a, b, c, d are of the type with 
such great internal speed relative to the time that a 
particular 8 bit byte signal is available on paths 17a, b, c, 
d that each 8 bit byte signal and its associated byte 
parity bit can be treated as a single 9 bit byte. This is 
symbolized by the combining of the parity signals on 
paths 24a, b, c, d with their related byte signals on paths 
17a, b, c, d to form 9 bit byte signals as encoded on paths 
21a, b, c, d. This, the clock signal on the respective 
clock signal path 22a, b, c, d identi?es the times at 
which individual data and row parity bits are present on 
paths 21a, b, c, d respectively. If errors occur in the data 
during later processing, testing this row parity is very 
likely to reveal such errors, and the capability of the 
error correction system to be described allow errors in 
different sub-blocks to be corrected in many cases. 
A data recovery system 30 receives these data and 

row parity signals and provides an output signal on path 
62 encoding the data block originally supplied on path 
11, correcting those errors which are correctable. Inter 
nal faults sensed by DSUs 19a, b, c, d are indicated to 
data recovery system 30 on their respective fault signal 
paths 23a, b, c, d. In many cases, this system can also 
recover from complete loss of data on one DSU 19a, b, 
c, d, as indicated by a fault signal on a path 23a, b, c, d. 

4. Error Recovery 
FIG. 2 discloses the details of system 30 which allows 

the reconstruction of an entire data block stored on 
DSUs 19a, b, c in spite of the presence of one or more 
otherwise uncorrectable errors in, or even the unavaila 
bility of, a constituent sub-block stored on any one of 
the DSUs 19a, b, c. The earlier-mentioned read com 
mand on path 25 also signals a control logic element 50 
to begin a read sequence, the steps of which will be 
described in conjunction with the description of the 
various elements shown in FIG. 2. 
The major elements at the input side of the readback 

circuitry are sub-block buffers 52a, b, c, d, which store 
each entire sub-block as they are received on paths 21a, 
b, c, d from DSUs 19a, b, c, d respectively. Sub-block 
buffers 52a, b, c, d are similar devices from which the 
data sub-blocks are read and corrected if necessary. The 
byte parity, DSU fault signals, and the appended ECC 
information may all be used to determine need for cor 
rections. Their use will be explained using buffer 52a as 
an example. Buffer 52a has an internal pointer register 
for addressing its bit locations. This internal register is 
initially cleared by a RESET ADR (ADdRess) signal 
on path 66 generated in response to a read command on 
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path 25. The internal pointer register is incremented by 
one by each clock (CLK) signal pulse on path 68a. 
When the read/write select (R/W SEL) signal on path 
65 is set to a logical 1, it places buffer 52 a in write mode 
and individual 9 bit bytes can be loaded into buffer 52a 
via data path 21a and stored or written in the location in 
buffer 52a speci?ed by its pointer register. Successive 
clock pulses on path 68a cause this pointer register to 
cycle through the internal memory of buffer 52a and 
load successive bytes presented on path 21a into the 
buffer locations speci?ed by the internal pointer regis 
ter. 
When path 65 carries a logical 0, buffer 52a is set to 

read mode and places on data path 63a a signal encoding 
the contents of the byte location addressed by the 
pointer register. As the pointer register content is incre 
mented by pulses on path 68a, path 63a successively 
carries signals encoding each byte stored in buffer 52a. 
Further, when buffer 52a ?rst enters read mode from 
write mode, the correction part of the ECC algorithm 
by which the ECC information appended to the data on 
path 21a is developed, is implemented within buffer 52a 
to correct the data in buffer 52a if necessary and possi 
ble. Similar activity is associated with each of sub~block 
buffers 52b, c, d. 
ECC test element 57a is very closely related to sub 

block buffer 52a, and receives the data and byte parity 
signals on path 21a to perform the complementary func 
tion of detecting errors in the data. Errors detectable 
but uncorrectable by the ECC algorithm are indepen 
dently signalled by ECC test element 57a with a logical 
l on path 67a. A logical 0 indicates either a sub-block 
which had no errors in it or one in which errors had 
been corrected within buffer 52a. Test elements 57b, c, 
d are similarly related to buffers 52b, c, d and perform 
the same functions, providing a logical 1 signal on paths 
67b, c, d when detectable but uncorrectable errors are 
present in the sub-block just received, and a logical 0 
otherwise. It is necessary to reset each test element 57a, 
b, c, d before receipt of each sub-block. 
A read operation requested by a signal on path 25 

prompts control logic device 50 to execute a signal 
sequence for ?rst loading the individual sub-blocks 
from DSUs 19a, b, c, d into buffers 52a, b, c, d and then 
eventually placing the sub-block bytes sequentially on 
paths 62a, b, c, corrected as necessary and possible. 
Initially, control logic device 50 places a reset signal on 
path 66 which sets the internal pointer registers in sub 
block buffers 52a, b, c, d to the address of the ?rst byte’s 
location in each. It can be assumed that shortly thereaf 
ter DSUs 19a, b, c, d (FIG. 1) start transmitting bits 
serially on paths 16a, b, c, d which are assembled into 
bytes and encoded in the signals on paths 21a, b, c, d, 
each byte being followed shortly by a load clock (LD 
CLK) signal on paths 22a, b, c, d, all respectively. 
Each LD CLK signal on the paths 22a, b, c, d is 

applied to one input of an OR gate 55a, b, c, d respec 
tively which in response produces the clock pulses on 
paths 68a, b, c, d needed to increment the pointer regis 
ters in buffers 52a, b, c, d. Since the timing of the LD 
CLK signals is ultimately controlled by the DSUs 19a, 
b, c, d individually, each buffer 52a, b, c, d can be ?lled 
at the speed of its associated DSU 19a, b, c, cl. 
As each data or row parity sub-block byte on data 

paths 21a, b, c, d is received by buffers 52a, b, c, d, the 
byte is also transmitted to the respective ECC test ele 
ment 57a, b, c, d. Before the start of transmission from 
DSUs 19a, b, c, cl, ECC test elements 57a, b, c, d receive 
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on path 54 the clear error data signal from control logic 
device 50 which signal is used to initialize each element. 
Each test element 57a, b, c, d has an internal accumula 
tor which contains during transmission of data bytes to 
it, the current results of the error detection algorithm 
employed by the elements 57a, b, c, d, and this is ini 
tially set to O in each by the clear error data signal on 
path 54. Elements 57a, b, c, d also typically contain an 
internal counter, each of which is set to the number of 
bytes in a data sub-block by the signal on path 54. 
Each signal pulse on path 22a, b, c, d causes its associ 

ated ECC test element’s counter to decrement by I. 
When the counter has been decremented the number of 
times equalling the number of bytes in a sub-block, the 
error test element 57a, b, c, d then uses the remaining 
bytes received as the error detection code and compares 
it to the contents of the associated internal accumulator 
to determine whether detectable but not correctable 
errors are present in the data transmitted on the associ 
ated path 21a, b, c, d. If no such errors are present in this 
data (or in the row parity information on path 21d) a 
logical 0 is placed on the associated output path 67a, b, 
c, d. If an error is detected in this procedure, a logical 1 
is placed on the path 67a, b, c, d associated with the 
erroneous data or row parity. 
As previously mentioned, there are several errors 

which can be sensed internally by the DSUs 19a, b, c, d, 
and whose occurrence is signalled on the associated 
fault signal line 23a, b, c, d. The ECC test errors sig 
nalled on paths 67a, b, c, d are provided with the DSU 
fault signals on paths 23a, b, c, d to the inputs of OR 
gates 82a, b, c, d respectively. OR gates 82a, b, c, d thus 
provide an output signal which is a logical I when an 
error has been detected by either the associated DSU 
19a, b, c, d or the associated ECC test element 57a, b, c, 
d. The OR gate 82a, b, c, d, outputs form the inputs to 
the set (S) inputs of flip-flops 59a, b, c, d respectively on 
paths 85a, b, c, d. 
At the start of each read operation ?ip-flops 59a, b, c, 

d receive on their reset (R) inputs the clear error data 
signal provided on path 54. This signal sets the initial 
state of the ?ip-flops 59a, b, c, d to their cleared condi 
tion, where the logic levels of their outputs are 0. In 
response to a logical l on any of paths 85a, b, c, d, the 
associated flip-flop 59a, b, c, d output on path 70a, b, c, 
d is set to a logical l. Thus, after each group of sub 
blocks comprising a data block have been loaded into 
buffers 52a, b, c, d, the outputs of flip-?ops 59a, b, c, d 
indicate by a 0 or a l at their outputs whether the data 
sub-block in the associated buffer 52a, b, c, d is respec 
tively correct or in error. It should be noted that the 
logic circuitry handling the row parity sub-block stored 
in the row parity buffer 52d has some similarity to the 
logic circuitry for handling the data sub-blocks. 
When the data sub-blocks and the row parity sub 

block have been loaded into the sub-block buffers 52a, 
b, c, and 52d respectively, and the error ?ip-flops 59a, b, 
c, d have been set to indicate whether a sub—block con 
tains an error or not as just explained, then the remain 
der of the read process, including error correction if 
necessary, can proceed. The control logic device 50 
resets the pointers in subablock buffers 52a, b, c, d to the 
start of the sub-blocks again within these buffers. Con 
trol logic device 50 also sets the outputs on the R/W 
SEL path 65 to a logical 0, conditioning buffers 52a, b, 
c, d to output the data stored in them on paths 63a, b, c, 
(1. Control logic device 50 then issues read clock (RD 
CLK) pulses at a preset rate on path 64 in a number 
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equal to the number of bytes stored in a sub-block. 
These are received by a second input terminal of OR 
gates 55a, b, c, d. Each of these pulses cause the OR 
gates 55a, b, c, d to transmit a pulse on paths 68a, b, c, 
d respectively. causing buffers 52a, b, c, d to transmit 
one sub-block byte stored within each of them on paths 
63a, b, c, d. Each set of data bytes from buffers 52a, b, 
c, and the row parity byte from buffer 52d which issue 
in response to the same read clock pulse on path 64 
contains associated information for purposes of correct 
ing a portion of the data according to this invention. It 
should be noted that buffers 52a, b, c, d may be of the 
type which can be written into and read from simulta 
neously, in which case the buffers 52a, b, c, d may be 
loaded by the next block to be read from DSUs 19a, b, 
c, d while the current block is undergoing any correc 
tion needed and transmission from the buffers. 

Transverse parity generator 56 simultaneously re 
ceives the data and parity bytes which have been read 
from buffers 52a, b, c, d by the same read clock pulse on 
path 64,\and in response to this data generates, properly 
ordered, the eight bits of the bit by bit odd parity of 
each set of four associated bits provided on paths 63a, b, 
c, d. That is, the bits from each of the bytes on paths 
63a, b, c, d which occupy the same position in their 
respective bytes are used to generate the bit in the parity 
byte on path 81 occupying the corresponding location. 
Odd parity is generated in each position so that if the 
bits involved are all correct, then the corresponding 
output parity bit on path 81 is a logical 0. If the parity of 
the four input bits is even, i.e., has one incorrect bit in it, 
then generating odd parity provides a logical 1 on path 
81 in the corresponding bit position. 

8 X 2 bit AND gate array 78 receives the 8 bits carried 
in parallel on path 81, properly ordered, at its 8 data (D) 
inputs and the output of inverter (I) element 74 on path 
88 at each of its 8 gate (G) inputs. 1f the signal on path 
88 at the gate input is a logical 0, each bit of the 8 out 
puts on path 69 from AND gate 78 is also a logical 0. If 
the signal on path 88 is a logical l, the 8 data bits pro 
vided on path 81 to the 8 data inputs of AND gate array 
78 are gated to the outputs on path 69 making its signal 
identical to the signal on path 81. It will be explained 
later how the gate input on path 88 is set to a logical 1 
if the parity information byte currently being processed 
appears to be correct. 

Turning next to the byte parity test elements 76a, b, c, 
d, each of these sequentially receive the bytes placed on 
paths 63a, b, c, d by the respective sub-block buffers 
52a, b, c, d. The parity of each such byte is tested by the 
byte parity test element 76a, b, c, d receiving it, and if 
correct, a logical 0 is provided on the associated path 
87a, b, c, d to the OR gate 77a b, c, d receiving the 
path’s signal as an input. If parity is tested to be incor 
rect, then a logical l is provided on path 87a, b, c, d 
respectively to the OR gate 77a, b, c, d involved. As 
described above, each OR gate 77a, b, c, d receives as its 
other input the output of the associated error ?ip-?op 
59a, b, c, d. 
The outputs of OR gates 77a, b, c are provided on 

paths 80a, b, c respectively to the 8 gate (G) inputs of 
each of the 8 X2 bits AND gate arrays 60a, b, c. 8 X 2 bit 
AND gate arrays 60a, b, c are identical in construction 
to that of 8X2 bit AND gate array 78 and of course 
operate in the same way. 8 X2 bit AND gate arrays 60a, 
b, c receive at their 8 (D) inputs the properly ordered 8 
bit output of 8X2 bit AND gate array 78 on path 69. 
The 8 bit outputs of the AND gate arrays 60a, b, c on 
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paths 71a, b, c respectively thus duplicate the 8 bits on 
path 69 if and only if the sub-block associated with the 
8 X 2 bit AND gate array 60a, b, c involved has an error 
in it as indicated by a logical I carried on the respective 
input path 80a, b, c. 
OR gate 77d receives the output of ?ip-?op 59d on 

path 70d and of parity test element 76d on path 87d at its 
two inputs. If either or both of these inputs is a logical 
l, i.e. an error has been sensed as indicated by flip-flop 
59d or detected by byte parity test element 76d, then 
OR gate 77d produces a logical l encoded in the signal 
at its output, path 80d. The output of OR gate 77d is 
inverted by inverter 74 and provided to the gate input 
of 8 X2 bit AND gate array 78 on path 88. Thus, if the 
parity information byte on path 81 has passed all of its 
error tests, a logical l is placed on path 88 and the parity 
information byte is gated by 8X2 bit AND gate array 
78 to path 69. 
8X2 bit exclusive OR (XOR) gate arrays 61a, b, c 

each receive two properly ordered 8 bit parallel inputs 
on their two inputs and provide the bit by bit exclusive 
OR of these two inputs as their outputs. As is well 
known, an exclusive OR element generates a logical 0 
value if the two input arguments or signals are equal to 
each other, and a logical 1 value if the two arguments 
are unequal. Thus for each bit which is a binary or 
logical l in any of the 8 bit parallel paths 71a, b, c, 8 X 2 
bit XOR gate arrays 61a, b, c provide the inversion of 
the corresponding bit of the data sub-block bytes car 
ried on paths 63a, b, c as the output in the corresponding 
bit positions of 8 bit parallel data paths 62a, b, c. All of 
the bit values on paths 63a, b, c for which the corre 
sponding bit values on paths 71a, b, c are a logical or 
binary 0, are provided unchanged in the corresponding 
bit position of the data paths 62a, b, c. To reiterate, it is, 
of course, essential that proper order of bit positions in 
path 63a with path 71a, path 63b with path 71b, etc. be 
maintained. 

Thus, if a row parity error is present in a set of bits 
occupying the same relative position in buffers 52a, b, c, 
d and one of the drives (via fault signals on paths 23a, b, 
c, d), byte parity tests (via parity test elements 76a, b, c), 
or ECC test (elements 57a, b, c) identi?es the buffer in 
which the erroneous bit is located, the bit is inverted by 
the 8X2 bit XOR gate 61a, b, c receiving it on the 
respective path 63a, b, c. This corrects that bit in that its 
changed value causes its associated bits in the remaining 
two of the three buffers 52a, b, c and row parity buffer 
52d to agree paritywise. 
An example is helpful here. Assume that during read 

back of a data block from DSUs 19a, b, c, d an error is 
detected in sub-block 2 by sub-block 2 ECC test ele 
ment 57b. This causes error ?ip-?op 2 (FE?) 59b to set 
set, with a logical 1 present on its output path 70b. At 
some time while individual 8 bit bytes are issuing on 
paths 68a, b, c, d further assume that transverse parity 
generator 56 provides an output on path 81 in which a 
single bit is set to a logical 1. Let us assume that the data 
bit corresponding to this logical l on path 81 and car 
ried on path 63b is also a logical 1. If a logical 0 is pres 
ent on path 80d indicating that according to conditions 
controlling its value the row parity sub-block in the row 
parity buffer 52d is correct, then the parity byte on path 
81, including at least one logical 1 bit generated by the 
parity generator 56 and identifying the location of the 
bit in error on path 63b, is gated to path 69. This 8 bit 
byte is further gated by the logical 1 generated on path 
80b by OR gate 77b to path 71b. The bit on path 63b 
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having the same bit position as the logical l on path 71b 
from 8 X2 bit AND gate 60b is inverted by the 8 X2 bit 
XOR gate 61b and issues as a logical 0 on path 62b 
because both inputs at the bit position have the same 
value, in this case 1. The logical 0 on path 62b at the 
position of interest here is the inverse of the logical l on 
path 63b which was read from DSU 19b. In all likeli 
hood, this bit (and perhaps others as well in this sub 
block stored in buffer 52b) is incorrect, and by inverting 
this bit from buffer 52b, the correct value for the bit is 
encoded in the signal on path 62b. Note that inverting a 
single bit in any group of four for which parity is calcu 
lated by transverse parity generator 56 changes the 
parity of that group, on effect correcting it. 
The unlikely event of two or more data and row 

parity sub-blocks of a block being in error is dealt with 
by supplying the outputs from OR gates 77a, b, c, d to 
“2+bad sub-blocks” element 72. If two or more logical 
l‘s are presented on path 80a, b, c, d to element 72, this 
indicates that two or more of the sub-blocks of a block 
have errors in them. In response to this condition, ele 
ment 72 provides a signal on path 73 which indicates to 
the CPU or other external device that uncorrectable 
errors are present in the block. 
Note that for byte parity errors detected by parity 

test elements 76a, b, c, d, it is possible that for successive 
bytes, different data sub-blocks may contain the cr 
ror(s), and yet be correctable. This is because the byte 
parity generated by the byte parity generators 18a, b, c, 
d shown in FIG. 1 is localized to the single byte in 
volved, and hence need not affect the correction of 
similar errors occurring in noh-associated bytes in other 
sub-blocks. Note also that if a DSU or ECC fault is 
detected for a particular sub-block as indicated by the 
appropriate error ?ip-?op 59a, b, c, d, a byte parity 
error in a different sub-block can ‘no longer be cor 
rected. This condition is flagged by test element 72. 

It is well known that the function of logic circuitry 
such as that described above can be duplicated by many 
different logic structures. For example, selection of 
logical 0 and 1 values is somewhat arbitrary in that these 
terms really represent only voltage levels and individual 
circuit responses to these voltages. These conventions 
and others as well are well known to those having famil 
iarity with logic design, and no particular note need be 
taken of such. 
As was previously mentioned, it is also important to 

realize that use of three only DSUs 19a, b, c to store 
data is probably not the number that a typical commer 
cial system would have, since the reliability of these 
units justifies in most cases that eight or more be united 
in a single system. The con?guration of sub-block bull' 
ers 57a, b, c, d in storing 8 bit parallel bytes is arbitrary 
as well. In such a complex electronic system as is de 
scribed above, it is to be expected that many alternatives 
are possible in employing the inventive concepts to 
provide a device having similar capabilities. Thus, I 
respectively request that the claims here following be 
given an interpretation which covers mere imitations of 
the system described above and differ therefrom in 
insubstantial ways while using my inventive concepts. 
What I claim is: 
1. A data storage system for storing a data block 

supplied to the system encoded in a set of at least three 
individual data sub-block signals, each of said data sub 
block signals encoding one of a number of sub-blocks 
into which the data block is broken, the number of 
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sub-blocks equaling the number of data sub-block sig» 
nals, and the system comprising: 

(a) a plurality of similar data storage units in number 
equal to the number of data sub-block signals and 
another, redundant, data storage unit, each capable 
of storing a plurality of sub-blocks within itself 
responsive to a write select signal and encoding 
them in an output data sub-block signal responsive 
to a read select signal specifying the sub-block 
desired, each of the data sub-block signals being 
received by a preselected one of the data storage 
units, and each data storage unit being substantially 
physically independent from the others and liable 
to independent failure to supply output data sub 
block signals correctly encoding the sub-blocks 
stored therein; 

(b) data redundancy means receiving the set of data 
sub-block signals for generating according to a 
preselected algorithm a redundant data sub-block, 
said redundant data sub-block being of the type for 
which a data reconstruction algorithm exists per 
mitting reconstruction of any one data sub-block 
using the remaining data sub-blocks and the redun 
dant data sub-block, and for providing to the re 
dundant data storage unit a signal encoding the 
redundant data sub-block; 

(c) a plurality of data storage unit error detection 
means, each operatively associated with a prese 
lected data storage unit, for providing a sub-block 
error signal responsive to failure of the associated 
data storage unit to correctly encode in an output 
data sub-block signal a sub-block stored within it; 

((1) control means for supplying the write and read 
select signals to the data and redundant data stor 
age units in a preselected sequence; and 

(e) data reconstruction means receiving the sub-block 
error signals from the error detection means and 
the data and redundant data sub-block signals from 
the data storage units, for employing the data re 
construction algorithm to recreate and encode in 
the output data signal, the data sub-block originally 
stored within the data storage unit for which the 
sub-block error signal was generated. 

2. The system of claim 1, further comprising: 
(a) byte error code generating means receiving a data 

sub-block signal from a data storage unit, for pro 
viding to the error detection means a signal encod 
ing a byte error detection code associated with at 
[last] least one byte within the sub-block, said 
byte error detection code generated according to a 
preselected byte error detection algorithm which 
includes as a part thereof steps by which certain 
data errors in each said byte may be detected; and 

(b) wherein the error detection means includes byte 
error detection means receiving each byte error 
detection code signal and a signal encoding the 
byte for which it was generated, for applying the 
error detection algorithm to each said byte and its 
associated byte detection code and in response to 
detection of an error in said byte, issuing a byte 
error signal associated with the byte having the 
error and its sub-block; 

wherein the data redundancy means further includes 
means for generating according to the preselected 
algorithm a redundant data sub-block whose data 
reconstruction algorithm permits reconstruction of 
a byte within a data sub-block using an associated 
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byte in the redundant sub-block and an associated 
byte from each of the other data sub-blocks; and 

wherein the data reconstruction means further in 
cludes means receiving the byte error signal, for 
employing the data reconstruction algorithm to 
recreate and encode in the output data signal the 
data sub-block byte originally stored within the 
data storage unit. 

3. The system of claim 2, wherein the byte error 
detection means receives signals encoding bytes from at 
least two different sub-blocks of the same data block 
and supplies byte error detection code signals for each, 
and wherein the data reconstruction means includes 
means receiving the byte error detection code signals, 
for supplying an uncorrectable error signal responsive 
to detecting errors in at least two bytes occupying the 
same relative position in two different sub-blocks. 

4. The system of claim 2, wherein the byte error code 
generating means includes means for generating a parity 
bit signal for the byte. 

5. The system of claim 1, wherein the data recon 
struction means further includes means for receiving the 
sub-block error signals, and responding to errors in at 
least two sub-blocks of the same data block, supplies an 
uncorrectable error signal. 

6. The [apparatus] system of claim 1 wherein the 
data redundancy means includes means for generating 
for a set of associated bits, one from each data sub 
block, a signal encoding the parity of said set of bits. 

7. A fault tolerant data storage system comprising.‘ 
a plurality of data storage units; 
means for organizing data applied to the data storage 

system for storage into sets of data sub-blocks; 
means for generating a redundant data sub-block associ 

ated with the data sub-block organized by the organiz 
ing means; ' 

means for supplementing each data and redundant data 
sub-block with error correction code syndromes; 

means for storing each supplemented data sub-block and 
redundant data sub-block to a different one of the 
data storage units as a data record; 

means for reading the data records and generating re 
covered, supplemented data sub-blocks and redun 
dant data sub-blocks; 

first stage data recovery means operating on the error 
correction code syndromes and their associated recov 
ered data and redundant data sub-blocks for correct 
ing random errors in the respective recovered sub 
blocks; 

sub-block error detection means operating on the error 
correction code syndromes and their associated recov 
ered data and redundant data sub-blocks for generat 
ing sub-block error signals indicating recovered sub 
blocks having errors exceeding the capacity of their 
associated error correction codes; and 

second stage data recovery means operating on a first 
sub-block error signals and the on the recovered data 
and redundant data sub-blocks for which no sub 
block error signals are present for regenerating the 
data or redundant data sub-block for which the ?rst 
sub-block error signal was generated. 

8. The fault tolerant data storage system as set forth in 
claim 7, wherein data is applied to the storage system in 
data blocks of predetermined length and wherein the orga 
nizing means divides the block into data units and assigns 
an equal number of units to each of the plurality of data 
sub-blocks. 
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9. The fault tolerant data storage system of claim 8, 

wherein the sub-block error detection means further com 
prises processing error detection means for detecting errors 
introduced to the sub-blocks after reading of records from 
the data storage units, the processing error detection means 
including: 

a parity generator receiving recovered sub-blocks and 
generating a parity bit for each data unit and adding 
the parity bit to the data unit; and 

a parity test unit receiving data sub-blocks from the first 
stage data recovery means, checking parity of each 
data unit of the respective sub-blocks and causing 
generation of a sub-block error signal associated with 
each defective data unit. 

10. The fault tolerant data storage system as set forth in 
claim 8, wherein the redundant data sub-block generating 
means generates a redundant data sub-block comprising 
data units and having the same number of units as the 
member data sub-blocks of the set. 

I]. The fault tolerant data storage system as set forth in 
claim 10. wherein the data storage units have correspond 
ing address ranges and wherein the storage means stores 
corresponding data units of a set of data sub-blocks and the 
associated redundant data sub-block to the same addresses 
in different data storage units. 

12. T he fault tolerant data storage system as set forth in 
claim I], wherein the data storage units are synchronized, 
fault independent disk drive units. 

13. T he ?tult tolerant data storage system as set forth in 
claim 12, wherein each fault independent disk drive unit 
further includes means for generating a disk fault signal 
and wherein the first stage data recovery means operates on 
a disk fault signal to generate a sub-block error signal for 
the sub-block stored as a record on the affected disk drive 
unit. 

14. The ?zult tolerant data storage system as set forth in 
claim 7, wherein the data organizing means operates on a 
data block of predetermined size applied to the system ?Jr 
storage to form data sub-blocks by transferring operative 
data units from the data block in sequence to each of the 
sub-block error correction code syndrome supplementing 
means in turn. 

I 5. T he fault tolerant data storage system as set forth in 
claim 14, wherein the data record reading means further 
includes deserializer means for reassembling the data units 
of the recovered data and redundant data sub-blocks 

16. T he fault tolerant data storage system as set forth in 
claim )5, wherein the sub-block error detection means 
further includes error detection code test means receiving 
the recovered, supplemented sub-blocks for determining 
whether error occurring in each of the recovered sub-blocks 
is correctable by the random error correcting means and 
causing generation of a sub-block error signal when a 
sub-block has uncorrectable error. 

I 7. The fault tolerant data storage system as set forth in 
claim 16, wherein the second stage data recovery means 
further includes means responsive to two or more sub-block 
error signals for signalling a condition of uncorrectable 
error. 

18. A data recovery system operating in a data write/ 
read channel to and from a plurality of synchronized, fault 
independent disk drive units, the data recovery system 
comprising: 

a data block divider organizing a data block received 
over a data transmission channel into a group of data 
sub-blocks; 
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a parity generator operating on the group of data sub 
blocks and generating a redundant data sub-block 
associated with a group of data sub-blocks; 

a plurality of error correction code generators, each 
operating on one of the data and redundant data 
sub-blocks of a group to supplement each data and 
redundant data sub-block with error correction code 
syndromes,‘ 

each disk drive unit being coupled to one error correction 
code generator to receive a supplemented data or 
redundant data sub-block for storage as a data record; 

means for reading the data records and generating re 
covered, supplemented sub-blocks; 

a plurality of first stage data FBCOVQVJ) buffers receiving 
the recovered, supplemented sub-blocks and operating 
on the error correction code syndromes and their asso 
ciated sub-blocks for correcting random errors in each 
recovered sub-block; 

a sub-block error detection unit including a plurality of 
error correction code test units operating on each 
recovered sub-block to generate sub-block error sig 
nals indicating recovered sub-blocks having errors 
exceeding the capacity of the error correction code 
syndromes associated therewith; and 

a second stage data recovery unit operating on a ?rst 
sub~block error signal and the on the recovered data 
and redundant data sub-blocks for which no sub 
block error signals are present for regenerating the 
data sub-block associated with the first sub-block 
error signal. 

19. The data recovery system as set forth in claim 18, 
wherein the reading means further comprises a data byte 
parity bit generator operating on groups of adjacent bits as 
a unit and appending to the unit a parity bit. 

20. The data recovent system as set forth in claim 19 
wherein the disk drive units generate fault signals associ 
ated with independent failures of the disk drive units. 

21. The data recovery system as set forth in claim 20, 
wherein the sub-block error detection unit further com 
prises.‘ 

means for generating a sub-block error signal in response 
to each disk drive unit fault signal; and 

a parity test unit associated with each first stage data 
recovery buffer and operating on each byte with its 
associated parity bit for generating a byte error signal 
upon detection of error. 

22. A fault tolerant data storage system comprising: 
means for receiving an input data stream and dividing 

the data stream into a plurality of data columns; 
means for generating a parity data column; 
a plurality of data storage units; 
means for tritnsferring said data columns, including said 

parity column, into and out of differing ones of the 
data storage units, the means for transferring includ 
ing an error correction and detection interface associ 
ated with each disk drive for correcting random errors 
within its error correction capacity and signalling 
errors exceeding its correction capacity; and 

parity reconstruction means, responsive to an error signal 
from an error correction and detection interface, for 
reconstructing data in a data column associated with 
the error correction and detection interface signalling 
the error. 

23. A fault tolerant data storage system such as that set 
?rrth in claim 22 wherein each error correction and detec 
tion interface further includes disk drive ?zilure detection 
and error signalling means 
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24. A fault tolerant data storage system such as that set 

forth in claim 23 wherein said means for transferring data 
columns into differing ones of said disk drives further 
includes means for generating an error correction code for 
each data column and transferring the error correction 
code along with the data column into the disk drive. 

25. A disk data storage system for storing data blocks 
applied to the system in the form of electrical signals. the 
disk data storage system comprising: 
means for dividing data blocks into data sub-blocks; 
means for generating a parity data sub-block from the 

data sub-blocks; 
means for generating and appending an error correction 

code to the each data subblock. including the parity 
data sub-block; 

a plurality of disk data storage subsystems ?rr storing 
data; 

means for storing each data sub-block to corresponding 
locations in the individual disk data storage subsys 
tems in parallel; 

means for reading data sub-blocks from the disk data 
storage means and for producing recovered data sub 
block signals in parallel,‘ and 

data recovery means to which the recovered data sub 
block signals are applied. the data recovery means 
being operable on the signals corresponding to the 
data digits, parity digits and error correction codes to 
produce electrical signals corresponding to the data 
digits of data blocks applied to the disk data storage 
system for storage. 

26. A disk data storage system as set forth in claim 25 
wherein the means for generating a parity data sub-block 
includes means coupled to the means for dividing data 
blocks for receiving the data sub-blocks, row by row, for 
generating row parity bits and assembling the row parity 
bits into a parity sub-block 

27. The disk data storage system as set forth in claim 26, 
wherein individual data units from each sub-block are 
stored in correlated locations of their respective disk subsys 
tems as data rows, each data row having one bit from each 
data sub-block and at least one parity bit from the parity 
data sub-block to aid in parallel recovery. 

28. A disk data storage system as set forth in claim 26 
and further comprising means for indicating a disk subsys 
tem fault, the data recovery means being responsive to 
indication of a disk subsystem fault to utilize the data 
sub-block signals and parity sub-block signals to recon 
struct the data from the disk subsystem indicating fault 
and responsive to two or more simultaneous indications of 
disk subsystem fault to cause generation of a signal indicat 
ing data not recoverable. 

29. The disk data storage system as set forth in claim 27 
wherein the disk data storage subsystems comprise at least 
a first disk each, the disks being synchronized to facilitate 
parallel recovery of correlated data bits 

30. A fault tolerant disk data storage system for storing 
data blocks applied to the system for storage, each data 
block having a plurality of data segments. comprising: 
means for organizing an applied data block into a plu 

rality of data sub-blocks, the data sub-blocks being 
exclusive sets of data segments; 

means for defining data rows of exclusive sets of data 
segments, each data row including a first data seg 
ment from each data sub-block; 

means for generating at least a first redundant data 
segment associated with each data row, the redundant 
data segments being fewer in number than the num 
ber of data segments in the data block; 



Re. 34,100 
19 

means for organizing at least a ?rst redundant data 
sub-block, each redundant data sub-block including 
at least a first segment of redundant data associated 
with each data row; 

means for generating error correction codes for each 
data sub-block and redundant data sub-block and 
appending said error correction codes to their respec 
tive data sub-blocks; 

a disk data storage subsystem for each data sub-block 
and redundant data sub-block; 

means for storing each data sub-block and each redun 
dant data sub-block fbf an applied data block to a 
separate disk data storage subsystem; 

means for reading data sub-blocks and redundant data 
sub-blocks associated with a stored data block from 
the disk subsystems and generating logic signals corre 
sponding to a retrieved data block, the redundant data 
sub-block and the error correction codes; and 

means utilizing all available logic signals associated with 
the retrieved data block for generating a restored data 
block, the data segments of the restored data block 
and the data segments of a data block applied to the 
system for storage being the same notwithstanding 
partial failure in retrieval and for indicating a data 
unrecoverable condition. 

31. A fault tolerant disk data storage system for storing 
applied groups of data segments. the system comprising: 

means for organizing each applied group of data seg 
ments into a array of data rows and data columns, 
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with each data segment belonging to one row and to 
one column of the array.‘ 

means for generating at least a first redundant data 
segment associated with each data row. the redundant 
data segments being fewer in number than the num 
ber of data segments in the group: 

means for organizing at least a first redundant data 
column, each redundant data column including at 
least a first segment of redundant data associated with 
each data row; 

means for generating error check digits for each data 
column and redundant data column and appending 
said error check digits to their respective columns.‘ 

a disk data storage subsystem for each data column and 
redundant data column; 

means ?tr staring each data column and redundant data 
column for a group of data segments to a separate disk 
data storage subsystem: 

means for reading the data segments and redundant 
data associated with a group of data segments and 
stored in the disk data storage subsystems and gener 
ating logic signals corresponding to a retrieved group; 
and 

means for executing an algorithm utilizing all available 
logic signals associated with the retrieved group for 
generating a restored group of data segments, the data 
segments of the restored group and the data segments 
of the applied group of data segments being the same 
notwithstanding certain partial failures in retrieval. 

‘ $ $ Q ‘ 
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