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LATTICE-BASED QUERYING 

CROSS REFERENCE TO RELATED 
APPLICATIONS 

This application is related to pending US. patent applica 
tion Ser. No. 11/097,015, ?led on Mar. 31, 2005, entitled 
“Searching for Words or Phrases in a Representation of Audio 
Speech,” by inventors Paul A. Martin, William D. Walker, 
William A. Woods, the contents of Which is hereby incorpo 
rated by reference. 

BACKGROUND 

1. Field of the Invention 
The present invention relates to techniques for retrieving 

information. More speci?cally, the present invention relates 
to systems and methods for performing searches for informa 
tion based on spoken queries. 

2. Related Art 
Speech is attractive mode of input for a variety of applica 

tions. Unfortunately, user interfaces based on speech are often 
ineffective or unreliable due to the limitations of existing 
speech-recognition techniques. This is especially true in situ 
ations Where the vocabulary and subject matter of interest is 
open-ended, such as When individuals provide arbitrary 
requests or queries When retrieving information or perform 
ing search tasks 
A speech-recognition engine typically transforms a spoken 

utterance into a recogniZed sequence of Words by matching 
the acoustic data and candidate Word sequences, as Well as the 
probability of occurrence of the candidate Word sequences in 
a language model. These language models typically include 
statistics on the relative frequencies of Words and Word 
sequences in a subject or a domain. 

Unfortunately, such language models may not be able to 
accommodate open-ended querying. In particular, an espe 
cially dif?cult problem is the so-called “out-of-vocabulary 
problem” in Which the spoken utterance contains Words that 
are not knoWn to the speech-recognition engine (for example, 
if the Words are outside of the training set or formal grammar 
on Which the language model is based). In such cases, it is 
dif?cult if not impossible for the speech-recognition engine to 
recogniZe the intended Words. 

Furthermore, existing speech-recognition engines typi 
cally select a single Word sequence, even if there are other 
alternative hypotheses that are almost as good of a match as 
the selected sequence. As a consequence, such approaches 
may not offer su?icient ?exibility or potential for remedial 
action When errors occur. Collectively, these di?iculties com 
plicate the challenges associated With retrieving information 
and make it less likely that a search Will return meaningful 
results in response to such speech queries. 

Hence What is needed is a method and an apparatus that 
facilitates searching for information based on spoken queries 
Without the above-described problems. 

SUMMARY 

One embodiment of the present invention provides a com 
puter system for processing a query. During operation, the 
system receives a ?rst query segment that includes audio 
speech. Next, the system generates a representation for this 
?rst query segment, Where the representation includes at least 
tWo paths associated With alternative phrase sequences for an 
ambiguity in the audio speech. 
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2 
Next, the system compares the paths in the representation 

to a group of documents and determines matching scores for 
the group of documents based on the comparisons. Finally, 
the system generates a ranking based on the matching scores 
and presents the ranking to a user. 

In some embodiments, the ?rst query segment includes 
text. 

In some embodiments, the ambiguity is associated With 
acoustic and/ or phonetic properties of audio speech. Further 
more, an additional ambiguity may be associated With para 
phrases, spelling, or typographical errors in the ?rst query 
segment. 
Note that the alternative phrase sequences may have cor 

responding Weights that indicate a con?dence that a respec 
tive phrase sequence matches a portion of the ?rst query 
segment. In some embodiments, the Weights depend on a 
pattern of phrases in the ?rst query segment, on a sound 
quality of the ?rst query segment, and/or to account for indi 
vidual speech variations. And in some embodiments, the 
Weights are normalized. 

In some embodiments, the system further receives a second 
query segment and dynamically adjusts the Weights in the 
representation based on at least a portion of the second query 
segment. 

In some embodiments the representation is structured as a 
trellis. For example, the representation may correspond to an 
intermediate state of a Viterbi decoder. 

In some embodiments, the group of documents includes 
audio speech and/or text. 

In some embodiments, the system further presents snippets 
and their corresponding contexts for the group of documents. 

In some embodiments, a matching score for a given docu 
ment is based on hoW many times a given path in the repre 
sentation occurs in at least a portion of the given document 
and/or on a pre-determined number of best matches betWeen 
the paths in the representation and the given document. Fur 
thermore, the matching score for the given document may 
include different Weights for different occurrences of the 
paths in the representation in at least a portion of the given 
document. Note that in some embodiments the matching 
score for the given document includes a penalty for skipped 
Words in the given path, a penalty for changes in a Word order 
in the given path, and/or a penalty for Words that have a 
narroWer semantical meaning than those in the given path. 

Another embodiment provides a method including at least 
some of the above-described operations. 
Another embodiment provides a computer program prod 

uct for use in conjunction With the computer system. 

BRIEF DESCRIPTION OF THE FIGURES 

FIG. 1 is a How chart illustrating processing of a query in 
accordance With an embodiment of the present invention. 

FIG. 2A is a block diagram illustrating a query lattice in 
accordance With an embodiment of the present invention. 

FIG. 2B is a block diagram illustrating a lattice in an index 
in accordance With an embodiment of the present invention. 

FIG. 3 is a How chart illustrating processing of a query in 
accordance With an embodiment of the present invention. 

FIG. 4 is a block diagram illustrating a search engine in 
accordance With an embodiment of the present invention. 

FIG. 5 is a block diagram illustrating a computer system in 
accordance With an embodiment of the present invention. 

FIG. 6 is a block diagram illustrating a client computer in 
accordance With an embodiment of the present invention. 

FIG. 7 is a block diagram illustrating a data structure in 
accordance With an embodiment of the present invention. 
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FIG. 8 is a block diagram illustrating a data structure in 
accordance With an embodiment of the present invention. 

Table I illustrates edge information in a query lattice in 
accordance With an embodiment of the present invention. 

Table II illustrates a document index in accordance With an 
embodiment of the present invention. 

Note that like reference numerals refer to corresponding 
parts throughout the draWings. 

DETAILED DESCRIPTION 

The folloWing description is presented to enable any per 
son skilled in the art to make and use the invention, and is 
provided in the context of a particular application and its 
requirements. Various modi?cations to the disclosed embodi 
ments Will be readily apparent to those skilled in the art, and 
the general principles de?ned herein may be applied to other 
embodiments and applications Without departing from the 
spirit and scope of the present invention. Thus, the present 
invention is not intended to be limited to the embodiments 
shoWn, but is to be accorded the Widest scope consistent With 
the principles and features disclosed herein. 

Embodiments of a computer system, a method, and a com 
puter program product (i.e., softWare) for use With the com 
puter system are described. These devices and processes may 
be used to process one or more queries that include of one or 

more Words, terms, keyWords and/ or phrases (henceforth 
referred to as terms) that are provided by a user. These queries 
may include a lattice structure that is derived from a spoken 
query utterance and may preserve multiple alternative (i.e., 
alternative) term-sequence hypotheses from the spoken query 
utterance. This approach may alloW searches in Which com 
parisons are performed betWeen all possible sequences in the 
lattice structure and information in a group of documents. In 
this Way, matches may be identi?ed if there is a correct inter 
pretation of the spoken query in the lattice, even When a single 
best-guess interpretation of the spoken query Would not have 
matched or Would have matched incorrect material. Further 
more, in some embodiments the results may include portions 
of one or more documents (Which are referred to as snippets 
or passages) and their corresponding contexts in the group of 
documents, Which are based on the lattice structure(s). 

This technique for processing speech queries may be used 
to deal With the problem of out-of-vocabulary terms (i.e., 
terms in a language that aren’t in a dictionary or database) 
and, in general, for the processing of queries in open-ended 
domains. In particular, if a spoken query contains an out-of 
vocabulary term, the resulting lattice structure is likely to 
include one or more partially matching or similar terms. Note 
that this approach combines ?exibility in handling uncer 
tainty in the spoken query (due to the acoustic and/or phonetic 
properties of audio speech, as Well as ambiguity associated 
With paraphrases and grammatical errors) and independence 
from the structural limitations associated With a given lan 
guage model. As a consequence, the search results are more 
likely to return relevant or desired information, especially if 
the material being searched includes spoken content that has 
been indexed using the same or a similar speech-recognition 
engine. 

The lattice-based querying approach described beloW may 
be used in conjunction With a Wide variety of devices and 
associated user interfaces, including a client computer (such 
as a personal computer), a laptop computer, a cellular phone, 
a personal digital assistant (PDA), a consumer product (such 
as a remote control), and/or another device capable of pre 
senting information and/or manipulating data. In addition, 
this querying approach may be used in computer systems that 
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4 
include communication over a netWork (such as the Internet, 
the World Wide Web or WWW, an Intranet, a local area 
netWork or LAN, a Wide area netWork or WAN, a metropoli 
tan area netWork or MAN, and/ or combination of netWorks or 
other technology enabling communication betWeen devices). 
Such computer systems may include a search engine that is 
used to locate content in documents in a large database of 
documents (for example, documents on the Internet and/or 
the documents stored on the computers of an Intranet). 
We noW describe embodiments of a computer system, a 

method, and softWare for processing queries. FIG. 1 provides 
a How chart illustrating a process 100 for processing a query 
in accordance With an embodiment of the present invention. 
In this process, a system receives a ?rst query segment that 
includes audio speech (110). Note that the ?rst query segment 
may also include content in other formats, such as text, 
graphical, photographic and/or video. Next, the system gen 
erates a representation for the ?rst query segment (112) and/ 
or other content (such as a graph). This representation 
includes at least tWo paths associated With alternative (i.e., 
alternative) phase sequences for an ambiguity in the audio 
speech in the ?rst query segment. In addition, in some 
embodiments the query includes synonyms and/ or other 
terms that utiliZe the semantic relationships betWeen general 
and speci?c terms (for example, by adding paths With alter 
native terms sequences). 
The system then compares the paths in the representation 

to a group of documents (114) and determines matching 
scores for the group of documents based on the comparisons 
(116). Furthermore, the system presents a ranking of at least 
a portion of the group of documents, Where the ranking is 
based on the matching score for at least the portion of the 
group of documents (118). And in some embodiments, the 
system optionally presents snippets (such as passages) and 
their corresponding contexts for at least the portion of the 
group of documents (120). For example, snippets in a given 
document may be highlighted. Note that in some embodi 
ments there may be additional or feWer operations, the order 
of the operations may be changed, and tWo or more operations 
may be combined into a single operation. 

FIG. 2A provides a block diagram illustrating a query 
lattice (i.e., a representation) 200 in accordance With an 
embodiment of the present invention. As described beloW, 
this query lattice is not simply a list of terms and/or a Boolean 
combination of terms provided by the user, synonyms, and/or 
paraphrases. Instead, the query lattice 200 includes the term 
order as Well as one or more ambiguities (corresponding to 
branch points at nodes 210 in the query lattice 200) associated 
With alternative segmentations of a speech signal (such as the 
?rst query segment) that includes spoken Words or phrases. 
For example, the ambiguities may be associated With acoustic 
and/or phonetic properties of audio speech, since there are a 
Wide range of pronunciations and dialects, and many Words 
sound similar. Additional ambiguities may be associated With 
paraphrases and/or grammatical errors, such as spelling or 
typographical errors in the ?rst query segment (in embodi 
ments Where the ?rst query segment also includes content 
such as text). 

These various paths may be compared to at least a portion 
of a group of documents in order to increase a probability for 
returning desired or meaningful results (i.e., results that the 
user is interested in). In particular, corresponding matching 
scores betWeen the paths in the queries lattice 200 and the 
documents may be determined and results may be provided to 
the user based on these matching scores. Note that the group 
of documents may include content in a variety of formats, 
such as audio speech, text, graphs, photographs, and/ or video. 
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Rather than collapsing the query lattice 200 into a single 
best or most-likely output (or more generally, a set of n-best 
outputs) prior to comparing the queries to at least a portion of 
the group of documents, in this approach the collapsing 
occurs after the results and/ or related snippets are provided to 
the user. In fact, in some embodiments such a narroWing (or 
WindoWing) is implicit in the selection by the user of desired 
or interesting content from the provided results. However, in 
other embodiments queries that include query lattices, such as 
the query lattice 200, may be presented to a user Who selects 
the ‘correct’ path prior to comparing this path to at least the 
portion of the group of documents. 

In an exemplary embodiment, the query lattice 200 may be 
structured as a trellis. For example, the representation may 
correspond to an intermediate state of a Viterbi decoder. 
As noted previously, the query lattice 200 includes a col 

lection of nodes 210. For example, in query lattice 200 node 
210-1 is an initial node, node 210-5 is a ?nal node, and nodes 
210-2, 210-3, and 210-4 are intermediate nodes. Each of the 
nodes 210 has associated edges that each include a term 
choice or term category, and an associated Weight (not 
shoWn). Furthermore, a given path through the query lattice 
200 includes tWo or more nodes 210 and the associated terms. 
Note that in general paths through the query lattice 200 
include a serial combination of nodes 210 and edges. Also 
note that the cumulative Weights in a given path correspond to 
a con?dence or likelihood that a group of terms linked by the 
nodes 210 in the given path match a portion of the spoken 
query, and thus, the importance of this group of terms to the 
query. Table I presents an illustration of the edges in the query 
lattice 200, including beginning and end nodes, and the cor 
responding terms and Weights. 

TABLE I 

Edge information for the query lattice 200. 

Beginning node End node Terrn(s) Weight 

210-1 210-4 homemade 1.0 
210-1 210-2 home 1.0 
210-2 210-4 made 0.8 
210-2 210-4 maid 0.8 
210-2 210-4 aide 1.0 
210-2 210-4 aid 1.0 
210-1 210-3 hoe 0.7 
210-1 210-3 ho 0.7 
210-3 210-4 made 0.9 
210-3 210-4 maid 0.9 
210-4 210-5 food 1.0 

Note that in some embodiments the Weights associated 
With the edges depend on a pattern of phrases in the ?rst query 
segment and/or on a sound quality of the ?rst query segment. 
Furthermore, in some embodiments the Weights are adjusted 
to account for individual speech variations (for example, the 
Weights may be selected such that the query that includes the 
query lattice is approximately dialect independent). And in 
some embodiments, the Weights are normalized such that 
their sum is 1. 
We noW describe embodiments of searches performed 

using queries that include one or more query lattices. In these 
searches, queries may be compared to targets in at least a 
portion of the group of documents. Note that the targets may 
include text, speech, graphics, photographs, and/ or video. In 
some embodiments, the speech content in the targets may be 
the best-guess sequence provided by a speech-recognition 
engine. Alternatively, the speech content may include lattice 
indexing (i.e., a lattice structure such as that illustrated in 
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6 
lattice 230 in FIG. 2B). In these embodiments, the speech 
content in at least the portion of the group of documents may 
include corresponding edge Weights. 

During a search, the system identi?es at least portions of 
the indexed material (for example, passages in at least a 
subset of the group of documents) that correspond to one or 
more paths through a query lattice in a query. Using this 
technique, the system may compute the union of all the pas 
sages that are found by treating each path through the query 
lattice in the query as a separate sub-query. Furthermore, the 
system may accomplish this by determining a list of all of the 
occurrences of terms in the query in the index material. In 
some embodiments, this list may be grouped and ordered by 
document, including the position(s) Within a given document 
Where one or more of the terms are located. 

FIG. 3 provides a How chart illustrating a process 300 for 
processing a query in accordance With an embodiment of the 
present invention. The system generates a lattice query (310) 
for a spoken input by capturing the alternative term hypoth 
eses provided by a speech-recognition engine as a set of 
alternative term sequences. Note that each edge in these alter 
native term sequences includes a term hypothesis and an 
associated Weight or con?dence value. Furthermore, for each 
edge in a given term hypothesis, the system determines all 
documents that contain this term hypothesis and the corre 
sponding positions in the document(s) (312). 

Then, the system identi?es matches betWeen tWo or more 
paths through the lattice query and passages in the document 
(s) (314) and calculates a matching score for each passage 
(316). After repeating the preceding operations for all edges 
and term hypotheses, the system generates a ranking of the 
passages and/ or documents based on the matching scores 
(318). Note that in some embodiments there may be addi 
tional or feWer operations, the order of the operations may be 
changed, and tWo or more operations may be combined into a 
single operation. 

In some embodiments, a passage in a given document is 
considered a match With a sequence of terms in a sub-query if 
it matches a su?icient number of terms in the sequence and if 
these term matches occur Within a pre-determined distance of 
one another. A contribution to the matching score betWeen the 
given document and a given path in the query lattice may be 
based on the cumulative product of the Weights in the edges in 
this path and a quality of the matches With the passages in the 
given document. Note that the latter may include a penalty for 
terms in the given path that are skipped in the passages, a 
penalty for changes in a term order in the passages, and/or a 
penalty for terms in the passages that have a narroWer seman 
tical meaning than those in the given path (for example, a 
poodle is a type of dog, but not all dogs are poodles). 

Furthermore, the matching score for the given document 
may be based on hoW many times a given path in the repre 
sentation (i.e., the query lattice) occurs in at least a portion of 
the given document and/ or on a pre-determined number of 
best matches (for example, 1, 2, or 3) betWeen the paths in the 
representation and the passages in the given document (Which 
is sometimes referred to as pas sage-based retrieval). Note that 
in some embodiments the matching score for the given docu 
ment is a Weighted summation of such matches, and the 
summation may include different Weights for different occur 
rences of the paths in the representation in at least the portion 
(s) of the given document. Also note that in some embodi 
ments the Weights in the representation are dynamically 
adjusted. For example, if the system receives a second query 
segment, at least some of the Weights in one or more paths 
through the query lattice may be adjusted based on the second 
query segment. In embodiments Where the speech-recogni 
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tion engine includes aViterbi detector, an initial set of Weights 
may correspond to an intermediate state of the detector that is 
based on a portion of a query. As the detector processes an 
additional portion of the query, the initial set of Weights may 
be adjusted, for example, if one or more alternate paths in a 
lattice are collapsed or modi?ed based on the additional por 
tion of the query. 
As an illustrative example, consider four documents, “She 

Was as plain as homemade sand” (document d1). “I made 
some pastry at home” (document d2), “Social Services Will 
pay for a home aide” (document d3), and “Homemade food is 
best” (document d4). As illustrated in Table H, an index of 
these documents may include terms, one or more document 

identi?ers, and one or more positions of the terms in the 
document(s) (for example, based on the Word number from 
left to right). 

TABLE II 

A document index. 

Term Document Identi?er(s) Position(s) in Document 

a d3 6 

aide d3 8 
as d1 3, 5 
at d2 5 
best d4 4 
food d4 2 
for d3 5 
home d2; d3 6; 7 
homemade d1; d4 6; 1 
I d2 1 
is d4 3 
made d2 2 
pastry d2 4 
pay d3 4 
plain d1 4 
sand d1 7 
services d3 2 
she d1 1 
social d3 1 
some d2 3 

Was d1 2 

Will d3 3 

For a search based on the query lattice 200 (FIG. 2A), 
matching passages in the documents Will be determined for 
each of the edges, i.e., edge 1 (’homemade), edge 2 (’home’), 
edge 3 (’made’), edge 4 (’maid’), edge 5 (’aide’), edge 6 
(’aid’), edge 7 (’hoe’), edge 8 (’ho’), edge 9 (’made’), edge 10 
(’maid’), and edge 11 (’food’). In particular, edge 1 has 
matches in documents d1 (position 6) and d4 (position 1), 
edge 2 has matches in documents d2 (position 6) and d3 
(position 7), edge 3 has a match in document d2 (position 2), 
edge 5 has a match in document d3 (position 8), edge 9 has a 
match in document d2 (position 2), and edge 11 has a match 
in document d4 (position 2). Note that if a lexicography used 
by the system knoWs that pastry is a kind of food, edge 11 Will 
have another match in document d2 (position 4). 

To ?nd the best passages, the system determines corre 
sponding matching scores by summing penalties for interven 
ing terms in the passages, penalties for terms out of order in 
the passages, penalties for lack of con?dence in terms in the 
paths, penalties for lack of con?dence in terms in the index, 
and penalties for missing terms in the passages. For example, 
a missing term may have a penalty of 10, an extra intervening 
term may have a penalty of 0.1, an out-of-order term may 
have a penalty of 0.12, and a more-speci?c term may have a 
penalty of 0.01 . In addition, the penalty for lack of con?dence 
in a term in one of the paths may be determined by subtracting 
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8 
from 1 the product of the con?dence in this term (i.e., its 
Weight) and the corresponding Weight for the matching pas 
sage term. 

Referring to FIG. 2A, the path through node 210-1, edge 1, 
node 210-4, edge 11, and node 210-5 has matching passage 
for the complete path in document d4. In addition, there is no 
penalty since both terms have a full con?dence of 1.0 (as 
illustrated in Table I) and they are next to one another and are 
in the correct order. Thus, this pas sage has a matching score of 
0. 

There is a missing-term passage for ‘homemade’ in docu 
ment d1, With a missing term penalty (and a matching score) 
of 10 due to the ‘food’ term. In addition, there is a missing 
terrn passage for ‘food’ in document d2, With a missing-term 
penalty of 10 for the ‘homemade’ term and a penalty of 0.01 
for matching the more-speci?c term pastry rather than the 
query term ‘food’. The resulting matching score is 10.01. 

HoWever, the second-best matching passage is in docu 
ment d2 and includes edges e2 (’home’), e3 (’made’), and e11 
(’food’). The corresponding matching score of 0.89 includes 
a penalty of 0 for matching the term ‘home’ at position 6 in the 
document With a full con?dence of 1 .0, a penalty of 0.2 for the 
lack of con?dence in edge 3 (as illustrated in Table I), an 
out-of-order penalty of 0.48 (4 times 0.12) for ‘made’ at 
position 2, a more-speci?c term penalty of 0.01 for ‘pastry’ 
matching ‘food’, and an intervening-term penalty of 0.2 for 
‘pastry’ at position 4 in the document. 

Finally, there are missing-term passages for the term 
‘home’ in documents d3 and d4. Each of these passages have 
a matching score of 20, since the terms ‘made’ and ‘food’ are 
missing in those documents. Note that While this example 
includes illustrative values of the penalties and a technique for 
determining the matching scores, other approaches may be 
used as is knoWn to one of skill in the art. 
As noted previously, in some embodiments the documents 

in the group of documents include lattice indexing for speech 
content. In these embodiments, the search approach 
described above may be generaliZed and applied to the edges 
in lattices of alternative term sequences in one or more of the 
documents corresponding to various term hypotheses that 
Were generated by a speech-recognition engine. 

For example, FIG. 2B provides a block diagram illustrating 
the lattice 230 for a portion of a spoken document in an index 
in accordance With an embodiment of the present invention. 
Note that While the terms ‘pie’, ‘die’ and ‘tie’ betWeen nodes 
210-8 and 210-9 generally sound distinct to the ear, in fact 
they differ from one another by a single phoneme and the 
sounds of ‘p’, ‘d’, and ‘t’ are suf?ciently similar that a speech 
recognition engine may consider them all as viable acoustic 
alternatives at a given point in an utterance. Furthermore, 
certain pronunciations and/or noise conditions may cause the 
speech-recognition engine to score ‘die’ higher than ‘pie’ in 
an utterance even though an individual Was actually talking 
about ‘pie’. If the taxonomy in the system knoWs that ‘pie’ is 
a type of food, then the lattice-based query described above 
Will ?nd the path ‘homemade apple pie’ in the portion of the 
indexed speech betWeen nodes 210-2 and 210-9. It Will also 
?nd paths for ‘homemade dapple pie’, ‘home aide apple pie’, 
etc ., Which are equivalent since they cover the same portion of 
the indexed material betWeen nodes 210-2 and 210-9. HoW 
ever, in some embodiments it may not matter Whether or not 
the system is able to resolve such ambiguities. For example, 
the system may provide the user With several best-scoring or 
high-scoring paths to illustrate some of the ambiguity. Fur 
thermore, in some embodiments audio clips that include the 
corresponding spoken material may be selected by the user 
and played back. 
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When querying a lattice-index in one of more documents, 
the search operations are similar to those described above, 
except that the matching terms in the index Will have associ 
ated edges and Weights. The Weight of an edge in the query 
lattice may be combined With that of a term hypothesis in the 
index to obtain a combined Weight. For example, the Weights 
may be multiplied or a minimum Weight may be used. In 
addition, the intervening-term penalty may be determined 
based on the distance betWeen the end position of the previous 
matching term in the index and the beginning position of the 
next matching term in the index. Note that the out-of-order 
penalty may be similarly generaliZed. 
We noW describe embodiments of systems and devices that 

may utiliZe lattice-based querying. FIG. 4 provides a block 
diagram illustrating a search engine 400 in accordance With 
an embodiment of the present invention. The search engine 
400 receives query segments from one or more clients 410, 
identi?es one or more matching documents or passages in an 

index of documents 426, and provides the search results to the 
one or more clients 410. Each of the clients 410 may include 

a search application 412, Which is described further beloW 
With reference to FIG. 6. 

Note that the search engine 400 may be used to retrieve 
information on the Internet and/or on an Intranet, i.e., for 
locating documents stored on servers or other hosts on a 

communication network 414. The retrieved information may 
include matching documents, passages in matching docu 
ments (such as titles and abstracts), and/or rankings of results. 

The search engine 400 may be implemented as a distrib 
uted system that includes multiple servers, such as server 416, 
each of Which is con?gured to process queries. These servers 
may be distributed over a Wide geographic area. Queries 
submitted by a user at a client, such as client 410-1, are routed 
to an appropriate server, such as the server 416, based on the 
user’s location, a number of servers that are currently in 
operation, and/ or an overall usage of the search engine 400. 

The servers, such the server 416, may be coupled to the 
communication netWork 414 via a communication module 
418. Note that the communication netWork 414 may include 
the Internet, an Intranet, a LAN, and/ or a WAN. In embodi 
ments Where the server 416 is a Web server, the server 416 

receives query requests (such as query segments) and pro 
vides search results in the form of Web pages that are com 
patible With a HyperText Transfer Protocol (HTTP), an 
Extensible Markup Language @(ML), and/or a similar pro 
tocol. 

The server 416 may include a query-processing module 
420 for managing the processing of queries by one or more 
query controllers, such as query controller 424. In addition, 
the server 416 may include a speech-processing module 422 
to generate one or more representations corresponding to 
query segments that include speech. These representations 
may be included in the queries that are processed by the query 
controllers. 

The query controllers, such as the query controller 424, 
may be coupled to the index of documents 426 and/or a 
database of passages or snippets 428. Furthermore, the query 
controller 424 is con?gured to receive requests from the 
server 416, to identify matches, and to determine matching 
scores. Using the identi?ed matches and matching scores, the 
query-processing module 420 may provide results to the user. 
For example, a ranking (i.e., an ordered list of search results) 
may be provided to the user. In addition, the query-processing 
module 420 may instruct the query controller 424 to retrieve 
the corresponding documents and/or passages from the index 
of documents 426 and/ or the database of snippets 428, Which 
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10 
may then be provided to the user. Note that in some embodi 
ments only a subset of the results is presented to the user. 
The search engine 400 may include feWer components or 

additional components, tWo or more components may be 
combined into a single component, and/ or a position of one or 

more components may be changed. In addition, functions of 
the search engine 400 may be implemented in hardWare and/ 
or in softWare. These functions may be distributed over feWer 
or more servers and devices, Which may be located at one or 

more locations. Furthermore, functions in the search engine 
400 may be implemented at a loWer level or at a higher level 
in the system hierarchy. 

FIG. 5 provides a block diagram illustrating a computer 
system 500 in accordance With an embodiment of the present 
invention. The computer system 500 may be used in the 
search engine 400 (FIG. 4) and includes one or more proces 
sors 510, a communication interface 512, a user interface 514, 
and one or more signal lines 524 coupling these components 
together. Note that the one or more processing units 510 may 
support parallel processing and/or multi-threaded operation, 
the communication interface 512 may have a persistent com 
munication connection, and the one or more signal lines 524 
may constitute a communication bus. Moreover, the user 
interface 514 may include a display 516, a keyboard 518, a 
pointer 520 (such as a mouse), and/or a microphone 522. 
Memory 526 in the computer system 500 may include 

volatile memory and/or non-volatile memory. More speci? 
cally, memory 526 may include ROM, RAM, EPROM, 
EEPROM, FLASH, one or more smart cards, one or more 
magnetic disc storage devices, and/or one or more optical 
storage devices. Memory 526 may store an operating system 
528 that includes procedures (or a set of instructions) for 
handling various basic system services for performing hard 
Ware dependent tasks. While not explicitly indicated in the 
computer system 500, in some embodiments the operating 
system 528 includes a Web broWser. The memory 526 may 
also store procedures (or a set of instructions) in a communi 
cation module 418. The communication procedures may be 
used for communicating With one or more computers and/or 
servers, including computers and/or servers that are remotely 
located With respect to the computer system 500. 
Memory 526 may also include multiple program modules 

(or a set of instructions), including query-processing module 
420 (or a set of instructions) to receive query segments 540 
and generate corresponding queries that include representa 
tions 534, and speech-processing module 422 (or a set of 
instructions) to determine the representations 534 and corre 
sponding Weights 536 from the query segments 540. Note that 
the speech-processing module 422 may include an optional 
Viterbi module 530 (or a set of instructions). 

In addition, the memory 526 may include a matching-score 
module 532 (or a set of instructions) to compare queries that 
include the representations 534 to the index of documents 
426, to generate corresponding matching scores, and to pro 
vide documents in the index of documents 426, to provide 
rankings 542, and/or to provide snippets 428. In some 
embodiments, the memory 526 may optionally include lexi 
cography module 538 (or a set of instructions) to determine 
the Weights 536 and/or matches betWeen the terms in the 
index of documents 426 and the representations 534. 

Instructions in the various modules in the memory 526 may 
be implemented in a high-level procedural language, an 
obj ect-oriented programming language, and/ or in an assem 
bly or machine language. The programming language may be 
compiled or interpreted, i.e, con?gurable or con?gured to be 
executed by the one or more processing units 510. 
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Although the computer system 500 is illustrated as having 
a number of discrete items, FIG. 5 is intended to be a func 
tional description of the various features that may be present 
in the computer system 500 rather than as a structural sche 
matic of the embodiments described herein. In practice, and 
as recognized by those of ordinary skill in the art, the func 
tions of the computer system 500 may be distributed over a 
large number of servers or computers, With various groups of 
the servers or computers performing particular subsets of the 
functions. In some embodiments, some or all of the function 
ality of the computer system 500 may be implemented in one 
or more ASICs and/or one or more digital signal processors 
DSPs. 

The computer system 500 may include feWer components 
or additional components, tWo or more components may be 
combined into a single component, and/ or a position of one or 
more components may be changed. In some embodiments the 
functionality of the computer system 500 may be imple 
mented more in hardWare and less in softWare, or less in 
hardWare and more in softWare, as is knoWn in the art. 

FIG. 6 provides a block diagram illustrating a client com 
puter 600, such as one of the client computers 410 (FIG. 4), in 
accordance With an embodiment of the present invention. The 
client computer 600 may include one or more data processors 
or central processing units (CPUs) 610, a communication 
interface 624 for communicating With other computers, serv 
ers and/ or clients, a user interface 614, a memory 626, and one 
or more signal lines 612 for coupling these components to one 
another. Note that the one or more processing units 610 may 
support parallel processing and/or multi-threaded operation, 
the communication interface 624 may have a persistent com 
munication connection, and the one or more signal lines 612 
may constitute a communication bus. Moreover, the user 
interface 614 may include a display 616, a keyboard 618, a 
pointer 620 (such as a mouse), and/or a microphone 622. 
Memory 626 in the client computer 600 may include vola 

tile memory and/or non-volatile memory. More speci?cally, 
memory 626 may include ROM, RAM, EPROM, EEPROM, 
FLASH, one or more smart cards, one or more magnetic disc 
storage devices, and/or one or more optical storage devices. 
Memory 626 may store an operating system 628 that includes 
procedures (or a set of instructions) for handling various basic 
system services for performing hardWare dependent tasks. 
The memory 626 may also store procedures (or a set of 
instructions) in a communication module 630. The commu 
nication procedures may be used for communicating With one 
or more computers and/or servers, including computers and/ 
or servers that are remotely located With respect to the client 
computer 600. In addition, the communication procedures 
may be used for communicating With a search engine, such as 
the search engine 400 (FIG. 4). 
Memory 626 may also include multiple program modules 

(or a set of instructions), including a broWser module 632 (or 
a set of instructions) and the search application module 634 
(or a set of instructions). The search application module 634 
may include a user-interface monitoring module 636 (or a set 
of instructions) for monitoring user input, a transmission 
module 638 (or a set of instructions) for sending a query 
and/ or a query segment, a search results module 640 (or a set 
of instructions) for receiving search results, and a display 
module 642 (or a set of instructions) for displaying search 
results. 

In addition, in some embodiments the memory 626 option 
ally includes the speech-processing module 422 (or a set of 
instructions) and/or the optional Viterbi module 530. Thus, in 
these embodiments the client system 600 may processes the 
query segments and determine one or more of the represen 
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12 
tations 534 that are then transmitted to a search engine, such 
as the search engine 400 (FIG. 4). 
Note that client computer 600 may include feWer compo 

nents or additional components, tWo or more components 
may be combined into a single component, and/or a position 
of one or more components may be changed. For example, in 
embodiments Where the client computer 600 is coupled to a 
local server, one or more of the modules and/ or applications 
in the memory 626 may be stored in a server computer at a 
different location than the user. In addition, the various mod 
ules and sub-modules may be rearranged and/or combined. 
As an illustration, in some embodiments the search applica 
tion module 634 may be integrated into the broWser module 
632. 
We noW discuss data structures that may be used in the 

search engine 400 (FIG. 4), the computer system 500 (FIG. 
5), and/or the client computer 600. FIG. 7 provides a block 
diagram illustrating a data structure 700 in accordance With 
an embodiment of the present invention. This data structure 
may include representations 710 for one or more query seg 
ments. A given representation, such as representation 710-1, 
may include edges 712-1, Weights 714-1, and/or sound qual 
ity 716-1. In some embodiments, the edges 712-1 and the 
Weights 714-1 are included co-indexed arrays. 

FIG. 8 provides a block diagram illustrating a data struc 
ture 800 in accordance With an embodiment of the present 
invention. This data structure may include matching scores 
810. A given matching score, such as matching score 810-1, 
may include document 812-1, one or more passage(s) 814-1, 
occurrences or positions 816-1 of matches for one or more 

terms in a representation, penalties 818-1, and/ or one or more 
best matches 820-1 in the document 812-1. Note that that in 
some embodiments of the data structures 700 and/or 800 
there may be feWer or additional components, tWo or more 
components may be combined into a single component, and/ 
or a position of one or more components is changed. 

While the preceding discussion has focused on lattice 
based queries associated With speech-recognition engines, 
this approach to generating a structured lattice-based query 
may be applied even When the query segment(s) do not 
include audio speech. For example, this approach may be 
applied for comparing typed input query segments by gener 
ating a query lattice as if the typed input had been spoken. In 
particular, a speech Waveform may be generated for the typed 
input and a speech-recognition engine may be applied to this 
Waveform. Alternatively, the system may generate a lattice of 
phoneme strings for all possible pronunciations of the terms 
in a query. Then, the system may determine a lattice of all 
possible Word matches against the phoneme lattice using a 
phoneme-to-phoneme confusion matrix to assess the degree 
of match betWeen a phoneme in the phoneme lattice and a 
pronunciation of a term in the query. 
The foregoing descriptions of embodiments of the present 

invention have been presented for purposes of illustration and 
description only. They are not intended to be exhaustive or to 
limit the present invention to the forms disclosed. Accord 
ingly, many modi?cations and variations Will be apparent to 
practitioners skilled in the art. Additionally, the above disclo 
sure is not intended to limit the present invention. The scope 
of the present invention is de?ned by the appended claims. 
What is claimed is: 
1. A method for processing a query, comprising: 
in a computer system, 
receiving a ?rst query segment, Wherein the ?rst query 

segment includes audio speech; 
generating a representation for the ?rst query segment, 

Wherein the representation includes at least tWo paths 
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associated With alternative phrase sequences for an 
ambiguity in the audio speech, Wherein at least the tWo 
alternative phrase sequences have corresponding 
Weights that indicate a con?dence that a respective 
phrase sequence matches a portion of the ?rst query 
segment, and Wherein generating the representation 
comprises adding to the representation a path for an 
alternative phrase sequence that includes a synonym for 
a term in the ?rst query segment; 

receiving a separate second query segment and dynami 
cally adjusting the Weights in the representation based 
on at least a portion of the second query segment, 
Wherein dynamically adjusting the Weights comprises: 

recomputing the Weights for each alternative phrase 
sequence based on at least one additional path associated 
With a composite alternative phrase sequence formed by 
a combination of the ?rst and second query segments; 
and 

setting the Weights in the representation equal to the 
recomputed Weights; 

comparing the paths in the representation to a group of 
documents, and 

determining matching scores for the group of documents 
based on the path comparisons. 

2. The method of claim 1, further comprising generating 
and presenting a ranking of the group of documents, Wherein 
the ranking is based on the matching scores for the group of 
documents. 

3. The method of claim 1, Wherein the ?rst query segment 
further includes text. 

4. The method of claim 1, Wherein the ambiguity is asso 
ciated With acoustic or phonetic properties of audio speech. 

5. The method of claim 1, Wherein the Weights depend on 
a pattern of phrases in the ?rst query segment. 

6. The method of claim 1, Wherein the Weights depend on 
a sound quality of the ?rst query segment. 

7. The method of claim 1, Wherein the Weights are normal 
iZed. 

8. The method of claim 1, Wherein the representation is 
structured as a trellis. 

9. The method of claim 1, Wherein the representation cor 
responds to an intermediate state of a Vrterbi decoder. 

10. The method of claim 1, Wherein the group of docu 
ments includes audio speech or text. 

11. The method of claim 1, further comprising presenting 
matching portions and their corresponding contexts for the 
group of documents. 

12. The method of claim 1, Wherein a matching score for a 
given document is based on hoW many times a given path in 
the representation occurs in at least a portion of the given 
document. 

13. The method of claim 1, Wherein a matching score for a 
given document is based on a pre-determined number of best 
matches betWeen the paths in the representation and the given 
document. 

14. The method of claim 1, Wherein a matching score for a 
given document includes different Weights for different 
occurrences of the paths in the representation in at least a 
portion of the given document. 

15. The method of claim 1, Wherein a matching score for a 
given document includes a penalty for skipped Words in a 
given path, a penalty for changes in a Word order in the given 
path, or a penalty for Words that have a narroWer semantical 
meaning than those in the given path. 

16. The method of claim 1, further comprising presenting 
the representation to a user prior to comparing the paths in the 
representation, Wherein the user selects a correct path in the 
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representation before the paths in the representation are com 
pared to the group of documents. 

17. The method of claim 1, Wherein, if a given path in the 
representation has tWo or more matches in at least a portion of 
a given document in the group of documents, the matching 
score for the given document is a Weighted summation of the 
tWo or more matches. 

18. The method of claim 1, Wherein, for a document in the 
group of documents that includes a lattice index, compar 

ing the paths comprises combining a Weight for an edge 
in the representation With a Weight for a term hypothesis 
in the lattice index for the document, Wherein combining 
the Weight comprises using a minimum Weight. 

19. A non-transitory computer program product for use in 
conjunction With a computer system, the computer program 
product comprising a computer-readable storage medium and 
a computer-program mechanism embedded therein for con 
?guring the computer system, the computer program mecha 
nism including: 

instructions for receiving a ?rst query segment, Wherein 
the ?rst query segment includes audio speech; 

instructions for generating a representation for the ?rst 
query segment, Wherein the representation includes at 
least tWo paths associated With alternative phrase 
sequences for an ambiguity in the audio speech, and 
Wherein generating the representation comprises adding 
to the representation a path for an alternative phrase 
sequence that includes a synonym for a term in the ?rst 

query segment; 
instructions for receiving a separate second query segment 

and dynamically adjusting the Weights in the represen 
tation based on at least a portion of the second query 
segment, Wherein dynamically adjusting the Weights 
comprises: 

recomputing the Weights for each alternative phrase 
sequence based on at least one additional path associated 
With a composite alternative phrase sequence formed by 
a combination of the ?rst and second query segments; 
and 

setting the Weights in the representation equal to the 
recomputed Weights; 

instructions for comparing the paths in the representation 
to a group of documents, and 

instructions for determining matching scores for the group 
of documents based on the path comparisons. 

20. The computer-program mechanism of claim 19, 
Wherein, for a document in the group of documents that 
includes a lattice index, comparing the paths comprises com 
bining a Weight for an edge in the representation With a Weight 
for a term hypothesis in the lattice index for the document, 
Wherein combining the Weight comprises using a minimum 
Weight. 

21. A computer system, comprising: 
a processor; 

memory; 
a program module, Wherein the program module is stored 

in the memory and con?gurable to be executed by the 
processor, the program module including: 

instructions for receiving a ?rst query segment, Wherein 
the ?rst query segment includes audio speech; 

instructions for generating a representation for the ?rst 
query segment, Wherein the representation includes at 
least tWo paths associated With alternative phrase 
sequences for an ambiguity in the audio speech and 
Wherein generating the representation comprises adding 
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to the representation a path for an alternative phrase 
sequence that includes a synonym for a term in the ?rst 

query segment; 

instructions for receiving a separate second query segment 
and dynamically adjusting the Weights in the represen 
tation based on at least a portion of the second query 
segment, Wherein dynamically adjusting the Weights 
comprises: 

recomputing the Weights for each alternative phrase 
sequence based on at least one additional path associated 
With a composite alternative phrase sequence formed by 
a combination of the ?rst and second query segments; 
and 
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setting the Weights in the representation equal to the 

recomputed Weights; 
instructions for comparing the paths in the representation 

to a group of documents, and 
instructions for determining matching scores for the group 

of documents based on the path comparisons. 
22. The computer system of claim 21, Wherein, for a docu 

ment in the group of documents that includes a lattice index, 
comparing the paths comprises combining a Weight for an 
edge in the representation With a Weight for a term hypothesis 
in the lattice index for the document, Wherein combining the 
Weight comprises using a minimum Weight. 

* * * * * 


